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1. Introduction 

1.1. Problem description 
Imagine a world where everybody always speaks the truth. On top of that, nobody even knows 
what lying is: “Yes, your hair looks like a mess indeed” and “The test was not significant so we 
used another statistical test, one that we are not allowed to use, but we did it anyway to 
enhance our research results” would be utterings heard regularly. Although to us it seems that 
living in that truthful world can be challenging, everybody always knows where he or she stands 
and what to expect. People will be more aware of their surroundings and the world as a whole, 
making them better suited to choose what actions to take or what goals to pursue in this world. 
Now imagine that there is one person in this imaginary world who is able to lie. All the other 
people, still unfamiliar with the concept and possibilities of lying, all assume he is telling the 
truth. Everybody will believe him, even when he makes statements without support, ranging 
from “When I am elected as President I will stop poverty and hunger in the whole world after a 
month” to “Don’t eat rice, it’s evil food!”. This man is now the most powerful man on earth – he 
can manipulate everybody, simply by lying. 
 
This world is imaginary, but not as completely different from our world as one may expect. In 
our world it can be beneficial to lie too, since it gives power to the liar. Sissela Bok, a famous 
philosopher and ethicist, explained this in her book ‘Lying’ (1978): a liar is someone who 
intentionally lets other people believe false information. Because people base actions on 
information, the liar can choose his lies such that he can control the actions of the person lied to. 
Since power is defined here as the ability to control the environment around itself (Bok, 1978), 
the liar gains more power than he would have when he would not be lying. In our world, we are 
familiar with the concept of lying and are not as easily fooled as the people in our imaginary 
world are. However, lying does give power in our world too. The moment you intentionally let 
somebody else believe something false, you gain more power over him. When the benefits that 
come with the lie (the power) outweigh the detriments that come with the lie being uncovered 
(Bok, 1978), individuals may find it beneficial to lie. The disadvantage for liars is that there is 
always the possibility that the lie will be uncovered. As soon as this happens, the gained power 
will be lost. The power will not go back to the initial starting point, but even below that: the liar 
will now be trusted less and listened to less, resulting in him having less power than he began 
with.  
 
In short: lying does give power to the liar. However, when the people being lied to are able to 
distinguish lies from truth, and deception from sincerity, they are able to keep their power, 
without having to give it away to possible liars. The way to tell these differences is by being 
more aware of the world around you. If you know that something is a fact, and somebody else 
tells you the opposite, you can assume with certainty that what he says is false, whether it was a 
lie or just a false belief on his part. If he had said that same thing without you being aware 
beforehand, you would have possibly believed him. So by being more aware of the world 
around you, you are not only better suited to act and interact in that world, you are also better 
prepared to deal with deceivers. 
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In this research we are not mainly interested in the dynamics of lying. Instead, we are interested 
in the other side of the story: the people being deceived. To what extent do people differ in how 
they are able to deal with the world around them, and how does this awareness of the world 
around them affect their abilities to deal with being lied to?  

1.2. Research Objectives 
The questions posed at the end of the previous section are broad questions that can be 
researched in a variety of ways. To focus our question on a more substantial topic, we decided 
to investigate the interaction between governments and civilians. Governments are an 
interesting player in the game of trust. They rule the country, they are an authority – whatever 
they say and do has generally more influence on the world than the words or actions of any 
other random person.  As an extension, a governmental lie has more influence in the world than 
when a civilian lies. Not only the act of lying has more influence, a governmental lie being 
uncovered can have even greater effects.  
 
In our research we will focus on the effects a (lying) government has on civilians. To do this, we 
need a way to investigate the ability of a person to cope with the world. We will introduce the 
concept of authoritarianism, as researched and extensively described by Altemeyer (1996, 2006) 
and Stenner (2005, 2009). Authoritarians are people with a certain personality, reflected in their 
ability to cope with the world around them. On top of that, they have strong positive biases 
towards governments and authorities in general, making the chances of a lie from the 
government being uncovered by them smaller.  
 
We will start this thesis by conducting a literature research to investigate authoritarianism and 
the effects of lying. After that we will develop a model in the form of a Multi-Agent System, to 
make a simplified representation of the government, civilians and other relevant components of 
this system. We will model the internal characteristics of the agents and expect certain social 
behaviors in society to be an emergent feature. We anticipate this model to show that the 
percentage of authoritarians in the population combined with the level of corruption of the 
government to be the main determinants of the amount of trust a society has in its government. 
Subsequently we want to test if these behaviors represent similar dynamics as we observe in the 
real world. 
 
This research is explorative. Our goal is not to obtain quantitative data. This has multiple 
reasons. For one, there is not much reliable data about how often governments in different 
countries lie.  Corruption, a concept that comes closest to what we are interested in, is a hard 
concept to measure (see section 2.1.4), meaning it will be hard to find meaningful quantitative 
data with which we can actually test our hypotheses and model. Another reason why our 
research focuses more on qualitative trends in data than on actual numbers is because of the 
vastness of the research. In this research we make an attempt to investigate the interplay 
between corrupt governments and authoritarianism with a model. To be able to do this, we 
have to engage in multiple different fields of science: political science to learn about 
governments and politics in general; sociology on how people interact and behave in societies; 
psychology to understand more of the internal mechanics regarding our topic in people; and last 
but not least Artificial Intelligence, providing us with the tools to make an actual model of our 
area of interest. The main focus of this research is to combine these disciplines into a 
meaningful representation of the real world, a model that will give us more insights on the 
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interaction between authoritarianism and their capability to live in a world in which their 
authority deceives them. Using precise numbers and quantitative data would be something for 
future research; at this point we are interested in the qualitative dynamics of the system. In 
other words, we are interested in the general behaviors and dynamics of the model without 
precise numbers: for example, if the corruption of the government lowers, how (and in what 
direction) does this change the trust in the government? 

1.3. Research Questions 
To investigate all the above-mentioned principles, we will focus on the effects of a lying 
government on the behavior of civilians and the amount of trust the population has for the 
government. We are interested in how authoritarianism, the ability of civilians to deal with a 
complex world, influences these effects.   
 
Our research question is the following: 
“Can the distribution of authoritarianism in a population explain the behavior we see in societies 
in response to deceiving governments, measured in trust in the government, and is it possible to 
use a Multi-Agent System so that by modeling the individual characteristics of agents the 
macroscopic behavior of the system will show these same behaviors?” 
 
To be able to answer this research question, we composed multiple questions, composed of 
sub-questions: 

1. What are the effects of a government deceiving their citizens? 
a. What is a democracy?                [answered in section 2.1.1] 
b. What is lying and what are the effects?                    [answered in section 2.1.3] 
c. Do governments lie?                  [answered in section 2.1.2 and 2.1.3.4] 
d. What are the effects on civilians when a government lies?  

                                                                        [answered in section 2.1.2 and 2.1.3] 
2. What is authoritarianism? 

a. How does authoritarianism influence the ability of a person to deal with a 
(perceived) complex world?                                           [answered in section 2.2.2] 

b. What behaviors do authoritarians exert when confronted with a (perceived) 
complex world?                       [answered in section 2.2.1 and 2.2.3] 

3. Will a Multi-Agent System based on the microscopic principles as investigated in 
question 2 be able to model the dynamic of a society as described in response to 
question 1 in a reliable way?         [answered in Chapter 3 and 4] 

1.4. Thesis Structure 
The questions posed in section 1.3 will be answered in the following Chapters. In Chapter 2, 
Literature, we will observe real world phenomena and discuss how the theory of 
authoritarianism can explain this. In Chapter 3 we will translate this theory into the microscopic 
characteristics of our model. In other words, we will describe the Multi-Agent System we made. 
In Chapter 4 we will look what macroscopic behavior this microscopic specification will generate 
by running the simulation. In Chapter 4 we will also try to validate these macroscopic behaviors 
to real-world findings. Chapter 5 will consist of a discussion of the model and future works, and 
Chapter 6 is the conclusion.   
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2. Literature 
Although our main interest is in how authoritarianism influences the dynamics in society as a 
response to authorities, it is also important to know more about the ‘authorities’ side of the 
story. That is why we start the literature section with literature focused on governments: What 
is a democracy, what is lying, and do governments deliberately lie to the population of their 
country? Section 2.1 focuses on governments and their behaviors. In section 2.2 we focus on the 
other side, the people in the society and their individual characteristics. We look at the effects 
of a lying government on the population of a country. Section 2.3 combines these two sides and 
describes the dynamic between government and population. 

2.1. Lying Governments 
In a time of deceit, telling the truth is a revolutionary act. – George Orwell 

 
In this section we describe how governments are able to deceive citizens, and why they may do 
this. However, not all forms of governments need lying to achieve goals the population is not in 
favor of. In a totalitarian regime an authority has control over every aspect of public life and has 
virtually all power, making the need to lie smaller. That is why we solely focus on the 
governmental form of a democracy; the dynamics of a totalitarian country are beyond the scope 
of our research. In section 2.1.1 we describe what a democracy is. In section 2.1.2 we give 
examples of ways in which governments can manipulate, especially psychological warfare. In 
section 2.1.3 we focus on all aspects of lying – the deceiving behavior the government in our 
model will use. Section 2.1.4 lastly talks about how we can measure these governmental 
behaviors. 

2.1.1. Democracy 
There are different forms of governments, ranging from dictatorship to democracy. At present, 
the most common form in which politics is organized is the democracy (Gilley, 2009). The 
concept of democracy is a difficult one with many different definitions. For example, dictators 
often misuse the word to convince subjects that they live in a just system. Not every country 
that calls itself a democracy is one. Literally, democracy means that ‘the governing power is 
being derived from the people’. This is quite vague and a more specific definition is needed, but 
scientists use many different forms (Lipset & Lakin, 2004). However, Lipset and Lakin argue that 
there is a consistently high correlation between different measurements of democracy and they 
conclude that it matters a bit, but not much, which definition of democracy is used. The 
definition for democracy they propose themselves is: “An institutional arrangement in which all 
adult individuals have the power to vote, through free and fair competitive elections, for their 
chief executive and national legislature”. Important is that all adults have the possibility to vote 
for who will participate in the government. Elections must be free, fair and competitive (when 
there is only one party to vote for, there is not much use for voting).  
 
Although this definition states the requirements for a democracy, it does not mention the 
concept of freedom (except about the elections). Governments can keep themselves to these 
rules and still ignore constitutional limits on their power and deprive citizens of basic rights and 
freedoms (Zakaria, 1997). These concepts of freedom are very important in order to have a so-
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called liberal democracy. A liberal democracy is a political system characterized by not only free, 
fair and competitive elections (the requirements of a democracy), but also by the rule of law, a 
separation of powers, and the protection of basic liberties of speech, assembly, religion, and 
property (Zakaria, 1997). These extra concepts (denoting constitutional liberalism) say 
something about the limitation of power of the government, while the definition of democracy 
talked only about the accumulation and use of power. When there is no constitutional liberalism, 
fairly elected governments are still able to do whatever they want as soon as they are in power: 
without rule of law there are no laws that protect civilians from the power of the government, 
and when there is no freedom of speech people cannot speak up and protest against anything 
the government does. The think tank Freedom House (mentioned by Lipset & Lakin, 2004) 
produces annual rankings of civil and political liberties to rank every country objectively with 
respect to their degree of democracy. One feature they measure is whether the government 
operates with openness and transparency1. This is a very important aspect of a liberal 
democracy: people need to be able to have information about the operations and actions of the 
government. Without information, they are not able to hold the government accountable for 
their actions and are not able to make sound judgments for coming elections.  
 
Besides all features the government has to provide to obtain a free democracy, there are also 
things needed from the citizens in order to function properly in a democracy. A symposium by 
leading political scientists in the American Political Science Review (Griffith, Plamenatz, & 
Pennock, 1956, cited by Manwell, 2010) reported agreement on some psychological attitudes 
necessary to sustain a democracy. These attitudes were individual liberty, equality and 
responsible participation. Another important factor needed for democracy is education: it is not 
possible to have a stable democracy in a country with low educational levels (Glaeser et al., 
2007). 
 
There are two forms of democracy, direct and representative. In a direct democracy every 
citizen has direct influence on all decisions, for example by use of referendums. However, direct 
democracy is difficult to carry out because of the size factor: a government that submits every 
decision to millions of people will be too unwieldy to function. That is why the representative 
democracy evolved to be the most common form of democracy. In this form the government 
represents the citizens by making decisions that match the opinions of the people. However, it is 
not possible to know what people think about every subject. Moreover, few people hold 
definite opinions about every subject or want to obtain enough information about every topic to 
be even able to form an informed opinion. That is why a representative democracy entails that 
the people must be able to control the general direction of government policy, but the 
government can fill in the details of achieving this direction. When people are not able to 
determine the general direction, the democracy is not considered to be liberal. 
 
So when a government lies, it goes against one of the most important features of a liberal 
democracy: openness and transparency. The citizens will not have all information on the actions 
of the government, making it harder for a country to function stably and reliably as a liberal 
democracy. In our research we will model democracies, and we will vary the openness and 
transparency of the government by changing their corruption levels. 

                                                      
1
 http://www.freedomhouse.org/report/freedom-world-2010/checklist-questions-and-guidelines 
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2.1.2. Psychological warfare 

In this section we investigate the ways in which governments can manipulate their citizens. 
Besides not adhering to the principles mentioned in the previous section, governments have a 
great number of possibilities to their disposal that can help them manipulate the population. We 
must mention here that manipulation in itself is not objectionable; manipulation can be used 
with good intentions. In this section however we focus on one form of manipulation that is often 
considered to be ‘bad’: psychological warfare. Evidence will be presented showing that 
governmental officials are acquainted with this specific way to be able to manipulate a society. 

Psychological warfare is a form of warfare in which the target group is not physically attacked, 
but psychologically, by targeting the minds of the target (Ganser, 2005). If somebody can get 
access to our thinking and feeling, without us noticing, he undoubtedly can exercise great power 
(Ganser, 2005). Ganser describes many ways in which psychological warfare can be carried out: 
by giving false or twisted information through books, posters, movies, television reports, 
etcetera, the thinking and feeling of a target group can be shaped. The use of terrorist attacks is 
a form of psychological warfare where terror is spread under the people. By physically hurting a 
small part of the target group, the main part of the target group is psychologically hurting, 
making it at least partly psychological warfare. Terrorist attacks can be planned by certain groups 
with the aim to instill fear in the government or to force them to do certain things. However, 
terrorist attacks can also be carried out by (secret) agents of the state, in order to wrongly blame 
the attacks on political enemies of the government (Ganser, 2005).  

This last form of terrorist attacks were used in Italy in the years 1969-1984, with the intention to 
exclude the political left from participating in the government (Tunander, 2009, and Ganser, 
2005). To give a detailed example of psychological warfare, the situation in Italy during those 
years is described extensively in section 2.1.2.1. Part of the government of Italy at that time was 
completely aware of the principles underlying the attacks. According to the findings of the Italian 
Senate, this strategy of tension had been implemented by members of both the United States 
and Italian national security agencies, including the CIA and the SISMI (the Italian military secret 
service), which had linked up with extremists who then had planted the bombs (Ganser, 2005). 
All of this happened under the code name ‘Gladio’. One organization of extremists which was 
involved was the Italian fascist organization Ordine Nuovo. Vincenzo Vinciguerra, a member of 
Ordine Nuovo, explained after his arrest:  
 
“You had to attack civilians, the people, women, children, innocent people, unknown people far 
removed from any political game. The reason was quite simple. They were supposed to force 
these people, the Italian public, to turn to the State to ask for greater security. This is the political 
logic that lies behind all the massacres and the bombings which remain unpunished, because the 
State cannot convict itself or declare itself responsible for what happened.” (from Ganser, 2005) 
 
The ‘strategy of tension’ is a form of psychological warfare which aims to spread maximum fear 
amongst the target group by targeting their emotions (Ganser, 2005). Or as Tunander (2009) 
puts it: “to create a climate of chaos to dramatize political life in order to ‘securitize’ issues 
previously open to public debate, thus limiting the range of the democratic discourse”. 
Vinciguerra describes exactly that: they made people scared, such that they turned to the 
authorities for greater security, reducing their own power and showing more support for 
governmental actions. 
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Similar operations were going on in other European countries during those years, for example in 
Turkey (Ganser, 2005). Researchers there found a manual (code-named FM 30-31B) on 
psychological warfare, written in the year 1970 by the Headquarters of the US Army and signed 
by General of the US Army W.C. Westmoreland (Ganser, 2005). This manual details how and 
when the state can carry out terrorist operations, and the methodology for launching such 
terrorist attacks. US Official forces claim that the manual is a forgery, however there is much 
evidence that the document is in fact not a forgery. For example, former deputy director of the 
CIA Ray Cline says that he has no doubt it is genuine (Ganser, 2005), and with him a great 
amount of other influential people.  
 
Numerous other researchers describe these principles of psychological warfare used by 
governments, for example McDermott and Zimbardo, quoted by Manwell (2010): 
 
“[…] leaders strive to manipulate public opinion through the strategic use of fear and anger in 
order to gain political power and advantage... If leaders want or need backing for a particular 
campaign that is likely to be unpopular or expensive in lives and material, such as war, or 
restrictions on civil liberties, then the effective use of anger, threat, and fear can work to 
enhance public support. In this way, a terrorism alarm can simultaneously serve as both a 
political and a strategic tool.” 

2.1.2.1. Example of psychological warfare: Gladio 
In 1969, four bombs exploded in public places in Rome and Milan, killing and injuring dozens of 
innocent civilians. This was the start of a series of terrorist attacks in Italy, in which around 150 
people died and around 700 people were injured. These attacks spread fear amongst the 
civilians, influencing voting behavior. Exactly that turned out to be the goal of the attacks, 
attacks that were supported by (parts of) the government itself: to influence the population in 
the support they felt for the government and thus their voting behavior. Before we investigate 
more thoroughly, Table 2.1 shows an overview of these attacks (Dossi, 2001, and Ganser, 2005): 
 

Name Location Date Casualties 

Piazza Fontana 
bombing 

Rome and Milan December 1969 16 people died, 80 were 
injured 

Peteano 
bombing 

Peteano May 1972 3 police officers died 

Piazza della 
Loggia bombing 

Brescia May 1974 8 people died, 102 were 
injured 

Italicus Express 
bombing 

A train from Rome 
to Munich 

August 1974 12 died, 48 were injured 

Bologna station 
bombing 

Bologna August 1980 85 people died, more than 
200 were injured 

Christmas train 
bombing 

A train from Naples 
to Milan 

December 1984 15 people died, 267 were 
injured 

Table 2.1: Overview of the attacks in Italy that turned out to be part of a strategy of tension. 
Note: the number of injured people varies depending on the source. In this overview the numbers 
as used by Ganser (2005) are presented. 
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Right after each of these attacks, it was wrongly blamed on left-wing terrorist groups, among 
which the Red Brigades (Brigate Rosso), a left-wing group with communistic ideologies. This 
resulted in the Italian Communist Party being discredited (Ganser, 2005), but also in the 
reduction of civil liberties. For most people, the ‘Communist danger’ justified increased military 
spending and a reduction of civil liberties in the interest of state security (Ganser, 2005), 
because “terror increases people’s desires for security at the expense of their desire for change” 
(Dossi, 2001). This made the events even more detrimental for the Italian Communist Party, 
since they were the more progressive and radical party in want of change. To sum up the 
consequences of the attacks (Ganser, 2005): 

 spreading fear amongst the Italian population; 

 discrediting the Italian Communist Party; 

 allowing the implementation of conservative security policies. 
 
Judge Felice Casson started an investigation into the 1972 Peteano bombing attack, an 
investigation that would turn out to rock the foundations of Italian politics. He found that the 
Red Brigades were not responsible for the attack; instead it had been carried out by a fascist 
organization called Ordine Nuovo (‘New Order’), with Vincenzo Vinciguerra as an important 
member. Vinciguerra confessed, but later it turned out he was not the only one responsible. The 
Italian military secret service (called SIFAR, SID or SISMI consecutively, depending on the year) 
had protected him, because they shared his anti-communist convictions and therefore 
supported his crimes silently. They saw it as a necessary way to ‘free the world from 
communists’, or as Clemente Graziani, another Ordine Nuovo-member, wrote in a book which 
was published already in 1963 (Ganser, 2005):  
 
“Terrorism obviously has the possibility to kill or let kill also elderly people, women and children. 
Operations of this kind have until now been considered to be contemptible and despicable crimes, 
and above all, useless crimes to win a conflict. The revolutionary warfare canon however 
subverts these humanitarian and moral principles. These forms of terrorist intimidation are 
today not only considered as acceptable operations, but are at times even absolutely necessary.” 
 
After the arrest of Vinciguerra in 1984 Casson decided to investigate why the governmental 
officials and secret services supported this strategy of tension, and dove into the archives of the 
SISMI. Casson found that a secret army existed in Italy, set up by the SIFAR and the CIA (Central 
Intelligence Agency) in the years after the Second World War, under the code-name ‘Gladio’. 
This army was set up to prevent the Soviet communists from invading and occupying Italy. It 
seemed, however, that in the absence of a Soviet invasion, Gladio was used to weaken the 
Italian Communists by means of psychological warfare, namely by carrying out all the bombings 
as described in Table 2.1. (Ganser, 2005). In 1990 the prime minister of Italy, Andreotti, 
confirmed that there was indeed a secret army within the military secret service (Ganser, 2005), 
of which the purpose was to oppose, by all possible means, a government which included the 
Communist party (Bellu and D’Avanzo, 1991, cited by Dossi, 2001). He confirmed the findings of 
Casson and explained that Gladio was the Italian branch of a secret stay-behind army, set up by 
the CIA and the Italian secret services to confront a potential Soviet invasion. The secret armies 
were supervised and coordinated by the NATO. However, the prime minister stressed that both 
Gladio and the secret services had nothing to do with the terrorist attacks.  
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From then on, evidence for Gladio being responsible for the attacks started piling up. 
Vinciguerra insisted that there existed a super-organization that “took up the task, on NATO’s 
behalf, of preventing a slip to the left in the political balance of the country. This they did, with 
the assistance of the official secret services and the political and military forces” (Ganser, 2005). 
Eight senators of the Italian parliament investigated the matters elaborately and concluded that 
the strategy of tension had been implemented by both the CIA and the SISMI, and that they had 
linked up with extremists to let them plant the bombs. General Giandelio Maletti, former head 
of Italian counter-intelligence, confirmed this account in March 2001. He testified: “The CIA, 
following the directives of its government, wanted to create an Italian nationalism capable of 
halting what it saw as a slide to the left, and, for this purpose, it may have made use of right-
wing terrorism.” Finally even the NATO confessed. On November 5th, 1990, the NATO stated 
that “NATO has never contemplated guerrilla war or clandestine operations; it has always 
concerned itself with military affairs and the defence of Allied frontiers” (Ganser, 2005). 
However, the next day they stated that their denial of the previous day had been false, and from 
that moment on they refused to answer any further questions on this topic.  
 
The Americans justified their actions by saying that democracy has to be saved at any cost, and 
since in their view Communism is the negation of democracy, Communism had to be fought 
(Dossi, 2001). However, Dossi (2001) states that the defense of democracy was not the real 
reason for the stay-behind army. Instead, the interests of the United States were what mattered 
most, official documents say (Dossi, 2001). A Communistic regime would have closed the Italian 
market for American goods. On top of that, if Italy had become Communist, other countries in 
Europe would have possibly followed, closing even more markets for the US. Whatever the real 
reason was for the United States to engage in these behaviors does not matter much for us. 
What is clear from this example is that there are governments who are acquainted with 
psychological warfare, and who do not shy away to use it when they deem it necessary. 

2.1.3. Lying 
The previous section showed that governments possess quite an arsenal of techniques to be 
able to manipulate their citizens. In this research we focus on one specific form of manipulating 
behavior, namely lying. Before we can delve into the effects of lying, we should first define what 
lying is. We will also give examples in which governments lied to the public. 

2.1.3.1. Definition of lying 
St. Augustine was one of the first to describe the topic of lying comprehensively. In 
approximately the year 395 he wrote “that man lies, who has one thing in his mind and utters 
another in words, or by signs of whatever kind.” I paraphrase: Someone lies who does not say 
the thing he knows or thinks to be true, instead he says the thing he knows or thinks to be false. 
Augustine stressed that lying depends on the intention:  If someone believes that what he says 
is true, even though it is false, he is not lying. But when what he says is true, while he thinks it is 
false, it is considered to be lying. “For from the sense of his own mind, not from the verity or 
falsity of the things themselves, is he to be judged to lie or not to lie.” (Augustine, 395). 
 
Just as St. Augustine, we will use the term ‘lie’ not to describe the difference between the truth 
and falsity of a claim, because there is no ‘whole truth’: not everything is known, and certainly 
not by everybody (Bok, 1978). Imagine a person who thinks with complete certainty that some 
proposition is true when in fact it is not. When he tells this proposition to someone, he is not 
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lying, because he intended to be truthful and not to mislead the other person. This is why lying 
is based on the intention to deceive. However, deceiving can be done through gesture, through 
disguise, by means of action or inaction and even trough silence (Bok, 1978). Bok defines a lie as 
“any intentionally deceptive message which is stated”. These statements are made most often 
verbally or in writing. We will use the same definition for lying as Augustine (395) and Bok 
(1978): the act of making a statement to intentionally deceive someone. In the next section we 
will look into the consequences of lying in general and specifically by governments.  

2.1.3.2. The consequences of lying 
A lie is always about a certain topic, so lying about a topic not only has consequences stemming 
from the mere fact it was a lie, but also consequences regarding the topic of the lie. In this 
research we want to limit ourselves to the consequences of lying, and thus exclude all effects 
coming from the topic of the lie or other related consequences for as much as possible. In 
section 2.1.3.2.1 and 2.1.3.2.2 we talk about the consequences of lying in general, divided into 
two different aspects: the effects of telling a lie and the effects of a lie being uncovered. In 
section 2.1.3.2.3 we discuss the consequences of the special case of a lie stemming from the 
government. 

2.1.3.2.1. Consequences of bringing a lie into the world 

The largest effect of lying (which is often the reason someone lies in the first place) is to let 
other people believe something that is not true. This can be done to protect a secret, avoid 
punishment for one’s actions or to control the behavior of one’s environment. People lied to 
may engage in actions they would not have done if they were aware of the truth. The liar can 
choose his lies in such a way that he can control the actions of the person lied to to a greater or 
lesser extent. Lying has thus a positive consequence for the liar: by letting other people believe 
false information, the liar exercises power (the ability to produce intended effects (Russell, 
2003), to control the world around himself) (Bok, 1978). Another aspect of this power is that the 
liar can make himself look better. However, a liar is also affected by his own lies. The liar knows 
he has lied and for most people this realization will reduce the feeling of integrity (Bok, 1987). 
 
Although the effects can be seen as mainly positive for the liar, the deceived people experience 
mostly negative effects, although they are not aware of these consequences consciously. Firstly, 
they are manipulated by the liar, thus their power is diminished. All behavior depends on 
estimates of what is the case. These estimates must often rely on information from others. Lies 
distort this information and therefore the situation as perceived, as well as the choices made 
(Bok, 1987).  
 
However, the people lied to do not consciously experience this negative effect, given that they 
are not aware that they were being lied to. The emotions the deceived ones experience are 
dependent on the content of the lie. Some lies will make people happier than the truth would 
have done (a form of white lies, see section 2.1.3.3), while other lies make people feel less 
pleasant. 
 
A big disadvantage of lying is that after telling one lie, more lies come easily: psychological 
barriers wear down and more lies seem necessary to bolster the first lie (Bok, 1978). When lies 
stack up, the risk the liar will be exposed becomes greater and thus all the consequences of an 
exposed lie are risked. These consequences will be described in the next section. 
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2.1.3.2.2. Consequences of a lie being revealed 

Although the liar experiences positive effects by a successful lie, there is a drawback. When a lie 
is revealed (meaning that the people lied to find out that they have been lied to), there are 
often negative consequences for the liar. Aristotle stated (cited by Bok, 1987): “Falsehood is in 
itself mean and culpable, and truth noble and full of praise.” This gives an initial negative weight 
to lies: lying requires an explanation, while telling the truth ordinarily does not and is seen as 
default (Bok, 1978). Furthermore, the power obtained by lying will become greatly decreased 
(Bok, 1978). 

The consequences of an uncovered lie for the people lied to are mostly negative. People feel 
betrayed, resentful, disappointed and suspicious (Bok, 1978). They see that they were 
manipulated and that the deceit forced them to act in a different way than they normally would 
have chosen. It does not matter much what the reason for the lies was: even if the lies told were 
white, the negative effects are generally still the same (Bok, 1978). The reason almost all lying is 
experienced with these negative emotions, is that people have no way to judge which lies are 
trivial and which are not. And since people have no confidence that liars will restrict themselves 
to trivial lies only, people will be wary of all deception (Bok, 1978). However, this can also be 
seen as an advantage: now that the liar is unmasked, people will be more careful with believing 
him and possibly others too, making them less prone to fall for future lies. In other words, the 
trust level between two individuals will lower if they were involved in a lie that is now uncovered 
(Bok, 1978). The chance that the person being lied to will believe the liar again becomes smaller, 
his credibility is damaged. However, due to this smaller credibility, it is even possible that truths 
later on are interpreted as a lie, such that even true statements will have ambiguity as an effect.  

2.1.3.2.3. Consequences of a governmental lie 

When someone tells a lie, there are also consequences for the population as a whole (Bok, 
1978). A high level of truthfulness is necessary to human society, otherwise it is almost 
impossible to communicate with one another; it is not possible to have a society where 
everybody lies, there should be at least a little bit of trust (Bok, 1978). So for a society to 
function, people need to be able to communicate with each other. For this, they need correct 
information. Thus when there are lies circulating, communication will be hindered. When a 
government lies, these effects are even larger. Governmental lies have an enormous scope, 
since the people lied to are often a big part of the population, if not all people in the country. All 
people are being manipulated and can practice less power. 
 
When a governmental lie is uncovered it affects the society more than when a lie from a random 
civilian is uncovered. To be able to communicate, not only truthfulness but also trust is essential. 
It is of no use if everybody speaks the truth when nobody trusts each other. Trust is thus an 
important aspect of a society. However, when a lie comes out, the general trust level of a 
society (the cumulative trust between all the individuals) will lower (Bok, 1978). This effect also 
takes place if the lie was white: even though people can accept the fact that the lie was for the 
best, the trust they have in each other will still decline. People start to distrust both each other 
and the government and even true statements of the government can be doubted (Bok, 1978). 
In addition, the policymakers often start to believe in their own lies (Wise, 1973). The deception 
designed for the public in the end becomes self-deception by politicians. Thus, lies will 
cumulatively lower both the level of trust and with that the cooperation in a society (Bok, 1987).  
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However, the effects of a governmental lie coming out are not that profound as would be 
expected on the basis of the abovementioned theory, because not all people want to believe 
that their government lied to them.  There is a certain group of people who tend to believe most 
of what the government tells them, as long as it is in line with their own beliefs (Altemeyer, 
2006). We call this group of people authoritarians, and their behavior, feelings and ways in 
which they respond to authorities is explained in section 2.2.  

2.1.3.3. The intentions behind a lie 
As we saw in the previous section, the consequences of lying are mainly negative, especially 
when the risk of the lie being exposed is high. However, depending on the reasons for lying, it 
may still be beneficial or even necessary in the eyes of the liar to lie. This is of course a personal 
preference, based on the goals the liar wants to achieve by lying. These goals differ from person 
to person, but all intentions behind lying can be divided up in two different categories: ‘white’ 
and ‘non-white’ reasons for lying. In this section we first show the difference between these 
intentions, after which we argue that the intentions behind a lie are not relevant for our 
research. 

2.1.3.3.1. White lies 

Lies are not morally accepted when used to deceive someone for the liar’s own good. However, 
there are lies that are in general regarded as ‘good lies’, so-called ‘white lies’ (Bok, 1987). Where 
to draw the line between white and non-white lies is a hard philosophical question that depends 
on one’s own morals and values (Bok, 1987) and will be discussed in section 2.1.3.3.3. The lies 
stemming from a government can also be divided into these two categories. An example of a 
white lie from a government is that they may lie when they have to do something which is in the 
best interest of the country on the long term but they fear that the citizens will not approve of it, 
because they will only look at the short term dangers. Leaders may see deception in this case as 
the only means possible to attain the necessary results (Bok, 1978). Another possibility why the 
leaders of a country may lie is that the people of a country must sometimes be misled in order 
to mislead the enemy (Wise, 1973). For example when in war, it is risky to tell the truth about 
certain plans, because there is a possibility that the information will leak. Giving false 
information to the people of a country and expecting this to leak can help to deceive the enemy. 
Another possible reason for a white lie is that the government thinks they are the only ones who 
have all the information needed to make decisions (Wise, 1973). Ordinary citizens, they believe, 
cannot understand complex policy problems; ergo the policy makers have the right, so they 
think, to mislead the public for its own good. These forms of lies can be regarded as ‘white’ lies, 
because the government aims to act in the best interest of the people.  
 
Some researchers make a distinction between white lies and so-called ‘noble lies’ (first coined 
by Plato in his book ‘The Republic’ (380 BC)) to denote a difference in the level of acceptance of 
a well-meant lie. Noble lies are often bigger than simple white lies, they are often used to create 
a harmonious situation in a society by creating a myth. This makes the effects of them being 
uncovered bigger than for a white lie. We will not make this distinction in our research: when 
we talk about white lies, we use it as an umbrella term for all well-meant lies. 

2.1.3.3.2. Non-white lies 

There are also lies that are not intended as a white lie, stories or facts that are deliberately 
brought into the world to manipulate people into things that are not in their best interest and 
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that they would not have carried out or believed when confronted with the truth. Lies distort the 
information available and with that the choices people make (Bok, 1987). Through wrong beliefs, 
people may engage in actions they would not have done if they had been aware of the truth. So 
by distorting information through lying, a government may have an influence on the behavior of 
their citizens, thus wielding more power. Another reason for lying is to make people afraid, as 
described in section 2.1.2: governments may lie to frighten people, because when people are 
fearful, they will show more support for governmental actions (Manwell, 2010). Non-white lies 
are often not accepted by the citizens when they are revealed as lies: when the reason for a lie is 
not that it is best for society but for example for personal gain, lies are not accepted, neither 
from individuals nor governments. 

2.1.3.3.3. Trying to distinguish white and non-white lies 

As mentioned before, it is very hard to determine whether lies are pure white lies or not. Even 
when the government lies because it is best for the country, it is possible that they are wrong, 
since they too are not all-knowing creatures able to see into the future to look at the 
consequences of their actions. In other words: the intention of a lie is not the only thing that is 
important. When dealing with such complex matters as ruling a country, the number of 
parameters important for a decision are enormous. Take for example the Gulf of Tonkin incident, 
as described in the next section. The government of the United States falsely claimed that they 
had been attacked, to be able to extend their participation in the Vietnam War. One can say this 
is a white lie, given that the government did so because participating in the war would be very 
beneficial for the people in the long run, for example because the economy would prosper 
because of the war. However, there were enormous negative consequences, with a number of 
total fatalities as high as 4.5 to 6 million (based on the assumption that if the government had 
not lied about this, the US citizens would not have supported the war and the Vietnam war 
would not have happened). How severe should the negative consequences be to weigh up to the 
positives? The government probably uses another balance than the civilians to weigh 
importances, which makes it very hard to determine ‘what is best for the country’ and thus very 
hard to determine when a government lies with good reasons.  

However, even pure white lies that have the desired positive outcomes and that have no 
negative consequences in the order of magnitude of there being causalities, can have other 
negative consequences for a population (Wise, 1973). Examples are a lowering of the trust level 
(Bok, 1978) and an infringement of the principles of liberal democracy, since a lying government 
positions itself above the citizens and does not represent whatever the people want. That is why 
lies, even white lies, stemming from a government are generally treated as unacceptable on 
moral and philosophical grounds (Wise, 1973). Finally, it can also be the case that the 
government classifies their lies as white, when in fact they were lies to cover up bad intentions 
or incompetence.  

That is why both white lies and nonwhite lies regarding governmental actions will be treated as 
equal in this thesis and in our model: It is hard to determine whether a lie was intended as white 
(the best interest of the citizens is different from the best interest of the policymaking officials 
and even different from what they think is the best interest of the citizens), and even when it 
was sincerely intended in the best interests of the people, such lies still have some severe 
consequences on the population. 
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2.1.3.4. Examples of lying governments 
In section 2.1.2.1 we gave an extensive example of (a part of) the Italian government who, in 
collaboration with the CIA and some right-wing organizations, used psychological warfare to 
manipulate their citizens. Although they did lie about the culprits of the attacks, much more 
than only lying took place, being the physical attacks on the population. In this section we want 
to discuss some examples where the main objectionable act was lying. However, since telling 
the truth is considered to be the default action (Bok, 1978), people often only lie when they feel 
it is necessary. This entails that people are more inclined to lie about things that have gone 
wrong, about wrong intentions or things they feel shameful about. So when investigating 
examples of lying behavior, the lying behavior is almost always connected to other behaviors or 
situations that are often not following the norm and are possibly malicious. Although the 
following examples will entail more than simply an act of lying, we will focus on the lying 
behaviors. Most examples throughout this thesis will be regarding the United States 
government. This is not per se because they are more corrupt than other countries – it is 
because the US is seen as one of the world-leading countries, and thus a lot of emphasis is 
placed in the literature on incidents where the government or President of the United States 
was the one lying. 
 
In 1932 the United States Public Health Service (USPHS) initiated an experiment on 
approximately 400 black men who had syphilis (Thomas and Quinn, 1991). These often very 
poor men from Alabama thought they were given free medical care and meals and were told 
they were being treated for ‘bad blood’, a phrase that the local people used to describe a variety 
of ailments (Thomas and Quinn, 1991). Reports of subjects showed the subjects were never told 
about the term syphilis; instead they repeatedly were told they were being treated for bad 
blood (Jones, 1993). Although they were told they were being treated, the subjects did not 
receive any treatment at all, neither for syphilis or ‘bad blood’ (Jones, 1993). The subjects were 
closely monitored for 40 years, to investigate how syphilis affected black people. Since the 
subjects did not know they had syphilis, they were also not warned about the severity of the 
disease and the fact that it is transmissible. Although in 1947 penicillin became the widely 
available standard therapy for syphilis, the subjects did not receive any treatment. On top of 
that, measures were taken to ensure that subjects would not receive effective treatments in 
other places (Thomas and Quinn, 1991). Subjects were not notified about these actions. By the 
end of the experiment, 28 subjects had died directly from syphilis, 100 from related 
complications. 40 wives have been infected and 19 children were born with congenital syphilis 
(Jones, 1993). In 1974 the experiment came to an end when an investigator sent the story to the 
press. In 1997, President Bill Clinton formally apologized:  
 
“What was done cannot be undone. But we can end the silence. We can stop turning our heads 
away. We can look at you in the eye and finally say on behalf of the American people, what the 
United States government did was shameful, and I am sorry ... To our African American citizens, I 
am sorry that your federal government orchestrated a study so clearly racist.” (Office of the 
Press Secretary, White House, 1997).  
 
The government gave unclear and incomplete information to all subjects repeatedly, for 40 
years. Although it is not completely clear if the experimenters actually said false statements to 
the subjects, it is clear they wanted to deceive the subjects by withholding information. The 
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intention behind the statements was to deceive, something we also consider being lying (section 
2.1.3.1).  
 
This Tuskegee syphilis experiment has had influence on the amount of trust minorities had in 
the government. Many African Americans distrusted the medical community, up to a point in 
1990 were 10% of African Americans believed that the government of the United States was 
responsible for the HIV/AIDS-crisis by introducing the virus to the black community as a plot to 
exterminate blacks, and 20% could not rule out the possibility that this might be true (Jones, 
1993). Public health authorities could not be trusted in their eyes, reducing the rates in which 
black people visited health care, resulting in people dying from illnesses that could have been 
easily treated (Quinn and Thomas, 1991).  
 
Other examples where governments lied to their citizens are for example: 

 The Gulf of Tonkin incident. The American public was told on August 4, 1964 that two 
American warships on routine patrol had been attacked by North Vietnamese boats. The 
Gulf of Tonkin Resolution2 followed on August 7, giving President Johnson authorization 
for the use of military force in Southeast Asia.  Later it turned out there were no 
Vietnamese boats near at that point, nor were the US ships attacked (Moïse, 1996, Wise, 
1973).   

 President Bush and other governmental officials often indicated after 2001 that Saddam 
Hussein was (at least partially) responsible for the attacks on the World Trade Center on 
September 11, 2001. Later it turned out this was not the case, with even Bush in an 
official speech admitting there were indeed no such links (Prasad, 2009).   

 In August 1939 Nazi forces posed as Poles and seized the Gleiwitz radio station to 
broadcast a short anti-German message in Polish, killing someone in the process to 
make it look more like an attack. This incident was part of a bigger plan, Operation 
Himmler, consisting of more incidents staged by Nazis to make it look like Poland was 
aggressing towards Germany.3 The day after, Germany invaded Poland, starting World 
War II. 

 In 1998 President Clinton stated, under oath: “But I want to say one thing to the 
American people. I want you to listen to me. I'm going to say this again: I did not have 
sexual relations with that woman, Miss Lewinsky. I never told anybody to lie, not a single 
time; never. These allegations are false. And I need to go back to work for the American 
people. Thank you”.4 Months later he confessed that he did have an ‘improper’ physical 
relationship with Lewinsky.5 This was a big scandal, both in the US and over the whole 
world: not only had the President had an extra-marital affair, he also lied about it under 
oath. Even though it was not the government who lied but the President in person, 
Clinton was seen as a personification of the government, thus resulting in lowered trust 
levels in the government. 

 
Although in these examples the evidence is plentiful, not everybody will agree that the 
governments actually lied. When can you safely assume something was a lie when the culprit 
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4
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5
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keeps saying it was not a lie? We find abovementioned examples clear enough to assume they 
were lies. However, the questions whether it was a lie or not, and when it was a lie, what where 
the true intentions behind it, are not important for our research. The effects on the people stay 
the same: when people are being lied to they will trust the government less, whether it was in 
fact a lie or not, and in this research we want to look at those effects. 

2.1.4. Corruption 
In the previous section we saw some examples of lying governments. However, the fact that 
there are examples does not give us any information on the amount of lying governments 
engage in compared to how often they tell the truth, nor on the severity of the lies. The concept 
that can measure this most closely is corruption level, although in this section we argue that the 
measurements of corruption are vague and not sufficient to base quantitative data on. It is 
possible to deduce qualitative data from corruption measurements, however there are 
drawbacks. 
  
Corruption is ‘the abuse of entrusted power for private gain’, as defined by Transparency 
International6, an organization and global movement with as goal to take a stance against 
corruption world-wide. There are multiple indices measuring the corruption levels of countries. 
However, it turns out to be hard to measure corruption, due to the inherent characteristic of 
corruption and lying: it often happens behind the backs of social awareness, in secret. Simply 
asking a government how corrupt they are will not give any answers (and even if it would – how 
would you know if you could trust the answer or not?). There have been initiatives trying to 
measure the different corruption levels in society based on measuring either corruption or 
similar concepts: The Corruption Perception Index7 is based on how corrupt a countries public 
sector is perceived to be; the Global Corruption Barometer8 is a world-wide public opinion 
survey on corruption; the Global Integrity Report9 measures the existence and effectiveness of 
national-level anti-corruption mechanisms used to hold government accountable; the World 
Justice Project Rule of Law Index10 measures to what extent countries and governments adhere 
to the rule of law in practice; and the Worldwide Governance Indicators11 calculates among 
others the control of corruption based on multiple other researches.  
 
An often heard problem with these researches is that they are mainly based on expert opinions, 
where these perceptions are easily distorted by culture, personal experience and interest and 
media coverage (Stefes, 2007). These measures can only measure perceived corruption. Another 
option often used is that they measure other aspects of a society that can be extrapolated to 
derive the level of corruption. However, these measures are often not suitable for extrapolation. 
In addition, some of these researches are not comparable to themselves over the years, since 
corruption data is hard to define in quantitative numbers and the corruption of a country is 
often represented regarding its rank compared to other countries (from the Corruption 
Perceptions Index 2011 website).  Stefes (2007) describes these and other problems with 
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current measurements of corruption. He suggests the Business Environment and Enterprise 
Performance Survey (BEEPS)12 as a study that uses data on forms of corruption that can actually 
be observed. However, that research is focused more on the business environment than on 
governments, making it not suitable for our research.   
 
The abovementioned definition of corruption does not include governmental white lies, with as 
goal the benefit of the whole country instead of private gain. Since we are interested in the 
effects of all lying actions from the government, regardless the goal or intention behind it, 
corruption is not precisely the concept we are looking for. We will use the term corruption 
throughout this thesis, however, we will not only use the term to denote actions with as goal 
private gain; we will use it to describe all forms of lying and deceiving behavior, even when the 
intentions are noble. When we will compare the findings of our model to real-world data we can 
use measurements of corruption in countries, but we should make sure we only use it for 
qualitative research, for example using only the rankings of countries. 
 
To sum up, in section 2.1 we saw that governments can deceive their citizens, and that one way 
they do this is by lying. We investigated what lying is, what the consequences of lying are, and 
we gave some examples of lying governments. We also looked a bit at the effects of lying 
behavior on people. In the next section we investigate this more thoroughly. We will focus 
completely on the internal characteristics and behaviors of people, especially regarding 
authorities and when confronted with a complex world. 

2.2. Authoritarianism 
 People say they want freedom and equality, but what they really want  

is for tomorrow to be the same as today – Terry Pratchett 
 

Authorities of any kind influence people. The most famous experiment showing this is 
conducted by Milgram (1974). He showed that adults would inflict severe pain (and even the risk 
of death) on an innocent victim if a person of authority (in this case an experimental scientist 
wearing a white coat) told them to do so. Even though the victim was screaming and begging to 
stop, when the experimenter told the participants to pull another switch (thus inflicting more 
pain), authority won over morality more often than not. The effects of obedience to authority 
are enormous. However, not everybody responds the same way to authorities. In this section 
we explain the concept of authoritarianism. Authoritarians are people with a certain personality 
that are especially vulnerable to influences from authorities. Authoritarianism is defined on a 
scale, where the people opposite to authoritarians are called ‘libertarians’ (Stenner, 2005). We 
give multiple examples of authoritarian behavior to start this section with. In the subsections 
thereafter we explain what makes authoritarians behave in these ways and tell more about their 
internal mechanisms. 
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2.2.1. Authoritarian behavior 
In his book “The Authoritarians”, Altemeyer (2006) describes numerous examples of typical 
authoritarian behavior. Before we look more in-depth into what exactly authoritarians are and 
the how and why of their behavioral patterns, we show some examples of authoritarian 
behavior in this section.  It is important to keep in mind that these examples do not show that 
authoritarians always express these behaviors and libertarians never do. Everybody can be 
sensitive to behave in these ways; the main difference is that authoritarians are often more 
inclined to show these specific kinds of patterns. The next couple of examples stems from 
Altemeyer (2006) and is a good introduction into the mind of the authoritarian people. 

2.2.1.1. Submission to authority 
Authoritarians are known for the fact that they submit to authorities to a greater degree than 
the average person does. Everybody submits to authorities to some extent, which is useful for a 
society to function. However, authoritarians are in general more submissive to established 
authority – even when the authorities are dishonest, corrupt, unfair, and disobeying the law 
(Altemeyer, 2006). Authoritarians have an attitude towards the government in which they place 
them on a pedestal and do not question anything they do, telling themselves “the government 
knows best”. This results in an attitude saying “the law is the law and should be obeyed”, which 
is reflected in authoritarians’ reactions to certain moral dilemmas. If you ask an authoritarian 
“would you steal an absurdly expensive drug in order to save a life?” they are more likely to 
answer “no” than other people are. Authoritarians also have the tendency to trust for example a 
president longer and stronger than most do, even when the president shows untrustworthy 
behavior (Altemeyer, 2006).  

2.2.1.2. Conventional 
Authoritarians have a tendency to be conventional, meaning that they believe that everybody 
should follow the rules the authorities have decreed. This gives them more uniformity: their 
world is more easily understandable when everybody expresses the same beliefs, ideas and 
behaviors. Altemeyer (2006) has executed some ‘feedback-conformity experiments’ that clearly 
show how important it is for authoritarians to follow the norm. Altemeyer had a group of people 
fill in a questionnaire about attitudes, where every answer had to be in between -4 to +4, 
ranging from ‘strongly disagree’ to ‘strongly agree’. Then he told everybody what the average 
response had been to each question, and with that in mind, he asked them to fill in the 
questionnaire again. Authoritarians were twice as much likely to shift their answers towards the 
norm, the average, than libertarians did.  

2.2.1.3. Ethnocentrism 
Another way in which authoritarians make their world more uniform and thus less complex to 
them, is by being more ethnocentric than the average person. Authoritarians have the tendency 
to divide the world sharply into in- and out-groups. They want to belong, and being part of a 
group is very important to them (Altemeyer, 2006). This is even more important to them than 
the question whether their leaders are honest or not. When they like the message that is told, 
they tend to ignore the circumstances and the fact that there may be reasons for the leaders to 
lie and say something they find agreeable. It is enough for them that another person indicates 
that they are right. This goes so far, that authoritarians will even believe someone who says 
what they want to hear, even when they are told explicitly that they should not believe it 
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(Altemeyer, 2006). The effect of this ethnocentrism is that authoritarians avoid talking to out-
groups, making it harder to come in contact with people with opinions different from their own 
(Altemeyer, 2006).  

2.2.1.4. Double standards 
In each form of politics, there is an authority that makes up rules and makes sure these are 
followed. However, the government does not have all power and should, at least in democratic 
governmental forms, always obey the law, since laws are social standards that apply to 
everybody. This system is referred to as the separation of powers, in which executive, legislative 
and judicial powers are separated over different organizations (Montesquieu, 1748). In other 
words, the government should be subject to the same laws as the rest of the people and 
organizations in the country do. However, authoritarians are known to hold double standards 
regarding the government, often feeling the government has more right to break the law than 
the rest of society has (Altemeyer, 2006). When a government shows behavior that is not in line 
with the law, authoritarians are easy to discard the unwelcome news. Authoritarians are less 
willing than most people to punish for example a police officer who shows illegal behavior, or 
any other governmental official for that matter (Altemeyer, 2006).  
 
Another way in which authoritarian people hold double standards is regarding in-groups and 
out-groups. Altemeyer (2006) describes an experiment in which he gave the subjects a story 
about someone who was found guilty of inciting a riot, Mr. Langley. In half of the cases this 
person was a gay-rights activist, in the other cases he was someone opposed to legalizing 
marriage between homosexuals. The subjects were asked what sentences they would impose 
on this man, in other words how severe his punishment should be. Libertarian subjects gave 
both versions of Mr. Langley the same sentences. They punished the crime, not the person. 
However, authoritarians turned out to give both versions of Mr. Langley different punishments. 
The gay Mr. Langley, someone most authoritarians would consider an out-group, received in 
general longer jail times than the anti-gay Mr. Langley, someone most authoritarians would 
consider an in-group. Authoritarians turned out to not only punish the crime, but also to punish 
the person based on their own personal attitudes.  

2.2.1.5. Limited reasoning 
We would expect a self-aware person to notice it when they are expressing these 
abovementioned behaviors, since from an outside perspective they seem inconsequent. 
However, authoritarians seem to be more blind for themselves than libertarians are. They are 
little self-aware regarding their own behavior, and are not aware that their behaviors and 
attitudes may seem inconsistent. This blindness to themselves, in combination with multiple 
ways in which they reason inconsequently, makes it easier for them to keep performing these 
behaviors without feeling cognitive dissonance. Cognitive dissonance is a psychological state in 
which one’s beliefs, attitudes and/or behaviors are at odds, resulting in psychological tension 
(Festinger, 1957, cited by Egan et al., 2007, and Festinger, 1959). Altemeyer (2006) describes an 
experiment in which he gave subjects the following syllogism and asked them if the shown 
deduction was correct:  
 

All fish live in the sea. 
Sharks live in the sea. 

Therefore, sharks are fish. 
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The conclusion does not follow from these premises, however authoritarians were more likely 
than libertarians to answer that this syllogism was correct. When asked why this seemed right to 
them, authoritarians often answered “Because the conclusion is correct, sharks are fish”. They 
thought the reasoning was sound because they agreed with the conclusion (Altemeyer, 2006). 
Of course there are many different levels of intellect in human kind, and not everybody is 
capable of solving these syllogisms. On top of that, intelligence is a broad term and someone’s 
capability of solving a syllogism does not necessarily correlate with their intelligence. However, 
authoritarians were more prone to reason in such a faulty manner, letting the conclusion justify 
the reasoning, than libertarians were. 
 
According to Altemeyer (2006), authoritarians are more likely than libertarians to also possess 
other flaws of reasoning. Authoritarians, for example, have often highly compartmentalized 
minds – their ideas are poorly integrated with each other, resulting in inconsistencies in thinking 
and beliefs. In addition, authoritarians use double standards in their judgments: they simply call 
up the idea that will justify (afterwards) what they have decided upon.  Finally, authoritarians 
are more prone to being hypocrite and being dogmatic (Altemeyer, 2006). 
 
Unfortunately, authoritarians have so little self-awareness that they do not recognize these 
flaws in reasoning. Even when they are confronted with the term ‘authoritarians’ and with all 
their characteristics, they almost always think someone else is described (Altemeyer, 2006). 
 
Another example of limited reasoning is called ‘inferred justification’, shown by Prasad et al. 
(2009). This reasoning style consists of inventing non-existing evidence that supports the 
respondent’s beliefs. When asked about underlying reasons for their beliefs, participants 
assumed causal evidence that must be true about the world in order for the situation that the 
participant believes in to hold. This is comparable to Altemeyer’s description (2006) of how 
authoritarians call up an idea that will justify in retrospect what they have decided upon to do or 
believe. 
 
Prasad et al. (2009) used the supposed relationship between Saddam Hussein and the attacks on 
the World Trade Center on September 11, 2001 as a topic about which subjects had to reason. 
After these attacks, President Bush and other official governmental instances often implied 
Saddam Hussein was linked to these attacks, which resulted in the US army invading Iraq. Based 
on later evidence and even Bush confessing13 that there was no such a link it is now generally 
known the government lied in 2001. However years after 2001 and years after publication of 
evidence to the contrary, many people still believed that Saddam Hussein was responsible for or 
at least linked to these attacks. All subjects for this experiment were preselected such that they 
all believed in this pretended connection. Although Prasad et al. (2009) do not mention the term, 
we suspect that a lot if not all of these subjects were authoritarians. In the experiment, the 
subjects were shown evidence that the link between Saddam Hussein and 9/11 was not real. A 
substantial minority of the subjects just ignored this information or refused to engage with it. Of 
the subjects that did reason with this information, only one of the forty-nine subjects changed 
his or her opinion about the relationship between Saddam and 9/11. The other 48 subjects had 
different manners to cope with it: some gave counterarguments, some used ‘attitude bolstering’: 
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switching the topic to other good reasons which would justify the war in Iraq. Some refused to 
believe the evidence but would not give a reason for this, and some used inferred justification. 
The subjects in this experiment using inferred justification made statements to the effect of 
“Because the USA went to war against Saddam Hussein in Iraq, and war is not something to 
think of lightly, the government must have had a good reason to do so, so Saddam must have 
had ties with the attacks on 9/11”. In other words, the fact that the US went to war, led the 
subjects to search for a justification for that exact same war.  
 
It is not the case that only authoritarians reason in limited ways – most people do. The 
difference between people lies in how often it happens. There has been a lot of research 
showing that people in general do not treat their beliefs and attitudes with the most logical 
approach. Wason (1960) showed that people were biased towards information that confirmed 
what they already believed, not only in searching information, but also in interpreting 
information and recalling information from memory. Frey (1986) found that people not only 
search for attitude-consistent information, but also that people avoid or ignore attitude-
inconsistent information. When people cannot avoid exposure to ambiguous information, they 
are prone to explaining it in such a way that it affirms their beliefs. They will even do so with 
inconsistent information, as was demonstrated by Lord, Ross and Lepper (1979): Subjects who 
initially either opposed or favored capital punishment had to read and evaluate two (fictitious) 
articles, where one article was supportive of death penalty and the other opposed it. Both 
proponents and opponents rated those results and procedures that confirmed their own beliefs 
to be more convincing than the information that questioned their attitude. Another ‘flaw’ of the 
human mind is that people tend to recall information from memory selectively. Judd and Kulik 
(1980, cited by Hymes, 1986) found that subjects responded more quickly to, and better 
remembered, items with which they either strongly agreed or strongly disagreed (both ‘in-group 
items’ and ‘out-group items’) than neutral items, items with which they neither agreed nor 
disagreed.  
 
We do not have any data on the question whether all these theories affect libertarians and 
authoritarians the same, or if authoritarians are more prone to react in those ways than 
libertarians are. It would be an interesting experiment to test if there is a significant difference 
in responses and behavior between authoritarians and libertarians regarding these well-known 
experiments.  
 
Besides limited reasoning, Stenner (2009) found that authoritarianism is also heavily correlated 
with cognitive incapacity. Any variable that reflects cognitive incapacity correlates significantly 
with an authoritarian predisposition (Stenner, 2009). Examples she mentions are verbal ability, 
years of education, political knowledge, complexity of writing, etcetera. 

2.2.2. Intolerance of difference 
Most behavior described in the previous section can be summarized with the term ‘intolerance 
of difference’. Authoritarians are intolerant of different ideas, behavior, and people. They prefer 
‘oneness and sameness’ (Stenner, 2009), and have trouble dealing with people that are different 
from the norm and with ideas different from their own. They prefer the ideas the government 
comes up with and make the norm out of it, for example by strictly adhering to these rules and 
by only interacting with people with the same attitudes. Subsequently they expect from 
everybody in society to follow these norms too. However, although the previous section 
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suggested otherwise, authoritarians do not constantly express the behaviors reflecting this 
intolerance. The impact of authoritarianism on intolerance of difference is based upon the 
amount of normative threat the person experiences, or as Stenner formulates it (2005): 
“Intolerance is a function of the interaction of authoritarian predisposition with conditions of 
normative threat.” So for someone with an authoritarian predisposition to engage in 
abovementioned behaviors, he should experience a normative threat. The concept of normative 
threat will be explained in section 2.2.2.2. When there is no normative threat, libertarians and 
authoritarians can be virtually indistinguishable. It is when individuals get scared that the 
behaviors of authoritarians and libertarians will change drastically. 

2.2.2.1. Authoritarian Predisposition 
Authoritarian is not something you are or you are not. Authoritarianism can be defined on a 
scale, ranging from extreme authoritarianism on the one end to extreme libertarianism on the 
other end. Not a lot of people have a predisposition as strong as one of the both extremes, 
instead most people are placed somewhere in the middle of this axis. This predisposition for 
authoritarianism is relatively stable. People can change over this axis during the years, especially 
by means of education (Altemeyer, 2006), but not on a day-to-day basis. The distribution of 
authoritarians and libertarians in a society would typically look like Figure 2.1, where the μ, the 
mean value of authoritarianism in a population, can vary and does not necessarily have to be in 
the middle of the axis. 
 
To measure authoritarianism, Altemeyer developed a scale (the Right-Wing-Authoritarianism 
scale) indicating how much of an authoritarian a person is, based on a questionnaire with 22 
carefully constructed attitudes that the subject needs to rate. However, one important thing 
Altemeyer overlooked with his method is that instead of the authoritarian predisposition, he 
measures authoritarian behavior. So how high or low people will score on his test depends, 
besides their authoritarian predisposition, also on how much normative threat they experience. 
Stenner (2005) did develop a way to measure the authoritarian predisposition of people by 
asking them to indicate the qualities they considered most important to encourage in a child if 
they were to raise one. Since child rearing values can effectively reflect someone’s fundamental 
orientations towards certain aspects of life (Stenner, 2005), and they do not change based on 
the presence or absence of normative threat, it is a good indication of authoritarian 
predisposition. 

  
Figure 2.1: The distribution of authoritarians and libertarians in a society. 
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Authoritarian people often choose the values as shown on the left side of Table 2.2, where 
libertarians are more inclined to pick the values on the right side. Authoritarians find it 
important that their children are well-behaved, obedient, and that they follow the rules. 
Obedience to another authority in your life than yourself is valued above freedom and 
difference. Libertarians on the other hand find it important that their children are independent 
and follow their own conscience. They should learn how to be responsible for their own actions, 
by letting them explore and learn that every action has its consequences. Children are raised 
equally lovingly in both cases, but on the one end conformity and obedience to authority are 
valued highly, where on the other end diversity and insistence upon individual autonomy are 
valued more importantly (Stenner, 2009). 

 
Authoritarians Libertarians 

Obey their parents (obedience) Be responsible for own actions  
(self-reliance) 

Have good manners Curiosity 

Have respect for elders Independence, think for themselves 

Follow the rules, well-behaved Follow own conscience 

Someone else is the authority in your life You are the authority in your life 

Table 2.2: Child rearing values indicating authoritarian versus libertarian predisposition 
 
Aside from being a reliable measurement of authoritarian predisposition, the way authoritarians 
would raise their children also says something about how they actually raise their children – and 
thus is an indication of where authoritarians often got those values from to begin with. Note 
that authoritarianism is not only dependent on upbringing; other factors like genetics and 
culture also play a role. However, upbringing does influence the authoritarian predisposition of 
people, and serves as a good example to explain the internal workings of authoritarians with.  
 
Table 2.2 shows that authoritarians are often raised in very specific situations. Authoritarian 
children will not be exposed to a broad diversity of behavioral options from which they can learn 
and gain skills, instead they are mainly limited to good and proper behavior. They function best 
in situations they are familiar with and where they know the rules. In these situations they feel 
competent to deal with the world. However, when the world or situation around an 
authoritarian deviates from the norm they are used to, they will perceive the world to be more 
complex. Since they never learned how to deal with this new specific situation and they do not 
know the rules for it, they do not feel competent in it – it is outside their area of competence.  
 
Every person has different areas of competence; somebody may be very competent in 
engineering, while another person can be competent in farming. The difference between 
authoritarians and libertarians is that authoritarians often have small areas of competence, 
while libertarians have a wider region of overall competence, which is more constant over the 
different areas of competence. It is possible for an authoritarian to be more competent in 
certain areas than most libertarians, however, the general trend is that libertarians are 
sufficiently competent to deal with the world in more areas than authoritarians are.  
 
When someone with a great competence regarding computers is programming a model, the 
world around him at that moment reflects his area of competence, resulting in him feeling 
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competent. However, when this person is placed into a situation where he has to answer 
questions about politics, something he is less competent in, he will feel incompetent. If this 
person is an authoritarian, this generates fear and a desire to bring the world back to a situation 
they do understand: the norm. How our agents do this is explained in section 2.2.3. 
 
Libertarians on the other hand are used to making decisions and thinking for themselves. They 
often grow up in an environment where they are encouraged to follow their own conscience 
instead of blindly following the rules. They are open to experience. This makes them into adults 
that are capable of dealing with a world that is changing: they are not dependent on the 
applicability of rules, instead they find new ways to interact with and understand the world 
around them. When libertarians are confronted with a situation where the world around them 
shows them an area they are not competent enough in, they respond differently to this than 
authoritarians: instead of returning to a safe area, they will even try to enlarge their 
competence into that specific area.  

2.2.2.2. Normative threat 
Authoritarians have trouble with a perceived complex world that is outside their competence 
area. By reducing the size of difference in the world around them, it is easier to return back to 
their areas of competence. Common authority and shared values are important to them, 
because that is what makes people more similar, hence reducing the difference in the world. So 
two threatening things to what makes us an “us”, are “disrespect for leaders or leaders 
unworthy of respect, and lack of conformity to or consensus in group values, norms, and beliefs” 
(Stenner, 2005). In other words: (perceptions of) leadership failure and diversity in public 
opinion. It unsettles authoritarians when they are confronted with strongly different opinions 
around them.  
 
Normative threat is moreover subjectively perceived: it does not matter for someone if the 
leader of a country is really failing or that it only seems that he is failing: in both cases the 
person perceives a normative threat. When people get scared depends on their perception of 
the world around them, not on the actual physical state of the world. If somebody perceives a 
threat where there is none he will still be fearful, but when he does not perceive a threat that is 
there, he will not be scared.    
 
Both authoritarians and libertarians will perceive a normative threat when confronted with 
either leaders unworthy of respect or lack of consensus in the world around them. However, 
this will invoke norm-returning behavior only in authoritarians, which we will explain in the 
following section. When a libertarian person feels a normative threat it will induce only greater 
tranquility, sharper cognition and even more defense of tolerance (Stenner, 2009), with which 
they start positioning themselves higher on the graph as shown in Figure 2.2. As stated in 
previous sections, when there is no normative threat, authoritarians and libertarians may be 
virtually indistinguishable in their attitudes and behaviors (Stenner, 2009).  

2.2.3. Norm-returning behavior 
When an authoritarian is confronted with a normative threat, he will engage in norm-returning 
behavior. All behavioral aspects as described by Altemeyer and mentioned in section 2.2.1 fall 
under norm-returning behavior. These behaviors have as goal to make life’s challenges less 
complex, bringing it back to a state where the authoritarian feels he is competent enough so 
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that he can handle the world again. Since the aspect that was most scary to authoritarians was 
difference, fearful authoritarians will try to bring their world back to the norm by enhancing 
sameness and minimizing diversity of people, beliefs and behaviors. In order to achieve this, 
they want to perceive a ‘strong’ leader and as little diversity in public opinion as possible, 
structuring society in a way where there is as little difference between ideas and people as 
possible. One way to achieve this is by encouraging uniformity: everybody should follow the 
norms (conventional, section 2.2.1.2), making the world less complex. If the perceived 
differences are still too large, a next step can be to divide the world into in-groups and out-
groups (ethnocentrism, section 2.2.1.3). By subsequently only communicating with in-groups, 
the world of an authoritarian will get less complex: the sources of differences are not considered 
anymore as an in-group, the authoritarian closes his eyes for the parts of the world too complex 
to handle. The scope of the constructed in-group depends on the situation. It can entail only the 
people with the same religion, all people in the same country (this often happens during war) 
and even all people on earth: Stenner (2005) showed that authoritarians confronted with 
fictional malicious alien life forms became less intolerant to people they would normally 
consider out-groups: at this moment all people on earth became the in-group for them. 
 
Authoritarians will also become more obedient to authorities in response to a normative threat. 
They feel they are not competent anymore to deal with the world, hence they want somebody 
else to help them get out of that situation: the authority. They do this by getting very submissive 
to authorities (section 2.2.1.1), using double standards towards authorities compared to other 
people (section 2.2.1.4), obeying the laws strictly and expecting all other people to do this too. 
Being confronted with a perception of leadership failure means your authority is possibly not 
competent to deal with this world or to keep the world the way it is. By giving even more power 
to the authorities, authoritarians can solve this problem: “I may not understand this but the 
authority definitely does, they know what they are doing, it’s just me who doesn’t get it so that 
it looks this way”. It is possible however that an authority failed so clearly or was so clearly and 
openly untrustworthy that authoritarians cannot reason it away anymore. In such a case they 
will quickly find a new leader in which they can put their trust, and who they expect to get them 
back to the safe norms (Hoffer, 1951). 
 
This norm-returning behavior is clearly influenced by fear. These behaviors are often not logical. 
The flaws in reasoning authoritarians have can be seen as a ‘tool’ to make it easier to exert all 
these behaviors. By being able to close your eyes to inconsistencies, your world stays relatively 
more simple than when you notice inconsistencies in your own beliefs and thoughts, and by 
finding beliefs that justify your behavior, you do not have to question your own motivations.  
 
There is other research showing the same kind of behaviors, although they do not mention the 
term authoritarianism. Landau et al. (2004) conducted an experiment in which they confronted 
people with their own mortality. They showed that increased mortality-awareness raised the 
support for President Bush and reduced the urge to question him; subjects were more biased to 
believe the leader of the country in everything he did. In addition, Landau et al. (2004) showed 
that reminding people of 9/11 increased mortality-awareness too, thus yielding more support 
for President Bush again. By all the fear caused by 9/11-memories, people were more 
supportive for their leader. Landau et al. (2004) proposed the term ‘Terror Management Theory’ 
for this principle. It makes people anxious when they are confronted with their own mortality. 
Death means you stop existing. This is scary, and to deny this fact, people tend to maintain faith 
in a cultural worldview: even when you die, humankind still lives on (Landau et al., 2004). This is 



  Literature | 30 
 

why people, when confronted with their own mortality, show greater bias toward their country 
or religion, have increased support for charismatic leaders and have reduced urge to question 
them, believing them in everything they do (Manwell, 2010). The findings of Landau et al. (2004) 
clearly correspond to what we call norm-returning behavior: participants show increased 
support for authorities (becoming submissive to authority) and show a greater bias towards 
country or religion (the in-group in this case).  

2.3. Authoritarians in society  
In the previous sections we saw how easily authoritarians are influenced by fear and how this 
influences their attitudes towards authorities, amongst others. This makes them easy victims to 
be used by a government with ulterior motives, as we saw in section 2.1.2, where we discussed 
psychological warfare. However, even when there is no government that tries to deceive the 
public on purpose, it can still happen that authoritarians feel a normative threat and act 
accordingly by using norm-returning behavior. Now that we know how authoritarians function 
individually, we are interested in the question how authoritarians function in a society. What 
influence does their presence in society have on the general behavior shown by the population, 
and does this affect the behavior shown in response to deceiving governments?  
 
We suspect the percentage of authoritarians in a population to determine the overall responses 
of a society as a whole, especially regarding the governmental trust that the people have. There 
may be multiple areas that are affected by the percentage of authoritarians in a population: 
how obedient the population is towards the government, how submissive the population is, 
how much support they have for the government, how much the people question the behaviors 
of the government, etcetera. Although all of these concepts are linked, they do represent 
different aspects of a society. In this research we will translate all these aspects into one single 
concept, ‘trust’. This is of course a simplification. Trust can have multiple meanings. It is possible 
for someone to trust that the government tells the truth, but not to trust that the government 
will not start a war. Trust is not a simple concept. However, since in our model we deal with 
lying governments and do not focus on other actions than talking, trust in the government 
represents in our model how much an agent believes overall what the government says to be 
true. Since we are interested in how a population reacts to a lying government, we are 
interested in how obedient, submissive and supportive the people in a society are, however we 
will capture all of that into the term trust. In the rest of this section we some of the assumptions 
we have about the effect of authoritarians in a population on societal behavior. 
 
As we saw in the previous sections, as soon as authoritarians are confronted with a normative 
threat, they respond with norm-returning behavior, for example adhering even more strictly to 
the authority and the norms they have decreed. If only one person in a population would do this, 
not a lot would change in the society. However, when a substantial part of a population starts 
being less critical and stops questioning the government, this can definitely influence the society 
as a whole. Governments need a minimum percentage of people in society to trust them 
enough to rule the country. They need a certain percentage of people to vote for them in 
election times, but thereafter they also need a solid basis of people who support them, 
otherwise demonstrations and possibly a coup d’état can happen. So when a big part of the 
population would gain more trust for the government in response to a threat, this would be 
beneficial to the government. We expect this effect of a heightened trust in response to a 
normative threat to be larger when the percentage of authoritarians in the population is bigger. 
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When there is no normative threat, we expect the whole society to respond like a purely 
libertarian society. We expect there to be no difference between an authoritarian and 
libertarian society when the government is not corrupt, because the occurrences of normative 
threats will greatly be diminished with an honest government. 
 
To answer our questions regarding the effects of authoritarianism and governmental corruption 
on a population, we build a Multi-Agent System. Here we model authoritarians based on the 
individual characteristics we are familiar with, and create a world around them in which they 
can interact with each other. We suspect the model to show the following kinds of behaviors: 

1. When only taking corruption levels of the government into consideration, we expect 
higher corruption levels to result in lower average trust levels. 

2. When only taking authoritarian ratios in the society into consideration, we expect higher 
authoritarian ratios to result in higher average trust levels. 

3. We expect there to be no difference between a society with only authoritarians 
compared to one with only libertarians when the government is not corrupt at all, hence 
we do not expect the ratio of authoritarians to have an effect on the governmental trust 
when the government always speaks the truth. 

4. We do expect to see a difference in an authoritarian society compared to a libertarian 
society when the government is modestly corrupt. We expect authoritarians to have 
higher trust values for the government than libertarians do, even to the extent that the 
authoritarians may end up trusting the government while the libertarians end up 
distrusting the government. 

5. When the government is very clearly and openly lying, we expect the difference 
between authoritarians and libertarians regarding governmental trust to become 
smaller again, and both personalities to distrust the government. In this case 
authoritarians would want to find a new authority quickly to be obedient to, but we 
have not implemented this latter process in this model.  

6. We expect there to be no difference regarding governmental trust in a society with only 
authoritarians compared to one with only libertarians when agents are not able to 
perceive normative threats. 
 

Since we are interested in the effects of authoritarianism on populations, we look at the 
distinctions between authoritarians and libertarians by dividing all people (and thus agents) over 
this authoritarian axis. However, this is only one way to subdivide humans. Humans are complex 
beings that can be characterized in a plethora of ways, authoritarianism being only one of them. 
The fact that we use authoritarianism is a choice we make for the purpose of our research, 
however we should not forget that there are more ways to subdivide humans that can be 
equally useful.  
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3. Model 
In this chapter we will describe what a Multi-Agent System is (section 3.1), why we made a 
Multi-Agent System to aid our research (section 3.1.4), and how exactly we did that (section 3.2). 

3.1. Agent Based Modeling and Multi-Agent Systems 
A Multi-Agent System (MAS), the type of model we are going to use, is a specific form of Agent 
Based Model, one where there are multiple agents in an environment who will interact with 
each other.  

3.1.1. What is Agent Based Modeling? 
An agent-based model (ABM) is a computational model in which a certain system (for example 
an economic or social system) is modeled using agents, such that the dynamics of the system 
can be investigated. In an ABM agents are modeled, decision-making entities (Bonabeau, 2002) 
that perform actions and that interact with each other. The question is then how the actions 
and interactions of these agents, the microscopic behavior, generates the macroscopic behavior 
of the system. In this way an ABM can provide valuable information about the dynamics and 
relationships between the smallest parts, the agents, and the whole. It can also provide 
information about the real-world system it emulates (Bonabeau, 2002). In short, the idea is that 
the macroscopic behavior is not modeled directly, but that it will emerge from local interactions. 
 
The most common definition of an agent is posed by Wooldridge and Jennings (1995): “An agent 
is a computer system that is situated in some environment, and that is capable of autonomous 
action in this environment to meet its delegated objectives.” There are some characteristics an 
agent should possess, irrespectively of what the agent symbolizes in the real world. Firstly, 
agents need to be autonomous: this means that the agent is capable of making decisions and 
doing actions on its own, using for example a set of rules. A second requirement that can be 
found in this definition is that the agent needs to be situated in an environment, or as Epstein 
(2006) calls it, an explicit space. This space can be represented both as a landscape and as a 
dynamic social network (Epstein, 2006). However, agents do not possess a global overview of 
the world: they have a specific location in this world and although they are able to move 
themselves by using actions, they do not possess global information (Epstein, 2006). They are 
however able to perceive their own environment and react to it, which makes them reactive 
(Wooldridge & Jennings, 1995). Only in this specific environment can agents interact with other 
agents, so there are mainly local interactions (Epstein, 2006). Since agents do not possess 
infinite computational power, their rationality is bounded (Epstein, 2006). However the actions 
an agent carries out are not only determined by the environment of the agent, the goals an 
agent possesses are also important. Every agent has goals that it can pursue by carrying out 
certain behavior. Otherwise stated, the agent is pro-active (Wooldridge & Jennings, 1995). A last 
characteristic Epstein (2006) poses on agent-based models (that Wooldridge and Jennings do 
not) is that the agent population is heterogeneous: individual agents are not similar but may 
vary in different ways, for example in the goals they pursue. To what extent our model conforms 
to these requirements will be described in section 3.2.  
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Summarized, there is no central control that determines what is happening (Wooldridge & 
Jennings, 1995) other than the experimenters role in designing the system, instead the behavior 
of the system as a whole emerges from all actions and interactions of the locally bound agents.   

3.1.2. Examples of Agent Based Modeling 
Agent-based models are used to investigate topics in many different research areas, from 
economics and finance to biology and social sciences.  Examples are Axtell (1999, cited by 
Janssen & Ostrom, 2006) who build a model of the self-organization of firms within a population 
of agents; Van der Vaart, Verbrugge, and Hemelrijk (2011 and 2012) who investigated a 
computational cognitive model on the caching behavior of corvids; Axelrod (1984) who 
researched the emergence of cooperation in an iterated Prisoners Dilemma; Helbing, Farkas, 
and Vicsek (2000) who simulated crowd behavior in case of panic; Dean et al. (2000, cited by 
Epstein, 2006) who modeled the spatio-temporal demographic history of the Anasazi Indians, 
and many more.  
 
In the political sciences agent-based models are increasingly used too, for example to integrate 
data generated by geographic information systems to build computational models of civil wars 
(Cederman and Girardin, 2007), to simulate of the influence of governmental control policies on 
the actors in a transport chain (Bergkvist et al., 2005), and to model competition between 
political parties in a country (Laver, 2000). The examples of agent-based models used to explain 
real-world phenomena, whether about biological systems, complex human behavior or financial 
and political systems, are numerous. 

3.1.3. Working with an agent-based model 
Most research in the social sciences is performed by building simplified representations of social 
phenomena (Gilbert, 2000). These representations can be verbal, or can be expressed in terms 
of statistical or mathematical equations. A third way of representing a system is by means of 
computer simulations, where the model is represented as a computer program (Ostrom, 1988, 
cited by Gilbert, 2000). One way to investigate a certain social phenomenon is by modeling it. A 
model is an abstract form of the phenomenon. Which abstractions are going to be implemented 
must be based on theories concerning the topic. However, the modeler needs to make a choice 
where to impose the boundary between modeling everything as plausible as possible and using 
clear, simple rules (Miller & Page, 2007). When using simple rules to model the system, you will 
get a stark, rigid model in which it is easy to see how local interactions affect the system as a 
whole. A second advantage is that this is relatively easy to implement. A disadvantage in 
implementing such a simple model is that it is possibly too simple: by simplifying the original 
system too much, the model says less about the real world, thus making the model less useful 
(Miller & Page, 2007). Another option is to make the model as plausible as possible, in which 
case the model says more about the real world. A disadvantage to this approach however is that 
it is hard to interpret such a model, because they can get quite elaborate (Miller & Page, 2007). 
As a modeler, you should find a good balance between these extremes. 
 
To test the validity of the model, its behavior should be compared to observations of the same 
behavior from the original system. When the behavior of the model matches the behavior of the 
real-world system adequately, that can be used as proof for the validity of the model. In other 
words, the microspecification m of the model is sufficient to generate a certain 
macrospecification M (the outcome of the model). ‘Sufficient’ however does not mean that this 
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microspecification is the only possible way to generate that macrospecification (Epstein, 2006): 
there could be plenty of other microspecifications, all perfectly capable of generating M. So m is 
not necessary to generate M, only sufficient. All microspecifications that are able to generate M 
are called candidate-explanations (Epstein, 2006). The set of necessary models N consists of all 
microspecifications that induce M, and nothing more. When you want to generalize from the 
simulation, you need this set of necessary models (Marks, 2004). To obtain N you need to search 
the search space exhaustively. This is only possible with a small number of parameters or 
degrees of freedom, because otherwise the number of dimensions you will have to search will 
become incalculable (Marks, 2004). It will not be possible for us to find N. There are simply too 
many dimensions in our system (presented in section 3.2), calculating all possible configurations 
would take a great amount of computational resources and time. That is why we will not be able 
to generalize model behavior to situations we did not model. 
 
Experimental investigations in the real world can help to choose which microspecification is the 
most plausible and thus the best. However, you never know for sure whether a model describes 
the empirical world correctly, so a way to test a model is to evaluate it on its goodness of fit 
(Janssen & Ostrom, 2006). The problem of obtaining similar results with quite different 
microspecifications, which Gilbert (2000) calls the many-to-one or identification problem, is 
however a general problem of scientific methods, not confined to simulation (Gilbert, 2000).  
 
We are not going to look at all microspecificiations to find the one that fits the best. Instead, we 
are going to take the microspecification that is most plausible and that models Altemeyer’s 
(2006) and Stenner’s (2005) descriptions best. Then we will look at the generated 
macrospecification, and see how this relates to the real world. If the correlation is high, this 
suggests that the theories about authoritarians we used were sufficient to explain the 
macroscopic behavior, suggesting that the image of authoritarians we painted might be 
consistent with what actually happens.  
 
There is still the problem of interpreting the results of the model in a meaningful way, such that 
the results can be mapped back to the real-world system. Important for this is to acknowledge 
the abstractions made. It is impossible (and not useful) to model agents as exact replicas of real 
people. Instead, abstractions will be made. Given these abstractions, the model yields some 
results. These results are only applicable to the real world if the assumption underlying the 
abstractions is true – namely that the parameters used are sufficient to generate the behavior. 

3.1.4. Why a Multi-Agent System? 
Besides Multi-Agent Systems there are multiple other ways to research such social phenomena, 
from doing experiments in the real world to test the social dynamic to making a mathematical 
model. However, experiments in the real world would not suffice for our research. We want to 
test if our theory about authoritarian behavior is sufficient to let certain social structures 
emerge. We cannot do that by looking at real-world data solely, because there are many 
unknown factors influencing the results. With a computer model, we only use the agent 
characteristics we think will be sufficient, stripping all other factors that possibly have an effect. 
A mathematical model would not reflect the individual characteristics of the agents in an 
intuitive way, while exactly that representation of the individual agent is what we want to use as 
building block for our complete model. That is why we choose to use a Multi-Agent System for 
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our research, which is well suited to work with a population of heterogeneous agents that 
engage in complex behavior. 

3.2. Our Multi-Agent System  
Our first research objective is to investigate the effects of the composition of authoritarians and 
libertarians in a population on the effect a deceiving government has on the behavior of the 
society as a whole. To answer this question, we will develop a Multi-Agent System, where the 
agents represent the population of this society. Agents will be modeled each with their own 
beliefs, anxiety level and personality. The government in our model will make statements that 
will propagate through the population, since agents will be able to reason and communicate 
about these statements. Every agent has a value representing the amount of trust it has in the 
government. We expect the average trust value over the population to change depending on 
the corruption level of the government and the percentage of authoritarians in the population.  
 
In other words, we are going to investigate how the decentralized, local interactions in a 
population of authoritarians and libertarians in combination with interaction with a government 
affect the population dynamic of the agents and their average trust in the government. 
 
Our model satisfies the requirements an agent has to have as seen in section 3.1.1. Firstly, our 
agents are autonomous – at every time step they decide based on their own internal values who 
they want to communicate with, what they want to say, and if they want to listen to the other 
agent or not. Second, agents are situated in an environment. In our case this space is 
represented as a social network. The space is only partially dynamic at this point: agents are not 
able to move through the space by means of choosing new neighbors and breaking bonds with 
old neighbors. (For a model that enables such movements, see Dykstra et al., 2010.) However, 
agents are able to change the amount of trust they have in other agents, which influences the 
chances of talking to these other agents. So even though the neighbors for every agent are 
constant during a run of the model, they are able to change who they talk to, giving the agents 
in effect a new position in the space of the social network. Third, agents do not possess a global 
overview of the world. The only thing they know is their own beliefs, reasoning rules, and the 
information they receive from their neighbors or the government. Fourth, they are able to react 
to the information they receive from others by changing their beliefs and trust values, making 
them reactive agents. Fifth, their rationality is bounded, which is one of the most fundamental 
aspects of our model, as will be explained in later sections. Sixth, the population of agents is 
heterogeneous – agents differ in personality, beliefs and reasoning rules to reason with. 
However, we have not yet implemented the last important point an agent should possess: goals. 
Our agents do not have goals they possess and work towards. Agents want to be happy (be in a 
pleasurable emotional state), and whenever they are feeling displeasure they will work towards 
feeling pleasure again. However, this is merely reactive behavior. When agents feel pleasure, 
they do not have a higher-level goal that makes them pro-active and that they can pursue. 
Although this does not influence our model in a negative way at this point, it is definitely 
something that will be useful to add to the model in a later version. A possible goal for an agent 
is to have as much knowledge as possible about the world, meaning such an agent will try to 
gather new information. 
 
From section 3.2.1 onwards, we describe how we build our Multi-Agent System. At the start of 
each section we give a short overview of all attributes and most important functions of the 
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object representing that part of our model. Section 3.2.1 describes the world in general, section 
3.2.2 discusses the government. Section 3.2.3 describes the agents and all their parameters. 
Section 3.2.4 focuses specifically on the behavior of the agents and how and where they use the 
parameters and values as described in section 3.2.3. We mention values for parameters in these 
sections, but the exact values chosen for all parameters, including experiments showing why, 
will be discussed in Chapter 4. 

3.2.1. The world 
THE WORLD 
Attributes: 

- All agents (number: population size); 
- Government; 
- Predefined topics. 

Methods: 
- Initialize world; 
- Run an amount of years. 

 
The agents, government and all their interactions are defined in a world encompassing all 
components of our model and can be visualized as seen in Figure 3.1. Our world will not be 
represented spatially; we believe that lack of spatial representation does not undermine 
plausibility. Given all modern technology, spatial distance is not the main factor determining if 
people are able to communicate with each other. A more important factor is if people know 

 
Figure 3.1: A schematic representation of the government and agents in our model. Agents have 
a color representing their personality (red is authoritarian, blue is libertarian). Links between 
agents denote that they are neighbors and thus are able to interact. Note that this relation is 
symmetric, but not transitive. 

Government 
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each other and are willing to share their beliefs with each other. On top of that, literature 
suggests there is a ‘social limit’ representing the maximum number of social bonds a person can 
have (Dunbar, 1993). Because of those reasons, agents are not connected to all other agents. 
Instead, agents have a set of neighbors with which they are able to communicate. Agents are 
connected indirectly to all other agents via other agents; there will be no groups of agents that 
are disconnected from the rest of the artificial society. In the real world it does happen that 
there are (groups of) people who are disconnected from the rest of society. In our model this 
can be compared to authoritarians who only talk to in-groups when confronted with a 
normative threat: it can happen that groups of authoritarian agents emerge that are 
(temporarily) not talking to agents in the rest of society. In our model there is one government, 
which will influence the agents and their dynamics by making statements. 

3.2.1.1. Timeline 
For each experiment based on certain parameter settings, the model needs to be run at least 50 
times, after which the average values can be determined. Each run of the model consists of 20 
modeled years, where each year consists of 20 time steps. We chose a time span of 20 years to 
be one run of the model for multiple reasons. Since we want to eventually compare our model 
to data from the real world, we should model a time span for which we are able to find real-
world data. However, since our agents will not generate offspring or die, we need a period of 
time in which the same set of agents/people stay adults. In addition, during 20 years people 
have plenty of opportunity to change their outlook on life and with that some of the beliefs 
most ingrained in their systems.   
 
In the model, a year starts with the government making a statement, after which the 20 time 
steps take place. In each time step a percentage of all agents communicate and subsequently 
reason. All agents that were not chosen for communication still reason at the end of the time 
step, such that all agents have the same opportunities to reason. Updating an agent’s anxiety 
level does not take time and happens whenever the conditions for changing the anxiety level of 
an agent are met. Figure 3.2 is a schematic representation of one run, consisting of 20 years, 
where every year consists of 20 time steps.     

20 

1 run 

1 year 

1 time step 

1 2 3 17 18 19 

1 2 3 17 18 19 

communicate reason 

Figure 3.2: A schematic representation of the timeline. Every experiment consists of 50 runs with 
the same initial situations. Every run consists of 20 years, where a year consists of a 
governmental announcement followed with 20 time steps. In every time step agents are able to 
communicate and reason. 

20 
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3.2.2. Government 
GOVERNMENT 
Attributes: 

- Level of corruption; 
- Set of 8 topics to talk about. 

Methods: 
- Making a statement. 

 
The government is a special agent in our model. Unlike normal agents, the government does not 
have a personality, beliefs or emotions. The government does have a level of corruption, 
denoting how often it lies when making a statement. By making these statements, the 
government lets new information enter the system of agents. Everything the government does 
influences a big part of the dynamic in the population. This is because the government is more 
important than normal agents: every agent knows that the government exists. 

3.2.2.1. Government as one entity 
For a democracy, multiple political parties are needed in a country, and based on the votes 
every party receives from the population, the government is chosen. This government then 
consists often of a coalition of multiple parties. All these parties consist of multiple people, 
every person often with his own (secret) agenda.  
 
However, our main interest is not how governments work on the inside and how and why they 
lie. Our main interest is, given that a government may lie, what influence does this have on the 
population of a country, and how is it possible that governments can get away with this 
behavior? Since we are not interested in the internal mechanics of governments, but instead on 
the effects of their behavior, there is no need for our model to include a correct representation 
of the inside dynamics of a government. As long as we model the external behavior of the 
government correctly, it does not matter where that behavior is stemming from. That is why in 
our model we do not have multiple parties with different agendas and desires that fight for a 
place in government. Voting behavior has an influence on the internal composition of the 
government and can reflect the people’s trust in the government. However, we do not need 
voting behavior to show the trust in the government; voting behavior is merely an action 
showing (dis)trust, it will not change the actual trust values. Since we do not implement 
feedback from the people to the government (see section 3.2.2.3), and since implementing 
voting will not give more information on the actual trust values, we decided to not model voting 
behavior. On top of that, voting typically changes the internal workings of the government, an 

extra dynamic that we do not need to answer our research questions. The only thing the 
government in our model is, is a special black-box agent whose internal mechanisms are 
unspecified and unknown. It does not consist of multiple parties or agents; instead it is modeled 
as one entity. 

3.2.2.2. Making statements 
The government influences the other agents by making statements that can be either true or 
false. In the model the government makes a statement at the start of every modeled year. We 
will only use 8 different kind of topics about which the government can say something, namely 
{a, b, c, d, e, f, g, h}.  
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Opinions do not have a fixed truth-value. The truth value of opinions (for example “abortion 
should be legal” or “abortion should be illegal”) can change easily since it is just an idea 
someone has about what the world should best be like, while the truth value of statements 
(“our country had a secret army in 1978”) is more constant. This is because instead of a 
normative idea about something in the real world, it is a representation of a fact. That is why 
the government in our model will not use opinions to spread under the population; instead they 
spread statements that say something about the world they are in. The truth values of these 
topics will stay the same during each run of the model and represent what the government 
believes to be true. It is plausible to let for some topics, φ be true, and for other topics ¬φ. 
However, it is more convenient to let all the positive literals to be considered true by the 
government, and all negative literals to be considered false. However, the agents are not aware 
of this, and can consider both a positive as a negative literal to be a lie. This modeling choice will 
not influence the behavior of the agents or the outcome of the model.  
 
For each statement φ, either ‘φ’ or ‘¬φ’ will be true, and they cannot be true at the same time. 
We will not consider fuzzy logic in this model. This can be seen as a simplification, since in real 
life truth-values of statements can change over time too. That is why for our model we will use 
only statements whose truth-value would be constant through time in the real world. The truth-
value of a statement as “I am sitting behind my desk” changes quite often back and forth and 
even depends on the person making the statement. That is why we chose to represent 
statements as “From the years 1939 to 1945 the Second World War took place”, a statement 
that will not change its truth-value depending on time or the person saying it. When only 
communicating about statements like that, it is safe for agents to assume that the actual truth-
values of statements will stay the same over time. 
 
The government has no predetermined goal that they want to achieve. Whether they state 
mainly true facts, mainly lies, or somewhere in between, is only dependent on the level of 
corruption as specified before the experiment is started. This is because of the same reason 
specified in the previous section: we are not interested in the internal mechanics of the 
government, only in how their behavior influences the dynamic of the population. The different 
statements the government can make are: {a, ¬a, b, ¬b, c, ¬c, d, ¬d, e, ¬e, f, ¬f, g, ¬g, h, ¬h}.  
 
Every time the government makes a statement to the public, a topic will be chosen randomly 
and based on the level of corruption of the government, this topic will be lied about or not. The 
level of corruption of the government is represented as a value between 0.0 and 1.0. This value 
denotes the possibility of each statement to be a lie. When the government has a corruption 
level of 1.0 all statements will be lies, with a corruption level of 0.4 every made statement has a 
chance of 40% to be a lie.   
 
A lie will not necessarily mean that the government states the negation of a topic. Instead, a lie 
means that the government states the opposite of what they believe to be true. Lying means 
telling the opposite of what you think is true (Bok, 1978). The actual truth value of the 
statement does not matter, it is the intention of the lying party that matters: if someone 
deceives someone else by stating something else than he believes to be true, we consider this 
lying. In our model we do not have an ‘actual truth value’ for every topic saying what is actually 
true in the world. However, we do have for every topic a truth value showing if the government 
believes it to be true, since the negation of that is what makes a statement into a lie. As stated 
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before, we consider all positive literals (so the set {a, b, c, d, e, f, g, h}) to be believed to be true 
by the government. Since the government states the opposite of what they believe to be true 
when they lie, this will always be a negative literal in our model.  
 
Given the fact that the topic about which a statement is going to be made is chosen randomly, it 
can be the case that one time step the government says “a”, and the next time step it says “Not 
a”. Some might say that this does not reflect the processes of the real-world government well, 
since in real life contradicting statements are mostly accounted for by different political parties 
instead of the government as a whole. However, it is easy to show that since we use statements 
instead of opinions, it does not matter that the government is represented as a single special 
agent instead of a more complex organ with multiple parties: When political parties talk about 
opinions, there are two possibilities: 1) a party states an opinion (for example, pro-abortion) and 
states a contradictory opinion (against abortion) the next day itself, and 2) a party states an 
opinion, and the next day a different party states a contradictory opinion. Since these are 
opinions, it matters whether the two opinions come from one and the same or from two 
different parties: in the first case the reliability of the party decreases, while in case 2 not a lot 
changes, since everybody is used to the fact that different parties/people/units have different 
opinions.  
 
However, in our model we do not work with opinions, but with statements (that are always true 
or false). If we look at both cases again, being 1) a party makes a statement (we do not have a 
secret army) and the next day the same party makes a contradictory statement (we do have a 
secret army), and 2) a party makes a statement and the next day a different party makes a 
contradictory statement, this time there is no difference between the two cases: Both cases 
bring the reliability of the government as a whole down, even when two different parties made 
the statements. In both cases there are contradictory statements, both from (part of) the 
government, and since the truth value of a topic stays the same during the run of the model, 
this means that at least one of the two statements had been a lie. So since in our model the 
government only makes statements and does not talk about opinions, we can safely make the 
simplification to not use different political parties, since the effect of one party versus multiple 
parties is the same. 
 
The statements the government makes are not received by every agent. In normal life this 
happens too: not everybody is as interested in politics as others, and there are people who do 
not watch the news or read newspapers. If a statement is important to them, the news will still 
reach them, but by means of other agents (“Hey, have you heard what the government said 
today?”). That is why the statements of the governments will only be heard by a certain 
percentage of the population. These agents are randomly chosen; an agent’s personality 
(authoritarian or libertarian) does not have any influence on this. These agents can later on 
communicate with other agents about these statements, and thus distribute the statement over 
the rest of the population. 

3.2.2.3. Feedback from agents to government 
As described above, the government influences the agents by making statements to the 
population. In the real world it is not as simple as that: there will also be feedback from civilians 
to government. People can vote, so political parties cannot do everything they want, since that 
might cost them votes. On top of that, if the population of a country is very dissatisfied with a 
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government, they can demonstrate or even plan a rebellion. However, we chose to not make a 
feedback loop back from agents to government. That is not necessary for our purpose and 
would only complicate things: what we want to investigate is how individual behavior influences 
the collective behavior. The dynamics from population to government will be interesting to 
implement in a future version of the model once the sole effects of government onto society are 
identified. For these reasons we will not implement riots, voting, or any other behavior that 
functions as feedback from agents to government. 

3.2.3. Agents 
AGENT 
Attributes: 

- Personality (authoritarian or libertarian); 
- Anxiety level ; 
- Trust level for government; 
- Belief base with beliefs; 
- Inference base with reasoning rules; 
- A set of agents that are its neighbors, and for every neighbor: 

o General trust; 
o For every topic: trust in that agent given the topic; 
o Belief-set-similarity. 

Methods: 
- Communicate; 
- Reason about beliefs. 
 

The agents in our model are a highly simplified representation of real civilians. Behavior in real 
life is subject to an uncountable number of parameters and conditions. However, we will try to 
use only a few well-selected basic parameters that we believe will be sufficient to model the 
desired behavior.  
 
Agents will not be able to produce offspring. The reason for that is that beliefs are something 
very personal; adding the ability to generate offspring will only complicate our model 
unnecessarily, since beliefs are not something you simply inherit from your parents. For the 
same reason, agents also cannot die. However, agents can change their anxiety levels, beliefs 
and trust levels regarding government and other agents during the run of the model. We will 
work with 100 agents per run. 

3.2.3.1. Personality: Authoritarian or Libertarian 
The personality of the agents is one of the most important aspects of our model, and denotes 
whether an agent is authoritarian or libertarian. In our model, an agent is either authoritarian or 
libertarian and stays so throughout the run; there are no options in between. In real life this is 
more gradual: everyone belongs somewhere on the authoritarian-libertarian axis, but only very 
few people are 100% authoritarian or 100% libertarian. Most people can be best characterized 
somewhere in the middle, having both authoritarian and libertarian features. We expect the 
distribution of authoritarianism over the population to be Gaussian. However, we chose for the 
simplification of making authoritarianism binary. We did this because there are few numbers 
available in the literature concerning the specific distribution of people over the libertarian-
authoritarian axis and the placement of the mean µ of the distribution. The difference in 
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behavior between the two personalities will also be less clearly modeled if we make it gradually 
dependent on the fraction of authoritarianism of an agent.  It is something that can be modeled 
in a future version of the model: once established what the effects are of the two extremes, it is 
easier to look at the less well-defined areas in between. 
 
Whether an agent is authoritarian or libertarian is based on the ratio of authoritarians in the 
population and is calculated at the beginning of a run. The ratio of authoritarians in the 
population is a value between 0.0 and 1.0 and reflects the chance of an agent to receive the 
authoritarian personality. Whether an agent is a libertarian or authoritarian determines much of 
its behavior. This personality type determines how it reacts to anxiety, how it reasons about 
beliefs and with which agents it communicates. All these processes are described in detail in the 
following sections. 
 
The personality of an agent will not be able to change during a run of the model. In the real 
world the predisposition to be authoritarian is relatively stable. People can move over this axis, 
for example by means of education (see section 5.2), but people often only shift relatively little 
(Altemeyer, 2006). Since we made the distinction between authoritarians and libertarians not 
gradual but a hard boundary, and since we do not model any form of education or any other 
type of situation that will be able to change the predisposition of people drastically, it is safe to 
assume that the personality of an agent is something static that does not change during a run of 
the model. 

3.2.3.2. Beliefs 
BELIEF 
Attributes: 

- Is about a topic; 
- Expresses something about that topic (true, false, that the government said that 

statement, or that the government lied about that statement); 
- Has a strength; 
- Has an importance; 
- Has sources. 

 
Every agent has a belief base defined as the set of all beliefs this agent possesses. These beliefs 
represent knowledge in a propositional form and are the basis of everything the agent knows, 
communicates about and reasons about. How agents use and reason with these beliefs is 
described in section 3.2.5. 
 
Every belief is about a certain topic. These topics are the same topics as the government makes 
statements about, namely {a, b, c, d, e, f, g, h}. At the start of each run, every agent receives two 
randomly chosen beliefs, which can be positive (φ) or negative (¬φ) literals. It is not possible for 
agents to receive beliefs at the start of the run about what the government said or lied about. 
What ratio of all initial beliefs will be positive literals will be determined in an experiment as 
shown in Chapter 4, since it influences the outcome of the model. Agents can only start with 
beliefs about topics from the set {a, b, c, d, e}. Beliefs about topics f, g, and h can only be 
acquired by communicating or reasoning. We chose to do this to give a greater probability of 
discovering new information about the world through reasoning. It is possible that the same 
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belief is chosen twice as initial belief for the same agent; in this case the agent starts with this 
one belief, however the belief strength of this belief will be higher than normal.  
 
An agent can have different beliefs about each topic, for example about φ. We will use the 
operators B (believe) and A (aware) to show what different possibilities there are for an agent 
regarding a certain topic. This is a way to look at the agent’s beliefs from the outside; these 
operators are not used by the agent itself to reason with. When there is a certain topic φ, there 
are multiple belief-options for an agent, corresponding to those investigated in epistemic logic 
(Meyer & Van der Hoek, 1995):  

1. Bi (φ)    Agent i believes φ.  
2. Bi (¬φ)     Agent i does not believe φ.  
3. Bi (φ) ^ Bi (¬φ)   Agent i believes both φ and ¬φ. This is a contradiction. 
4. Ai(φ) ^  ¬Bi(φ) ^ ¬Bi(¬φ)  Agent i is aware that φ is a topic, but does not have an 

opinion about φ 
5. ¬Ai (φ)     Agent i is not aware that φ is a topic.  

The first three options all imply that Ai(φ) is also true, since in our model we made the 
simplification that an agent cannot believe something without being aware of it.  
 
Case 4 (an agent is aware of a certain topic but does not have an opinion on it) will not be of any 
influence in our model: we assume in the current model that agents cannot be aware of a 
certain topic without having an opinion about it. Adding this possibility will be valuable in future 
work, because by making that distinction agents are less forced into either believing  φ or ¬φ 
and are allowed to not have a solid opinion about certain topics when they have not seen 
enough proof for either of both sides. All other cases are situations that are possible for the 
agents in our model to be in regarding a certain topic. Agents are not aware of these differences 
and will not be able to reason with it: it is merely a way to characterize the agents’ beliefs from 
the outside.  
 
The use of the Belief-operator is common in epistemic logic; however we only use it to describe 
the behavior of the agent from the outside. We do this because for our model we can represent 
the same concepts and behaviors without using the operator explicitly. In epistemic logic, beliefs 
can become stacked: Bi(Bj(φ)) is a valid statement, saying “Agent i believes that agent j believes 
φ to be true”, a statement that agent i could have added to its belief base after hearing from 
agent j that it believes in φ. However, since we use trust in our model to determine if the belief 
will be added, our agents do not stack these beliefs. Instead, when agent j says “φ”, and agent i 
trusts it more than a certain threshold, it will add “I believe φ” to its own knowledge-base, 
instead of adding “I believe agent j believes φ”. Because of this, beliefs will not be stacked, and 
thus we will only have one use for the belief-operator ‘B’, namely to denote every statement the 
agent has in its own belief base. However, in the head of the agent there is no need to represent 
everything as “I believe φ”: it is simpler and just as effective to represent it as “φ” – since 
everything in its belief-base is always something it believes. Agents do also not need the Belief-
operator for communicating: there is no difference in our model between saying “I believe φ” 
and “φ”. Thus, by omitting the operator the expressiveness of the model does not decrease. 
Because of these reasons we do not need to explicitly represent the Belief-operator, although 
we use it implicitly. 
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Agents are not only able to believe either φ or ¬φ. We will define our complete language by 
means of logical induction: 

1. a, b, c, d, e are atomic formulas; 
2. If φ is an atomic formula, then φ and ¬φ are literals, as well as formulas; 
3. If φ is a literal, then S(φ) and L(φ) are formulas.; 
4. If φ and ψ are formulas, then ¬φ and (φ → ψ) are also formulas; 
5. Nothing else is a formula. 

 
As reflected in 4, we will only use the negation and implication as logical connectives in our 
language. We have chosen for this because an important factor in our model is how often 
agents can use Modus Ponens (MP). For reasoning with the sentence (a ^ b ) → c, one would at 
first glance say one needs to use Modus Ponens once to deduce c. However, this sentence is 
logically equivalent to the sentence a → (b → c), which shows that one actually needs Modus 
Ponens twice to be able to deduce the conclusion c. This is why we decided to not use the full 
set of standard logical connectives. The language with only negation and implication as logical 
operators is still a functionally complete set of logical connectives, as it is possible to represent 
every other formula in terms of these two connectives by using the following logical equivalence: 

 φ ^ ψ    ≡ ¬ (φ → ¬ψ) 

 φ v ψ     ≡ ¬φ → ψ 

 φ ↔ ψ ≡ (φ → ψ) ^ (ψ → φ) 
 
To generate a language that functions as we want, we added two new operators, being Said and 
Lied: 

 S(φ)  The government said formula φ  

 L(φ)  The government lied when they said formula φ   
 
In the rest of the thesis we will write this as Lφ and Sφ. Normally in belief logic, agents use the 
Belief operator to represent what another agent believes. The operator S, meaning ‘Said’ and 
used to denote that the government made a certain statement, gives more depth when 
reasoning: Agents can now communicate “I believe the government stated a”, which is different 
from “I believe the government believes a.” The first statement says something about what the 
government stated, taking into account that governments can also lie and that what they state 
is not always what they believe to be true. The second statement talks about what the 
government actually believes, regardless of what it communicates. Agents will not be able to 
communicate directly about what the government believes, only about what they stated. 
However, by using the Lied-operator, they will be able to represent that they believe the 
government believed something else than they stated, implicitly talking about the beliefs of the 
government.  
 
Operator L states the government lied about something. If we consider the formula Lφ, this 
means that the government lied about φ, meaning that the government said φ, while they 
believed ¬φ to be true. As stated in section 3.2.2.2, lying does not take into account the actual 
truth value of a statement, only what the government believes to be true. This operator 
represents what happened at a certain time. Lφ does not mean that the government always lies 
when they talk about topic φ, instead it means “at one point the government said φ although 
they believed that ¬φ was true”.  
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3.2.3.2.1. Belief strength 

Every belief has a value called ‘belief strength’, representing how strongly the agent believes in 
this belief. This value ranges from 0 to 1, from not believing it at all to completely believing it. 
When the value of a belief is 0, it will be deleted from the belief base, such that beliefs that are 
not believed in anymore will be deleted completely.  
 
Since belief strength represents how much an agent believes in this belief, it is an important 
factor used in communicating and reasoning. How the belief strength of a belief is initialized, 
changed and used is described below: 
 
Initializing: start of run 
At the start of each run every agent receives two beliefs at random, chosen from the set 
consisting of both positive and negative literals (it is not possible to start with beliefs of the form 
Sφ and Lφ). The belief strength of these beliefs will be initialized randomly, following a Gaussian 
distribution with μ = 0.5 and σ = 0.16, and an upper and lower boundary of respectively 1 and 0. 
 
Initializing: when adding a new belief after communicating 
When an agent listens to another agent, it will add the belief it hears from the other agent to its 
own belief base. The belief strength of this belief will be based on two things: the amount of 
topic trust (explained in section 3.2.3.5.2) the agent has in its neighbor, and the belief strength 
the neighbor had for this belief itself. How the new belief strength is calculated is described in 
section 3.2.4.1.3. When an agent listens to the government, the same principles are used for 
calculating the new belief strength. Instead of topic trust the governmental trust is used, and 
since the government does not have an explicit belief strength regarding its statements, we will 
use a value of 1 to represent the belief strength the government had in the belief. 
 
Initializing: when deducing new information with reasoning 
An agent can also acquire new beliefs by deducing a belief with a reasoning rule. Calculating the 
new belief strength again happens as described in section 3.2.3.5.2. In this case the used belief 
strength is equal to the lowest belief strength of all premises needed to deduce this conclusion, 
since a deduction is only as strong as its weakest link. The trust value will be 1, since agents trust 
their own reasoning capabilities. 
 
Updating: after communication or reasoning 
When an agent is told the same statement by multiple neighbors, it will take the information 
stemming from these multiple agents into consideration for calculating the new belief strength. 
The belief strength of a belief can both be lowered or heightened by this. How exactly this works 
is described in section 3.2.4.1.3.  
 
Used in: communicating 
Agents use the belief strength while communicating, to pick which belief they want to use as 
conversation topic. Beliefs with higher belief strength have a higher probability of being chosen. 
 
Used in: reasoning, when confronted with a contradiction 
Belief strength will also be used when an agent encounters a contradiction in its belief base. 
When there are two contradictory beliefs, the belief with the lowest belief strength will be 
discarded.  
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3.2.3.2.2. Belief importance 

In daily life, people find some topics more important than others. An animal-rights-activist finds 
statements regarding animal testing more important than statements about gay marriage, 
which can be reversed for someone else. Based on personal preferences and goals, people find 
different things important. That is why every belief has a belief importance. However, the 
importance of a belief is based on the topic of the belief, and not on the statement. Someone 
who finds animal-rights important will value all beliefs about this as important, regardless of it 
being a positive or negative statement about the topic. So for an agent, all beliefs having the 
same topic φ (for example φ, ¬φ, Sφ,S¬φ, Lφ and L¬φ) have the same belief importance.  
 
The importance of beliefs influences how much a person and thus an agent will use this belief. 
Agents are more likely to talk about topics that are important to them than about topics that are 
less important to them. However, in the current version of our model, every belief an agent has 
starts at a value of 0.5. Agents only differ on authoritarian personality at this point, not in which 
topics they find more and less important. However, the importance of beliefs can change, 
namely when the government makes a statement. When the government says something, this is 
considered to be something important in the society. That is why for all agents who listened to 
the government, the importance of all beliefs with as topic what the government talked about is 
heightened by a value of 0.2. This means that if the government made the statement “¬a”, 
beliefs as “a” and “La” also get more important. During the first half of the year the importances 
of these formulas slowly decrease again until they are back at a value of 0.5. This represents the 
increase and decrease in interest of the civilians in a topic the government just mentioned. 
 
Initializing: every time a new belief is added 
The importance of a belief will always be initialized at 0.5. Since belief importances are only 
changed in one aspect of our model in this current version, they do not represent yet to what 
extent our agents find their beliefs important. Giving a random distribution to the starting 
values of the importances of beliefs would influence the agents’ behavior without reflecting 
importances correctly yet, and thus we choose to set the initial importances at 0.5. This results 
in importances staying mostly constant at 0.5 in this version of the model, aside from the 
difference generated by governmental statements.  
 
Updating: increasing  
When the government makes a statement about a certain topic, all beliefs with that same topic 
will get a higher belief importance, for all agents that listened to the government. 
 
Updating: decreasing 
The belief importances of all the beliefs that got updated after the government made a 
statement, will slowly decrease back to the original value over the first half year after the 
statement was made. 
 
Used in: communicating 
Agents use the belief strength while communicating, to pick which belief they want to use as 
conversation topic. Beliefs with higher belief strength have a higher probability of being chosen. 
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3.2.3.2.3. Sources 

Since agents need to keep track of what beliefs they heard from which agent, every belief has a 
list of sources attached to it, representing all neighbors from which the agent heard this belief. 
For every source, the topic trust the agent had in the neighbor telling it this belief is saved, along 
with the belief strength the neighbor had in the belief at the (last) moment of communication. 
These values will be used to calculate the belief strength. Why and how we use these values is 
described in section 3.2.4.1.3. 

3.2.3.3. Reasoning rules 
Agents use reasoning rules to reason about their beliefs and to deduce new information about 
the world. Every agent has an inference base, in which it stores all these reasoning rules. 
Reasoning rules are logical sentences of the form “φ → ψ”, “φ → χ (→ ψ)”, “φ → (χ → (ζ → ψ)” 
or “φ → (χ → (ζ → (ξ → ψ))”, where φ, χ, ζ, ξ and ψ are literals, and show how beliefs relate to 
each other. A rule can for example stand for a statement like “If our country goes to war, then 
that will cost money from the national treasury”. These rules have a depth of 1, 2, 3 and 4 
respectively, denoting the number of implications the rule consists of, and thus the number of 
times Modus Ponens is needed to deduce the conclusion. The conclusion is the last element of 
the reasoning rule. The conclusion of for example the rule φ → χ (→ ψ) is ψ. The other elements, 
the premises, do not have a fixed order. Since an agent can only reason about a reasoning rule 
when it possesses all premises in its belief base and when it has enough applications of Modus 
Ponens at its disposal, we can rewrite the rule (a → (b → (c → f))) to the form ((a ^ b ^ c)→ f). 
However, that is the same as for example ((c ^ b ^ a)→ f) and ((a ^ c ^ b)→ f) – in this case the 
total number of permutations is 3! = 6. So in our model (a → (b → (c→ f))) has exactly the same 
effect in the inference base as (c → (b → (a→ f))), (a → (c → (b→ f))), and the four other 
possibilities. After all, we are only interested in the beliefs in literals. That is why the order of the 
premises is of no influence for our model. 
 
At the start of a run, every agent receives 5 randomly chosen reasoning rules. These rules are 
not common knowledge; every agent has a different set of rules. This is intuitive, since in real 
life not everybody believes the same relationships between certain topics to be valid either. The 
combination of these rules form a certain worldview.  
 
These randomly chosen reasoning rules stem from a collection of 24 reasoning rules that were 
composed beforehand and can be found in Appendix I. In this collection, all important aspects of 
the rules are equally divided. There are the same number of rules with depth 1, 2, 3 and 4. Each 
topic from the set {a, b, c, d, e} is used equally often as premise as the other topics, where the 
depth of the rules are also taken into account: since authoritarians will only be able to reason 
with a subset of the rules that the libertarians are able to reason with, we made sure that in 
both sets, every topic was used as a premise equally often as the other topics. Each topic from 
the set {f, g, h} is used equally often as conclusion of a rule, and again we took the depth of the 
rules into account. We also made sure that the conclusions were as often positive (φ) as they 
were negative (¬φ). Using these reasoning rules it is only possible to deduce false beliefs from 
other false beliefs, or from a combination of true and false premises. It is not possible to deduce 
false beliefs with only positive premises. As an effect, positive premises are more frequent than 
negative premises. This way we created a well-balanced set of reasoning rules from which the 
agents will receive their rules at the start of the run. 
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Reasoning rules are assumed to be fixed and thus cannot be added or deleted through the run 
of a model. All the rules are always true, so when an agent is confronted with a situation where 
it believes a, b, ¬g and (a → (b → g)), it will doubt the truth values of either a, b or  ¬g, but never 
the truth value of the rule (a → (b → g)). 
 
In our model, information travels through the population fast. Since there is only a limited 
number of topics, agents learn relatively quickly about all topics – statements propagate easily 
through the population. That is why we added extra emphasis on the use of reasoning by 
allowing agents to deduce new information with it. All agents began with possible knowledge 
about the topics a, b, c, d and e, and these topics are used as possible premises in the reasoning 
rules. The conclusions of the rules, however, consist of different topics that they did not have 
initial beliefs about, namely the set of topics {f, g, h}. This way reasoning is advantageous for 
agents, because it gives them new information they did not have about the world before 
reasoning. The conclusions deduced by reasoning can be used for communicating later, however, 
so beliefs that are deduced by one agent can be listened to and adopted by other agents. 
 
By using a reasoning rule in combination with a belief from the belief base, and the use of the 
logical inference rule Modus Ponens, agents are able to deduce new information. How agents 
reason precisely is described in section 3.2.4.3.  

3.2.3.4. Anxiety level: interest and fear 
Emotions play an important role in decision making (Damasio, 1994), and as we have seen in 
section 2.2.2.2, authoritarians are led by emotions more than the average person. The 
difference between authoritarians and libertarians lies mainly in how they respond to a 
normative threat. To implement this in our model, we decided to use a simple form of emotions 
in our agents. The behavior we modeled in our agents is based only on the question whether the 
agent feels fearful or not, and that is why we simplified the emotions of the agents such that 
there is only one dimension on which the emotions can vary. This dimension was used by Russell 
(2003) as part of his research on core affect, and ranges from ‘pleasure’ to ‘displeasure’. On the 
pleasure-side of this axis are emotions as happy and cheerful, emotions that make one want to 
show approaching behavior, on the displeasure-side are fear and anxiety, emotions that make 
one want to show avoiding behavior. For this model we will not take into account other 
emotions; we will only use the distinction between pleasure and displeasure, generally 
translated as interest and fear. The human range of emotions is of course a lot more 
complicated than this, but for our model this simplification suffices. Authoritarian behavior as 
described by Altemeyer (2006) and Stenner (2005, 2009) can be described solely in terms of fear 
and not-fear (interest).  
 
People’s anxiety levels at a given moment are generally divided over this pleasure-displeasure 
axis following a normal distribution. However, we will make the simplification in our model to 
consider only the two extremes of this axis: either an agent is fearful, or it is not. For our agents 
it is not possible to be only a bit fearful, or other gradations in between. We chose for this 
because the anxiety level is directly linked to behavior. If we want to have a useful 
representation regarding all possible levels of anxiety on this scale, we should link it to behavior 
that is also scalable. However, since this requires more detailed and quantitative data on the 
exact behaviors of authoritarians and libertarians regarding the various amounts of fear than is 
available now, we will leave this for a later version of the model. This is why we chose to 
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represent fear as binary, where agents are either feeling pleasure or displeasure. These anxiety 
levels of all agents are randomly chosen for each agent at the start of each run, but will be 
changed in response to the presence or absence of a normative threat. 

3.2.3.4.1. Normative threat 

As described in section 2.2.2.2, a normative threat can be caused by anything that threatens the 
normative order. Both authoritarians and libertarians feel this threat, however they respond 
differently. Stenner (2009) mentioned “lack of consensus in group values, norms and beliefs” 
and “leaders unworthy of respect” as two situations seen as a threat to the norm. We 
implemented this in our model in the following way. An agent experiences a normative threat 
when: 

 It notices that the government lied; 

 There is a lack of consensus between its neighbors (including government). 
 

At the start of every time step, before the agents communicate, every agent determines if it 
perceives a normative threat. First it checks if it believes the government lied. For this to happen, 
the agent needs to have a belief in the form of Lφ with a belief strength larger than 0.4. If this is 
the case, a normative threat is perceived. If a normative threat is not yet detected, the agent 
checks if there is a lack of consensus in the people around it, which include both its neighbors as 
the government. For each topic, the agent will calculate to what extent its neighbors and 
government agree on this topic. We used the governmental statements to represent the 
governmental beliefs, since the governmental beliefs are not visible to agents other than by the 
statements. The more neighbors believe the same about this topic, the higher the consensus (if 
everybody agrees, then the consensus is 1, if everybody disagrees, then the consensus is 0.5). 
The agent’s own beliefs are not taken into consideration, since it is a lack of consensus in its 
environment that scares the agent. Logical consistency of statements will not be taken into 
account either. The consensus is calculated as shown in Formula 3.1 and 3.2.  
 

                 
         

      
 
         

      
  

Formula 3.1: The consensus around an agent i regarding topic φ. 
 

                
             

 
  

              
 

Formula 3.2: The average consensus around an agent i regarding all topics φ. 
 
For each topic the agent has heard of, the agent will calculate how often other agents and the 
government have said the same statements. This will be divided by the total number of 
statements the agent has heard about this topic. Since consensus can be both in positive as 
negative literals, both are calculated. The largest value will be used as value for how much 
consensus there is around the agent regarding this topic. Subsequently the average consensus 
over all topics will be taken by summing the values for consensus and dividing by the number of 
topics the agent has heard of, as can be seen in Formula 3.2. When the calculated average 
consensus is lower than 0.8, a normative threat will be perceived. 
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An example: agent i has 15 neighbors. From these 15 neighbors, 8 have told agent i about topic 
φ. The government also once mentioned topic φ. From these 9 encounters in total, 7 times the 
agent heard φ and 2 times ¬φ. The consensus regarding topic φ is, using Formula 3.1, the 
maximum value of 7/9 and 2/9, which is 7/9. In the same way the consensus values for all other 
topics will be calculated. Subsequently the mean consensus will be calculated, using Formula 3.2. 
NumberOfTopics only reflects the topics an agent has heard about: topics φ with a totalφ of 0, so 
topics that the agent never heard about, will not be taken into account. When agent i has heard 
statements about 4 topics φ, χ, ψ and ξ, and these topics have calculated consensus values of 
respectively 7/9, 6/12, 5/6 and 8/13, the mean consensus will be  (7/9 + 6/12 + 5/6 + 8/13)/4 ≈ 
0.68. This is a relatively low consensus. Topic χ had a consensus of 6/12 = 0.5, which means that 
χ and ¬χ were said equally often around agent i. Topic ξ had a consensus of 8/13, which again 
shows a lack of consensus around the agent regarding this topic. Topics φ and ψ had a higher 
consensus. The mean consensus over these four topics is relatively low, resulting in a normative 
threat.   
 
Perceiving a normative threat works the same for both agent personalities and has the same 
emotional effect on both. However, the response of an agent to this threat varies greatly. Table 
3.1 shows the differences between authoritarian and libertarian responses.  
 

 Authoritarians Libertarians 

Pleasure (no normative threat) Normal behavior Normal behavior 

Displeasure (normative threat) Norm-returning behavior Greater defense of 
tolerance 

Table 3.1: The different types of behavior agents will engage in, depending on personality and 
presence of normative threat. 
 
As can be seen in Table 3.1, authoritarians will show norm-returning behavior when confronted 
with a normative threat (see section 2.2.3 for a more detailed description of norm-returning 
behavior), which we will model in the following ways: 

 When choosing which agent to communicate with, a fearful authoritarian experiencing 
normative threat will not only consider general trust in each agent, but also the 
similarity between both belief bases. This process is described in section 3.2.4.1.1. This 
reflects the tendency of fearful authoritarian agents to only want to talk to in-groups 
and making a sharper boundary between in- and out-groups. In our model we simulated 
this by authoritarians only wanting to communicate with agents with a similar belief 
base. 

 Second, authoritarians will use more shallow reasoning. Our authoritarian agents show 
the same behavior by being less able to reason with reasoning rules. See section 3.2.4.3 
for a detailed description.   

 
Libertarians will show “greater tranquility, sharper cognition and more vigilant defense of 
tolerance” (Stenner, 2009) when confronted with a threat to the norm. In our model that means 
that libertarians are able to reason more deeply about their beliefs than authoritarians in such a 
case. How this is implemented is also explained in section 3.2.4.3.  
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3.2.3.5. Neighbors 
As described in section 3.2.1, agents have neighbors, representing the social structure people 
have. Agents will only be able to communicate with agents that they are direct neighbors with. 
At the start of a run, the neighbor relationships between agents will be initialized randomly. For 
each agent, a number of other agents will be randomly chosen that will be its neighbors. This 
way of picking neighbors sometimes results in the last agent having a smaller number of 
neighbors than the other agents. However, with a substantial number of maximum neighbors 
the neighbors this agent has less is only a small fraction of the number of neighbors it has in 
total, which does not influence the outcomes of the model. The maximum number of neighbors 
an agent has will be 15, which is based on experiments as shown in Chapter 4.  
 
Neighbor relationships are mutual, so when agent 1 has agent 2 as a neighbor, then agent 2 also 
has agent 1 as a neighbor.  

3.2.3.5.1. General trust 

For each of its neighbors, an agent has a value representing how much it trusts that neighbor. 
We call this general trust. Its value ranges from 0 to 1; 0 indicating no trust, 1 indicating full trust 
in the other agent. General trust does not depend on the specific conversational topics, in 
contrast to topic trust, as will be described in the following section. General trust shows how 
much an agent believes another agent overall, without taking these specific topics into account. 
The value representing general trust is based on how (in)consistent the agent perceives the 
neighbor’s beliefs to be within its belief base.  
 
These general trust values can change by communicating. The trust an agent has for another 
agent is influenced by the previous encounters between them: by communicating with someone, 
one can determine if one trusts that other person enough to want to talk to him/her in the 
future as well. Talking to someone untrustworthy can be considered an unnecessary spending of 
energy and will be generally avoided. With every new piece of information an agent receives 
from its neighbor, it can update how much it trusts that neighbor in general. In order to do this, 
every agent remembers previously heard statements, and can update its trust level regarding 
each agent based on this memory of heard statements. How exactly this trust level will be 
calculated can be read in the below overview of how the level of general trust is initialized, 
calculated and used. 
 
Initializing: start of run 
Initially, the general trust value for every neighbor is a random value between 0 and 1, drawn 
from a Gaussian distribution (µ = 0.5; σ = 0.16), and an upper and lower boundary of 
respectively 1 and 0. 
 
Updating: when communicating 
Every time before an agent uses general trust values, it will re-calculate all general trust values 
for every neighbor, since general trust is not a constant value, but can change over time. 
General trust is calculated in the following way: 
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Formula 3.3: General trust that agent i has for agent a is equal to the number of heard 
statements from agent a that were not inconsistent, divided by the total number of heard 
statements from agent a.  
 
General trust calculates how inconsistent the other agent’s beliefs are. This is not based on the 
total belief base of the other agent, but based on all beliefs agent i heard from agent a. The 
number of inconsistencies represents the number of inconsistencies agent i heard through the 
years from agent a. Since every inconsistency consists of two inconsistent beliefs, this is 
multiplied by a factor 2. Since we are not interested in the number of inconsistencies but in the 
number of consistent beliefs, we subtract this previous found value from the total number of 
statements heard from agent a. Finally we divide this by the total number of statements.  
 
For example let us calculate the trust agent i has in agent j. Agent j has told agent i in total eight 
statements, namely {a, b, g, ¬b, ¬h, ¬c, c, d}, giving #HeardStatementsi,j a value of 8. This set of 
statements consists of two inconsistencies: (b and ¬b) and (¬c and c), making #Inconsistenciesi,j 2. 
However, we multiply the number of inconsistencies by 2, since from these eight statements 
four statements are involved in an inconsistency. The general trust agent i has in j is thus (8-
2*2)/8 = 4/8 = 0.5. 
 
Something this formula does not account for is that agents are able to change their beliefs 
through time; it is perfectly normal for people and agents to change their beliefs. It can be the 
case that someone first says “I believe strawberries are vegetables”, and on a later moment “I 
changed my mind, I believe strawberries are not vegetables”. Translated into model-terms: it 
can happen that agent j tells agent i at a certain time b, but at a later time ¬b. This means that 
agent j updated its beliefs in between the two times it talked to agent i. Even though this does 
not mean that agent j has a contradictory belief set, this still makes it less trustworthy in the 
eyes of agent i. If someone constantly changes his beliefs when he gets new information, this 
will make him less trustworthy: the fact that someone changes his beliefs is often an indicator 
that that belief was not particularly strong in the first place; otherwise the belief would probably 
not have been changed. Inconsistencies in belief bases over time can thus also be considered 
inconsistencies that bring the trustworthiness of an agent down – but only if these 
inconsistencies are noted by other agents. 
 
Used: when choosing an agent to talk to 
As described in more detail in section 3.2.4.1.1, agents choose an agent to communicate with 
based on the general trust level they have for each neighbor. Agents that are trusted more have 
a higher probability to be chosen as communicational partner. 
 
Used: when listening to another agent 
When being talked to by a neighbor, general trust also comes into play. An agent will only listen 
to what its neighbor says when the general trust in this neighbor is larger than 0.3. This is 
described in more detail in section 3.2.4.1.3.  
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3.2.3.5.2. Topic trust 

Besides general trust, every agent also has values for the amounts of topic trust it has for the 
other agent. As the name already suggests, topic trust determines how much an agent trusts 
another agent regarding a certain topic. This means every agent has for every one of its 
neighbors 8 values of topic trust, one for each topic {a, b, c, d, e, f, g, h}. The topic trust 
regarding topic φ will be used to determine the belief strength for all statements with topic φ, 
including statements as Sφ and Lφ. The exact dynamics of this are described in section 3.2.4.1. 
These topic trust values represent another form of trust than general trust does. It can happen 
that you trust someone a lot in general, but that there are still some topics for which you trust 
that person less. For example, imagine a person living next to a nuclear power plant. This person 
is normally a very trustworthy person with a lot of knowledge. However, nuclear energy is a very 
important topic to him, since he is so closely related to it and scared that living in the vicinity of 
this plant will possibly hurt him. Although in general you trust this person a lot, when he talks 
about nuclear energy you trust him less, simply because you know he has very biased beliefs 
regarding the topic. The opposite is of course also possible: it can be that someone is an 
inconsistent person who often says contradictory things, but that he is an expert on a certain 
topic. So even though your general trust in him would be low, when he talks about that certain 
topic, you do trust him. That is why, next to the general trust level influencing the desire and 
thus the likelihood to talk to someone, we also implemented a topic-specific trust level that 
influences how strong an agent will believe another agent when they are already talking. The 
following overview shows how and where this topic trust is initialized, updated and used. 
 
Initializing:  start of run 
At the start of each run all values of topic trust for each agent regarding each topic will be 
initialized randomly, following a Gaussian distribution (μ = 0.5 and σ = 0.16), and an upper and 
lower boundary of respectively 1 and 0. 
 
Updating: Increasing 
Every time an agent hears a belief from another agent that was already in its belief base, the 
topic trust regarding this topic in this other agent will be heightened. In section 3.2.4.1.3 we 
describe in which cases this happens. The amount of trust that is added depends on the current 
value of topic trust. The function of trust is not linear; instead it follows the graph as shown in 
Figure 3.3. The difference in size between the new and previous trust value is dependent on the 
previous trust value, by multiplying it by a certain step size Δ: 
 

                         
Formula 3.4: The new value of topic trust is a combination of the old topic trust value heightened 
by a value that is dependent on the amount of old topic trust. The size of the effect is determined 
by Δ, the step size. 
 
This reflects that trust is not a linear concept. When an agent trusts another agent only a little 
bit (for example 0.1), and it grows to believe this agent more, this will not go fast. People tend to 
be wary regarding people they do not trust. So trust has to be gained back, which can be a slow 
process. In our model we used a step size of 0.2. The new topic trust value for this agent would 
be 0.1 + (0.2 * 0.1) = 0.12. However, when people already trust each other more, trust can be 
gained more quickly. For example a trust value of 0.8 will be changed into 0.8 + (0.2 * 0.8) = 0.96. 
This can be seen in Figure 3.3 by looking at the slope of the graph.  
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Figure 3.3: Graph showing the magnitude of change for every trust value when using Formula 
3.4. 
 
Updating : decreasing 
Whenever an agent discards a belief due to an inconsistency (see section 3.2.4.3.1) it will lower 
its topic trust in all neighbors who told it that belief. This again happens following Figure 3.3, 
only now instead of heightening trust, we will lower it, as can also be seen in Formula 3.5: 

 

                         
 
Formula 3.5: When lowering topic trust, the new topic trust can be calculated by subtracting a 
fraction (based on step size Δ) of the previous trust value from itself. 
 
When an agent has trust in another agent, but the other agent deceives it, then trust will drop 
quickly, since trust is something that is gained slowly but can be lost very quickly. This is 
reflected by Formula 3.5: 0.9 – (0.1 * 0.9) = 0.81. When an agent already distrusts another agent, 
this effect is less prone to happen. 
 
Used: when communicating 
When an agent hears a belief from a neighbor and adds this to its belief base, the belief strength 
of this new belief is based on the topic trust it has for its neighbor. The exact dynamic of this is 
described in section 3.2.4.1.3. Topic trust also comes into play when agents communicate about 
beliefs of the form of Lφ. Since these types of beliefs have a greater influence on agents, agents 
are less inclined to simply adopt a belief when it is about the government lying. This is why 
when an agent hears a statement like Lφ, it only adds this to its belief base (and thus lowers 
trust in the government) when it has a topic trust greater than 0.5 in the agent telling it this.  

3.2.3.6. Trust in government 
The parameter that is measured in the end of each experiment is the amount of trust the agents 
have in the government. This is a continuous value between 0 and 1 for each agent, 
representing the question “do I believe what the government says to be true?” This trust in 
government thus measures to what extent the agent trusts the government to speak the truth.  
Normally trust does not only represent to what extent people expect the other to tell the truth, 
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but also to what extent they are willing to rely on the other. Since in our model the only possible 
action a government has is to make statement, the trust the agents have in the government is 
directly linked to this governmental behavior, and thus trust reflects to what extent the agents 
believe the government in what they say. We will use this trust value to measure the average 
amount of trust an agent has in the government through time.  
 
Initializing:  start of run 
At the start of each run every agent will receive a random value representing its trust in the 
government, drawn from a Gaussian distribution (μ = 0.5 and σ = 0.16) with an upper and lower 
boundary of respectively 1 and 0. 
 
Updating: increasing 
An agent can receive a statement Sφ from another agent or a statement φ directly from the 
government. Both cases will be treated equally here. If the belief φ was already in the belief 
base of the agent, the trust this agent has in the government will increase. The trust will 
increase the same way that values for topic trust change, using Formula 3.5 with a step size of 
0.2. 
 
Updating: decreasing 
It is possible for the agent to lose trust in the government in two different cases. First, when an 
agent hears a belief of the form Lφ from a neighbor it trusts enough (topic trust regarding topic 
φ higher than 0.5), then it will add this belief to its belief base and its trust in the government 
will decrease, using Formula 3.5 and step size 0.2. When an agent discards a belief after finding 
an inconsistency, and the government was one of the sources of this belief, the agent will also 
decrease its trust in the government.  
 
Used:  when communicating 
The trust in the government that an agent has will only be used when adding a belief stemming 
from the government to the agent’s belief base. It will be used for calculating the belief strength 
of the new belief. How exactly this is calculated is described in section 3.2.4.2. 

3.2.4. Agents’ behavior 
In this section we will describe in detail the two actions agents are able to do, communicating 
and reasoning, and how a normative threat influences these behaviors. 

3.2.4.1. Communicating with neighbors 
In our model agents are able to communicate with each other. This will happen in the form of 
small conversations between pairs: each agent communicates one belief to the other agent in a 
fixed order. At the start of each time step, 40% of all agents in the population are randomly 
chosen to communicate. These agents choose a conversational partner and then a belief to 
share with this other agent. The other agent listens, reasons about the new information, and 
then picks a belief itself to communicate back to the first agent. This first agent will now listen 
and reason. This way the neighbor has a chance to first reason about the heard belief before it 
communicates back. 
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3.2.4.1.1. Who to communicate with 

It is impossible for a person to know everybody else in a country, since there are simply too 
many people for that. Most people have a group of people around them with who they 
communicate regularly. We consider communicating here as actually exchanging information, 
not the simple nod the cashier at the local supermarket gives daily. People communicate mainly 
with friends, acquaintances or people that live close to them (either physically, or interest-wise 
through the internet). We will use the same dynamic in our model: not every agent is able to 
communicate with every other agent. It is impossible to know everyone, and on top of that, 
people tend to communicate more with people they already know. That is why agents are only 
able to communicate with their direct neighbors. A neighbor relationship reflects that two 
agents are familiar with each other and are able to interact. It is still possible for a person to not 
trust a neighbor even though he knows that other person closely, since people are not always 
able to shape the group of people around them to be only filled with people they trust. 
 
An agent picks a conversational partner from its set of neighbors based on the general trust 
level it has for every agent. A neighbor for whom it has a higher general trust, has a higher 
chance of being chosen. When having the opportunity of choosing a conversational partner, first 
the agent re-calculates the general trust it has for every neighbor, following Formula 3.3. Then 
some noise (randomly picked from a Gaussian distribution, μ = 0.0, σ = 0.16) will be added to 
each general trust value. The agent with the highest value for general trust will be chosen to 
communicate with. This way agents do communicate more with neighbors they trust more, but 
they do not constantly communicate with the same neighbors. Due to the random effect, also 
less trusted neighbors have the probability of being picked.  
 
This way of choosing a conversational partner is used both by libertarians and by authoritarians 
that are feeling pleasure. When an authoritarian agent is showing norm-returning behavior 
because of displeasure, another factor comes into play for determining whom to talk to, namely 
belief-set-similarity. This time, for all neighboring agents the product of the values for belief-set-
similarity and general trust are used to determine whom to talk to. Again some is added to all 
values (drawn from a Gaussian distribution, μ = 0.0, σ = 0.16) after which the highest value 
determines the agent that will be communicated to. The belief-set-similarity measures how 
similar two belief bases are. 
 
For libertarians, the belief-set-similarity to other agents does not matter: they want to talk to 
everybody, not only to their own in-groups. When there is no normative threat, authoritarians 
show the same behavior. However, when agents that have the authoritarian personality are 
faced with a normative threat, as seen in section 2.2.3, they return to norm-returning behavior. 
One side of norm-returning behavior is that the people expressing it only want to talk to people 
having the same beliefs as they do. In our model we implemented this as belief-set-similarity.  
 
The belief-set-similarity is calculated by determining the size of the intersection of the sets of 
beliefs of both agents, divided by the size of the belief set of one of the two agents that contains 
the most beliefs, as can be seen in Formula 3.6. For example: agent i has the belief base {a, b, c, 
d}, and agent j the belief base {c, d, e}.  The intersection of these belief bases is the set of beliefs 
{c, d}, with a size of 2. The two belief bases have sizes of respectively 4 and 3, so the largest 
belief base is 4. The belief-set-similarity will thus in this case be 2/4 = 0.5. 
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Formula 3.6: The belief-set-similarity between agent a and b is equal to the size of the 
intersection of both belief bases divided by the size of the biggest belief base 
 
The value of belief-set-similarity is between 0 and 1. A value of 1 means the belief sets are 
completely overlapping, a value of 0 means that the two agents have no beliefs in common 
whatsoever. Formula 3.6 shows that not only the number of beliefs two agents have in common 
is important, the size of the belief base has an influence too. When two people share a certain 
belief, it matters how large their belief bases are to determine the belief base similarity from it: 
if for one person that shared belief is the only belief he has, while for the other person it is only 
a fraction of all his beliefs, this will mean that the difference between what they believe is still 
big. Using Formula 3.6, two agents that have all beliefs in common have a belief-set-similarity of 
1, and two agents whose belief sets only partially overlap have a  belief-set-similarity smaller 
than 1. For example: there are two agents that share three beliefs. One agent has three beliefs 
in total and the other agent nine. The belief-set-similarity between these two agents will be 3/9, 
thus 1/3. When both agents would have had three beliefs in total, the belief-set-similarity would 
have been 1. When there are two agents whose belief sets do not overlap at all, the belief-set-
similarity will be zero: If for example agent i believes a and b and agent j believes ¬a and ¬b, the 
belief-set-similarity will be 0/2 = 0.  
 
Using the size of the largest belief base to divide through also takes care of situations in which 
there is an agent with a very inconsistent worldview. For example, take an agent who believes 
both ‘a’ and ‘¬a’, as well as ‘b’ and ‘¬b’. Now there is another agent who believes ‘a’ and ‘b’. 
Using Formula 3.6, these agents will have a belief-set-similarity of 2/4.  If we would not divide 
the intersection of their belief sets by the size of the biggest belief set, their belief-set-similarity 
would be 1. That would be illogical, since the first agent also believes ¬a and ¬b, the complete 
opposite of what the second agent believes.  
 
This way of calculating belief-set-similarity does not take into account all the topics an agent has 
no beliefs about. Maybe two agents both have only one belief, being “I believe Mr. Smith has 
atomic weapons hidden at home”, making their belief-set-similarity 1. However, they are not 
aware of all the other different topics in the world yet, and thus do not have a belief about 
those topics yet.  However, this is also how it works in the real world: people decide how 
compatible their ideas are based on what they can talk about at a certain moment in time, not 
on all the topics they are not aware exist. Belief-set-similarity is a value that changes through 
time, based on the belief sets that the agents have at each current moment. 

3.2.4.1.2. What to communicate 

When an agent has chosen a neighbor to communicate with, it chooses a belief from its belief 
base to share with this other agent. The agent being picked as a conversational partner also has 
the possibility to say something back, for which it has to choose a belief from its belief base too. 
In both cases, the process of picking a belief to communicate is the same. This means that when 
two agents talk, it is possible that one agent says “I believe the troops in Afghanistan have been 
attacked in September 2008”, on which the other one responds “I believe the use of drugs has 
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killed over 300 people in the Netherlands in 2009”. These are two unrelated statements, and in 
general people do not communicate like this. In real life, when someone talks, it is common 
courtesy that the person being talked to responds by sharing their own opinions about the same 
topic, not by saying something completely unrelated. People expect the other person in a 
conversation to listen and to respond with information on the same topic. This is something we 
want to implement in a next version of the model, but in the current version of the model 
agents do not show this accommodating behavior. In the real world people can possess a wide 
variety of beliefs on a topic. That is why in the real world, people can have in-depth 
conversations about a topic, discussing multiple sides and aspects of the topic. However, in our 
current model agents can only possess a small number of beliefs about a topic: they can believe 
it is true, believe it is false, believe the government lied about it or believe that the government 
said something about it. That is why we did not make it a requirement for the agents to 
communicate back using the same topic as with what the conversation started; it would result 
more in a constant repeating of themselves than in an actual modeled conversation.  
 
Agents are only able to communicate about beliefs stemming from their belief bases, which can 
be both things they believe about a certain topic as well as beliefs about what the government 
has said about that topic. Given all possible beliefs agents can have, this means that agents can 
communicate about the following types of beliefs: {φ, ¬φ, Sφ, S¬φ, Lφ, L¬φ}, where φ can stand 
for any of the 8 topics. In contrast to the real world, agents in our model are not able to lie. If we 
would want to implement lying agents in our model, the agents will need reasons why they 
want to lie. Normally, by influencing what others believe and what not (lying), a person can 
obtain greater power over those other people (Bok, 1978). A possible reason for an agent to tell 
a lie could be because it does not want to feel anxiety, and thus wants to defend the 
government no matter what it says is true or false. However, our agents do not possess goals 
like that in our current model, making lying more of a random activity than based on realistic 
principles. Implementing lying behavior for all agents would be something interesting for future 
work, combined with giving the agents actual goals. To be able to investigate our current 
research questions, implementing lying agents is not necessary. 
 
Which belief an agent chooses to talk about, depends on both the importance as well as the 
belief strength of the beliefs. Beliefs with a higher importance and higher strength have a higher 
probability to be chosen as conversational topic. A random value (drawn from a Gaussian 
distribution with μ = 0.0 and σ = 0.16) will be added into the calculation to make it also possible 
for less strongly believed beliefs to be chosen to communicate.  

3.2.4.1.3. Listening to another agent 

Most people, when being talked to, do not always listen. People filter all information coming in 
from other people based on a plethora of factors, both internal and external. However in our 
model we will only take one such factor into account, namely to what extent the agent believes 
its neighbor. Even when someone possesses exactly the same beliefs and worldview as someone 
else, if he knows (by experience or otherwise) that this other person is not trustworthy, for 
example because he frequently says things that are inconsistent with one another, he will still 
rather not talk to him and not listen to what he says. In other words: an agent needs to have a 
certain value for general trust in the agent talking to it to actually listen to what it has to say. For 
our model we set this threshold on 0.3. If the general trust is lower than that, the receiving 
agent will simply not listen, not even when what the other agent says is consistent with the 
agent’s own beliefs. This general trust is the same general trust that was used by agents to 
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determine which neighbor to talk to. Because general trust is both used to determine who to 
talk to as to determine whether to listen or not, this has as effect that agents have to trust each 
other enough to be able to engage in a mutual conversation. 
 
When an agent listens to what its neighbor tells it, it has roughly two options: it can either 
believe it or not. People decide to believe something based on their own beliefs and reasoning 
rules, making communicating and reasoning closely related. However, we split the process of 
communicating and reasoning into two distinct actions. That is why agents will not decide to 
believe a received belief immediately after having heard it. Instead, the agent first adds it to its 
belief base. Having a belief in its belief base does not necessarily mean the agent believes that 
belief strongly: the belief can still have a low belief strength. After communicating, agents 
reason and if the newly received belief was inconsistent with the agent’s belief base, it will be 
discovered there. Below we will describe the process of listening to another agent and adding 
the new belief to the belief base. However, these principles only hold for beliefs of the form φ 
and Lφ, and will not hold when agents communicate about statements of the form Sφ. How 
agents react when listening to those types of statements is described in section 3.2.4.2.  
 
When an agent receives a statement from a neighbor, there are two options: 

1. The statement is not in the agent’s belief base; 
2. The statement is already in the agent’s belief base. 

 
In case 1, the statement will simply be added to the belief base. To determine the belief 
strength of this new belief, two factors are important: the topic trust the agent has in its 
neighbor regarding this topic, and the belief strength the neighbor itself had in this belief. The 
belief strength the neighbor had is important because not everybody believes every belief they 
possess equally, and people use this when communicating about the topic: “I am not entirely 
sure, but I think …” or “It may be possible that…”. However, the agent will not simply take over 
the belief strength from its neighbor. When someone is really sure about a belief (a high belief 
strength), but the listening agent thinks the speaker is untrustworthy regarding that topic, it will 
not simply add the belief to its belief base with the same belief strength. Instead, it will be more 
careful about what it believes. In the situation when the receiving agent does trust the other 
agent regarding this topic, it will be more inclined to add the belief itself with a relatively high 
belief strength. However, we cannot simply multiply the belief strength of the source and the 
topic trust the receiving agent has in the speaker to determine the new belief strength. The 
belief strengths of the source are either 1 or smaller than 1, resulting in belief strengths growing 
smaller and smaller over time and never increasing. Even when an agent is deemed quite 
trustworthy about this topic (0.9) and believes its belief strongly (0.9), the listening agent will 
add this belief with only a value of 0.81. This value will become even smaller when 
communicated again. To make sure belief strengths can grow through time, we decided to use 
the topic trust value as weighing factor for the belief strengths. The implementation of case 1 is 
a specific case of how agents calculate the belief strength of a heard belief they already had in 
the belief base, case 2. That is why we will first explain the exact dynamics of case 2, after which 
we come back to case 1.  
 
When an agent has heard a belief multiple times from different sources, it will calculate its belief 
strength based on all these encounters. Every time an agent receives a belief that was already in 
its belief base, which is case 2, the belief strength of this belief will be re-calculated, as can be 
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seen in Formula 3.7. As mentioned before, both topic trust and the belief strength of the 
neighbor for this belief are taken into account. 
 

                   
                                   

               
 

Formula 3.7: The belief strength of agent a in topic φ is equal to the weighted average of the 
belief strengths of all sources s regarding topic trust.  
 
The belief strength of a belief is thus based on all encounters the agent had regarding this belief. 
The opinion of neighbors the agent trusted more will be weighted more heavily than the opinion 
of neighbors it trusted less. An example can be seen in Table 3.2. 
 

Sources Topic Trust Belief Strength of Neighbor 

Neighbor 3 0.6 0.9 

Neighbor 2 0.8 0.3 

Government 0.4 1 

Table 3.2: Example values for a table showing the data every agent saves for a single belief. The 
values of topic trust and belief strength of neighbors will be used to calculate the agent’s belief 
strength, using Formula 3.7. 
 
If we use the numbers as presented in Table 3.2, this would result in a belief strength of  
((0.6*0.9) + (0.8*0.3) +(0.4*1))/(0.6+0.8+0.4) = 1.18/1.8 ≈ 0.66. This is a more plausible way than 
calculating the new belief strength based on only the topic trust or only the belief strength of 
the neighbor. This calculation takes all encounters regarding this statement into account while 
attributing value to different sources. 
 
However, when an agent hears a belief for the first time (case 1), it can only weigh over this one 
entry. This would result in directly taking over the belief strength the neighbor had in this belief, 
also when the topic trust in this neighbor was low. To prevent this, we will add a value of 0.1 to 
the weighing factor. The formula used to calculate the new belief strength is in this case: 
 

                   
                                   

                    
 

Formula 3.8: The belief strength of agent a in topic φ when the number of sources is smaller than 
2 is equal to the weighted average of the belief strengths of all sources s regarding topic trust. 
 
A belief from an agent with topic trust 0.1 and belief strength 0.8 would originally have a new 
belief strength of 0.1*0.8/0.1 = 0.8, regardless of the low topic trust. By adding the weighing 
factor, the new belief strength will be 0.1*0.8/(0.1+0.1) = 0.4. This way agents will be more 
cautious taking over beliefs from neighbors they trust less. The weighing factor has less 
influence on highly trusted neighbors: 0.8*0.6/0.8 = 0.6 becomes 0.8*0.6/(0.8+0.1) = 0.53. 
When an agent has 2 or more sources for a belief, this weighing factor will be omitted. This 
process has nothing to do with the general trust the agent has in its neighbor: it already had 
enough general trust to listen to this neighbor in the first place. 
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Sources do not necessarily have to be other agents. The government can be a source as well, as 
can be an agent’s own reasoning. In the case of the government, the value for topic trust will be 
equal to the amount of trust in government the agent has. The belief strength will be 1, since 
the government presents all statements as complete facts. When a belief is deduced by means 
of reasoning it will also add to the equation. The ‘belief strength of neighbor’ will be equal to the 
lowest belief strength of the premises, as explained in section 3.2.4.3.2. The topic trust for this 
entry will be 1, since agents trust their own reasoning rules.  
  
By adding beliefs this way, beliefs with a low belief strength can also be added. However, 
because of the low belief strength, the belief can be relatively easily discarded later. A belief can 
also be added this way when the receiving agent also already believed the opposite statement. 
It is possible that the receiving agent already believed ‘a’, while it hears and thus adds ‘¬a’ to its 
belief base. This results in an inconsistency, which will be solved by reasoning, as described in 
section 3.2.4.3.1.  
 
We just saw the effects of hearing a statement multiple times on belief strength. However, 
hearing the same belief more often also influences trust levels regarding the sources. When an 
agent hears a belief from a neighbor that it already believed, the other agent is validating the 
agent’s beliefs: “I believe the budget for the army went down this year” – “Nice, I believe that 
too!” When this happens, the receiving agent heightens the topic trust it has in this other agent 
following the formula described in section 3.2.3.5.2. The neighbor said something that the agent 
itself believed too, and thus it will heighten its trust. 
 
When a neighbor tells a statement the government lied about, for example Lφ, and the agent 
already believed this, the same will happen as described above: the topic trust in the other 
agent regarding φ goes up. However, when the communicated belief is of the form Lφ, case 1 is 
different than before. First, agents will not always simply add such a belief to their belief base. 
Starting to believe that the government lied is something people do not do as easily as they do 
with other, less-significant beliefs. This is why agents only add a belief Lφ when the topic trust in 
the other agent regarding topic φ is higher than 0.5. If the topic trust is lower, they will simply 
do nothing. When the topic trust is higher than the threshold however, the agent will add Lφ 
with a belief strength as calculated by Formula 3.8. Added to that, the trust in the government 
the agent has decreases, using the principles described in section 3.2.3.6.  

3.2.4.2. Listening to the government 
As we saw in the previous section, when an agent is talked to, there are two possible cases. 
These same cases apply when an agent listens to a governmental statement, although now 
there are 4 options: 

1. The statement Sφ is not in the agent’s belief base, and φ is not in the agent’s belief base;  
2. The statement Sφ is not in the agent’s belief base, but φ is in the agent’s belief base; 
3. The statement Sφ is in the agent’s belief base, but φ is not in the agent’s belief base; 
4. The statement Sφ is in the agent’s belief base, and φ is in the agent’s belief base too. 

 
Case 1 means that the listening agent did not yet know the government ever said Sφ, nor did it 
believe φ. The agent will thus add two new beliefs: Sφ and φ. First it will add Sφ: it just heard 
the government say φ, so it now believes the government said φ, or: Sφ. Beliefs of the form Sφ 
always have a belief strength of 1, they are facts. We assume here that agents are perfectly able 
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to observe, and thus will have full certainty on the belief Sφ, giving it belief strength 1. Since 
agents are not able to lie, these facts cannot be altered. Agents add statements like Sφ only such 
that they can later communicate it to other agents, they are not able to reason with it. However, 
the agent will be able to reason with the actual statement φ. The agent will add φ to its belief 
base too, with an entry in the belief strength table using the trust in the government the agent 
has as trust value and a strength of 1 to represent the belief strength the government had in 
their belief. As seen in the previous section, in this case it is also possible that the agent already 
believed ¬φ. This inconsistency will be solved directly afterwards while reasoning.  
 
In case 2 the government stated something that the agent already believed itself too, however it 
did not believe that the government said this yet. In this case the agent adds Sφ, again with a 
belief strength of 1. The belief strength table of φ will be altered the same way as described in 
case 1. Since the government is saying the same as the agent already believed and thus 
validating the agent’s beliefs, the agent will trust the government more. The trust this agent has 
in the government is heightened following the principles as described in section 3.2.3.6. 
 
In case 3, the agent already believes Sφ before the government’s new statement, but it does not 
have a belief saying φ. This means that it once added φ to its belief base, but has discarded it 
since again. Sφ will not be added again to the belief base, since the agent already believed this 
and the belief strength of beliefs of the form Sφ can only be 1. Statement φ will be added to the 
belief base again. However, since the agent discarded this belief coming from the government 
once already, it is likely that the trust in the government this agent has is not very high. It is 
therefore likely that the belief will have a great probability of being discarded once again. 
 
In case 4 the agent already believes both Sφ and φ. Sφ will not be added again, for the same 
reasons as described in case 3. The trust in the government the agent has will be heightened, 
because a) the government says something that the agent believed itself too and b) the 
government is consistent in the statements it makes, since this is at least the second time the 
government makes this same statement.  
 
It is possible that agents communicate with each other about statements like Sφ too, making it 
possible that an agent hears from another agent that the government made a certain statement. 
In general an agent’s response will be the same as the abovementioned four options, with one 
big difference. Every time an agent hears a statement directly from the government, they know 
it is a new statement. When the government said three years ago “We were not in war in 1999” 
and this year they state exactly the same thing, the agent knows they said this same statement 
on two different occasions, hence making the government more consistent and thus reliable. 
However, when another agent tells it “the government said we were not in war in 1999”, it does 
not know if the neighbor refers to the statement made by the government three years ago, or if 
it refers to a new statement of the government where they stated the same, one the agent is 
not aware of yet. That is why case 3 and 4 are different in this case. Hearing “The government 
said we are not in war” has little new value for an agent that already believed that, so it does 
nothing. It would not be plausible to let the agents heighten their trust in the government every 
time another agent tells them what the government once said: “Yes, I already knew the 
government said that, it is completely known to me, but still I will trust the government more 
now you told me too” is not a plausible response. So when Sφ comes from another agent 
instead of directly from a governmental announcement, cases 3 and 4 will differ: the agent will 
do nothing in these cases.  
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3.2.4.3. Reasoning 
After an agent listened to another agent, it will be able to reason with this information. First it 
will look if there are inconsistencies in its belief base, then it will try to deduce new information 
using reasoning rules. All agents that did not communicate still have the opportunity to reason 
at the end of the time step, so that every agent gets to reason at least once every time step. It is 
possible that agents can be picked multiple times by neighbors as communicating partner, giving 
them the possibility to reason multiple times per time step. We will explain the process of 
reasoning in more detail from section 3.2.4.3.1 onwards, but first we will look more in-depth 
into the principles underlying this reasoning behavior. 
 
Although we do not represent the beliefs using the belief operator and although agents reason 
with these beliefs using standard propositional logic, they still reason within a belief base. That 
is why we will take a look at the often used axiomatic system for modeling belief-logic; KD45, 
and describe how it is applicable to our model. Although our agents do not use the B-operator, 
these axioms still can be applicable, from an outside perspective. This doxastic system is built 
upon the following axioms and derivation rules (Meyer & Van der Hoek, 1995): 
 
A1: All (instances of) propositional tautologies 
A2:  (Bi(φ)^ Bi(φ → ψ)) → Bi(ψ) Distribution axiom (from a perspective outside the  
     agent) 
R1:  φ, (φ → ψ)  => ψ  Modus ponens (from the agent’s perspective)  
R2/N:  φ  => Bi(φ)    Necessitation (if φ is true in every world, then the  
     agent believes φ to be true in every world) 
D:   Bi( )   Consistency axiom (agents do not believe contradictions) 
A4: Bi(φ) → Bi(Bi(φ))   Positive introspection 
A5: Bi(φ) → Bi( Bi(φ))  Negative introspection 
 
R1, Modus Ponens (MP), is an important part of our model. Since we use a language with only 
negations and implications as connectives, MP will be the only used rule to derive new 
information with. That is why we use the number of times an agent can use MP in a reasoning 
chain to show the difference in reasoning skills between authoritarians and libertarians. 
Authoritarians are only able to use Modus Ponens twice in a reasoning chain, making the 
probability of them finding an inconsistency in their belief base smaller than for a libertarian, 
who is able to use Modus Ponens three times in normal circumstances. Authoritarians that are 
experiencing fear are not able to use Modus Ponens at all, resulting in hardly being able to find 
contradictions. The only time an authoritarian feeling fear will find an inconsistency in its belief 
base is when the contradictory elements are both literals. Libertarians experiencing a normative 
threat (and thus having greater tranquility), will be able to use MP four times. Since the 
maximum depth of a reasoning rule in our model is 4, a libertarian will be able to reason with all 
possible reasoning rules in case of a normative threat. The absolute values for the different 
cases are based on the maximum depth of the rules we allowed in our model. However, the 
relative differences between these maximum reasoning depths are based on the differences 
between authoritarians and libertarians as described in section 2.2. The values are shown in 
Table 3.3. 
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Number of Modus Ponens Authoritarians Libertarians 

Pleasure (no normative threat) 2 3 

Displeasure (normative threat) 0 4 

Table 3.3: The number of times an agent can use Modus Ponens, depending on personality and if 
the agent is experiencing a normative threat or not. 
 
We do not use the Necessitation axiom in our model. Axiom D, the consistency axiom, does 
apply to all our agents, however not to the full extent. Agents will notice direct inconsistencies 
immediately, where two statements are contradicting each other (for example when an agent 
has both φ as ¬φ in its belief base).  However, it is possible that there are inconsistencies in an 
agent’s belief base without it knowing, when the inconsistency follows from using reasoning 
rules. When an agent is not able to deduce this inconsistent information from the rules because 
the number of times it can use Modus Ponens is smaller than the depth of the rule, it will keep 
this inconsistency in its belief base.  
 
For example, imagine an agent with the following belief and inference base: 

 Belief base: {a, ¬b, d, f, c} 

 Inference base: {(a→(¬b→(c→(d→¬f))))} 
When using the rule in this inference base, the agent deduces ¬f and will add this to its belief 
base, resulting in:  

 New belief base: {a, ¬b, d, f, c, ¬f} 
Now there is an inconsistency, since the literals ‘f’ and ‘¬f’ are contradictory. An authoritarian 
agent would not have been able to find this contradiction, since depending on its current 
emotional state it is only able to use MP twice or not at all. A libertarian agent would have been 
able to find this contradiction when experiencing normative threat. It thus depends on the 
presence of normative threat and thus on the possible depth of reasoning to what extent agents 
can find a contradiction. When an agent finds an inconsistency though, it will always want to get 
rid of this inconsistency in its belief base. So we use axiom D when there are direct 
inconsistencies where two beliefs directly contradict each other, however when there are 
inconsistencies following from reasoning rules, an agent does not always notice this. In the 
following section we will describe in more detail how agents deal with inconsistencies. 
 
The assumption that people are able to use positive and negative introspection is normally quite 
a strong assumption. However, since agents will not be able to reason or communicate about 
deeper layers of beliefs where beliefs are about other beliefs, positive and negative 
introspection will not be of any use for our agents.  
 
In the next section we will describe how agents deal with inconsistencies, the first thing they 
look for when reasoning. When an agent finds one, it solves this inconsistency and stops 
reasoning. If it does not have any inconsistent beliefs in its belief base, the agent will continue 
by looking if there are reasoning rules it can use to deduce new information. It is possible that 
an agent finds nothing to reason about in a time step. 

3.2.4.3.1. Inconsistencies 

At the start of the reasoning action, the agent will search its belief base for inconsistencies, 
where an inconsistency consists of two contradictory beliefs (for example φ and ¬φ), as shown 
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in the previous section. When an inconsistency is found, the agent wants to solve this by 
discarding the belief with the lowest belief strength, thus keeping the strongest belief. When an 
agent discards a belief, it does not believe in the belief anymore. So it will deem everybody that 
told it that belief as less trustworthy. That is why for all sources of the discarded belief, the trust 
in that person (topic trust in case of an agent, governmental trust in case of the government) 
will be lowered. How this lowering of trust values works is described in section 3.2.3.5.2. It is 
possible that an agent finds two contradictions in its belief base. In this case it will also discard 
the belief it believes in less, so the belief with the lowest belief strength. This will only solve one 
contradiction. The other contradiction will be found the next time the agent reasons. This is 
done so that reasoning reflects actually one reasoning action. Solving different inconsistencies 
would take multiple reasoning actions. 
 
Next, the agent will search for another type of inconsistency, regarding the L-operator. If 
someone would believe at the same time that 1) there was a bombing and 2) the government 
lied when they said there was a bombing, this is inconsistent. That is why two beliefs of the form 
Lφ and φ will be regarded as an inconsistency. L¬φ and ¬φ will thus also be considered an 
inconsistency.  
 
Since all beliefs are either true or false, it is not possible to hold both φ and ¬φ as beliefs. 
Consequently, it is also not possible to believe Lφ and L¬φ at the same time.  
 
It is possible to believe Sφ and S¬φ: these are not beliefs but facts, and it is very well possible 
that the government first said φ and later ¬φ. Although this would lead to beliefs about the 
government having lied, this is not an inconsistency in itself.  
 
To sum up, there are three types of inconsistencies, where φ is an atomic proposition: 

1. φ and ¬φ 
2. Lφ and φ (as well as L¬φ and ¬φ) 
3. Lφ and L¬φ 

 
All these inconsistencies will be dealt with in the same way: the belief with the lowest strength 
will be discarded, trust values for all sources of the discarded belief will be lowered and the 
belief that is kept receives a small penalty on the belief strength. 

3.2.4.3.2. Reasoning rules 

When an agent has not found an inconsistency in its belief base, it will try to find a reasoning 
rule from its inference base to reason with. The agent will first select all rules from its inference 
base that have a depth lower or equal to the number of applications of Modus Ponens available 
to the agent. Only rules that have a conclusion that is new for the agent will be selected: if 
agents are able to use the same rule, they will keep reinforcing their own beliefs by using the 
same reasoning rule over and over again.  
 
If the agent has just listened to a statement from a neighbor, it will first try to find reasoning 
rules in this selected set of possibly usable rules that have the just heard statement as a premise. 
This is because people do not simply add new beliefs, they also want to think and reason about 
them. From all these rules, the agent will check if there is rule whose premises it has in its belief 
base. An agent needs to possess all premises of a reasoning rule to be able to deduce the 
conclusion. If this is the case, the conclusion will be added. The belief strength of the conclusion 
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will be calculated as described in section 3.2.4.1.3, where the used value for topic trust is 1, and 
the value for ‘belief strength of the neighbor’ equals the lowest belief strength of all used 
premises. This is because every deduction is as weak as its weakest link. 
 
If the agent did not just hear a statement from another agent, or when it could not find usable 
reasoning rules that had that statement as a premise, it will do the same with all possible usable 
rules.  
 
When the agent has used a reasoning rule and deduced a conclusion, it is possible that this new 
belief is inconsistent with an earlier acquired belief. That is why the agent will look for 
inconsistencies of the form φ and ¬φ once again. The process of dealing with this inconsistency 
will be the same as described in the previous section. 
 
Normally it is possible to deduce part of a rule. For example, the following reasoning is valid: 
1.  ¬b→(c→(d→¬f)) Premise 
2.  ¬b   Premise 
3.  c   Premise 
4.  c→(d→¬f)  Modus Ponens: 1,2 
5.  d→¬f  Modus Ponens: 4,3 
 
By using Modus Ponens twice, the rule d→¬f can be deduced. However, our agents will not be 
able to do this. Our agents have a bounded rationality, where the number of Modus Ponens to 
their disposition accounts for this boundedness. When it would be possible for agents to show 
above reasoning and thus deduce a new reasoning rule, this number of Modus Ponens the 
agents has to its disposition will not bind its rationality anymore: an agent able of using Modus 
Ponens twice will simply tackle longer reasoning rules in two time steps. Since time is not a 
limiting factor, this would have as effect that the difference in reasoning between authoritarians 
and libertarians would diminish. 
 
Using these reasoning techniques, agents are able to form an understanding of the world, which 
helps them with detecting and dealing with governmental lies. 
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4. Experiments 
In this Chapter we describe the experiments carried out in order to answer our research 
question, “Can the distribution of authoritarianism in a population explain the behavior we see 
in societies in response to deceiving governments, measured in trust in the government, and is it 
possible to use a Multi-Agent System so that by modeling the individual characteristics of agents 
the macroscopic behavior of the system will show these same behaviors?” We investigate 
whether the microspecifications as described in Chapter 3 are sufficient to generate behaviors 
that are in agreement with the predictions we made in section 2.3. We do this by looking for the 
effects the governmental corruption level and the ratio of authoritarians have on the trust the 
agents have in the government. In order to investigate this we will vary the values of the 
following two parameters during the experiments: 

 The ratio of authoritarians and libertarians in the population; 

 The level of corruption of the government, represented as the fraction of governmental 
statements that are lies. 

Before we are able to carry out these experiments, we first have to investigate our parameter 
space. We describe the effects of all parameters on the general behavior of the model in section 
4.1 and examine whether the model is plausible given our understanding of the processes at 
hand. In section 4.2 we describe the actual experiments and in section 4.3 we place the data 
from our model in a broader perspective and compare it to data from the real world. 

4.1. Parameter Values 
Our model uses many parameters that influence the behavior of the model to a greater or lesser 
extent. We tried to use plausible and reasonable values for the parameters, however we also 
want to test the effects of these parameters on the overall behavior of the model. In this section 
we investigate the influence of the parameters on the model, and decide which parameter 
values to use for the actual experiment. We will look mainly at general trends. We will not 
investigate the difference between authoritarians and libertarians yet, since this is something 
that should not be fitted for as they are part of the main research question. The outcome of 
these tests can be seen in Table 4.1. Here all used parameters are shown, together with the 
values we choose to use and the section number from Chapter 3 in which we explain what the 
parameter represents. 
 
Since some of the optimal parameter values below were only discovered during testing the 
parameters, we did not use the exact list below for each test. That is why the results from the 
different parameter tests cannot always be compared with each other. When not mentioned 
otherwise, we use the values from Table 4.1 for all other parameters in every parameter test.  
 

 Parameters Possible 
values 

Value Mentioned in 
Section 

General Parameters that do not change during a run 

Number of runs  50 3.2.1.1. 

Number of simulated years  20 3.2.1.1. 
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Number of time steps  20 3.2.1.1. 

Population Size  100 3.2.3. 

Max number neighbors  15 3.2.3.5. 

Governmental corruption [0.0, 1.0] Depends on experiment 3.2.2. 

Authoritarian ratio [0.0, 1.0] Depends on experiment 3.2.3.1. 

Coverage of governmental 
announcement 

[0.0, 1.0] 0.5 3.2.2.2. 

Agent communication rate [0.0, 0.5] 0.4 3.2.4.1. 

Start number of beliefs  2 3.2.3.2. 

Start number of rules  5 3.2.3.3. 

Number of topics  5+3 3.2.2.2. &  
3.2.3.2. 

Initial belief strength [0.0, 1.0] Random (μ=0.5, σ=0.16) 3.2.3.2.1. 

Initial belief importance [0.0, 1.0] 0.5 3.2.3.2.2. 

Initial trust in government [0.0, 1.0] Random (μ=0.5, σ=0.16) 3.2.3.6. 

Initial general trust per agent [0.0, 1.0] Random (μ=0.5, σ=0.16) 3.2.3.5.1. 

Initial topic trust per agent [0.0, 1.0] Random (μ=0.5, σ=0.16) 3.2.3.5.2. 

Threshold values 

Strength of L-belief needed to 
feel the government lies 

[0.0, 1.0] 0.4 3.2.3.4.1. 

Consensus minimum to 
calculate lack of consensus 

[0.5, 1.0] 0.8 3.2.3.4.1. 

General trust needed in 
neighbor to listen to it 

[0.0, 1.0] 0.3 3.2.3.5.1. & 
3.2.4.1.3. 

Amounts of change 

Step size used for updating 
topic and governmental trust 

 0.2 3.2.3.5.2. 

Importance update after 
governmental statement 

 +0.2 3.2.3.2.2. 

Table 4.1: All parameters with their optimal values, and a reference to the section numbers in 
Chapter 3 where the parameters are explained. 
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When not mentioned differently we use a corruption level of 0.3 and a value of 50% for the 
percentage of authoritarian agents in the population in the experiments below. The number of 
time steps is 40 instead of 20 in the experiments until section 4.1.3, the number of neighbors 20 
instead of 15 until section 4.1.5, the agent communication rate 0.5 instead of 0.4 until section 
4.1.7 and the step size 0.1 instead of 0.2 until section 4.1.12. 

4.1.1. Number of Runs 
The number of runs in an experiment determines the reliability of the data. Given that the 
model is not deterministic, the outcome of only one run is not a reliable measure of the model. 
We need a sufficient number of runs to eliminate the effects due to noise, such that the effects 
perceived will be the result of the parameters we are varying. There is one component in our 
model that generates a lot of variability in the outcomes of the model: the timing over the years 
of the governmental lies. The behavior of the agents (dependent on whether they perceive a 
normative threat and the amount of trust in the government they have) is greatly dependent on 
the presence or absence of governmental lies in the previous years. In Figure 4.1 and 4.2 this 
effect can be perceived. In Figure 4.1 we plotted the average trust and its standard deviation, 
averaged over 50 runs of the model. Since the corruption level is 0.3, the government lies in a 
different combination of years in every single run, resulting in a large variability when we 
average the trust values. In Figure 4.2 we plotted the same situation as in Figure 4.1, however 
now the corruption level is 0.0. Because with a corruption level of 0.0 the government never lies 
and so the years of lying do not change per run, we expect the variability of the average trust 
over all runs to be smaller. As can be seen in Figure 4.2, the standard deviations are indeed 
smaller than in Figure 4.1. 
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Figure 4.1: The trust in the government, 
averaged over all 100 agents and 50 runs. 
The blue margin shows the standard 
deviation over the 50 runs. The years in 
which the government lies are different per 
run, this graph shows the average.  

 

Figure 4.2: The trust in the government, 
averaged over all 100 agents and 50 runs. 
The blue bars again indicates the standard 
deviation. For all runs the years in which the 
government lied was the same, since the 
government did never lie. 

 



  Experiments| 70 
 

When the governmental corruption level is the same over different runs, for example 0.3, there 
are great differences in behavior between runs where the government lies in mainly the first 
years or mainly the last years. In Figure 4.3 the differences between two such cases can be seen, 
where the exact years in which the government lied was kept constant over all runs. Figure 4.3(a) 
shows the average governmental trust in the population over 50 runs where the government 
lied mainly in the first years, where in Figure 4.3(b) the government lied mainly in later years. 
We see that in (a) the average trust is overall lower compared to (b). Since the government lied 
in earlier years, agents are more early aware of the fact that the government lies. From year 3 
and 4 on the agents’ trust lowers drastically in (a) until from year 11 on the trust stays more or 
less the same. The government does not lie anymore after year 11, but the trust does not return 
to higher values. The trust increases slightly at the start of every subsequent year, however, 
immediately after the start of a year the trust decreases again, creating a zigzag form that stays 
more or less around the same trust value. In (b) the trust stays around a level of 0.5 or higher 
until after year 10, after which it slowly decreases when more lies enter the scene. We can see 
that trust values in general decrease when a lie has been told. However, there are years were 
we perceive a sudden drop in trust when the government did not lie. This happens when a big 
part of the population believes a falsity, for example ¬φ. When the government speaks the truth 
by saying φ, most agents will perceive this as a lie. An example of this is year 7 in (a). The 
opposite can also happen, where the government tells a lie that the majority of the population 
perceives as a truth.  
 
Because the timing of governmental lies is so important to the behavior of the agents, (a) and (b) 
differ quite a lot. Normally when the model is run, the timing of the lies through the years is 
randomly distributed. Because the government lies at different times in different runs and this 
accounts for a large variability of the data, it is not always reliable to compare the average 
values of trust over multiple runs. However, regardless of the course of the graphs, the trust 
values do tend to end around the same trust value in the last year, making those values suitable 
for comparison. The difference between the trust authoritarian and libertarian agents have will 
also not be affected by the different years of governmental lies. 

 
 

                                 (a)                                                                                   (b) 
Figure 4.3: Two examples of a model outcome with the same corruption level of 0.3, but with 
different fixed year numbers for governmental lies. Both graphs show the average of 50 runs.  
(a) The government lied mainly in the first years (1, 3, 4, 8, 11); 
(b) The government lied mainly in the last years (2, 5, 10, 11, 15, 16, 17, 18). 
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To account for the fact that our model brings forth quite a lot of dispersion of the data, we will 
use a number of runs as high as possible in order to reduce the variability, which will be 50 runs.  

4.1.2. Number of Years 
We choose a number of modeled years of 20 because that reflects best the time period we want 
to model, as described in section 3.2.1.1. It is short enough so that the same group of agents are 
still adult, but long enough so that we can look at long-term trends in a population. Since the 
government makes an announcement each year the number of years influences the outcome of 
the model. Each governmental announcement and thus year will give the agents more 
information about the government, but also more information about the topics. The number of 
years is linked to the number of topics available to talk about in de modeled world. Having a 
large number of years but only a small number of topics will result in the government constantly 
repeating itself, giving their announcements less information value. Above-mentioned reasons 
are why we choose for a run to consist of 20 years. When we want to look at the effects on the 
model of having more or less time steps and thus more or less communicating and reasoning, 
we can vary the number of time steps per year. 

4.1.3. Number of time steps 
It is hard to determine the number of times real people communicate and reason in a year. 
However, the real world is more complex than our modeled world. In the real world people also 
have more topics to talk about, more detail with which they can talk about the topics and more 
ways of reasoning with beliefs. Our model is a scaled model of the world. A modeled year does 
not reflect a real year accurately either, since it is hard to determine how often governments 
make announcements of a certain importance to their civilians. Since our model is a scaled 
version of reality where time does not accurately mimic time in the real world, the number of 
time steps does not necessarily have to reflect a similar concept in the real world. Having more 
time steps per year means that there is more opportunity to communicate and reason for 
agents after each governmental announcement before the next statement comes along. This is 
why we expect that the more time steps per year there are, the more knowledge agents have 
about the world. In Figure 4.4 we plotted the knowledge agents have about their world, 
measured in the number of true beliefs they possess divided by the total number of true 
statements available, against time. We used a corruption level of 0.3 for this experiment. We 
see that at the start of a run, agents still have little knowledge. However, the average knowledge 
over all agents increases until after eight years it stays constant at a value of 0.7. Using 10 time 
steps per year the agents have a smaller knowledge than with more time steps, but from 20 
time steps on the number of  time steps does not seem to influence the knowledge of the 
agents; the graphs show the same curve and end up at the same knowledge level around 0.7. 
This suggests that a number of time steps higher than 20 is not necessary for the agents in order 
to build a clearer world image.  
 
Given that the knowledge agents have about their world is the same when using more time 
steps than 20, we can find the number of time steps that reduces the variability of our data 
most. We suspect a smaller number of time steps to reduce the variability more. To test this, we 
run the model with a different number of time steps, the rest of the parameters staying the 
same. For every experiment we calculated the mean standard deviation and the standard 
deviation in the last year, shown in Table 4.2. In Figure 4.5 we show the graphical results for 
some of the time step values. 

Figure 4.2: The trust in the 
government, averaged over all 
agents and 50 runs. The blue 
bars show the standard 
deviation over the 50 runs. For 
this experiment we used a 
corruption level of 0.3 and a 
number of time steps per year 
of 40. 
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Figure 4.5: Results showing the difference in course and standard deviation of 
the 50 runs using different numbers of time steps per year. 

Figure 4.4: The knowledge about the world agents have, measured as the fraction of the possible 
true beliefs the agent possesses. The graphs show the average over 100 agents and over 50 runs. 
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Time steps per year Standard Deviation in last year Mean Standard Deviation 

10 0,10 0,09 

20 0,07 0,07 

30 0,08 0,09 

40 0,07 0,09 

50 0,08 0,10 

60 0,08 0,09 

70 0,07 0,08 

80 0,09 0,12 

90 0,08 0,11 

100 0,09 0,11 

Table 4.2: We varied the number of time steps in a year, and found that a value of 20 time steps 
leads to the least variability over the runs. 
 
In Figure 4.5 we plotted the average trust levels over all 100 agents and over 50 runs, however 
we varied the number of time steps per year. The general course of the graphs is the same: the 
average trust in the government decreases slowly until a value of roughly 0.2. The standard 
deviation per time step is shown in blue, and we can see that the standard deviation using 20 
time steps is smaller than for example with 30 time steps or 100 time steps. In Table 4.2 we 
calculated both the mean standard deviation and the standard deviation in the last year for all 
possible number of time steps. We see again that with 20 time steps per year the mean 
standard deviation of the runs is the lowest, meaning that there is less variability over the runs. 
  
We also see in Figure 4.5 that the more time steps per year there are, the lower the trust in the 
government is after 20 modeled years. This could suggest that the agents are more aware of the 
governmental lies if there are more time steps per year. However, this does not seem to be the 
case. In Figure 4.6 we plotted how aware agents are of lies. We see no correlation between 
number of time steps and the fraction of lies agents are aware of. Because using 20 time steps 
results in agents knowing just as much true beliefs and being just as aware of the governmental 
lies as when using more time steps, we will use 20 time steps per year in our following 
experiments. 
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Figure 4.6: To what extent the agents are aware of the governmental 
lies (shown as the fraction of total lies agents have a belief about) is not 
correlated with the  number of time steps per year. 
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4.1.4. Population Size 
For population size, we want a group of agents that is large enough so that it can reflect a 
population of a country in our scaled model. However, the population size also puts the heaviest 
constraints on the amount of time and computational resources it takes to carry out one run. To 
test for the optimal population size, we varied the population size in a set of experiments. The 
number of neighbors each agent has was kept exactly the same, namely 20. In Figure 4.7 we see 
that the trust in the government for the different population sizes all follow the same course: 
for all population sizes in this experiment the trust decreases with the same slope. The 
population size seems to have no effect on the trust the agents have in the government. This is 
as expected, since agents are only able to communicate with neighbors; the population size 
does not influence the information available in an agent’s social network. We expect the 
number of neighbors for every agent to have a bigger influence on the model, which we will test 
in the next section. We will use a number of 100 agents as population size for the rest of the 
experiments. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
4.1.5. Number of neighbors 
Although the size of the complete population did not affect the governmental trust of the 
agents, we suspect the number of neighbors of every agent to have more influence. The number 
of neighbors does not influence the number of times an agent is able to communicate or reason, 
it does however influence the availability of knowledge in the network of an agent. In Figure 4.8 
we show the effects of changing the number of neighbors on the amount of trust in the 
government the agents have. The population size is kept constant. We see that changing the 

Figure 4.7: The trust in the 
government the agents have on 
average is not influenced by the 
population size. 
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Figure 4.8: The effects of number of neighbors on the 
average governmental trust the agents have. 

number of neighbors has no effect on 
the trust levels when the numbers of 
neighbors are still relatively small. 
However, when the number of 
neighbors is large, namely 50, the 
agents trust the government less. This 
effect is not only visible after 20 years, 
but during the whole course of the run. 
More neighbors means access to more 
information, and thus a higher 
probability of discovering 
governmental lies. We also expect that 
the difference in governmental trust 
levels between authoritarians and 
libertarians is more pronounced when 
an agent has more neighbors: when an 
agent perceives a normative threat, it 
will seek out neighbors to talk to who 
it considers in-groups, agents with a 
high belief-set-similarity. When an 
agent has more neighbors, the 
chances of it finding a neighbor with 
the same beliefs are higher, thus 
resulting in a greater difference in governmental trust between authoritarians and libertarians. 
This effect can be seen in Figure 4.9: in (a) the graphs for authoritarian and libertarian trust in 
the government are roughly the same during the whole run, while in (b) they only start out the 
same, but diverge more and more from year 3 on. We decided upon a value of 15 neighbors. 

 

                                       (a)                                                                                                   (b) 
Figure 4.9: The number of neighbors agents have influences the perceived differences between 
authoritarians and libertarians regarding their trust in the government.  
(a) Agents have 5 neighbors; (b) agents have 50 neighbors. 
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4.1.6. Coverage of governmental announcements 
This parameter represents what percentage of agents in the population has the opportunity to 
listen to the governmental announcement at the start of a year. We suspect this variable to 
directly affect the trust in the government the agents have. The higher the coverage of 
governmental announcements over the population, the more people hear about the 
governmental lies and truths firsthand. As we can see in Figure 4.10(a), the coverage does 
influence the trust in the government as expected. Firstly, we see a straight constant line at 0.5 
when there is a coverage of 0%. A coverage of 0% means that nobody hears the governmental 
statements: not the lies, but also not the true statements. Agents are thus never able to update 
the trust they have in the government, resulting in the straight constant line. We also see that 
the higher the coverage is, so the more people hear what the government says, the higher the 
average trust is in the government. This is intuitive when the government tells more often the 
truth than that they lie, as is the case in (a) where the corruption level is 0.3. So we did the 
experiment again, but now with a corruption level of 0.8 (Figure 4.10(b)), to see if more agents 
being aware of the governmental announcements results in lower trust levels. This is not the 
case, the same trend as in (a) can be seen, with higher trust levels for higher percentages of 
agents who hear the government talk. We decided upon a value of 0.5 for the coverage of 
governmental announcements. We do not want this value to be too high, since that means 
almost all agents hear a governmental announcement, deeming communication less important. 
However we also do not want it to be too small. When a government announces something, it is 
plausible that a great share of society hears this. That is why we choose a value in the middle, 
being 0.5. 

  
                                     (a)                                                                                                             (b) 
Figure 4.10: The effects of the percentage of agents hearing a governmental statement on the 
average trust in the government the agents have.  
(a) The corruption level is 0.3; (b) the corruption level is 0.8. 
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Figure 4.11: Higher percentages of agents starting a 
conversation results in lower values of average trust in 
the government for a corruption level of 0.3. 

4.1.7. Communication rate 
We expect the communication rate, the percentage of agents chosen at the start of a time step 
to start a conversation with another agent that is not an initiator itself, to have a great influence 
on the outcome of the model. When agents are not able to communicate at all (a 
communication rate of 0.0), they will not be able to learn about new information, save the 
information they deduce themselves or what they hear directly from the government. By having 
less information about the world it is harder to notice when the government lies (unless the 
government contradicts itself, which should still be noticeable). This would predict a smaller 
decrease in trust in the government when the government lies. We expect that the more agents 
are able to communicate with each other, the more information agents have and thus the more 
they will be aware of governmental lies, the lower the trust in the government becomes. 
However, we do suspect that given enough time steps, even in populations with a low 
communication rate the agents will end around the same amount of trust in the government, it 
will only take them longer to get there. 
 
Since the communication rate denotes what percentage of agents may engage in a conversation, 
there is an equally big share of agents that is being communicated with. This is why we expect to 
see the above-mentioned effects only when comparing communication rates from 0.0 to 0.5. 
Having a communication rate larger than 0.5 does not change the number of communicating 
agents in the model, since all agents will already be engaged in a conversation each time step. 
 
We see the expected trends in the data (Figure 4.11). When there is a communication rate of 
0.0 the trust in the government increases slightly, from 0.5 to 0.6, even though the corruption 
level is set at 0.3. We also see that the higher 
the communication rate is, the faster the 
average trust decreases. Finally, there is no 
difference in the trust between 
communication rates 0.5 to 1.0. 
 
This data suggests that solitary agents in our 
model are not able to see through the lies of 
the government. Knowledge is distributed 
over the population, and by combining their 
ideas and information, agents are able to 
form a better worldview. This also suggests 
that norm-returning authoritarians seriously 
handicap themselves by only wanting to 
communicate with people with the same 
opinions. Since we feel it is plausible that not 
every agent always communicates and that 
people reason more often than that they 
communicate, we decided to take a value of 
0.4 for the communication rate. It is high 
enough so that agents are able to share 
information amongst each other, but there is 
still a share of 20% of the agents that does 
not communicate in a time step. 
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4.1.8. Initial number of beliefs, reasoning rules and topics 
It is possible to vary the number of beliefs and reasoning rules an agent gets at the start of a run, 
however we will not do so here. The number of beliefs an agent receives at the start of a run is 
highly dependent on the total number of available topics, as is the number of reasoning rules. 
We have set the number of topics available in the world to the arbitrary value of 8. We chose 
this value as one of the starting parameters of our model, on which the rest of the model has 
been built. Using more topics will not change the outcome of the model, it will merely be a scale 
factor. With more topics it takes longer for agents to develop a stable worldview, because there 
is more to know. The chances for the government to say something inconsistent will be smaller, 
even with the same level of corruption, since there are more topics to talk about, resulting again 
in agents taking longer to develop stable trust values for the government. To account for this, 
the number of modeled years should also be heightened. So a higher number of topics will 
mainly influence the size of the model, which is why we have chosen for a relatively small 
number of 8 available topics. 
 
The initial number of beliefs is 2. Agents do not have an idea about all topics in the world when 
they start: just as in the real world governments are able to introduce new topics. The number 
of reasoning rules each agent possesses is set to 5. The reasoning rules have been allocated 
randomly, so it is possible that an authoritarian agent receives rules with a depth of 3 or 4, rules 
it will never be able to use. We feel this is plausible however: in real life there are also people 
that are less educated and thus do not have the ability to use all information around them.  

4.1.9. Lack of consensus threshold 
When an authoritarian agent feels there is a lack of consensus between the agents around it 
(where the government also counts as a neighbor for this function), it will feel a normative 
threat, resulting in norm-returning behavior. 
The consensus is calculated using Formula 3.1 
and 3.2 in section 3.2.3.4.1. When the 
consensus becomes lower than a certain 
threshold, the agent perceives a normative 
threat. This threshold can vary between 0.5 
and 1.0, since lower consensus values are not 
possible: when the neighborhood of an agent 
would have a consensus of 0.2 on statement 
“¬a”, it would mean they also have a 
consensus of 0.8 on statement “a”. Since we 
always use the highest consensus value per 
topic, the threshold will always be somewhere 
between 0.5 and 1.0. A threshold of 1.0 means 
the agents always perceive a normative threat, 
while a threshold of 0.5 means the agents 
never experience a normative threat that is 
due to lack of consensus. In Figure 4.12 we 
show the effect of the lack of consensus-
threshold on the average trust in the 
government, for which we varied the 
threshold over six different values from 0.5 to 

Figure 4.12: The effects of different thresholds for 
the lack of consensus resulting in a normative 
threat on the average trust in society  
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1.0. It seems that the higher the threshold is, the higher the average trust in the government is. 
However this effect is not strong and using a threshold of 0.6 gives an outlier regarding this 
trend in this experiment.   
 
We expect the lack of consensus threshold to influence the differences between authoritarians 
and libertarians, since this threshold influences the amount of normative threat in a population 
strongly. In Figure 4.13 we show the results over an average run for three different thresholds, 
all with corruption level 0.3. Just as with the number of neighbors in section 4.1.5, we see an 
effect on the difference between authoritarians and libertarians. The higher the lack of 
consensus threshold is, the larger the difference 
is between authoritarians and libertarians in 
how much they trust the government: the 
graphs for both personalities are more apart. In 
the beginning of the runs both personalities 
have the same trust levels, however with time 
the difference grows bigger. A higher lack of 
consensus threshold makes this effect larger.  
 
We chose for a lack of consensus threshold of 
0.8. A threshold of 1.0 would not be plausible: 
that would mean agents would perceive a 
normative threat all of the time. A threshold of 
0.5 would be equally unlikely, because that 
would mean agents never perceive a normative 
threat when there is a lack of consensus, while 
this was one of our key aspects of the model. 
That is why we chose for a value in between, 
namely 0.8.  

Figure 4.13: The lack-of-consensus threshold influences the differences between authoritarians and libertarians 
regarding their governmental trust. We plotted three different thresholds, namely 0.5, 0.8 and 1.0.  



  Experiments| 80 
 

4.1.10. Lie strength threshold 
Besides lack of consensus, agents also experience a normative threat when they feel the 
government lied to them. Because agents can have beliefs that they do not believe strongly in 
(beliefs with a low belief strength), having a belief of the form Lφ does not necessarily mean the 
agent actually believes that the government lied. Not all beliefs using the L-operator should thus 
result in a normative threat. For that reason we introduced a threshold. An agent will perceive a 
normative threat whenever it has a belief stating the government lied that has a higher belief 
strength than this threshold. A threshold of 1.0 thus means that a belief of the form Lφ needs a 
belief strength of 1.0 to result in a normative threat, while a threshold of 0.0 means every Lφ-
belief, no matter how strongly believed, results in a normative threat. We tested different 
values for this threshold. Figure 4.14 shows that there is no effect of this threshold on the 
overall average trust in the government, since we see no difference between the different 
graphs representing the different thresholds. However, there is a difference between 
authoritarians and libertarians when comparing both personalities, which follows the same 
dynamic we saw in the previous section. We will test the overall effect of normative threat on 
the difference between authoritarians and libertarians in section 4.2.  
 
We decided to use a value of 0.4 for this threshold. We do not want the threshold to be too 
extreme, which would mean that either every belief about a governmental lie would result in a 
normative threat, or none at all. However we feel it is more plausible to keep at the 
conservative side, since even the possibility of governmental lies can already influence people.  
 

 
Figure 4.14. The effects of different belief strengths needed for a belief of the form Lφ to result in 
the agent perceiving a normative threat on the average trust in the government. 
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Figure 4.15: The effect of the general trust needed to 
listen to a neighbor on the average trust in the 
government. 

4.1.11. General trust threshold when communicating 
Agents will not simply add every belief they hear to their belief base. In order to listen to a belief, 
they need to trust the agent talking to it with a certain amount. When an agent is listening to a 
neighbor however, it can still decide to not take the statement very serious, based on its topic 
trust. This general trust threshold should thus not be too high, it is mainly meant as a way to 
avoid conversations with neighbors that the agent severely distrusts. On the other hand, it 
should also not be too low. That would mean agents are always willing to engage in 
conversations, also with neighbors that it distrusts strongly, something that is not plausible. We 
tested the influence of this general trust threshold on our model; the results are shown in Figure 
4.15. There we see the data being divided over two groups: when the general trust threshold is 
0.0 to 0.4 the trust in the government will decrease, as we saw so often already. However, when 
the threshold is higher than 0.5, the average trust in the government will actually increase, even 
though the corruption level is set at 0.3. This line closely resembles the line we observed in 
Figure 4.11, where the communication ratio was 0.0. With a high threshold agents will only 
listen to neighbors they trust a lot. Figure 4.15 suggests that agents do not listen to each other 
anymore when the threshold is 0.5 or higher. The general trust of an agent for its neighbor is 
measured by how inconsistent the statements were that the neighbor shared with the agent. 
However, when the general trust in a certain neighbor becomes lower than the threshold, the 
agent will never listen to this neighbor anymore, so the general trust is never able to grow back. 
With not enough general trust for its neighbors, an agent will never listen to them anymore, 
resulting in it never receiving new statements from its neighbors anymore. This is the same 
effect as we saw in Figure 4.11 where agents were not able to communicate at all. Since the 
initial general trust values that 
agents have for each other are 
randomly drawn from a normal 
distribution with a mean of 0.5, we 
also see this tipping point in 
behavior occurring at a threshold of 
0.5. This flaw in our model means 
that at this moment the agents in 
our model are not very forgiving: 
once they decide a neighbor is 
untrustworthy, this decision cannot 
be made undone. This is not realistic 
and is something that should be 
changed in a future version of the 
model, for example by giving agents 
higher initial general trust values for 
each other at the start of the run 
and/or by implementing a dynamic 
that lets general trust slowly restore 
over time. To account for this 
situation, we should keep the 
general trust threshold relatively 
low. We choose for a general trust 
threshold of 0.3. 
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4.1.12. Step size for updating trust values 
The values for both topic trust and governmental trust are updated using Formula 3.4. For this 
formula we need to determine a step size, which determines the amount of change of the 
different trust values. We expect a high step size to make the model more chaotic, because 
agents will react more strongly to both events that make trust grow, as well as to aspects that 
decrease trust. This behavior makes agents more unpredictable because they change rapidly. 
However, a small step size would account for agents that are very rigid and that are only very 
slowly willing to change. We suspect a value somewhere in between these extremes to work 
best. We tested the effect of different step sizes between 0.05 and 0.5 on the average amount 
of topic trust in the population the agents have, as can be seen in Figure 4.16. Note that these 
are the average values over all agents over 50 runs. The individual trust levels fluctuate more 
rapidly than this mean value. However, we still see a trend in the data. Larger step sizes result in 
higher topic trusts between agents. The effect that higher step sizes result in higher topic trusts 
seems to stop around a step size of 0.2, since higher step sizes do not heighten the average 
topic trust further. We can see that the graphs representing step sizes of 0.2, 0.25 and 0.5 all 
follow the same line.   
 
In Figure 4.17 we investigate the effects of the step size on the trust in the government. The 
corruption level of the government here is 0.3, so we expect all agents on average to distrust 
the government. We see here what we expected: with a small step size (0.05) the agents react 
very slowly to governmental behavior, resulting in the agents still trusting the government more 
than 0.4 after 20 years. However with a large step size (0.5) the agents are highly reactive, 
shown by a rapidly changing graph that ends in a governmental trust of 0.1. We choose a value 
in between these extremes as step size for our model, namely 0.2. 
  

Figure 4.16: The effects of the step size of the 
trust function on the average topic trust in the 
population 

Figure 4.17: The effects of the step size of the trust 
function on the average trust in the government.  
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4.1.13. Conclusion from parameter testing 
All in all, our model seems relatively robust and able to predict qualitative behavior: changing 
parameters resulted in differences in the behavior of the model as expected and did not result 
in chaotic behaviors of the model. In all above cases changing a parameter either had no 
substantial effect on the model whatsoever (for example population size), had an effect on the 
time span of the model (for example number of time steps or step size), or had a clear effect 
whose size was related to the variation of the parameter value (for example communication 
rate and coverage of governmental announcements). There is one big exception to this, which is 
general trust. The influence of general trust in our model is clearly not as we intended it 
beforehand.  
 
Overall, the results of the parameter tests were as expected and showed a relatively robust 
behavior of the model. In the next section we describe the main experiments based on the 
model parameters as found here and summarized in Table 4.1. 
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4.2. Results 

In the previous section the number of authoritarians in the population was constant, namely 
50%. All behaviors of the model seen there show the effects of certain parameters on the trust 
the agents have in the government. In this section we investigate the influence of the number of 
authoritarians on these dynamics in order to answer our research question. We look at the 
effects of this authoritarian ratio on different aspects of the model, but most importantly on the 
average trust in the government over the population. We use the average trust over the 
population as a measure because it is an important factor determining the fate in the 
government: when the overall trust in the government is high, a government can feel free to 
continue their behaviors, whatever they may be. However, when the overall trust in the 
government is low, the government may need to revise its behaviors, since a low trust in the 
government can result in people not voting for them anymore in the next elections, or may even 
lead to a rebellion or coup d’état. When a small percentage of a population distrusts the 
government but the trust in the government averaged over all civilians is still high, a 
government does not have to fear much, since the majority of the people still trust them. This 
would mean for the government that they do not have to change their actions. Because trust is 
clearly important, we used the trust in the government averaged over all agents to measure the 
reactions of a population of agents to the government. Other measures we used were the 
fraction of true beliefs agents possess and what fraction of governmental lies the agents are 
aware of. We also measured how often agents are able to reason, and the values of trust the 
agents have for each other. However, since the dynamic of trust amongst the agents themselves 
is very simple (since agents are not able to lie to each other), we will not use this to deduce any 
conclusions. 
 
To acquire the data for our experiments we varied two parameters: the level of corruption and 
the percentage of authoritarians in the population. For both parameters we divided their 
parameter space up using intervals of 0.1. Since the parameter range for both is from 0 to 1, this 
resulted in 11 values per parameter: 0.0, 0.1, 0.2, 0.3, 0.4, 0.5, 0.6, 0.7, 0.8, 0.9, and 1.0. We 
wanted to test all possible combinations of these two parameters, which resulted in 11*11 = 
121 different parameter settings. For every parameter setting consisting of a value for 
corruption level and authoritarianism we conducted 50 runs, each representing 20 years of 20 
time steps. Every run uses the values for all other parameters as described in section 4.1. In total 
we conducted 6050 runs of the model to acquire this data. These data will be used to look at the 
overall patterns and effects of corruption and authoritarianism.  

4.2.1. Effect of corruption on governmental trust 
The first thing we investigate is the effect of corruption on the trust the agents have in the 
government. We do not take the percentage of authoritarians into consideration here. Every 
value shown for a time step is the mean value over 10 experiments (since we averaged the 
percentages of authoritarians out), 50 runs, and 100 agents, and is thus based on 50,000 data 
points. We plotted the trust in the government that the agents have through time in Figure 4.18.  
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Figure 4.18: The effect of the different corruption levels, averaged over all possible values for 
authoritarianism, on the average trust in the government shown through time. 
 
We see a clear effect of the corruption level of the government on the trust the agents have in 
the government. The first thing to notice is that there are 5 distinct patterns in the graph. 
Varying the 11 different corruption levels results in the following patterns: 

1. Corruption levels 0.0 and 1.0 give the same outcomes, as shown by the top line. The 
trust grows to a value of 1.0 in a very stepwise manner, where the governmental trust 
gained per year is higher in the first years than in later years.  

2. Corruption levels 0.1 and 0.9 result in the second pattern from the top. The trust still 
goes up stepwise every year, but during the course of a year the trust lowers again too.  
The final trust value ends up around 0.6, more trust than the agents started out with. 

3. Corruption levels 0.2 and 0.8 result in the third pattern. We can still see a very small 
increase in trust at the start of every year, however during the rest of the year the trust 
decreases more, ending in a trust value of 0.4.  

4. Corruption levels 0.3 and 0.7 result in the fourth pattern. After the initial gain in 
governmental trust until around year 4, the trust slowly decreases to a governmental 
trust value in between 0.2 and 0.3. 

5. Corruption level 0.4, 0.5 and 0.6 result in the lowest pattern seen in Figure 4.18. The 
governmental trust value at the end of year 20 is around 0.2. 

 
The fact that we tested for 11 different corruption levels and only see 5 distinct patterns can be 
explained by the starting conditions of the model. Since we have a relatively small scaled model, 
the agents only receive two beliefs at the start of a run. Since we expect people to have both 
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true and false beliefs in their belief base, that translates into the model as agents having on 
average one false belief and one true belief. When agents only have true beliefs about the world 
they live in they will easily distinguish governmental lies from truth. We thus expect reasoning 
agents to be able to distinguish lies from truths on the long run when they start out with a 
majority of truths above false beliefs.  
 
However, since most of our agents start out with one false belief and one true belief, and they 
cannot test these beliefs on the world around them by means of for example observations, they 
will not know what are truths and what are lies. When the government is very consistent, they 
will thus trust the government. For this it does not matter if the government is very consistent in 
telling the truth (corruption level 0.0) or a very consistent liar (corruption level 1.0). The same 
goes for corruption levels 0.1 and 0.9, 0.2 and 0.8, 0.3 and 0.7, and 0.4 and 0.6. When the 
government has for example a corruption level of 0.9, they are still quite consistent. They say 
less contradictory statements than for example when the corruption level is 0.5, and so the trust 
in the government will be higher too. A corruption level of 0.9 will be perceived the same as a 
corruption level of 0.1 to these agents, because the number of contradictions in the 
governmental statements are the same. We did the same experiment again, but now agents 
only started out with true beliefs at the start of a run. The results can be seen in Figure 4.19. The 
same dynamics as in Figure 4.18 can still be found back in Figure 4.19, albeit smaller: corruption 
levels of 0.0 and 1.0 now do not result anymore in the same pattern. The same goes for the 
other patterns as described above.  Agents still have a relatively high trust in the government 
when the government lies constantly (corruption level of 1.0). Even though the agents only 
receive true beliefs at the start of each run, the government is completely consistent in their 
lying, resulting in again a very stepwise increasing of the trust towards a value of around 0.9. 
The gain of trust is slower than with a corruption level of 0.0, because of the initial true beliefs 
that are contradictory with the governmental lies. There is a difference between corruption 
levels 0.1 and 0.9 now too: when agents start a run with true beliefs, they have a better 
understanding of the world, and are thus more able to detect governmental lies, even when the 

Figure 4.19: The effect of 
corruption levels on the trust in the 
government over time, where 
agents only receive true beliefs at 
the start of a run. Note that this is 
not an average over all 
percentages of authoritarians in a 
population, but that we used a 
population where there were 50% 
authoritarians, so this graph uses 
less data points than Figure 4.18.  
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government is relatively consistent in its lying. The same effect can be seen in the other three 
described patterns: the corruption levels that represent the same amount of consistency in the 
governmental statements are no longer paired in showing exactly the same results. Due to 
having more true beliefs at the start of a run, agents are better able to detect lies. 
 
These results show that the initial beliefs of the agent have a substantial influence on the 
outcomes of the model. In the real world we do not expect the differences in governmental 
trust that people have between corruption levels 0.0 and 1.0 to be so small. In our model, a 
corruption level of 1.0 makes a very consistent government. Since agents will never be able to 
find inconsistencies in the government’s statements, the truths of their own beliefs will be very 
important for determining if the government lies or not. In the real world this is not the only 
way in which lies can be unmasked: people are also able to acquire new beliefs by observing the 
world around them. They can often observe whether what the government said is consistent 
with the world around them, and by that find inconsistencies in the governmental behavior too. 
However, in our model agents are only able to acquire new beliefs by reasoning and 
communicating. We do not expect real world governments to ever have a corruption level so 
high that they will always lie about everything. In later versions of the model, we suggest taking 
a higher number of initial beliefs, so that agents are able to have a higher ratio of true beliefs at 
the start of the run than 0.5 that is not 1. Since the effects of corruption levels are mirrored at a 
corruption level of 0.5 when agents have both true as false start beliefs, we will take only 
corruption levels 0.0 to 0.5 into consideration for the next analyses. Although 0.5 is not the 
corruption level where the government lies most, it is the corruption level where agents are 
able to notice most lies, since it is the corruption level where the governmental statements 
consist the highest number of inconsistencies. 
 
The data as seen in Figure 4.18 shows a negative correlation between corruption level and trust 
in the government: higher corruption levels result in lower average values for trust in the 
government. We tested this using a Spearman’s rank correlation coefficient (de Vocht, 2000). 
Tests with more power were not applicable because our data was not linearly dependent. To 
test this correlation we used the trust values as they were at the end of the 20 years. The 
negative correlation was significant with a correlation coefficient of -0.787 and a P < 0.01. This 
correlation shows evidence for our prediction number 1 as done in section 2.3: “When only 
taking corruption levels of the government into consideration, we expect higher corruption levels 
to result in lower average trust levels.” We do have to keep in mind that our research is mainly 
qualitative in nature. The real values of trust and corruption levels are arbitrary representations 
of a certain dynamic. However, since these values underlie all experiments and runs in the same 
way we are able to look for correlations in the outcomes, since each experiment has the same 
basis. We cannot compare the actual values of the numbers to each other; however we are able 
to say that the numbers are significantly correlated or the same.  
 
We can also see from Figure 4.18 that the biggest difference in trust is between corruption 
levels 0.0 and 0.1. Although the government only lies in 10% of the time at corruption level 0.1, 
which is on average only 2 years out of 20, the overall trust in the society drops roughly with  
40% compared to corruption level 0.0. The higher the corruption level gets towards 0.5, which is 
the situation in which the government lies most clearly to the agents, the smaller the effect of a 
difference in corruption level is on the difference in trust. This is intuitive: trust is initially easily 
lost, the difference between no lies and one lie is more important for a person and thus will give 
a bigger loss in trust than the difference between 8 lies or 10 lies. This is because people value 
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trust so highly (Bok, 1978), that a lie is seen as ‘bad’. When someone lies once, it often will be 
either forgotten or forgiven. However when someone lies more occasionally, it does not matter 
for the people around him if he lies in 40% or 50% of the time: they simply do not trust him 
anymore.  
 
Another thing that we can notice from Figure 4.18 is that agents seem to prefer to trust the 
government over distrusting them. When the corruption level is 0.0, the agents quickly end up 
trusting the government completely. However, in the time span given, they never reach an 
average trust lower than 0.2, even when the government lies half of the time and is very 
inconsistent. This can be partially explained by the behavior we see in the first couple of years: 
even with higher corruption levels, the average trust grows. Only after year 3 will the trust lower 
in cases of higher corruption levels. This is intuitive, because agents acquire more information 
through the years. The first year a government lies about something about which the agents 
have no beliefs, they will not be able to recognize the statement as a lie. When the agents 
already heard more governmental statements, it is easier to spot contradictions and lies. In the 
first years agents have also less knowledge about the world because they have not been able 
yet to communicate a lot with neighbors. With less beliefs, it is again harder to notice a 
governmental lie. That is why agents first start trusting the government more in the beginning of 
a run, even when the corruption level is high: the majority of the agents simply do not have 
enough knowledge yet to recognize governmental lies. 
 
Finally we see a difference in smoothness of the graphs in Figure 4.18. Graphs representing 
higher corruption levels (0.4 and 0.5) are more smooth, where lower corruption levels (0.1 , 0.2 
and 0.3) show very stepwise behavior. This is due to the fact that with higher corruption levels, 
the moments in time at which the government lies are very different given different runs. When 
we average out these runs, this becomes a smooth line. However, with a corruption level of 0.0 
the government never lies and every run looks more similar, which will thus result in very 
stepwise behavior. The same applies to a corruption level of 0.1, where the government lies so 
sporadically that most runs still look very similar. 

4.2.2. Effect of authoritarian ratio on governmental trust 
The next aspect to test is the effect of the percentage of authoritarians in a population on the 
average trust in the government. We average over all corruption levels and look at the 
differences in trust between the different authoritarian ratios. By using a Spearman’s rank 
correlation coefficient again, we found a positive correlation between the ratio of authoritarians 
and the trust values at the end of the 20 years, meaning higher authoritarian ratios correlate 
with higher trust levels. This correlation was significant with a correlation coefficient of 0,069 
and a P < 0.01. We plotted this effect in Figure 4.20, where we can see that higher percentages 
of authoritarians in a population result in general in higher final trust values than lower ratios. 
This result supports prediction number 2 as done in section 2.3: “When only taking authoritarian 
ratios in the society into consideration, we expect higher authoritarian ratios to result in higher 
average trust levels.” 
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Figure 4.20: The effect of the different percentages of authoritarians in a population on the 
average trust in the government through time, averaged over all possible corruption levels.  
 
These results show that when there are more authoritarians in a population, the average trust in 
the government is affected by it, regardless of the corruption level. This is in line with what is 
stated about authoritarian behavior in the literature: when agents feel a normative threat, a 
lying government being one of them, they return to norm-returning behavior. We modeled 
norm-returning behavior in two ways: only wanting to talk to neighbors having the same beliefs, 
and a reduced ability to reason, implemented by shallower reasoning depth. We implemented 
no differences between authoritarians and libertarians regarding how they handle beliefs about 
a governmental lie. The effects of authoritarianism on trust in the government as found by our 
model are thus solely attributable to these two differences in behaviors.   
 
Since authoritarianism influences the trust that agents have in the government, we wanted to 
investigate if there is also an effect between authoritarianism and the number of governmental 
lies that agents are aware of, since we expect that agents with more awareness of lies will have 
a lower trust in the government. Results from this experiment can be found in Figure 4.21. 
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Figure 4.21: The effects of different authoritarian ratio’s in the population on the fraction of lies 
the agents are aware of.  
 
In Figure 4.21 we see no correlation between percentages of authoritarians in the population 
and the fraction of lies the agents are aware of. The number of faulty beliefs an agent possesses 
about governmental lies, so beliefs of the form Lφ when the government did not lie about φ, is 
also not correlated to the ratio of authoritarians. However, this does not suggest that the 
difference between authoritarians and libertarians in governmental trust values is not at all 
influenced by the awareness of lies of the agent. These results can partially be explained by 
taking into account that it is possible for agents to discard beliefs of the form Lφ after the initial 
damage to the governmental trust value has been done. However, these results do suggest that 
the awareness of lies is less influential then we expected. 

4.2.3. Interaction of corruption level and authoritarian ratio 
In the previous two sections we saw that both corruption level and authoritarian ratio have a 
significant effect on the average trust in the government over a population. However, we expect 
this effect of authoritarianism on trust not to be the same for every corruption level: we expect 
there to be an interaction between the two variables. We plotted the interaction between 
corruption level and authoritarian ratio regarding the trust values at the end of each run in 
Figure 4.22. In the next section we will investigate the influence of normative threats on this.  
 
In this graph we can again see the two effects as described before. In Figure 4.18 and 4.20 we 
could see that the differences in trust were larger when changing the corruption level than 
when changing the authoritarian ratio; the corruption level of the government has a bigger 
effect on the trust in the population than the ratio of authoritarians does. However, we can also 
see an interaction between the two variables. The effect of authoritarianism on governmental 
trust seems to be smaller with corruption levels of 0.0 and 0.5 than with the other corruption 
levels. Note that although we show all corruption levels in the figures, we still only consider 
corruption levels 0.0 to 0.5 in our analyses. 
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Figure 4.22: The interaction between corruption level and authoritarian ratio on the end values 
of trust in the government measured after 20 years.  
 
For corruption level 0.0 we see no influence of authoritarianism on the average trust values, 
which can be seen in Figure 4.22 by all different percentages of authoritarianism resulting in the 
same trust value. The same can be seen in Figure 4.23(a), where all graphs representing 
different percentages of authoritarianism show the same increase in trust. This is as predicted 
(prediction 3, section 2.3): “We expect there to be no difference between a society with only 
authoritarians compared to one with only libertarians when the government is not corrupt at all, 
hence we do not expect the ratio of authoritarians to have an effect on the governmental trust 
when the government always speaks the truth”. Since having a government that always speaks 
the truth brings forth less normative threats, authoritarians and libertarians will behave more 
alike. A different ratio of authoritarians in a population does not change the dynamic since the 
authoritarians and libertarians in this case act more or less the same. We indeed see no 
influence of authoritarianism in (a). 
 
Prediction 4 stated that we do expect to see a difference between authoritarian ratios when 
there is a more corrupt government: “We do expect to see a difference in an authoritarian  
society compared to a libertarian society when the government is modestly corrupt. We expect 
authoritarians to have higher trust values for the government than libertarians do, even to the 
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                                      (a)                                                                                             (b)                        
Figure 4.23: The effects of the ratio of authoritarians in a population on the trust in the 
government, shown for two different corruption levels:  
(a) corruption level of 0.0; (b) corruption level of 0.1. 
 
extent that the authoritarians may end up trusting the government while the libertarians end up 
distrusting the government”. As predicted the ratio of authoritarians in a population has indeed 
more influence in this case: authoritarians have overall higher trust values than libertarians, an 
example can be seen in Figure 4.23(b). In (b) we can see that populations with higher 
percentages of authoritarians have a higher trust in the government than populations with 
lower percentages of authoritarians. However, we predicted more pronounced differences than 
can be seen here. We expected there to be situations where authoritarians would end up 
trusting the government while libertarians would end up distrusting the government, because 
libertarians were able to see through the lies of the government and the authoritarians were not. 
We do not find this behavior in our model. Although there is a difference between societies with 
0% authoritarians and 100% libertarians, the trust in these societies does not go in opposite 
directions.  
 
In prediction 5 we stated “When the government is very clearly and openly lying, we expect the 
difference between authoritarians and libertarians regarding governmental trust to become 
smaller again, and both personalities to distrust the government.” We define that case here as 
the government having a corruption level of 0.5. We expect the difference between 
authoritarians and libertarians (which is reflected in the difference between authoritarian ratios) 
to be smaller when the government is very inconsistent. It is clear that the government lied; 
norm-returning behavior will not have any effect anymore. We do see this trend in our data. In 
Figure 4.22 we see that the final governmental trust values for all different percentages of 
authoritarians in the population with a corruption level of 0.5 are less dispersed than with 
corruption levels of 0.1, 0.2, 0.3 and 0.4.   
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4.2.4. Normative threat 
Normative threat is the aspect of our model that makes authoritarian agents behave in norm-
returning ways, distinguishing themselves from libertarians. We expect the differences between 
authoritarians and libertarians in how much governmental trust they have to be smaller when 
we remove the ability to feel normative threats. The only differences we will find between 
different ratios of authoritarians can then be contributed to the difference in the number of 
available applications of Modus Ponens between the two personalities when they are feeling 
pleasure, which are 2 and 3 for respectively authoritarian and libertarian agents. We compare 
two experiments, from which we show the results in Figure 4.24. Both graphs show the course 
of governmental trust during time comparing the authoritarians and libertarians in a population. 
 
In Figure 4.24(a), where agents are able to perceive normative threat, we see that there is a 
difference between authoritarians and libertarians in the amount of trust the two personalities 
have on average for the government. Both personalities follow the same line until around year 5, 
after which the two graphs diverge slightly. There is a small but consistent difference between 
authoritarians and libertarians in the population. In (b), where agents are not able to perceive 
normative threats, we see that the difference between the two personalities has diminished. 
The two personalities now show the same patterns regarding governmental trust. This effect of 
normative threat supports our last prediction from section 2.3, prediction number 6: “We expect 
there to be no difference regarding governmental trust in a society with only authoritarians 
compared to one with only libertarians when agents are not able to perceive normative threats.”  

                                     (a)                                                                                                (b) 
Figure 4.24: The effect of normative threat on the differences between authoritarians and 
libertarians regarding governmental trust. We used a corruption level of 0.4 and an 
authoritarian ratio of 0.5 for these experiments. 
(a) agents are able to feel normative threats; (b) agents are not able to feel normative threats.   
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4.2.5. Conclusions from the experiments 
Although the effects we saw in this chapter were not always as large as we expected 
beforehand, all predictions as formulated in section 2.3 have been confirmed by our 
experiments, although prediction 4 only partly.  We build our model using information about 
individual agents and their microscopic behaviors, and the model shows the same effects on a 
larger scale as the macroscopic behaviors we predicted to happen in a real world society. This 
suggests that it is possible to use a Multi-Agent System to model the individual characteristics of 
authoritarians in order to investigate the dynamic of the society regarding lying governments. 
However, we still need to validate these behaviors by comparing them to actual real world data, 
which we will do in the next section. 

4.3. Real-world data on authoritarianism and trust 
We used the European Social Survey (ESS)14, a survey conducted in more than 30 European 
countries in the years 2002 to 2010, measuring attitudes, beliefs and behavioral patterns of 
European populations for comparison with the results of our model. This dataset does not 
measure authoritarianism directly, however, the researchers did ask their respondents multiple 
questions that seem to reflect authoritarianism closely. The indicators we felt reflected 
authoritarianism most, based on the work of Altemeyer (2006) and Stenner (2005), are the 
following: 

1.  “It is important to understand different people”; 
2. “It is important to make own decisions and be free”; 
3. “It is important to try new and different things in life”; 
4. “It is important to live in secure and safe surroundings”; 
5. “It is important to behave properly”; 
6. “It is important to do what is told and follow the rules”; 
7. “Gays should be free to live their lives as they like”. 

 
Following the theories regarding authoritarianism, we expect the seven indicators to correlate 
with authoritarianism in the following way: Positive answers to the measurements 1, 2, 3 and 7 
indicate more libertarian behavior, while positive answers to the rest of the measurements 
indicate more authoritarian behavior. These measures reflect closely the aspects of 
authoritarians as described in section 2.2.2.1, although we expect them to measure 
authoritarian behavior, not authoritarian predisposition. If these indicators reflect 
authoritarianism, we expect them to correlate to each other, which they do in most cases, as 
calculated by the online data analysis software available on the European Social Survey 
Education Net15.  
 
We will use these indicators to compare them to the indicator “Trust in the country’s 
parliament”, the measurement we found most fitting to represent the trust in the government. 
Indicator 1 is significantly correlated with the trust in the parliament, meaning that respondents 
who say they find it important to understand different people also say they have a higher trust 
in the parliament. The second and third variable did not have a significant correlation with trust. 

                                                      
14

 http://www.europeansocialsurvey.org/ 
15

 http://essedunet.nsd.uib.no/ 
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The fourth indicator correlates negatively with a higher trust in the parliament: lower response 
values, so people who feel it is less important to live in secure and safe surroundings, correlates 
to higher trust. The fifth indicator on the other hand shows a positive correlation with trust: 
higher response values, so people who feel it is more important to behave properly, correlates 
to higher governmental trust values. The sixth indicator is also positively correlated with trust: 
higher trust in the parliament correlates with higher response values on the statement that it is 
important to do what is told and follow the rules. The last indicator correlates again positively 
with trust: people who feel that gays should be free to live their lives as they like to have on 
average a higher trust in the parliament. All these questions were answered by more than forty 
thousand subjects, with all correlation levels having a p < 0.0001.  
 
If we combine these data with our expectations on how authoritarianism correlates to each 
indicator, we see that in some cases higher expected values for authoritarianism correlates to 
higher trust in the government (indicator 5 and 6), but also that in some of the cases lower 
expected values for authoritarianism correlates to more trust in the government (indicator 1, 4, 
and 7). Finally there are also cases in which no correlation between expected authoritarianism 
and trust in government was perceived (indicator 2 and 3). 
 
In Table 4.3 we showed the correlation between the seventh indicator, “Gays should be free to 
live their lives as they like” and the trust in the country’s parliament as an example. We see here 
that the more intolerant the respondents are about homosexuals, the less they trust the 
government, with a correlation of 0.075 (p <0.0001). 
  
 

Measure: Trust in country's parliament (from 0 to 10) 

 Median Average Standard 
Deviation 

Count 

Gays should be free to live their lives as they like 

Disagree strongly 4,5 4,2 2,8 2189 

Disagree 4,9 4,7 2,5 3455 

Neither agree nor disagree 5 4,9 2,4 5662 

Agree 5,1 5 2,3 16725 

Agree strongly 5,2 5,1 2,4 11492 

Total 5,05 4,93 2,42 39523,29 

Table 4.3: Correlation between the indicators “Gays should be free to live their lives as they like” 
and trust in country’s parliament. Data retrieved from the European Social Survey. 
 
These seven indicators of authoritarianism and their relationship with the trust in the 
parliament that the respondents have is ambiguous. It seems there is no clear trend between 
these two factors. This can have multiple reasons. First, these values measure whether someone 
is acting like an authoritarian, instead of measuring an authoritarian predisposition, which is the 
same difference as seen between Altemeyer’s (2006) and Stenner’s (2005) ways to measure 
authoritarianism. Because the questions in the survery seem to reflect Altemeyer’s way of 
investigating authoritarianism (the values are reflected upon the respondents self, not upon 
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their possible offspring), this would mean that where we expect authoritarianism in these data, 
only authoritarians who are actually perceiving a normative threat are accountable. Since we do 
not know if the respondents were perceiving a normative threat, it is possible that a significant 
share of people having an authoritarian predisposition answered as we expect libertarians to 
answer, simply because they were not experiencing a normative threat. This might be one 
reason for the unexpected discrepancies we found.  
 
Another aspect to keep in mind is that it is hard to measure trust. First, trust can represent a 
variety of aspects, making it hard to find questions addressing the right aspect (Gershtenson & 
Plane, 2007). On top of that, there are more factors influencing trust. In our model we simply 
have not modeled those factors, we looked solely at the effects of authoritarianism and 
corruption on trust. However, in real life, more factors play together influencing the trust in the 
government, for example economic situations and recent political transitions (Gershtenson & 
Plane, 2007). These factors possibly influence the data as found above too. 
 
What we did was a first attempt to find data representing the correlation between 
authoritarianism and trust in the government. However, the data looked at now does not even 
reflect our main research topic fully: the data we are more interested in is how authoritarianism 
influences the correlation between the number of governmental lies and the trust in the 
government the civilians have. As discussed in section 2.1.4, measuring the number of 
governmental lies in a country will be challenging. We have not yet found usable data 
representing all factors we need.  
 
Due to both missing data and data being very preliminary and ambiguous, we are not able to 
deduce macroscopic behaviors of the real world at this point. Subsequently, it will not be 
possible to test the outcomes of our model to real world macroscopic behaviors. We gave an 
example of how it is possible to find macroscopic trends of the real world by using publicly 
available data on large surveys. However, more research is needed. Future work will be to 
consult other databases, where we have to find reliable indicators of authoritarianism that are 
not dependent on normative threat, for example using Stenner’s child rearing values (Stenner, 
2005), along with data representing the effects of the occurrences of governmental lies on the 
societal trust in the government. 
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5. Discussion and Future works   
Our model is still in an early stage. Although it can be used to identify qualitative patterns 
regarding the effects of authoritarianism in a population on the governmental trust and to 
answer our research questions, there is still a lot to be improved. In the others chapters we 
already mentioned some possibilities for future model additions. In this Chapter we discuss 
some of them in more detail. We discuss multiple aspects of our model that would benefit from 
some extra depth, or that need to be revised in order for the model to represent the internal 
mechanisms of agents better.  We also give an overview of some possible future work to add to 
the existing model.  At this point our experiments were focused on the big picture. When we 
fine-tune the model it will become possible to look at more detailed behavioral aspects of our 
artificial society and to find more details in the found correlations.  

5.1. General Trust 
As we saw in section 4.1.11, it is not possible for agents to regain general trust in neighbors for 
which their general trust has dropped below the general trust threshold needed to be willing to 
listen to other agents. This is a flaw in the model that needs to be taken care of in a future 
version of the model, since it should be possible for agents to regain general trust. This can be 
done for example by letting agents listen to what its untrustworthy neighbor says. When the 
general trust is lower than the threshold, the agent will not use what the neighbor says in its 
own belief base, however it can simply listen to the other agent without doing anything with the 
information. If the neighbor starts being more consistent in its statements, the agent’s general 
trust in this neighbor will have the possibility to grow again. As soon as the general trust gets 
higher than the threshold again, the agent will start to take the statements from the neighbor 
into account again by adding them to its own belief base. 

5.2. Personality 
Our agents are either authoritarian or libertarian, something that is not plausible. We chose for 
this option because we wanted to see if there was a difference in behavior in the society given 
these two different personalities. When this would be the case, we could expand our model to 
be more realistic by adding more detail to the personality distribution, and exploring how this 
would influence the model. We can do this by giving all agents a value ranging from 0 to 1 to 
denote the level of authoritarian they are. The behavioral differences between authoritarians 
and libertarians should also be made continuous in that case, or at least made into more 
discrete cases than the two current ones, in order to reflect the different personalities equally in 
behavior. 
 
Another option that can give more richness to our model is the possibility to let an agent’s 
authoritarian value change through time to reflect personality changes over the years, for 
example by means of education. In our current model, the personality of an agent does not 
change over time. As described in section 3.2.3.1 however, real people have both authoritarian 
and libertarian characteristics, placing them somewhere in the middle of both extremes. People 
are also able to move over this axis, changing the amount of authoritarian they are (Altemeyer, 
2006). Authoritarianism is correlated with level and type of education (Stenner, 2005) and 
related to the values people are brought up with as a child, as we saw in section 2.2.2.1. By 
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changing the values in standard education, the percentage of authoritarians in society can be 
changed. When the population of a country is presented with more access to broader education 
for example, the mean value of authoritarianism in the population will shift slowly towards the 
libertarian side. When a population is more encouraged to engage in specialized educations like 
construction work or baking, or when the values taught in education are based on authoritarian 
principles (follow the rules, be obedient, etcetera), the population will shift more towards 
authoritarianism. More specialized people means that they have a smaller possibility of knowing 
enough to make a coherent picture of the world. It is thus possible for governments to shape 
their population by using certain kinds of education, since this changes the perceived complexity 
of the society for the people. This process can be compared to shifting the graph in Figure 2.1 to 
the left or right: the form of the distribution of the agents stays the same; however the mean, μ, 
is shifted to the left for a population with more libertarians and to the right for a population 
with more authoritarians. It is suspected that certain governments ‘keep the people dumb’ by 
prescribing certain kinds of education, and prohibiting other kinds of education (Gatto, 2001). A 
consequence when doing that is that the number of authoritarians in this country will increase. 
The reasons for a government to do this seem quite straightforward:  more authoritarians 
means a population that can be more easily manipulated by fear, resulting in more trust in 
authorities and less urge to question the behavior of the leaders.  
 
It would be a useful addition to our model to take this effect into account. The number of 
modeled years should be increased, since the effects of education on the shape of the 
population will be long term effects: education is a very gradual process that does not happen 
from one day to another. It will take at least the amount of time it takes from a child in primary 
school to become an adult and engage in politics. We could add this to our model by making 
governments able to change the education, thus influencing the ratio of authoritarians and 
libertarians in the country. The scale underlying the personality of agents as described above 
will be a necessary addition to our model in order to implement the effects of education. By 
means of education an agent’s authoritarian value will be changed, resulting in different 
behavior. We could use this when modeling the dynamic between a government and population 
in specific countries, to be able to model the shifts in authoritarianism in these countries over 
the years. Another option would be to actually give the government goals, so that it can choose 
when to change the form of education based on its corruption level and goals.  

5.3. Neighbor dynamics 
The agents in our model have a static set of neighbors, which does not change during a run of 
the model. This is not very plausible. In the real world people meet new people and break old 
bonds. For a next version of the model it will be interesting to have a look into the broad 
research area of social dynamics and social networks, for example Granovetter (1973) and 
Backstrom et al. (2006), and see how this can benefit the plausibility of the social network of our 
agents.  

5.4. Recency in communication 
Our current model uses both general trust levels and belief set similarity as factors for an agent 
to determine which other agent to talk to. In real life, there are of course many other factors 
influencing with whom to talk. One of these factors can be considered to be taken up in the 
model as well, namely time or recency. This can be added into multiple aspects of 
communication.  
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First, people do not constantly talk to the same person over and over. It is clear that 
authoritarians showing norm-returning behavior have fewer tendencies to talk to different 
people: they do not feel the need to gather more information and want the people they talk to 
to reflect what they already believe themselves. However it will be plausible to implement a 
recency factor for authoritarians experiencing no fear and libertarians to determine who they 
will talk to. The agent will feel less desire to talk to neighbors that it just talked to. This way the 
chances of an agent talking to ‘new’ neighbors whom it trusts not so much yet are higher, by 
which it has a higher chance of hearing new beliefs too, thus giving it more information about 
the world.  
 
Another place where modeling the effects of time would be useful is the memory of the agent. 
In the current version of our model agents remember all previous statements every neighbor 
told it, in order to calculate values for general trust and to determine if there is a lack of 
consensus. However it is more plausible, both for the use of general trust as lack of consensus, 
that only relatively recent conversations would be used in the calculations. People do not have 
an infallible memory (Anderson & Schooler, 1991), and for determining the consensus in your 
social network you do not take into account statements people told you 10 years ago (unless 
this was a very important statement to you).  
 
The last aspect of our model that could benefit from a recency factor is when updating topic 
trust levels. When you find out that someone lied to you 10 years ago, this will generally be 
considered as a less heavy breach of trust than when he lied to you yesterday. Events that 
happened years ago generally have less influence on current decisions and feelings than events 
that happened more recently. When calculating topic trust, we can use this in our model by 
either weighing all statements received from neighbors based on how much time has passed, or 
by simply deleting statements from this calculation that are older than a certain number of 
years.  

5.5. Reasoning 
Reasoning is a complex behavior and our model would benefit if we model it more carefully and 
specifically. There are a lot of reasoning cases not accounted for in the current version of our 
model. For example, when an agent wants to use a reasoning rule in our model, it will first look 
at the conclusion of the rule. If it already has this conclusion in its belief base, it will not use this 
rule again. This is because otherwise it would deduce the conclusion over and over again, 
strengthening its own belief. Although this is not desirable behavior, people do sometimes use 
the same reasoning rule twice. When information changes or when the situation someone is in 
changes, one may reason through his belief base again to see if conclusions have changed. It is 
in this case also not possible for agents to strengthen a belief they already had by deducing it 
themselves too. This is not a dynamic that is plausible and should be changed in a future version 
of the model. A good solution would be to look at the specific rules: if the rule has not been 
used before it can be applied, even when the conclusion is already in the agent’s belief base. 
 
Another flaw in the current reasoning system of our agents is that when an agent discards a 
belief due to an inconsistency, it discards all data about this belief. If it later ends up believing 
again in the belief it discarded before, something that humans do regularly, it will have to gain 
new information about this belief again. All information of sources with accompanying trust 
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value and belief strength values will have to be built again. This is of course not plausible, since 
people mostly remember why they have discarded certain beliefs. 
 
A useful addition to our model would be to model beliefs on a scale from -1 to 1, instead from 0 
to 1. This gives more detail to the model, since then agents also have information on beliefs they 
do not believe in. At this point, there is a range of belief strengths indicating how much an agent 
believes a certain belief. However, in real life there is also a range of options on how strongly 
someone does not believe something. That is not at all implemented at this point, while it would 
be a more realistic rendition of beliefs and beliefs strengths. See Ghosh and de Jongh (2012) for 
a way to explicitly order beliefs, which can be used to express that a certain belief is believed 
more strongly than another. Their formalization can also account for situations of disbelief. 
When using this addition in our model, inconsistencies will take place when two contradictory 
beliefs both have a positive value, or both a negative value. In such a case beliefs do not have to 
be discarded as is the case now, instead they will just get a negative value when they are not 
believed. This way agents will not lose information when discarding a belief. If we would 
implement this, we would also have more possibilities to represent beliefs about which an agent 
is aware it exists, but does not have a strong opinion about. The belief strength of such a belief 
would be around 0. This will give another interesting modeling possibility to our model: we can 
then model the need for closure authoritarian people feel (Altemeyer, 2006). They want to have 
an opinion on every topic they are aware of, and find it harder than libertarians to say “I know 
this topic exists, but I have not formed an opinion about it yet.”  

5.6. General anxiety 
In this model we modeled agents to be susceptible to normative threats, and we modeled 
authoritarians and libertarians to react to this differently. However, it seems that there are 
threats that will even make libertarians scared enough so that they too will engage in norm-
returning behavior. These are big treats that scare almost everybody, like terrorist attacks and 
(the threat of) being in a war. The bombings in Italy as discussed in section 2.1.2.1 are an 
example of such a threat. Once the effects of normative threats and authoritarian 
predispositions in a population are investigated, it will be interesting to start to look at these 
more marginal cases. By implementing threats so strong that libertarians too feel the need to 
return back to the norm, we can expand our research area from only lying governments to 
governments using other forms of psychological warfare.  

5.7. Goals: a reason to reason 
As mentioned in section 3.2, there is one important aspect our agents lack: goals to pursue. Our 
agents are reactive, since they react to their emotions and other events going on in the world. 
However, they are not pro-active. Agents do not have something they want to achieve. When 
there is no emotional threat that they want to remove, they still reason. However, the only 
reason they reason is because they do not want to have inconsistencies in their belief base; they 
do not reason to find out important information about the world they can use to achieve goals 
with. People tend to be reactive when feeling a negative emotion: they want to undertake 
action to return back to neutral or positive emotions, to survive. However, when people are 
experiencing positive emotions, they are more likely to be pro-active: they show actions that 
build personal resources, like creativity and inventiveness (Fredrickson, 1998). This is something 
our agents lack. They are reactive when confronted with negative emotions, however they are 
not pro-active when experiencing positive emotions.  



  Discussion and Future works| 101 
 

 
A good way to improve this would be by giving agents more reasons to reason. At this point 
agents reason, but it does not tell them anything about the world they live in. The things they 
conclude or believe do not help them to function in this modeled world; they are merely topics 
they have a belief about. Real-life beliefs have an effect greater than that. People who have a 
better understanding about the world they live in are better able to cope with this world, and 
will therefore likely have more success in life. Although the beliefs of our agents influence the 
trust levels they have and with that their communicating and reasoning behavior, those 
communicating and reasoning skills only influence the process of acquiring new beliefs again. It 
is a dynamic that influences mainly itself. This is sufficient for our model since we are interested 
in a specific part of that dynamic, namely the trust agents have in the government. However, 
our model would be more plausible if the agents would have a fitness function that represents 
how well the agents are able to cope with the world. This function should reflect the 
understanding of the world the agent has. This will make agents not only reactive but also pro-
active, the last requirement for an agent-based model posed by Wooldridge and Jennings (1995). 
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6. Conclusion 
To answer our main research questions (section 1.3), we first looked at the theory about the 
individual predispositions and behaviors of authoritarians and libertarians as described by 
Altemeyer (2006) and Stenner (2005) (section 2.2). We then made predictions about the 
influence of authoritarianism in a population regarding a deceiving government (section 2.3). 
We expected the percentage of authoritarians in a population to have an influence on: 

 the trust in the government the people of a country have; 

 the effect the corruption level of a government has on the trust in the government the 
people of a country have.  

We built a Multi-Agent System based on the individual characteristics of authoritarians and 
libertarians. We did not use the macro-dynamics we assumed to hold when implementing the 
model. When the model was finished, we investigated the behavior of the population as a whole 
given different percentages of authoritarians in the population. We compared these outcomes 
of the model to the assumptions we made before. Finally, we compared the outcomes of the 
model to data representing governmental trust in populations. 
 
Summed up: 

1. We made assumptions about the influence of authoritarianism in a population 
(macroscopic behavior in the real world), based on literature about individual 
authoritarian characteristics (microscopic behavior in the real world). 

2. We built a Multi-Agent System, specifying only individual authoritarian characteristics 
(microscopic behavior of the model), based on the individual authoritarian behaviors 
retrieved from literature (microscopic behavior in the real world). 

3. We generated population dynamics regarding authoritarianism (macroscopic behavior 
of the model). 

4. We compared the macroscopic behavior stemming from our model to our assumptions 
about the macroscopic behavior in the real world. 

5. We made a first attempt to test the macroscopic behavior stemming from our model by 
comparing it to data reflecting the macroscopic behaviors in the real world. 

 
From our research we cannot evaluate the theories posed by Altemeyer (2006) and Stenner 
(2005), since we used their research as assumptions for our model. We wanted to look at the 
effects of having different percentages of authoritarian people in one population, measured by 
the trust the people have in the government.  
 
Our first conclusion is that using a Multi-Agent System to investigate the dynamics between 
authoritarianism, lying governments and trust in the government proved useful. We believe we 
were able to model the dynamic of a society based on individual personality characteristics, and 
that this model gave us valuable insights into the aspect authoritarianism.  
 
Second, we can conclude that our model showed significant correlations between the level of 
corruption of the government and the average trust in the government, as well as between the 
percentage of authoritarians in the population and the governmental trust. We also saw that 
the effect authoritarianism has on the trust level is influenced by the corruption level of the 
government as reflected in its tendency to lie, so an interaction effect between corruption level 
and percentage of authoritarians in the population. These emergent dynamics in the model 
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showed the same qualitative effects about the influence of authoritarianism in a population as 
the predictions we had made before based on real-world behavior. This suggests that the 
individual characteristics of authoritarians and libertarians as implemented are sufficient to 
generate the behavior we would expect to see in a society.  
 
However, we were not able to directly test the outcomes of our model to real-world data, so we 
miss the actual validation step from our model to observed real world phenomena. Given the 
fact that the real-world data was ambiguous, and based on common knowledge, we can assume 
more factors are at play determining trust in the government than just corruption level and the 
percentage of authoritarianism in a population. We expect the theories about authoritarianism 
to not be sufficient to explain the dynamics underlying governmental trust and different levels 
of governmental corruption fully. Although our model is not a finished product yet, we did 
perceive most predicted behaviors in the current model. That is why we assume that the biggest 
discrepancy at this point is that there are more factors at play in the real world than we have 
taken into account in our model. By improving on the model we hope it will be possible to find 
out what, if any, share of the dynamics between governments and governmental trust are 
attributable to our theory of authoritarianism. 
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Appendices 

Appendix I: Reasoning Rules
This is a list of all available reasoning rules from which the agents receive a subset of 5 randomly 
chosen rules to reason with.  
 
       1. a → h 

2. c →g 
3. b →f 
4. e ^ c →h 
5. a ^ d →g 
6. b ^ d → f 
7. e ^ d ^ a →g 
8. e ^ c ^ d →f 
9. d ^ b ^ c →h 
10. d ^ a ^ b ^ e → h 
11. b ^ c ^ d ^ e → g 
12. a ^ b ^ c ^ d →f 
 

13. ¬d →¬g 
14. ¬b → ¬h 
15. ¬e →¬f 
16. ¬e ^ ¬d→ ¬f 
17. ¬a ^ c → ¬g 
18. ¬b ^ c →¬h 
19. ¬b ^ e ^ ¬a →¬f 
20. ¬a ^ ¬e ^ ¬c → ¬g 
21. ¬c ^ e ^ a →¬h 
22. ¬a ^ ¬c ^ e ^ b → ¬h 
23. ¬b ^ a ^ ¬d ^ ¬e →¬f 
24. ¬d ^ ¬c ^ a ^ b → ¬g 

 
 

Topic Positive 
occurrences 

Negative 
occurrences 

Total Depth  
1 or 2 

Depth  
3 or 4 

Total 

Premises 

a 8 4 12 3 9 12 

b 8 4 12 4 8 12 

c 8 4 12 4 8 12 

d 8 4 12 4 8 12 

e 8 4 12 3 9 12 

Conclusions 

f 4 4 8 4 4 8 

g 4 4 8 4 4 8 

h 4 4 8 4 4 8 

Table A.1: The distribution of the topics over the different reasoning rules regarding the number 
of positive (φ) and negative occurrences (¬φ), and regarding the depth of the used rule. 
Authoritarians are only able to reason about rules with a depth of 1 or 2, while libertarians are 
able to reason with all rules. 


