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Abstract

An important research subject in robotics is the
tracking and following of people. In this study
a three-component quadcopter unmanned aerial
system has been developed tasked with au-
tonomously tracking and following a person at a
fixed distance for at least one minute. A colour
histogram based particle filter is employed to pro-
cess monocular camera input and provide an esti-
mate of the position of the person of interest rela-
tive to the drone in 3D space. This information is
fed into a set of PID controllers to produce a com-
bination of upward/downward movements, for-
ward/backward movements and/or rotations in
the horizontal plane. Optical flow measurement
is used for obstacle detection and consequently
issuing an emergency stop in case of high colli-
sion risk. Performance has been assessed by con-
ducting multiple trials in which the quadcopter
is instructed to follow one out of several mobile
study participants and measuring for how long
the system is able to approximately keep the pre-
determined distance. The results show that the
system can correctly track people when lighting
conditions do not show too much variation, al-
though connection issues between the drone and
the ground station are a complicating factor and
regularly cause system failure.

∗University of Groningen, Department of Artificial Intelli-
gence

1 Introduction

The last two decades have seen an increasing
amount of research being spent on the develop-
ment of rotorcraft unmanned aircraft systems (ro-
torcraft UAS or RUAS). A UAS differs from a tra-
ditional aircraft system in that there is no human
directly involved in any of its components: the
aircraft itself (often referred to as an unmanned
aerial vehicle (UAV)), the ground station (if avail-
able) and the architecture for communication be-
tween the UAV and the ground station (Kendoul,
2012). The need of a separate ground station de-
pends on the capabilities of the UAV. Large UAVs
may possess enough on-board processing power
to perform all guidance, navigation and control
(GNC) tasks in flight. However, more lightweight
UAVs – being too small to carry heavy computing
units – require some or most of the processing to
be offloaded to and handled by a ground station.
A UAS using a rotorcraft as the UAV (thus exclud-
ing fixed-wing aircraft) is referred to as an RUAS.

The increasing research efforts on developing
and improving RUASs are easily explained when
considering the capabilities of such systems and
their potential applications. Areas hard or im-
possible to reach by ground because of obstacles
may be easily reached by aircraft. The greater
overview aircraft have because of their altitude
may allow for vaster and clearer information ob-
tained from the surrounding environment. Simul-
taneously, because of the high agility of rotorcraft,
especially the smaller versions, low altitude and
indoor usage is possible as well. The ability of
rotorcraft to take off and land vertically (Verticle
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Take-off and Landing / VTOL) allows for deploy-
ment in more densely packed areas, such as urban
environments and forests, or on rough terrain. It
is not surprising then that much of the research
considers the usage of RUAS in military scenarios.
However, more civilian applications are increas-
ingly being explored, including but not limited
to traffic surveillance (Kanistras, Martins, Ruther-
ford, & Valavanis, 2013), wild life management
(Jones, Pearlstine, & Percival, 2006; Watts et al.,
2010), sports filming (Graether & Mueller, 2012;
Higuchi, Shimada, & Rekimoto, 2011) and even
package delivery∗. See Austin (2010) for an exten-
sive overview of applications of RUAS and UAS
in general.

For many of these applications interactions with
people play an important role. However, as of this
moment the guidance and navigation subsystems
are not yet sufficiently developed and understood
for widespread use of RUAS capable of engag-
ing in such interactions. Concerning navigation,
one of the problems of interaction is the ability to
distinguish between different people and tracking
and following a person when required to, which
is the focus of this study. Several studies exist on
this subject or subjects related to it. Graether and
Mueller (2012) give a brief overview of a monoc-
ular quadcopter UAS developed as part of a pi-
lot study into drones functioning as jogging assis-
tants. They provide few details, although they do
indicate that the system requires the jogger to wear
clothing with a special marker on it. Similarly,
Higuchi et al. (2011) briefly describe a monocular
quadcopter UAS designed to function as a sports
assistant. Their system, which uses a particle fil-
ter for tracking, requires the person to wear dis-
tinctive clothing. He et al. (2010) use a particle
filter to track and follow single objects or per-
sons across image frames obtained from a single
camera attached to a hexarotor UAV, as part of
a more extensive system developed for a search-
and-rescue competition. Ludington, Johnson, and
Vachtsevanos (2006) also use a particle filter for
person tracking and following by a heavier heli-
copter UAV. Their focus is on tracking people from
a top-down view.

This article describes the development of
∗Amazon.com, Inc.’s Amazon Prime Air project. See:

http://www.amazon.com/b?node=8037720011 (Retrieved 15
July, 2014)

a three-component monocular quadcopter un-
manned aerial system tasked with autonomously
tracking and following a person at a fixed distance
for at least one minute, without any requirements
on the clothing and look of that person. The first
component is a particle filter used for state esti-
mation, followed by a parallel group of three PID
controllers to convert the state estimation into ve-
locity commands, and both complemented by an
optical flow analysis component for rough obsta-
cle detection.

2 Methods

2.1 Materials

2.1.1 Specifications

The quadcopter used for this research is the
Parrot AR.Drone 2.0 (see Fig. 1). This specific
model (Piskorski, Brulez, Eline, & D’Haeyer, 2012)
is a lightweight quadcopter equipped with two
1280x720 84.1◦x53.8◦ (92◦ diagonal) field-of-view
cameras, one facing the front and one facing down.
The frame rate of both of these cameras can be set
to any value between 15Hz and 30Hz. The quad-
copter contains a 9 degrees-of-freedom (DOF) in-
ertial measurements unit (IMU), consisting of a 6
DOF gyroscope and 3 DOF magnetometer. An ul-
trasound sensor is used for low altitude measure-
ments, complemented by a pressure sensor which
provides less accurate altitude measurements but
operates at all altitudes. Additionally, the drone
can be equipped with a GPS sensor, although this
was not done for this research.

The drone’s on-board software uses the bottom
facing camera, IMU and altimeters to enable hov-
ering and altitude stabilisation and to allow the
drone to maintain a constant velocity. Further-
more, the software handles take-off and landing
as well. External applications (i.e. those form-
ing the ground station) can access the drone’s sen-
sors and control the drone indirectly through the
AR.Drone 2.0 Software Development Kit (SDK).
When turned on, a Wi-Fi network is automatically
created by the quadcopter, which allows a single
client to connect to it and function as a ground sta-
tion. The drone emits status updates (called nav-
data / navigation data) at a constant rate of either

2



Figure 1: Parrot AR.Drone 2.0. Although this study
used the quadcopter displayed here, the system logic
was not designed specifically for this model. Only the
gain coefficients of the PID controllers were finetuned
to optimise performance for this particular quadcopter.

15Hz or 200Hz. The updates include information
about the drone’s orientation, altitude, battery lev-
els, etc. Also included is an estimate of the drone’s
velocity in the horizontal plane, based on opti-
cal flow measured from the bottom/ground facing
camera. However, this velocity estimate was con-
sidered to contain too much noise and delay to be
useful for tracking and following purposes. Video
frames are streamed independently from the sta-
tus updates at the frequencies described earlier.

A Lenovo Thinkpad W530, which comes with
8GB ram and 8 2.7GHz Intel Core i7 processors,
running Ubuntu 12.04, was used to function as the
ground station.

2.1.2 ROS interface

The developed system uses the open source Robot
Operating System (ROS)† through the Autonomy-
Lab ardrone autonomy package‡. This package is
a wrapper around the AR.Drone 2.0 SDK and han-
dles all low level communication with the drone.
Through this package the ground station can (in-
directly) control the drone by sending velocity
and take-off/land commands (relative to a world
frame aligned with the drone’s heading). Those
commands are converted by the wrapper into the
appropriate API instructions, which are then sent
to the drone. The on-board software then trans-

†http://www.ros.org/
‡https://github.com/AutonomyLab/ardrone autonomy

lates these instructions to engine commands. The
ardrone autonomy driver was configured to pro-
vide two scaled down 640x360 30Hz streams in-
stead of the full 1280x720 30Hz streams to reduce
processing costs later on.

The ROS infrastructure is also used to handle
communication between the three system compo-
nents, which are each represented by their own
ROS node. Except for colour histogram calculation
(see section 2.2.1), all image processing is done us-
ing the OpenCV§ library.

2.2 System overview

The process of tracking and following a person can
be divided into three distinct steps:

1. The initial detection of a person

2. Recognising that same person over time

3. Staying within range of that person

The system developed for this research can track
a single person over time and must be calibrated
on that person before tracking is possible. There-
fore, step 1 is executed once at the start of each
tracking session. Afterwards, step 2 and 3 are ex-
ecuted in a loop, effectively providing a mapping
from the input retrieved from the drone to move-
ment commands sent back to it. The only input
used by the tracking system are the video frames
obtained from the front camera. For each frame
the system executes one full processing cycle.

The tracking system consists of three compo-
nents, shown in Fig. 2:

1. The particle filter is responsible for providing
state estimates. On receiving a video frame,
the system passes the 2D image to the parti-
cle filter, which analyses the data in the im-
age and outputs a state estimate. The state of
the tracking system is defined as the position
of the person currently being tracked relative
to the quadcopter combined with that relative
position’s first order time derivative.

2. The proportional-integral-derivative (PID)
controllers are responsible for converting
the state estimates provided by the particle

§www.opencv.org
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filter into a 3D velocity relative to the drone’s
frame. The output velocity is sought to keep
the drone at an approximately fixed distance
of the person being tracked.

3. Optical flow analysis is used for rough obsta-
cle detection. When high optical flow is de-
tected, defined as the movement of light be-
tween two consecutive frames as a result of
one or more objects moving relative to the
camera’s sensor, this is indicative of an ob-
ject either being very close to the quadcopter
and/or moving very quickly. To avoid col-
lisions, the system will then automatically
abort the tracking process and land the drone.

2.2.1 Particle filter

The localisation of the person to be tracked and
followed relative to the drone’s current position
can be modelled using a discrete time Bayesian
state space based approach (Arulampalam,
Maskell, Gordon, & Clapp, 2002; Haug, 2005). At
every time point k, the tracking system finds itself
in the corresponding state sk, where {sk, k ∈ N} is
the state sequence. For this problem, it is assumed
that the state space is constant over time so that
sk ∈ S for all k, S denoting the state space.

While the system does not have direct access to
its current state (i.e. the state is ‘hidden’), it does
receive a time-corresponding input vector ik from
which the state sk may be determined. The goal,
now, is to determine the posterior probability den-
sity function (PDF) p(sk|i1:k), which describes the
probability of the system currently being in a cer-
tain state given all received inputs.

Given the current state, the current input’s dis-
tribution can be assumed to be independent from
all past states before that. This is a reasonable
assumption, as knowing the position of the per-
son relative to the drone one or more time steps
ago does not add any useful information on top
of the information about the person’s current rel-
ative position. The tracking process thus satisfies
the Markov property. The posterior PDF can now
be rewritten as (see Gordon, Salmond, and Smith
(1993), Haug (2005) and Arulampalam et al. (2002)

for a more detailed walk-through):

p(sk|i1:k) =
p(ik|sk)p(sk|i1:k−1)

p(ik|i1:k−1)

= β p(ik|sk)p(sk|i1:k−1)

(2.1)

Here, p(ik|sk) is the likelihood function,
p(sk|i1:k−1) the prior PDF and β a normalisa-
tion constant. The likelihood function depends
on the input function h : S × RDs → RDi as
ik = h(sk, ak), where Ds is the dimension of
the state vector and ak the measuring noise,
which is independently and identically (i.i.d.)
distributed for each time step k. The prior PDF
depends on the transition function or system
model f : S × RDs → S as sk = f(sk−1, bk),
which propagates the previous state combined
with system noise (again ‘obtained’ from an i.i.d.
vector noise sequence) into the current state.

A particle filter approximates the poste-
rior PDF by replacing it by a set of weight-
state pairs or particles: p(sk|i1:k) ≈ Qk =
{(wk0 , sk0), (wk1 , sk1), (wk2 , sk2), ..., (wkn , skn)}.
Here, Qk denotes the current particle set, skj the
state of particle j, wkj the associated weight of
particle j, and n the number of particles. Each
particle represents a hypothesis about which state
the current state sk could be, combined with the
probability of that hypothesis being true. Since
the particles’ states represent the full state space
with associated densities,

∑n
j wkj = 1.

The prior PDF for time step k is approximated
by applying f to the state of each particle j in
Qk−1, that is:

s′kj = f(sk−1j , bkj ) (2.2)

The weights are then determined by calculating
the likelihood of each particle’s state as

wkj =
p(ik|s′kj )∑n
l p(ik|s′kl)

(2.3)

Finally, the new particle set Qk is formed by re-
sampling n states from the n propagated states s′kj
with probability wkj . At each time step, the ex-
pected overall state is given by ske = 1

n

∑n
l skl

This has been implemented for the problem
at hand. The features used for tracking, which
form the inputs i, are hue-saturation-value (HSV)
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Figure 2: Tracking system overview. For clarity of the logic flow, the evaluation of the optical flow has been
visualised as a separate post-logic step, which leads to either landing the drone (when high optical flow is detected)
or sending the velocity commands produced by the PID controllers. However, for implementation reasons, the
code that handles this step actually resides in the ROS node that also contains the PID controllers.

Particle Filter PID Controller

Optical Flow 
Analyser

Camera Input

State estimate

High optical 
flow?

Updated velocity

Land drone

Change drone 
velocity

No

Yes

colour histograms. As colour histograms only con-
tain information about the number of times a pixel
colour occurs within a certain region of interest
(ROI) of an image, they do not incorporate any ge-
ometrical information. Therefore, they remain in-
variant under image rotations. Furthermore, scale
changes result in the same proportional increase or
decrease of each bin count and therefore preserve
the ordering. The HSV colour space is used, as it
allows one to, to some extent, ignore lighting in-
tensity by discarding the V channel. This is done
by using 16x16x1 equally sized bins to represent
the H, S and V channels respectively. Hence, all
distinctive information is contained in the 256 H-S
combinations.

All colour histograms describe the colour infor-
mation within a rectangular ROI. At the start of
a tracking session, an initial reference histogram
is created by manually indicating the centre point
and dimensions of the rectangular ROI for which
to calculate the histogram. The centre point can
be chosen by clicking the tracking display (a sim-
ple real-time display that shows the drone’s front
camera feed), while the ROI’s width (hw) and
height (hh) have to be adjusted using two sliders.

As described earlier, a particle’s state describes
the position of the person being tracked rela-

tive to the drone and the time derivative. This
is formally represented by a 2D image coordi-
nate pair (x, y), which indicates the person’s rel-
ative horizontal and vertical position, comple-
mented by a scale factor used as a depth co-
ordinate (z). Combined with the time deriva-
tives, this gives s = {x, y, z, vx, vy, vz}. A parti-
cle’s state is evaluated by calculating the distance
d(h1, h2) between the reference histogram created
at the start of the tracking session and a new his-
togram calculated from the ROI of the current im-
age with centre (x, y), width zhw and height zhh.
The Hellinger/Bhattacharyya distance measure is
used for calculating the distance, slightly modified
to include a normalisation factor to make the his-
tograms fully invariant under scale changes:

d(h1, h2) =

√√√√1−
∑
b

√
h1(b)h2(b)√∑

b h1(b)
∑
b h2(b)

This distance measure, directly available through
the OpenCV library, returns a value in the inter-
val [0, 1], with 0 indicating a perfect match and 1 a
complete mismatch.

The actual distribution of the similarity measure
and therefore the likelihood function discussed
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Figure 3: Particle filter. The image shows a visualisation
of the particle filter. The rectangle in the centre shows
the dimensions (width and height) of the histogram dur-
ing calibration. These dimensions can be manually ad-
justed by two sliders (not shown). Each circle repre-
sents a particle. Full black corresponds to a likelihood
(p(ik|s′kj

)) of 0, full white to a likelihood of 1. The rect-
angle slightly to the upper right represents the current
state estimate. Note that it is slightly bigger than the ini-
tial calibration histogram (i.e. a scale factor greater than
1), indicating that the person being tracked is believed
to be closer to the drone than during calibration.

earlier are unknown. However, Dunne and Ma-
tuszewski (2011), on reviewing assumed distribu-
tions in other studies, suggest a zero-mean Gaus-
sian with a standard deviation σ = 0.2, modified
to have a constant tail beyond 3σ to make the par-
ticle filter more resilient against extreme target be-
haviour. However, they assumed the camera to
be static. Because in this case the video source
itself moves and rotates, the extremity of the rel-
ative movements of the person being tracked are
often amplified. For this a simple Gaussian with
constant tail was deemed insufficient. Instead, a
normally tailed zero-mean Gaussian is used, in
the same way as described by Nummiaro, Koller-
Meier, and Gool (2003):

p(ik|s′kj ) ≈ 1

σ
√

2π
ed(hinitial, hkj

)2/(2σ2) (2.4)

with σ = 0.2. Then, to be able to handle extreme
behaviour and reappearances after occlusions bet-
ter, the resampling stage was slightly modified. In-
stead of resampling n new states from the prop-
agated states s′kj with probability wkj , only αn

new states are resampled this way, α specifying
the proportion. The other (1 − α)n new states
are directly and randomly sampled from the en-

tire state subspace with a scale factor z of 1 and
vx = vy = vz = 0. This ‘scattering’ of the particles
makes it much more likely that the particle filter
will pickup the person being tracked after losing
him/her due to fast relative movements or occlu-
sions. All testing results described later were ob-
tained with α = 0.1, which seemed like a good
trade-off between the difficulty of dealing with ex-
treme behaviour and the destruction of potentially
still useful information.

Finally, the transition function f can be defined.
Its standard signature has been extended with a
delta time parameter so the velocity can be taken
into account:

sk = {xk, yk, zk, vxk
, vyk , vzk}

= f(sk−1, bk,∆t)

= {xk−1 + vxk−1
∆t+ bk0 ,

yk−1 + vyk−1
∆t+ bk1 ,

zk−1 + vzk−1
∆t+ bk2 ,

vxk−1
+ bk3 ,

vyk−1
+ bk4 ,

vzk−1
+ bk5}

(2.5)

Here, sk−1 =
{
xk−1, yk−1, zk−1, vxk−1

, vyk−1
, vzk−1

}
.

A graphical representation of the particle filter is
shown in Fig. 3.

2.2.2 Optical flow

Optical flow is the change of lighting patterns be-
tween different images caused by the relative mo-
tion of objects to the camera. For the current ap-
plication, only light intensity was taken into ac-
count. A clear overview on the calculation of op-
tical flow is given by Fleet and Weiss (2006). An
often used and key assumption to determining the
magnitude and direction is that the light intensity
or brightness levels remain constant between two
consecutive frames after correcting for translation,
which is approximately correct if the time differ-
ence between the creation of the two frames is suf-
ficiently small. Formally, this assumption, known
as the brightness constancy, can be stated as

I(x+ u, y + v, t+ 1) = I(x, y, t) (2.6)

where I(x, y, t) denotes the brightness of an im-
age at pixel coordinates (x, y) at time t and u
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and v the horizontal and vertical brightness dis-
placement between the two frames. Through a
second assumption that u and v are very small,
I(x+ u, y+ v, t+ 1) can also be related to I(x, y, t)
using a first-order Taylor expansion:

I(x+ u, y + v, t+ 1) ≈

I(x, y, t) + [u v]

[
δI(x,y,t)

δx
δI(x,y,t)

δy

]
+
δI(x, y, t)

δt
(2.7)

Combining equations 2.6 and 2.7 then gives:

[u v]

[
δI(x,y,t)

δx
δI(x,y,t)

δy

]
= −δI(x, y, t)

δt
(2.8)

In this equation both u and v are unknown. There-
fore, it cannot be solved directly. However, a wide
range of algorithms exist designed to estimate u
and v by means of introducing more constraints.
Here, the algorithm is used that was presented
by Farnebäck (2003). It assumes a certain degree
of spatial coherence, i.e. pixels within the neigh-
bourhood of the current pixel of interest show the
same brightness displacement (u, v). This is done
by approximating the pixel neighbourhood with a
local quadratic 2D polynomial and displacing the
entire neighbourhood, represented by the polyno-
mial, into the next frame with identical translation
(u, v).

After applying this algorithm, which is avail-
able through the OpenCV library, two matrices U
and V are obtained of dimensions identical to the
dimensions of the two processed frames, the first
of which describes the u component for each pixel,
the second the v component. These two matrices
are then used to construct a third matrix M de-
scribing the square magnitude of the optical flow
at each pixel in the following way:

Mij = U2
ij + V 2

ij (2.9)

Next, the maximum squared magnitude Mmax is
obtained from M and compared to a predefined
threshold. If Mmax exceeds the threshold, this is
taken as an indication of a high risk of colliding
with the object represented by the pixels associ-
ated with the high optical flow. For safety reasons,
the tracking system will then automatically abort
tracking and land the drone.

Because the optical flow analysis proved too de-
manding on the CPU to take place in real time at
the full 640x360 resolution, all frames were further
downscaled five times to a 128x72 resolution to en-
sure smooth real time performance. While this re-
duces the accuracy of the optical flow estimation,
obstacle detection performance was still consid-
ered sufficient.

2.2.3 PID controllers

PID control is an often used linear feedback tech-
nique for controlling rotorcraft, including quad-
copters (Kendoul, 2012). Besides taking into ac-
count the current error of the system concerning
the variable being controlled, it also incorporates
the accumulation of that error since the initialisa-
tion of the system and the error’s predicted future
value (Åstrom & Hägglund, 1995). Formally, it can
be described in the following way (see also Fig. 4):

o(t) = Kpe(t) +Ki

∫ t

0

e(t)dt+Kd
de(t)

dt
(2.10)

Here, e(t) denotes the error at time and o(t) the
controller’s output. Kp, Ki and Kd are the propor-
tional, integral and derivative gains respectively.
By finetuning these gains, the relative influence of
the effect of the proportional, integral and deriva-
tive components on the controller’s output can be
changed.

For the current application, the goal or setpoint
of the system is to have the person being tracked
located at the centre of the drone’s front camera
image. Additionally, the system aims to keep the
distance between the person and the drone equal
to the reference distance established during cali-
bration. This corresponds to a scale factor of 1.

For ease of implementation, the drone’s move-
ments have been restricted to forward/backward
movements, upward/downward movements, ro-
tations in the horizontal plane or any combination
hereof. This way, a deviation of the person’s hor-
izontal position form the image’s centre (as deter-
mined by the particle filter) can only be counter-
acted by rotating left or right, a deviation of the
vertical position only by moving up or down, and
a deviation from the scale factor only by moving
forward or backward. Hence, there are three dif-
ferent variables to control, each of which is han-
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Figure 4: PID controller. The quadcopter’s forward/backward, upward/downward en horizontal rotational
speed are each controlled by a separate PID controller. Each of these PID controllers has been implemented in
the standard way, with the addition of a smoothing operation on the error measure before determining the deriva-
tive.

Relative target 
position

Integrate 
over time

Weigh by Kp

Differentiate 
w.r.t. time

Weigh by Ki

Weigh by KdSmooth

New drone 
velocity

Sum

dled by a separate PID controller. This leads to the
following three error definitions:

ex = arctan(
x

d
)

ey = y − 1

2
h

ez = z − 1

(2.11)

Here, ex, ey and ez are the horizontal, vertical
and scale error respectively, w the image width
(640) and h the image height (360). Because a hor-
izontal deviation from the image centre should be
counteracted by a rotational speed change, this er-
ror is expressed as an angle. The variable d de-
notes the distance from the image centre to the
camera in projection space and can be obtained us-
ing

d =
1
2w

tan( 1
2FOVx)

(2.12)

with FOVx being the horizontal field-of-view
(84.1◦).

One issue with such an application of PID con-
trollers is that a PID controller expects a linear sys-
tem, while the current system may actually show
nonlinear behaviour. External forces, wind be-
ing the primary example, can affect the magnitude
of the forces required to keep the drone aligned
with and in range of the person being tracked in
a non-trivial way. Furthermore, a forward move-
ment requires the drone to pitch slightly down to
generate forward thrust. This, in turn, affects the
position of the person on the camera images and
thereby causes the PID controllers to compensate,

which results in complex dynamics. However,
partially due to the on-board software’s ability to
compensate fairly well for winds not too strong
and partially due to the PID controllers’ flexibil-
ity to limited nonlinear interactions, the PID con-
trollers turn out to work sufficiently well.

3 Experiments and results

Performance was assessed through a combination
of visual judgement of acceptable drone behaviour
and a quantitative analysis of tracking time.

3.1 Experimental setup

A number of trials were run to assess the system’s
performance. Each trial consists of one tracking
session in which the system is tasked with track-
ing a single person. At the beginning of the trial,
the system is manually calibrated on the person
that should be tracked and followed. Next, the
person is instructed to walk down a path, contain-
ing both straight segments and curves, with nor-
mal walking speed while the system is ordered to
have the drone follow the participant. Three other
participants not currently being tracked judge the
system’s performance by monitoring the distance
the drone keeps to the person it is tracking. When
they deem the system fails, because the distance
kept by the drone deviates too much from the dis-
tance defined during calibration for more than 10
seconds, the trial ends. The performance on this
single trial is then determined by the successful
tracking time, defined as the time since tracking
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Figure 5: Outdoors testing environment. The image
shows a trial part of the outdoors experiment without
occlusions. The person on the left is being followed.
The two people on the right are passersby and were not
actually participating in the experiment, although they
might have influenced the system’s performance simply
by being within the drone’s view.

Figure 6: Indoors testing environment. The image
shows a trial part of the indoors experiment, which was
only performed without occlusions. Note the relatively
dark segment halfway down the corridor.

start until right before the start of the 10 second
grace period. Alternatively, if the system man-
ages to successfully track and follow the person
for more than 2 minutes (as determined by the
three judges), the trial is ended exactly on the 2
minute mark. In case of system failure, the cause
is noted down as well.

The trials were run in both an outdoors (Fig. 5)
and indoors (Fig. 6) setting. Furthermore, in
the outdoors settings the system’s performance
was tested both with and without occlusions. In
a ‘with-occlusion’ trial, two people occasionally
walk through the drone’s line of sight and tem-
porarily block its view of the person it is tracking.

Table 1: Inside tracking results. Inside tracking perfor-
mance measured as successful tracking time in seconds.
In all trials the system eventually failed as a result of
lighting changes, except the trial marked by an asterisk,
where connectivity issues caused the failure.

Participant ID 1 2 3
Trial 1 22 34 32

2 27* 34 28
3 50 32 12

Median 32

Table 2: Outside tracking results. Outside tracking per-
formance measured as successful tracking time in sec-
onds. In all trials the system eventually failed as a re-
sult of connectivity issues, except the two trials marked
by an asterisk, where the particle filter mistook a back-
ground object for the person being followed.

Participant ID 4 5 6
Without occ. - trial 1 57 100 75

2 27 31 —
3 34 56 —

Median 57
With occ. - trial 1 100 37* 64

2 34 33 20
3 47 22* 117

Median 37

In the ‘without-occlusion’ trials, no occlusions are
caused on purpose. However, it should be noted
that objects such as trees may still cause occlu-
sions. This happened twice, after the drone cut a
corner and thereby passed a tree placed exactly on
the corner on the other side than the person it was
tracking. In the indoors settings performance was
evaluated only in no-occlusion trials.

The participants were all undergraduate univer-
sity students. They were selected on voluntarily
basis and not asked to wear any specific clothing
that could influence (positively or negatively) the
system’s performance.

3.2 Results

The results of the experiment performed inside are
summarised in Table 1. The results of the outside
experiment are shown in Table 2. Overall results
are also shown and visualised in Fig. 7.

Performance is worst in the indoors setting,
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Figure 7: Indoors and outdoors results. Successful tracking time is visualised for each configuration separately
and all configurations combined.
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with a median tracking time of only 32 seconds.
In eight out of the nine trials executed indoors, the
system eventually lost track of the person it was
tracking due to lighting changes too extreme for
the particle filter to handle.

With 37 seconds, the median tracking time for
outside performance with occlusions is slightly
better. Furthermore, as is clearly visible from
Fig. 7, the spread is much higher. Tracking time
passed the one minute mark on several occasions.
In two trials the system failed due to the particle
filter mistaking a background object for the per-
son being followed. However, the main cause of
eventual tracking failure were connectivity prob-
lems between the drone and the laptop function-
ing as the ground station, where a sudden drop of
the transmitted front camera feed would cause the
particle filter to become disoriented.

The best performance is found in an outdoors
settings without occlusions. While the spread is
comparable to the spread found for the outdoors
setting with occlusions, the median tracking time
(57 seconds) is clearly higher. Here, the only
source of tracking failure were, again, connectiv-
ity issues.

Overall performance shows a median tracking
time of 34 seconds.

4 Discussion

The results show quite some variation. In several
trials the goal of the system being able to follow a
person for at least one minute is met. However, in
no trial did the tracking time reach the 2 minute
cap and in the majority of them the tracking time
stayed below one minute. Therefore, it would be
interesting to review the causes of system failure
and discuss the implications.

4.1 Implications of results

As noted, in the indoors setting, changing lighting
conditions severely impacted the tracking perfor-
mance. By assigning less or no importance to the V
channel of the HSV colour histograms, the particle
filter should, to some extent, be able to deal with
the effects of lighting changes. However, the cor-
ridor used for testing (Fig. 6), consists of three seg-
ments, the first and last of which are very bright
due to several large windows. In comparison, the
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segment in between is very dark. This brightness
difference proved to be a problem for the particle
filter, causing it to lose track of the person being
followed multiple times.

The indoors setting further increased the diffi-
culty due to the restricted space available for the
drone to manoeuvre. The particle filter performs
monocular depth estimation, which is not as accu-
rate as might be achieved using a drone equipped
with special depth sensors/cameras. The distance
estimate, as part of the state estimate produced
by the particle filter through the scale factor, of-
ten oscillates slightly around the actual distance
between the drone and person. The PID controller
is not always able to cancel this oscillation, leaving
the quadcopter moving slightly back and forth.
This would cause it to, occasionally, come very
close to walls and obstacles behind it, although no
actual collisions occurred.

A complicating factor in interpreting the results
from the experiments performed outside are the
connection issues. While performance was better
in the without-occlusion setup than in the with-
occlusion setup, it is hard to fully attribute this
difference due to differences in occlusions, as in
all but two trials it was a dropped connection that
caused the system to fail. Unfortunately, it is not
clear what exactly caused these connection prob-
lems. That the inside experiment shows less con-
nection problems could simply be due to the light-
ing changes occurring earlier.

Except for the connection drops, the system per-
formed well outside. The combination of the par-
ticle filter and PID controllers allowed for smooth
and reliable movements. Furthermore, no part of
the system logic was specifically implemented for
the exact type of quadcopter used in this study.
Any rotorcraft could be used instead, as long as
the flight dynamics are such that they can be
approximated sufficiently well using the linear
model imposed by the PID controllers. This shows
potential for the system to be used as a basis for fu-
ture research.

4.2 System improvements and future
research

The results and interpretation above give several
pointers for potential system improvements, both

in terms of software and hardware, and future
research. The connection issues are something
that should be looked into, as they severely hurt
performance and make it difficult to assess the
system’s robustness and overall tracking capabil-
ity. The particle filter could be modified and/or
extended to be more resilient against large vari-
ations in brightness over time due to changing
lighting conditions. A possibility would be to
adapt the reference histogram during tracking to
reflect lighting changes (van Hoof, van der Zant,
& Wiering, 2011; Nummiaro et al., 2003). The os-
cillations in the distance estimates might be (par-
tially) resolved by increasing the number of parti-
cles. This would require more processing power,
which could be accomplished through a graphi-
cal processing unit particle filter implementation,
such as presented by Hendeby, Hol, Karlsson,
and Gustafsson (2007), and/or adaptively chang-
ing the number of particles to better fit the current
complexity of the posterior PDF, as presented by
Soto (2005).

Finally, the experimental setup itself could be
improved by introducing a more accurate and ob-
jective performance measure. In this study, the
results consist of visual judgement of acceptable
drone behaviour and time measurements. Ide-
ally, performance would also be assessed through
a quantitative analysis of tracking distance, which
would require additional measuring equipment.
This would provide a more objective and accurate
view of the distance kept by the drone to the per-
son it is tracking, but was considered too difficult
to realise for this study.
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