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Abstract: In many social settings people often make use of theory of mind, the ability to think
and reason about the thoughts of others. There are several orders of theory of mind. Zero- and
first-order are seen as lower-orders theory of mind, second-order theory of mind and up are so-
called higher-orders. In this paper, we will discuss whether or not the behaviour of the opponent
influences the behaviour and strategy of participants. Participant behaviour is observed whilst
playing the Mod24 game, an extension of rock-paper-scissors. We found that the behaviour of
the opponent does indeed influence participant behaviour, especially in regards to the rates
with which the participants change their choices. Furthermore we found that the strategy that
participants used also varied across different opponents. Participants used theory of mind readily
during the Mod24 game and also the higher-order theory of mind strategies were used frequently
in this game. Higher-order theory of mind opponents lead to the use of higher-order theory of
mind strategies in the participants.

1 Introduction

People make use of theory of mind to explain the
behaviour of others. Theory of mind is the ability
to attribute mental states (beliefs, desires, etc.) to
oneself and others, which can lead to the under-
standing that others have beliefs and desires that
can differ from one’s own. The ability to use the-
ory of mind develops in the early years of childhood
(Perner & Wimmer, 1985).
There are different theory of mind (ToM) orders
that indicate how far the recursive reasoning goes.
Zero-order theory of mind (ToM0) is not reason-
ing about what the other thinks. It is thinking
purely based on previous observations. The ToM0

agent attempts to learn the behaviour of the oppo-
nent, for example through heuristics and associa-
tive learning (de Weerd et al., 2014). First-order
theory of mind (ToM1) is thinking about what
the opponent may do based on your own previ-
ous behaviour, and ToM1 thinking entails realising
that the opponent has a goal as well. Second-order
(ToM2) is reasoning about what you think that the
opponent thinks that you think. ToM3 reasoning
takes this iteration a step further. It is thinking
about what the opponent thinks that you think
that the opponent thinks that you think.

Adults are able to reason with theory of mind of dif-
ferent orders. The lower-orders (ToM0 and ToM1)
come naturally, while the higher-orders need to be
stimulated, since people do not automatically use
a higher-order ToM in game situations (Hedden &
Zhang, 2002).
For this research we investigate whether humans
can be stimulated to adjust their strategy based
upon the opponent against which they are play-
ing. The participants will see against what kind of
opponent (which order of ToM the opponent uses)
they are playing to make it easier for them. To en-
sure that the ToM order that the opponent uses
can be determined, software agents were used that
were able to use zero, first, second, and third-order
Theory of Mind.
To observe the human behaviour, the Mod24 game
(Frey & Goldstone, 2013) will be played by the par-
ticipants. This is a game where the players try to
select a number that is exactly one above their op-
ponent’s choice. Previous research has shown that
in the Mod24 game, reasoning at different ToM or-
ders result in different rates (de Weerd et al., 2014).
The rate is the difference between the current and
previous choice. So if the player chose 21 in the pre-
vious round and 23 in the current round, the rate
is 2. As said above, the rates differ with the differ-
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ent ToM orders. A ToM0 agent mostly chooses the
number that is 1 higher than its previous choice.
A ToM1 agent chooses mostly a number that is
1 or 2 higher than its previous choice. The ToM2

agent and the ToM3 agent are more of less similar
in their choices. The only difference is that where
the ToM2 agent tends to choose a number that is
up to 3 higher than its previous choice, the ToM3

agent increases this by 1 and sometimes goes as far
as selecting a number that is 4 higher than the pre-
vious choice.
For this study we built on these differences in rates.
The rate at which an agent chooses its next num-
ber should be observable to the participants. And
if the participants can make an hypothesis about
the rate at which the opponent chooses its next
number, they should be able to anticipate this be-
haviour and base their next move on that. This
might change the participants’ behaviour per op-
ponent, for he/she might change his/her rate based
on the observations of the opponent’s behaviour.
The aim of this study is to investigate if and how
the participant behaviour changes when they’re
playing against different (ToM) opponents. Our hy-
pothesis is that the behaviour of the participants
does indeed change per ToM order of the oppo-
nent that they are up against. We expect to ob-
serve changes in the reaction times and the choices
made, especially in the rate of change between
those choices. To investigate if the opponent affects
the strategy use in the participants, we will use
random-effect Bayesian model selection (Rigoux et
al., 2014). This analysis compares the explanatory
power of different strategies that might be used
whilst playing the Mod24 game. Based on the fre-
quency with which a strategy prevails in the popu-
lation, the most fitting strategy is decided. So which
strategy occurs most in the population, is the strat-
egy that explains the data best. We expect to find
that the participants change their strategies when
they are playing against a new opponent with a
different strategy.

2 Method

2.1 The Mod24 game

To study the behaviour of humans when playing
against an opponent with a known reasoning strat-

egy, participants played the Mod24 game (Frey
& Goldstone, 2013) against a computer opponent.
The Mod24 game is an extension of rock-paper-
scissors in which two players simultaneously choose
one of twenty-four possible actions, each repre-
sented as a number between 1 and 24.
If the participant’s chosen number was exactly one
higher than the number the opponent chose, the
participant scored 1 point. If the opponent chose
a number exactly one higher than the participant,
the opponent gained 1 point. If both players chose
the same number, or if the distance between the
two numbers chosen was higher than one, the score
remained the same. There was one exception to the
rule that you only win if you chose a number that
was one higher than your opponent did, namely
that 1 beats 24. So if the participant chose 1 and
the opponent 24, the participant won and gained
a point. Because of this rule the blocks with the
numbers were displayed in a circle to ensure that
this rule felt natural (see Figure 2.1).
The opponents against whom the participants
played were ToM agents. These agents were de-
signed by H. de Weerd (de Weerd et al., 2013).
For this study 3 types of agents were used, ToM1,
ToM2, ToM3 agents.

2.2 Agents

The agents designed by de Weerd that were used
for this experiment had different levels of theory of
mind.
Zero-order ToM agents would reason as follows
in the Mod24 game. Suppose that the opponent
played 12 in the previous game. A ToM0 agent
would then believe that the opponent may play 12
again. And therefore it would play 13.
First-order ToM agents think that the opponent
may do something based on its own previous be-
haviour. For example:“I played 12 in the last round,
so my opponent is going to play 13. Thus I should
play 14 to win.”
A second-order ToM agent takes the iterative rea-
soning a step further. For example: “I think that
my opponent thinks that I think that he/she is go-
ing to choose square 24. So I should play 3 ”
And the third-order ToM agent reasoned a step fur-
ther again. “I think that my opponent thinks that I
think that he/she thinks that I am going to choose
square 8. Thus I should play 12.”
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The differences in order can lead to different ac-
tions. Where a ToM0 agent will always choose one
above his opponent’s previous choice, a ToM2 or
ToM3 agent might choose a number that is further
away from the opponent’s last choice, because the
agent thinks that the opponent can think about
what the agent thinks and might therefore antici-
pate its move if it is only one above the last choice.
Due to the extra levels of theory of mind, the higher
ToM agents choose numbers further ahead to pre-
vent the opponent from winning from them.
The agents used for this experiment were able to
use the ToM orders that were below their own or-
der as well. That is, a third-order agent was also
able to use 2nd, 1st and 0th order ToM. A second-
order agent was also able to use 1st and 0th order
ToM, and a first-order agent was able to use the
0th order ToM as well.
The agents decided based on memory which move
they were going to make. They had a single pa-
rameter called the learning speed, which controls
how fast agents change their beliefs based on ob-
servations. For the purpose of my experiment, this
parameter was set to 0.5

2.3 Experimental design

Participants played two repetitions of four trials
each. Each trial consisted of twenty rounds of the
Mod24 game against the same opponent. Between
trials, the opponent was changed to a ToM agent
of a different order. It was decided to use first,
second and third-order ToM as the orders of the
opponents because in the pilot it came to our
attention that in the Mod24 game (and all other
Modn games) the zero-order ToM leads to the
same result as the first-order ToM. This can be
explained by the following. The ToM0 agent will
always choose one higher than its opponent did
in the last round. The ToM1 agent will, based on
its own behaviour, choose the next number with
a rate of 2. So if it chose 23 in the last round,
and its opponent played 24, the ToM1 will think
the opponent is going to play 24 again, because
the agent believes that its opponent expects it to
repeat 23 and realises that the opponent might
want to win as well. Based on this realisation it
will choose to play 1, which is exactly one higher
than its opponents last choice, and thus yields the
same result as the ToM0 agent.

The sequence in which the three different order
agents occurred as opponents was randomised over
4 options. Every sequence option has 4 types of
agents: a ToM1 agent, a ToM2 agent, a ToM3

agent, and an agent whose order is randomised.
The four sequence options are: [?,1,2,3]; [3,?,1,2];
[2,1,3,?]; [1,?,3,2] ∗.
During every trial the participants saw against
what order agent they were playing, except in
the randomised round. Then they wouldn’t see
the order of the agent against which they were
playing. The randomised agent randomly selected
to respond as if it were a first-order, second-order,
or third-order ToM agent in each round. During
the rounds against a random agent, the order
of ToM that the agent used was not shown to
the participants. This was done in order to see if
behaviour also changes if the ToM order of the
opponent is not known.
Every participant faced the different agents spec-
ified in one of the aforementioned sequences. So
the participants played twenty rounds against the
same agent, before the agent’s order changed.
The number of twenty rounds was chosen because
people typically need many trials before showing
higher-order reasoning behaviour (Goodie et al.,
2012).

2.4 Procedure

The experiment was run on a MacBook, since the
experiment is web-based, only a browser was used.
For this study Google Chrome was used as browser.
At first the participants saw a short explanation
about the ToM and the different orders (appendix
A), because it was vital for the experiment that
the participants understood the different orders.
After this, an explanation of the experiment itself
was given (appendix B). Three test rounds were
given before the game started. Once the partici-
pant started the Mod24 game, he/she saw an in-
terface where twenty-four numbered buttons (num-
bered from 1 to 24) were placed in a circle (Figure
2.1). The placement of the numbered buttons was
always the same throughout the whole experiment.
The interface also showed what level of ToM the

∗? symbolises a ToM agent of which the order is ran-
domised
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agent used, except during the randomised agent or-
der trials, no order was shown to the participants
during these rounds. The interface also showed in
which round out of twenty the participant was. Also
the score, how many wins the participant and the
agent had, was kept track of.
Before beginning the experiment, all participants
were asked to sign a consent form. After this the
instructions for the task were given on the screen.
Once finished with reading the instructions, the
participants could start the practice rounds, before
beginning with the experiment. Between rounds
(when the opponent switched) they saw a pop-up
to let them know they were playing against a new
opponent. After the eight trials another pop-up was
shown which said that the experiment was now fin-
ished. After the experiment the participants were
thanked and received payment.

2.5 Analysis

During the experiment the following variables were
recorded. The reaction time (the time it took the
participant to choose a number), the number cho-
sen by the participant, the number chosen by the
agent in the current round, and the number the
agent chose in the previous round, to see if there
exists a relation between what the opponent chose
previously and what the participant chose next. To
test the hypothesis, it is vital that it is recorded
against which order ToM agent the participant was
playing. The number of wins of the participant was
recorded as well. And finally the number the par-
ticipant chose that led to a win was recorded.
The obtained data was divided in groups per op-
ponent and the differences in data between these
groups were compared. Here, the difference (rate)
between the participant’s previous and current
number is compared to see if there is a correlation
between the ToM order of the opponent and the
rate the participant’s used. The differences in rate
per opponent could indicate changes in participant
behaviour per opponent.
An estimate was made about how likely it was that
the participant data corresponded to certain strate-
gies. On these likelihoods a random-effect Bayesian
model selection (RFX-BMS) analysis was executed
in order to determine which part of the population
uses a certain strategy. RFX-BMS is a model se-
lection tool that selects the model (strategy in this

case) that occurs the most in the population. Since
the RFX-BMS assumes that the strategies that are
tested are the only strategies that exist, it is vital
that all possible strategies that could be used are
added as a model. The following strategies were
used for the analysis.
- The theory of mind strategies:
The ToM0, ToM1, ToM2, ToM3 and ToM4 strate-
gies.These strategies are using any of the ToM or-
ders as described in Section 2.2. ToM4 takes the it-
erative reasoning one step further than ToM3. The
reasoning that can be used when executing a ToM4

strategy could be the following: “I think that my
opponent thinks that I think that he/she thinks
that I think that he/she is going to choose square
12”.
- The drift strategies:
The drift strategies are drift+1, drift+2, drift+3
and drift+4. These strategies entail the idea to al-
ways chose x higher than your previous choice. How
much higher was chosen is described in the ’+x’
part of the strategy name. So Drift+2 means that
the strategy was to chose a number that is exactly
two higher than the previous choice.
- The bias strategy:
The bias strategy describes the behaviour that
favours one number above all. So if this strategy
is used, a participant would chose a certain num-
ber almost constantly.
- The WSLS strategy:
WSLS stands for ’Win Stay, Lose Shift’ this strat-
egy describes the following behaviour. If the partic-
ipant won, he/she would stay with his/her choice.
If the participant lost, he/she would switch to a dif-
ferent number.
- The sticky strategy:
When the sticky strategy is used the following be-
haviour can be observed. The participant would
have repeated what he/she did last time with a
high probability. So once he/she has done some-
thing, he/she is likely to do that again.
The RFX-BMS was executed over the participant
data of the whole experiment and over the partic-
ipant data whilst playing against different oppo-
nents to see if there was in fact a difference in strat-
egy when the participant played against a different
opponent with a different ToM order.

4



Figure 2.1: Interface of the experiment

3 Results

3.1 Participants

For the experiment used in this study, 16 partic-
ipants were researched. Eight males and eight fe-
males, all over the age of 18. Since the experiment
was done in English, all participants were suffi-
ciently skilled in reading and understanding the En-
glish language.
Before doing the experiment, all participants con-
sented to partaking in the experiment and con-
sented to the use of the data obtained by this ex-
periment for this study.

3.2 Overall results

In this section, the results as a whole will be dis-
cussed, not separated by ToM order of the oppo-
nent. As discussed in Section 2.3, there were four
sequences in which the different ToM agents would
come to pass as opponents. Figure 3.1 shows the
participant scores per sequence. In this figure it can
be seen that there was no relevant difference in par-
ticipant scores, this means that a certain sequence
was not harder or easier than any of the other se-
quences. To test if this assumption was correct, an

ANOVA was executed over the participant scores
per sequence, with p = 0.487 and F = 0.483 the
null-hypothesis (that the sequence has no signifi-
cant influence on the participant scores) cannot be
rejected. Therefore we must conclude that there is
no reason to believe that the sequence in which the
agents occurred influenced the performance of the
participants.
Figure 3.2 shows the behaviour of the participants

Figure 3.1: Participant scores per sequence

during the whole experiment. The left figure shows
the frequencies of the numbers chosen by the par-
ticipants. This is shown by the red line. The green
line shows what the choices would have been and
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the frequencies of the numbers chosen if the par-
ticipants behaved randomly. In this figure no clear
preferences for certain numbers can be seen, mean-
ing that the participants behaved in an approxi-
mately random fashion. Figure 3.2b shows the rate,
the difference between the previous and current
choice. This figure shows that a rate of 2 is cho-
sen the most. Small spikes around a rate of 0, 1, 3,
and 4 can be seen as well. This means that partic-
ipants mostly chose to pick a number that differed
2 from their previous choice, but sometimes picked
the same number that they chose in the previous
round, or a number that differed 1, 3 or 4 from their
previous choice.

(a) Choice frequency (b) Rate frequency

Figure 3.2: Participant behaviour across all tri-
als

Figure 3.10 shows the results of the RFX-BMS over
the whole experiment. In this figure it can be seen
that over 50% of the population consists of the
ToM4 and ToM3 strategies, each fit best with about
a quarter of the population. The ToM2 strategy
fits best with 11% of the population. These results
show that overall people were stimulated to use (the
higher-order) ToM strategies more than any of the
other strategies.
In the following sections, the results that can an-
swer whether or not the participants change their
strategy based on their opponent will be discussed.

3.3 ToM1 opponent

In this section, the results will be discussed that
were gained during the ToM1 opponent trials.
When the participants played against a ToM1

agent, the behaviour in Figure 3.3 was observed.
Figure 3.3a shows that when playing against a first-
order agent there was a preference for even num-
bers. In this figure we see that the participants

did not behave randomly when playing against a
ToM1 agent, since the red line (participant be-
haviour), deviates from the green line (random be-
haviour). Figure 3.3b shows that the difference be-
tween choices was mostly 2. When we compare
these figures with the figures of the overall data,
we see that there were more spikes in regards to
the numbers chosen. There is a larger difference in
frequencies with regards to the preferred and the
ill-favoured numbers. The gradient of the rate fig-
ure also differs in comparison to the overall rate.
When playing against a ToM1 opponent, the rate
was almost always 2, whereas in the overall data
there are some spikes towards a rate of 1, 3, and
4 as well. Figure 3.7b also shows this. Here we see
the rate that (each of) the participants chose most.
In this case, all the participants chose a rate of 2
most, a rate 1, 2, and 3 might have occurred as
well, but was not the most used rate per partici-
pant. Therefore only a rate of 2 is displayed in this
figure.

(a) Choice frequency (b) Rate frequency

Figure 3.3: Participant behaviour when playing
against a ToM1 agent

According to the RFX-BMS (Figure 3.11), when
playing against a ToM1 agent, 27.8% of the pop-
ulation used the ToM2 strategy. Other strategies
that described a relatively large part of the pop-
ulation were: the ToM4 strategy which explained
about 21.2% of the data and the ToM1 strategy
which explained 14.8% of the data.
It seems that the ToM2 strategy is the best strat-
egy when playing against a ToM1 agent. This also
makes sense in relation to the theory. If you want
to win a ToM game, it can be beneficial to think
one step further than your opponent. So think in
the second-order if the opponent thinks in the first-
order. These results and the results of the overall
experiment seem to indicate that people do use the-
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ory of mind and that the opponent does indeed in-
fluence the behaviour of humans.

3.4 ToM2 opponent

Figure 3.4 shows the behaviour of the participants
when playing against a second-order ToM agent.
The red line in Figure 3.4a shows that the partici-
pants had no clear preference for certain numbers.
As indicated by the small deviation of the red line
(participant behaviour) from the green line (ran-
dom behaviour), the participants behaved in an ap-
proximately random fashion. Looking at the rate in
Figure 3.4b it can be seen that a rate of 2 occurs the
most again. However, in this figure it is also shown
that the participants chose their next number with
a rate of 3 and 4 a lot as well. This differs from
the rates observed when playing against a ToM1

agent, where only a rate of 2 was observed. Figure
3.7c and Figure 3.7b show this difference between a
first-order opponent and a second-order opponent
as well. These figures show per participant which
number was chosen most. During the trials against
a ToM1 agent, all 16 participants used a rate of 2
the most, while during the trials against the ToM2

agent, other rates are used most as well per par-
ticipant. We see in Figure 3.7c that even though a
rate of 2 is mostly used by most of the participants,
some participants chose a rate of 1 or 3 or 4 most
when playing against the ToM2 agent.

(a) Choice frequency (b) Rate frequency

Figure 3.4: Participant behaviour when playing
against a ToM2 agent

The strategy that was most used in the population
during the ToM2 opponent rounds was the ToM3

strategy, which was observed in 26% of the popu-
lation (Figure 3.12). Herein a difference with the
strategy for the ToM1 opponent can be seen. The
difference in ToM order of the opponent led to a dif-

ferent strategy that occurred the most in the pop-
ulation.
These results indicate a difference in behaviour of
the participants, mainly in rate and in performance.
In comparison to the trials against the ToM1 op-
ponent discussed above we also see a difference in
strategy that explains the data best, indicating that
the opponent against which a participant is playing
does influence his/her behaviour and strategy.

3.5 ToM3 opponent

The participants’ behaviour that was observed dur-
ing the rounds played against a third-order ToM
agent is shown in Figure 3.5. The participants’ be-
haviour in Figure 3.5a (red line) again deviates lit-
tle from the random behaviour (green line). During
these trials, the participants behaved more or less
randomly. A difference between these trials and the
trials against the other ToM agents was observed
in the rate (Figure 3.5b). The rates that occur the
most are the same as the rates that were observed
during the ToM2 trials, namely rates of 1, 2, 3 and
4. However, during the ToM3 opponent trials, it
seemed that a rate of 4 occurred more than a rate of
3, which was not the case in the second-order ToM
agent trials. The difference in rate between the op-
ponents can also be seen in Figure 3.7d, where the
most chosen rate per participant is shown. This fig-
ure shows that when looking per participant what
he/she chose most, a rate of 4 occurs most instead
of a rate of 2. This indicates that while a rate of 2
occurred most during these trials, when looking at
the most chosen rate per participant a rate of 4 is
the rate that occurred the most. Meaning that dur-
ing the ToM3 agent trials, participants might have
had a strategy that entailed that they chose a num-
ber that was 4 higher than their previous choice.

The results of the RFX-BMS (Figure 3.13) indi-
cate that the ToM3 and ToM4 strategies were the
strategies that explained the largest percentages of
the population, 22.4% and 21.8% of the popula-
tion respectively. Interestingly the ToM3 strategy
was also the best explaining strategy for the par-
ticipants’ behaviour during the ToM2 agent trials.
These results seem to indicate that there is some
overlap in behaviour between the trials against the
ToM2 and ToM3 agent, in both rate as in strategy.
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(a) Choice frequency (b) Rate frequency

Figure 3.5: Participant behaviour when playing
against a ToM3 agent

3.6 Random order ToM opponent

Figure 3.6 shows the behaviour of the participants
when the order of the opponent was randomly as-
signed. Figure 3.6a illustrates that the behaviour
of the participants during these trials is approxi-
mately random. The rates displayed in Figure 3.6b
show that the rates during these trials are dis-
tributed differently than the rates in the trials
against the other opponents. As opposed to the
other trials, there seemed to be more of a prefer-
ence to stay on the same number (rate of 0), which
is larger than during the trials against any of the
other opponents. A rate of 2 is still the most fre-
quent one, just as in the other trials. This figure
also shows that higher rates were chosen often (a
rate of 6, 7 or 8 for example). Figure 3.7a shows
this as well: some participants chose rates higher
than 4 most often. Figure 3.14 shows that ToM2 is

(a) Choice frequency (b) Rate frequency

Figure 3.6: Participant behaviour when playing
against a ToM3 agent

the strategy that describes the largest part of the
population. In this table it can also be seen that
the other strategies, even though that they explain
a small percentage of the population, have a larger

percentage than the smaller percentage strategies
in the other trials. The percentage lies now between
3.5 and 8.7 instead of 3.3 and 6.9.
These results indicate that it was very hard for
the participants to decide on a strategy that led to
many wins against this opponent. The performance
during these trials was very low and the rates de-
viate from the rates during the trials in which the
order of the agent was fixed.

3.7 Performance and reaction times

Figure 3.8 shows the performance of the partici-
pants per order of the opponent agent. In this fig-
ure, the wins for the participants per ToM order of
the opponent can be seen. A ToM1 opponent leads
to a relatively high performance, with a median
participant score around 16/20. For a ToM2 oppo-
nent, the participant score is lower, namely 5 wins
out of twenty rounds. The performance against a
ToM3 agent was 3 wins out of 20. The lowest per-
formance is observed when the participants played
against the agent with the random order ToM. The
median score during these rounds is 1/20.
A significant influence of the order on the perfor-
mance of the participants was found (p = 2.2e−16).
It was also found that the success rate during trials
against a ToM1 agent was significantly higher than
during any of the other trials, with p = 2.2e−16,
p = 2.2e−16 and p = 2.2e−16 for the ToM2 agent,
ToM3 agent and the random ToM order agent re-
spectively. This means that the participants score
(significantly) higher against the ToM1 opponent
than against any of the other agents.
During the ToM2 trials, the participants scored sig-
nificantly higher than in the trials against the ran-
dom order ToM agent (p = 5.651e−12). However,
between the ToM2 opponent and the ToM3 oppo-
nent no significant difference in performance of the
participants was found (p = 0.7258). Another sig-
nificant difference in performance was found be-
tween the ToM3 opponent and the random order
ToM opponents (p = 3.953e−13). The performance
during the ToM3 opponent was significantly higher
than the performance during the random order
ToM opponent. The rate of success during the ran-
dom order ToM opponent trials was poor. With a
median of 1/20 this trial has the significantly worst
performance.
Looking at the overall performances we can say
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(a) Random order ToM opponent

(b) ToM1 opponent

(c) ToM2 opponent

(d) ToM3 opponent

Figure 3.7: Histograms of the mode of rates over
the participants

that participants could relatively easily win from
the ToM1 opponent. It seemed that is was hard(er)
to win from the higher-order opponents and almost
impossible to win from the random order ToM op-
ponent.
Figure 3.9 illustrates the reaction times of the par-
ticipants per ToM order of the opponent. As can be
seen in this figure, a ToM1 opponent leads to the
quickest reactions, with an average reaction time of
3693 ms. The overall reaction time during the trials
against a ToM2 agent was longer than in the tri-
als against a first-order opponent (Figure 3.9), with
an average reaction time of 5653 ms vs. 3693 ms.
During the second-order ToM opponent trials there
were also more outliers, and the maximum and min-
imum reaction time was more scattered than in the
trials against the ToM1 opponent. Looking at the
reaction times during the trials against a ToM3 op-
ponent, we see that there are many outliers during
these trials. The average reaction time is 6684 ms,
which is longer than during the ToM1 trials, but
seems close to the average reaction time of the trials
against the ToM2 opponent. The average response
time during the random order ToM opponent trials
was 4836 ms, which is less than during the ToM2

and ToM3 opponent trials, but more than the re-
action times during the ToM1 agent trials.
With p = 1.23e−14 and F = 60.2 we found statis-
tical evidence that the order of the opponent has
an influence on the reaction time of the participant.
Meaning that the reaction times of the participants
can differ significantly per opponent.

Figure 3.8: Number of wins for the participants
per ToM order of the opponent
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Figure 3.9: Reaction times of the participants
per ToM order of the opponent on a logarithmic
scale

Figure 3.10: Results of the RFX-BMS in percentages per strategy for the whole experiment

Figure 3.11: Results of the RFX-BMS in percentages per strategy for a ToM1 opponent
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Figure 3.12: Results of the RFX-BMS in percentages per strategy for a ToM2 opponent

Figure 3.13: Results of the RFX-BMS in percentages per strategy for a ToM3 opponent

Figure 3.14: Results of the RFX-BMS in percentages per strategy for a random ToM order oppo-
nent
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4 Discussion

The present study was designed to determine the
effect of the behaviour different opponents on the
behaviour and strategy of the subject. The results
described above do indicate some differences in be-
haviour and even in strategy per opponent. The re-
sults show a difference in rate per opponent, mean-
ing that the participants actually adjusted their be-
haviour depending on their opponent.
Previous research (de Weerd et al., 2014) showed
that agents with different ToM orders had different
rates (the difference between previous and current
choice) paired with them. The results of this study
seem to indicate that an opponent of a certain order
can extract the same behaviours in humans. Figure
3.2 show that the participants behaved more or less
the same as the participants in the research done
by Frey & Goldstone (2013). They behaved more
or less randomly, and the preference for lower rates
(1-11) as opposed to the higher rates (12-23) was
found in this study as well.
Looking at the behaviour of the participants dur-
ing the different trials, we see differences in rate
as well as in reaction times. The difference in re-
action time can be explained by how ‘easily’ the
participants could predict the behaviour of the op-
ponent. Especially when playing against a ToM1

agent, the reaction times were low and the score
was high. This means that the participants could
quickly guess what the agent was going to do based
on its previous behaviour. In the trials against the
first-order ToM opponent, participants tended to
choose a number that was 2 higher than their pre-
vious choice most (almost constantly). The lack of
change in the rate explains why the reaction times
during these trials were shorter. Apparently there
was no real need to think about other rates than 2.
When comparing the trials where the participants
knew against what order agent they were up against
with the trials where the ToM order of the agent
was random, we still see some preference for a rate
of 0, 1, 2 and 3, but larger rates (7) were used as
well, while the rates during the other trials were
mostly constricted between 1 and 4. This could in-
dicate that the participants did not exactly know
which rate would be most beneficial and also could
not predict the behaviour of the opponent during
the random order ToM agent trials. The lack of
predictability of the agent is also shown in the poor

performance during these trials. Since the opponent
was so hard to predict, the participants were prob-
ably not stimulated to think hard about strategies.
Thus the participants possibly relied on a strat-
egy that felt natural and worked in other rounds,
which is the ToM2 strategy. This finding could be
consistent with previous research that states that
higher-orders of ToM are not used automatically by
humans, and that the participants are using ToM2

because this strategy appeared to be useful against
the other opponents (especially against the ToM1

agent).
The results indicate a clear difference in perfor-
mance between the different opponents. The high
performance against the ToM1 agent can be ex-
plained by the predictability of this agent. The
ToM1 agent will always choose one number ahead
of the participant’s choice, so the participant can
anticipate this and use this regularity to win. The
higher-order agents are a bit harder to predict, be-
cause they switch between the orders. And thus
making it harder for the participants to find a pat-
tern in the opponent’s behaviour. Due to the ran-
domness of the order of the random ToM order
agent, the participants were probably not able to
discern any pattern. Which led to very few wins,
and those were probably more luck than skill.
As discussed in Section 3, the behaviour of the par-
ticipants does indeed seem to differ when playing
against different order ToM agents. Figures 3.10,
3.11, 3.12, 3.13 and 3.14 show that the strategies
the participants might have used differ per oppo-
nent as well. However, the RFX-BMS assumes that
the strategies that are added for the analysis are
the only strategies that exist. Therefore it is not
possible to say with absolute certainty that the
strategies that occurred the most according to the
analysis are also the strategies that describe the
behaviour the best of all possible strategies. In fur-
ther research, it could be interesting to see if other
strategies describe the data better. Something else
to take into account when looking at the results of
the RFX-BMS is that because the analysis assumes
that at least some part of the population uses ev-
ery strategy, each strategy has a small occurrence
percentage. In this study thirteen strategies were
used, where the less relevant strategies obtained an
occurrence percentage of about 4%. This implies
that the most relevant strategy has a lower per-
centage of occurrence than when there are only four
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strategies added to the analysis. This means that
the percentages are more an indication of occur-
rence than a hard measure. The strategy with the
highest percentage could (in theory) explain more
of the data than it now does if it was found that
some of the added strategies were irrelevant.
The strategy that fits best with the largest part of
the data differs per opponent, but these differences
are sometimes small, especially when the partici-
pants played against a ToM3 agent. During these
trials there are two strategies that lie closely to each
other in the way that they fit with the data. The
ToM3 is the most used strategy with 22,4%, fol-
lowed closely by the ToM4 strategy with 21,8%.
Consistent with previous research (de Weerd et al.,
2015), participants readily used higher-order ToM
during this strategic game, even though in previ-
ous research a different was played (a negotiation
game). In this study it was found that over the
whole experiment the ToM3 and ToM4 strategies
are most used, which are indeed higher-orders ToM.
This means that over the whole experiment the par-
ticipants were stimulated to use the higher-orders
of ToM. The finding that participants mostly used
ToM is especially interesting when a ToM1 agent
was the opponent. One could simply win by always
choosing a number that is 2 higher than its previ-
ous choice (rate of 2). This behaviour is in accor-
dance with the Drift+2 strategy. However, when
looking at Figure 3.11 we see that the participant
behaviour against the ToM1 agent is more similar
to the ToM2 strategy than the Drift+2 strategy.
So the participants were more inclined to use ToM
strategies than simple strategies such as Drift+2.
The ToM2 and ToM3 opponent led to the same
most used strategy, namely the ToM3 strategy. This
finding might be explained by the observation that
second-order and third-order ToM agents behave
kind of similar (de Weerd et al., 2014). And that
ToM3 agent does indeed also use second-order ToM.
So it would truly be beneficial to (sometimes) use
the ToM3 strategy against a ToM3 agent. Another
explanation might be that the ToM2 and ToM3

agents are difficult to discern. Perhaps people iden-
tify the ToM3 agent as a ToM2 due to their simi-
larity, and therefore choose a ToM3 strategy. How-
ever, a large part of the population uses the ToM4

strategy when playing against a ToM3 opponent.
This could indicate that (these) people could dis-
cern the ToM3 opponent behaviour from the ToM2

opponent behaviour.
Another interesting finding is that even though the
ToM3 agent and the random order ToM agent both
make use of the same strategies (ToM0, ToM1,
ToM2 or ToM3), the results differ enormously be-
tween these two opponents. There are not only dif-
ferences in the strategies that describe the par-
ticipant data best during these trials, but also in
performance and reaction time. These differences
might be caused by the information about the agent
that is missing during the random order ToM op-
ponent trials. The participants are told about the
order of ToM reasoning that the opponent uses dur-
ing the ToM3 opponent trials, which might cause
them to think more about the agent’s moves. This
could also explain the longer reaction times during
these trials in comparison to the trials against the
random order ToM agent. Furthermore, the lack
of information about the strategy of the random
order ToM agent could cause people to think less
about the opponent’s strategy. The lack of stim-
ulation caused by the missing information about
the opponent’s strategy could explain why in the
random order ToM agent trials orders higher than
ToM2 are not used. The ToM2 strategy was prob-
ably successful during other trials and was easy to
execute, which could explain why it is used so much
during the random order ToM agent trials.
The finding that people do indeed change their
strategy when they are playing against different op-
ponents is in contrast to previous research (Devaine
et al., 2014), which stated that people’s learning
rule is framing-dependent. The changes in partici-
pant behaviour depended on whether the subjects
thought that they were playing against a human
being or not. They also stated that the changes in
behaviour were only caused by the distinctions in
framing, not by changes in opponent. An explana-
tion for these contrasting results might be that in
this study there was no distinction between social
games (human opponents) and non-social games.
If the participants wanted to win, they had to re-
alise that the opponent used a different strategy
and therefore they would have to adjust their strat-
egy as well.
In conclusion, humans do seem the change their
behaviour based on their opponent. We found
clear evidence for changes in rate and strategy
when playing against different order ToM agents.
It would be interesting to see if the changes in be-
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haviour also occur when the strategy of the oppo-
nent is not told beforehand, but can be predicted
based on the opponent’s behaviour.
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Appendices

A ToM orders explained

The Theory of Mind (ToM) is a theory about how
most humans are able to understand/guess other
people’s goals or thoughts. So the ToM is about
thinking about what other people (might) think.
In humans the ToM is well developed, children can
already do it. Below a small explanation of ToM.
Example:
John and Ellen are in a room together. Ellen hides
a piece of candy in a box, John sees that she puts
the candy in the box. Then Ellen must leave the
room and John replaces the candy. Now the candy
is beneath a pillow. Once Ellen gets back in the
room, John must say where he thinks that Ellen
thinks where the candy is. So John must think
about what Ellen is thinking about the candy. If
John says Ellen thinks the candy is in the box, he
has successfully executed the ToM. He realises that
since Ellen wasn’t in the room when he replaced the
candy, she cannot know that the candy has been
moved, and therefore she must think that it is still
in the box.
This is a simple example of how humans use ToM.
But humans also use the ToM in reasoning games,
such as rock paper scissors. There are also differ-
ent orders of ToM, which can help one understand
the other better, and help predict what the oppo-
nent wants or is going to do. For this experiment it
is important to realise what these different orders
mean.
first-order ToM: Thinking about what the op-
ponent thinks you are going to do, based on your
own behaviour.
second-order ToM: Thinking about what the op-
ponent thinks that you think about what the op-
ponent is going to do. So if the opponent played
something often, he might realise that you think
that he is going to play that again, and therefore
changes his move. Note that someone who is able
to use the second-order ToM is also able to use the
first-order ToM.
third-order ToM: Thinking about what the op-
ponent thinks that you think that the opponent
thinks that you are going to do. So you played scis-
sors in the last round, so you think the opponent is
going to play rock, so you are going to play paper.

But then you realise that the opponent might think
you think this way so the opponent is going to play
scissors and therefore you must play rock.
Note that someone who is able to use the third-
order ToM is also able to use the first and second-
order ToM as well.
This was the theory click on the continue button to
go to the instructions for the experiment.
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B Instructions Mod24 game

For this experiment you will play a Mod24 game.
The goal of the game is to win as many rounds as
possible. The experiment consists of 4 trials of 20
rounds each. In every round you have to choose a
number. If the number is exactly 1 above your op-
ponent’s choice you win. If the opponent chooses
a number exactly 1 above you, you lose. If neither
you or your opponent are/is exactly 1 above the
othe,r nobody wins.
The opponents against whom you are going to play
are agents. You will play against different agents,
with different ToM order. In 3 of the 4 trials the
order of the opponent will be shown on the screen.
In 1 of the 4 trials the order of the opponent will
not be shown to you. Once you click on the start
button you will see a circle with 24 numbered but-
tons, you click on a button to choose the number.
As said above exactly 1 higher than the opponent’s
choice means you win. One extra rule: 1 wins from
24.
On the screen you will also see in which round you
are (remember there are 20 rounds in each trial),
and the score of you and your opponent (a win leads
to 1 point); you will also see which number you
chose and which number the opponent chose. And
remember the aim is to get a high score.
After 4 trials of 20 rounds the experiment will stop
and you are finished. After every trial a pop up
message will appear informing you that you will
start playing against a new agent. These were the
instructions. When you are ready to start the ex-
periment, click on the start button.

16


