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Abstract: The multi-agent card game Hearts is learned by the use of Monte Carlo learning and
a Multilayer Perceptron. This card game has imperfect state information and is therefore harder
to learn than perfect information games. A few different parameters will be looked at to attempt
to find out which combination is most promising. Most importantly, two activation functions,
namely Sigmoid and a Leaky version of the Rectified Linear Unit (ReLU), will be compared and
a variation in the amount of hidden layers will be studied. After experimentation it is concluded
that the Sigmoid function is outperformed by the ReLU. Multiple hidden layers seem to slow
the learning process down and do not improve performance.

1 Introduction

Card games are well-defined as multi-agent systems
and therefore they have been studied widely. When
it comes to perfect information games good results
have been achieved (van der Ree and Wiering, 2013;
Silver, Huang, et al., 2016; Lai, 2015), even beating
human experts. However, existing algorithms or ap-
proaches have not been able to beat the expert level
play that humans are able to achieve in a number
of imperfect information games. The unobservable
state variables such as the cards in the hand of an-
other player make it difficult to find a good strategy.
A recent success in the field of Artificial Intelligence
comes from such an imperfect information game,
namely Poker. Algorithms were able to beat pro-
fessional poker players with statistical significance
(Moravcik et al., 2017). Another challenge is the
competition and cooperation between the different
agents in these multi-agent systems. Reinforcement
learning (Sutton and Barto, 1998), a trial and error
based machine learning framework, has often been
applied to this type of problem with successful re-
sults, for example Backgammon using TD learning
(Tesauro, 1995) or various Atari 2600 games (Mnih
et al., 2013).

1.1 Hearts

This thesis will be focusing on the popular card
game ’Hearts’, which usually involves 4 players. It
can be seen as finite-state, non-cooperative and falls
in the imperfect information category. The most
popular and well known version of the game uses
52 cards, 13 for each player. The first player plays
a face-up card and one by one the others follow,
trying to match the suit of the card that the first
player has played. The highest value card in the
lead suit wins the trick. That player will lead the
next trick and this continues until all cards have
been played. Cards that have been ’won’ remain
on the table face-down near the player that ob-
tained them. What makes the Game of Hearts in-
teresting is that the objective is to score the least
amount of points. Once the set point limit has been
reached by at least one player the person with the
lowest score wins, the others lose even if they did
not reach the limit themselves. Each card of the
Heart suit is worth a single point and the Queen
of Spades is worth thirteen. When a player collects
all points he/she will be awarded with a score of
zero while the others all get 26 individually. This is
called ’Shooting the Moon’. This popular version of
Hearts however is very restricted when it comes to
being allowed to play certain cards, and therefore
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this version will not be used. Instead the Dutch
version of the game will be looked at. It uses 32
cards, limiting the state-space and has far fewer re-
stricting rules allowing for more freedom of action.
In this version the Queen of Spades is worth five
points, and the Jack of Clubs is worth two points.
Since there are less cards available the score for
Shooting the Moon also changes. Instead of 26 there
are now 15 points that can be obtained. Tradition-
ally this version has two stages, one to reach the
point limit and then another where the objective
is to get back to zero as quickly as possible. The
person who achieves this wins. This last stage will
not be looked at in this thesis. Shooting the Moon
however, will be included which was not the case
for some other Hearts related research (Ishii et al.,
2005).

1.2 Reinforcement Learning

The Game of Hearts is well suited for reinforcement
learning. The state-space is large but there is only
a small action space, namely the card that you can
put on the table. The environment is also difficult
to predict since the opponent hands have been ran-
domly determined, so it is not easy to select an
optimal action. The reward function can also be
directly defined by looking at the card played and
the penalty points obtained. The only slightly more
difficult aspect here is that Shooting the Moon will
enforce a fifteen point penalty after the agent has
played well, since it got zero points during the en-
tire hand. This will negatively impact the learn-
ing process and since it does not happen very of-
ten it may be difficult to learn to incorporate this
game aspect. Since each hand will most likely be
different it is hard to come up with a perfect solu-
tion to the situation and therefore a general policy
could be very effective. Reinforcement learning is
different from supervised learning because correct
input/output pairs are never given to the network
(Wiering and van Otterlo, 2012)

The agent will be made using a multi-layer per-
ceptron (MLP), trained using the Monte Carlo
method. Using an MLP has worked for several other
games in the past and with good results. They
have the ability to find structure or meaning from
very complicated data, often too hard for humans.
If given enough high level training data it might
be able to reach expert status in games like the

Game of Hearts. This training data is hard to ac-
quire though. No probability data is needed since
the required decision function will be made purely
by processing the data given to the MLP. This type
of Neural Network has been proven to be a univer-
sal approximator if it has sufficient hidden nodes
(Hornik, 1989). Even with a small amount of in-
put values this type of network is able to learn to
play games (Bom, Henken, and Wiering, 2013). In
the Game of Hearts however decisions are based on
what has happened up to this point in time and not
only the current situation. This type of game can
be described as being a perfect recall game (Ishii
et al., 2005) and therefore it may be hard to make
that work with few inputs. The reward function can
be easily defined with the Game of Hearts. For ev-
ery action the points are added to the total amount
of points you currently have within this hand. The
total amount of points can be used as negative re-
ward when training the network.

1.3 Related Research

There have been reinforcement learning attempts
to master this game, the most successful be-
ing based on a partially observable Markov Deci-
sion Process (POMDP) (Ishii et al., 2005). They
achieved a level that had no significant difference
from an expert player, but was not able to play
at a higher level than that, meaning humans are
still able to beat it. Their approach approximated
the card distribution of the other players and tried
to predict their actions based on that. Other re-
search that dealt with the Game of Hearts directly
used TD-learning and was based on the success-
ful TD-learning backgammon approach (Sturtevant
and White, 2006). Their player was able to beat
the best known search-based Hearts player at the
time. Apart from these relatively successful at-
tempts there has not been a lot of research when it
comes to the Game of Hearts and machine learning.
This leaves a lot of unexplored room. Monte Carlo
learning in combination with a multilayer percep-
tron has worked in other games and this combina-
tion will be used in this research as well. MLPs
operate using activation functions and there are
two popular choices at the moment: the Sigmoid
function and the more recent Rectified Linear Unit
(ReLU). Both have their share of advantages and
disadvantages such as the Sigmoid not blowing up
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the activation and the ReLU has no vanishing gra-
dient. Which one is best is up for debate.

This study aims to find out if the Rectified Linear
Unit (ReLU) activation function performs better
than the Sigmoid activation function when learning
the Game of Hearts, and if using more hidden layers
allows for better performance. A small evaluation
will be done in the form of a competition to see how
well the network has learned to play.

2 Method

A Multi-layer Perceptron will be used to learn the
state-action value function in combination with two
different activation functions. The Sigmoid function
(eq. 2.1) has been widely used in conjunction with
Neural Networks but lately it is the Rectified Linear
Unit (eq. 2.2), usually shorthened to ReLU, that
is becoming more popular. Therefore both will be
used to train the network to play Hearts.

S(x) =
1

1 + e−x
(2.1)

f(x) =

{
0 for x < 0
x for x ≥ 0 .

(2.2)

The Monte Carlo method aims to change the value
of the weights within the MLP after a certain ac-
tion has taken place. The value is changed in a par-
ticular direction depending on how good that ac-
tion is. This generally takes many simulated games
to achieve. Using state and action pair data the
weights within the MLP can be adjusted. The re-
inforcement learning algorithmn used in this thesis
is defined as follows (Eq. 2.3):

Q(st, at)← Q(st, at) + α(−
8∑

i=t

ri −Q(st, at))

(2.3)
Here rt resembles the amount of points obtained in
trick t. The current state of the game is selectively
used as input for the MLP, which chooses an action
based on the best expected sum of future rewards.
The actions of the network in turn may cause it
to obtain points. These can be used to negatively
reward the network. Then the weights can be up-
dated by the use of Eq. 2.3. The output layer of the
network has 32 nodes, one for each possible action
in the game (since there are 32 cards). An example

of the rewards over the course of a hand can be seen
in Table 2.1.

Table 2.1: A possible reward table after playing
a full hand.

Trick Points obtained Total
1 0 0
2 0 0
3 2 2
4 0 2
5 5 7
6 2 9
7 0 9
8 0 9

2.1 Network Input & Distribution

Since the Game of Hearts is a perfect recall game
few inputs will most likely not work well. This
study does not aim to find the best higher-order
inputs for the Game of Hearts so therefore the
inputs are defined as follows: 32 binary values for
the cards in the agent’s hand, 32 binary values for
the cards that have been played so far, 32 binary
values for the cards currently on the table, four for
the amount of points each player has and one for
the total amount of points within the hand, four
to see how many cards of each type are left, one
to specify at which time the player is allowed to
play in that trick and one binary value that shows
if someone is still able to ’Shoot the Moon’. This
makes for a total of 107 inputs. The inputs that
are not binary were not normalized.

Since we’re dealing with a lot of different possible
states and the fact that the player’s hand decreases
with every trick the MLP will be using eight dif-
ferent networks, each one for a different amount of
remaining cards in the player’s hand. This way the
networks can learn to differentiate between more
situations.

2.2 Parameters

When it comes to learning a game with reinforce-
ment learning and a neural network there are a
few parameters that influence how well the network
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learns given a particular activation function. In this
case there are:

• Learning rate

• ε -greedy exploration amount

• Amount of hidden layers

• Amount of nodes in the hidden layers

• Network input

The learning rate represents how much the network
should learn from a particular move or action. It is
fairly basic but very important to obtain robust
learning. A sigmoid function typically uses a larger
learning rate than a Rectified Linear Unit for exam-
ple so sticking to just one fixed rate is not a good
option. Exploitation versus exploration is a much
debated topic in the field of reinforcement learning
and picking a good amount of exploration can be
tricky. In general a lot of exploration takes place
at the onset of learning in order to have a wider
variety of options to pick from, but at the end it is
usually better to stick to the best option you have
available more often. The ε-greedy policy is a way
of selecting random actions from a set of available
actions. A random action is selected with a prob-
ability of ε, which means that an action that gives
the maximum expected sum of future rewards avail-
able is selected with 1-ε probablility. In this thesis
decaying ε-greedy is used, meaning that the value
of ε goes down to zero over time. The amount of
hidden layers and the amount of nodes within each
layer that you should pick is hard to define. More
hidden layers means you can theoretically have a
higher level of abstraction from data but it might
also slow down the learning process. When it comes
to the amount of hidden units within a hidden layer
there are a few rules of thumb but in general it is
important not to have too little in order not to re-
strict learning complex concepts.

3 Experiments & Results

There are two main questions of interest in this
research. 1) Which activation function is better,
the Sigmoid or the ReLU? 2) Are more hidden
layers useful when it comes to learning the Game
of Hearts?

In order to answer the first question six config-
urations will be tested and compared, three for
each activation function and for each activation
function all three will have a different amount of
hidden layers. One approach would be to have all
parameters fixed and only change the activation
function, but that will not work. The Sigmoid and
the ReLU usually peak at different learning rates
and it would not be fair to use the same one for
both since one will be at a disadvantage. Therefore
for each amount of hidden layers the optimal
configuration will be used for both activation
functions. The exploration rate will be kept the
same for each setting at a 10% chance of making
random moves, slowly decaying to 0 percent all the
way at the end. In the Game of Hearts you rarely
encounter the same situation twice and therefore a
wide variety of moves and states will be explored
by default. The training will last for 1000 games
up to a pointlimit of 10,000 points. Having such
a high point limit is unusual but it allows for
greater visibility of progression. Hearts has a luck
element involved in it and if you would play up to
the usual 100 points this luck aspect can make it
harder to spot the average play of the network.
By going up to 10,000 points luck is spread out
more evenly and will be less of a factor in judging
performance. Each network will be trained eight
times for 1000 games and then tested for 300. An
average will be made for both the training and
the testing phase to get the performance for each
configuration. The amount of hidden units will be
fixed at 64 hidden units per hidden layer, so the
total amount of units will vary. A large amount
of hidden units in the network is unnecessary
when it only has one layer, but it should be used
when more hidden layers are involved to stop the
network from underfitting. The total amount of
hidden units for each configuration in the first
experiment can be seen in Table 3.1. These will
be used to compare the Sigmoid function and the
ReLU.
To answer the second question the best activation
function from the results of the first question will
be used to reduce the amount of training time.
The amount of hidden nodes, learning rate and
exploration will be fixed at certain values. The
amount of hidden layers will be the only thing that
changes. Since the amount of layers change but the
amount of nodes will not they have to be divided.
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Table 3.1: A table showing the six network con-
figurations used for the first experiment. The
amount of hidden units is fixed at 64 hidden
units per layer, therefore totals will differ.

Activation
function

Learning
rate

Hidden
layers

Total
hidden
units

Sigmoid 0.001 1 64
Sigmoid 0.001 2 128
Sigmoid 0.001 3 192
ReLU 0.001 1 64
ReLU 0.0001 2 128
ReLU 0.0001 3 192

Three layers will have 64 nodes in each layer,
making for a total of 192. With two layers each
layer will have 96 nodes and with a single layer
that layer will have 192 nodes. This means that the
amount of hidden units is not the same in the two
experiments. In the first experiment, comparing
the Sigmoid function with the ReLU, the amount
of total hidden units is fixed at 64 hidden units per
layer, meaning that the total number of hidden
units can differ between networks. In the second
experiment, looking at the effect of hidden layers,
the total amount of hidden units in the network is
fixed at 192 hidden units, that is regardless of the
amount of hidden layers used. The learning time
will also be tripled to 3000 games instead of 1000,
which is rougly five hours of training in order to
see if some networks stop improving after a certain
time. The same amount of testing, i.e. eights times
300 games, will be used as the first experiment.

The opponents will be the same for all trials. The
single opponent was made by letting four MLPs
learn against each other from scratch for a long pe-
riod of time. Afterwards a testing session was done
and the best network was selected. This way it was
possible to avoid hardcoding an AI, which is not
easy. In each trial one new network will start learn-
ing against three of these same opponents. In order
to compare the Sigmoid function with the Recti-
fied Linear Unit (ReLU) the best combinations for
each hidden layer amount were picked and trained
multiple times. A combination of learning curves,
testing and statistical tests will be used to deter-
mine if the sigmoid function is still a valuable op-

tion. The exploration rate was kept the same for
all these different configurations and the optimal
learning rate was chosen, i.e. the one that managed
to get the lowest score and the most wins during
trials. This way there is a fair comparison since one
learning rate might work well for the sigmoid func-
tion but might not work well for the ReLU making
the comparison useless.

3.1 Learning Rate

The learning rate might be the most important
parameter when it comes to learning so a lot of
trial and error has been done to find the opti-
mum for each configuration. The learning rates
tried were: 0.01, 0.001, 0.0001 and 0.00001. The
last one was only tried when 0.0001 was an im-
provement over 0.001. For both the Sigmoid and
the ReLU it was quickly established that 0.01 was
too high of a learning rate to produce any note-
worthy results. The Sigmoid performed best with
0.001 and any lower only slowed down the learning
process. When it comes to the 3-layered Sigmoid
MLP performance was poor regardless of the learn-
ing rate. With the ReLU a learning rate of 0.001
worked well with one hidden layer, which only has
64 hidden units. When the amount of layers and
thus the amount of hidden units increased 0.001
was too high and caused regular blow-ups in the
network. Table 3.1 shows the configurations that
were chosen for the comparison between the Sig-
moid function and the ReLU.

3.2 Sigmoid versus ReLU

When looking at Figures 3.1 & 3.2 for the first ex-
periment it can be seen that the learning curves
show the most obvious difference in the 3-layer con-
figurations. The Sigmoid function is not able to
beat the opponents regularly within this timeframe.
The opponent data shows that there is some learn-
ing going on since their average score keeps increas-
ing but the initial score gap is barely halved. The
ReLU with 3 hidden layers on the other hand is
able to win quite a few number of games. There
are differences to be seen in the other two hid-
den layer sizes but they are less obvious and it is
harder to tell whether or not these differences are
meaningful. Table 3.2 shows the means and stan-
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Figure 3.1: Three graphs of the different Sig-
moid configurations. The score goes up to 10,000
because that is where the point limit is at.

Figure 3.2: Three graphs of the different ReLU
configurations.

dard deviations of the different networks and there
is a measurable difference between the ReLU and
the Sigmoid function. Table 3.3 shows that there is
a significant statistical difference between the two
activation functions.

Table 3.2: Means and standard deviation (SD)
of the different configurations after eight test
runs of 300 games.

Network & amount
of hidden layers Mean SD
ReLU, 1 9335 97
Sigmoid, 1 9543 109
ReLU, 2 9494 110
Sigmoid, 2 9680 98
ReLU, 3 9737 85
Sigmoid, 3 10004 6

Table 3.3: Statistical t-test results, only compar-
ing the ReLU and Sigmoid configurations when
their amount of hidden layers is the same. N=8.

ReLU vs. Sigmoid p-value
One hidden layer 0.0012
Two hidden layers 0.0023
Three hidden layers 0.0001

3.3 The Effect of Hidden Layers

The previous results show that the Rectified Linear
Unit is better than the Sigmoid and therefore this
part of the experiment will not include the Sigmoid
any longer. In order to investigate if it is helpful
to use multiple hidden layers instead of just one
layer there needs to be a fixed amount of hidden
nodes as discussed earlier. In this case that fixed
amount will be 192 hidden units. Every configura-
tion uses the ReLU activation function, a learning
rate of 0.0001 and the default exploration amount.
They’re trained for 3000 games, 10,000 points each
game. That translates, roughly, to 5 hours of train-
ing time on the set-up used.
Figure 3.3 & 3.4 show that all three configura-
tions are capable of learning the game and there
are no immediate differences to be seen. The learn-
ing curves sligthly flatten near the end for all three
of them but this does not mean they cannot im-
prove any further. Afterwards the configurations
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Figure 3.3: The three different hidden layer
sizes.

were tested to get a better understanding of how
well they performed, this can be seen in Figure 3.4.

This reveals slightly more. Glancing at the graphs
there is a difference to be seen in the average score
that they achieve. More hidden layers seem to result
in a higher score, which is worse. Table 3.4 seems

Table 3.4: Means, standard deviation (SD) and
the lowest score achieved by the different con-
figurations.

Amount of
hidden layers Mean SD Min
1 8311 233 7666
2 8554 244 7843
3 8690 256 8123

to confirm this. The mean gradually increases when
the amount of hidden layers goes up, the same can
be seen in the minimum score achieved and the
standard deviation. Comparing the test results us-
ing a t-test shows a significant statistical difference
between the use of one or three hidden layers, as can
be seen in Table 3.5. The other effects are seemingly
not significant even though the difference between

Figure 3.4: The three different hidden layer sizes
from top to bottom. Tested for 300 games.

Table 3.5: Statistical t-test results, comparing
the different amount of hidden layers while the
amount of hidden nodes are the same. N=8.

Amount of hidden layers p-value
1 versus 2 0.0610
1 versus 3 0.0079
2 versus 3 0.2951

one and two layers is nearly significant.

3.4 Competition

The experiment results show some significant dif-
ferences but how do the networks play? Are they
any good? In order to test that first a small compe-
tition of 1000 games up to 10,000 points was played
between the training opponent and the three best
networks from the second experimenting phase, all
three with a different amount of hidden layers.
What jumped out immediately is that the networks
performed better if the worst player of the bunch
was to their left. This would mean that this player
accumulates a lot of points and therefore has to
lead a lot of tricks. This results in the network be-
ing able to play the last card of each round and
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thus it can make a better decision because a lot of
state information is known. This can be seen in 3.6
and 3.7.

Table 3.6: A small competition where a trained
network is able to play one of the last cards of
each trick often.

Network Amount of wins
Training Opponent 330
ReLU with one hidden layer 670
ReLU with two hidden layers 0
ReLU with three hidden layers 0

Table 3.7: A small competition where the train-
ing opponent is able to play one of the last cards
of each trick often.

Network Amount of wins
ReLU with one hidden layer 539
Training Opponent 461
ReLU with two hidden layers 0
ReLU with three hidden layers 0

Overall the ReLU with one hidden layer performs
best, but there is a noticeable difference between
the amount of wins and the positions of the net-
works. What is surprising is that the ReLUs with
two and three hidden layers were not able to beat
the opponent they trained against even though they
performed much better than their opponent near
the end of the training phase.

For the second part I compared my own perfor-
mance against an opponent that randomly plays
a legal card, the training opponent and the ReLU
with one hidden layer from the second experiment.
For each type of opponent I played against three
identical networks until the point limit of 50 was
reached and repeated that five times. Then I took
an average of my final score against that specific
opponent. Table 3.8 shows the results. The scores
clearly show that something has been learned by
the networks since they provide a bigger challenge
than the random player.

Table 3.8: My personal average scores after five
games of playing against each network with a
point limit of 50. The average scores of the op-
ponents are also shown.

Network Personal
Average
Score

Opponent Scores

Random
player

6 50/34/30

Training
Opponent

26 48/40/36

ReLU 29 47/39/35

4 Conclusion & Discussion

This study has shown a few things about learning
to play the Game of Hearts using a multi-layer
perceptron and Monte Carlo learning. Two acti-
vation functions, the Sigmoid and the ReLU were
compared using their optimal configurations from
the parameter options available. It was found that
the ReLU performs significantly better than the
Sigmoid with all the three different amounts of hid-
den layers. This experiment had a relatively short
learning phase of around one hour so we could look
at the learning speeds. The best configuration was
a ReLU with 1 hidden layer and a learning rate of
0.001 but since the amount of hidden units did not
remain the same across hidden layer sizes this is
not necessarily the best option for training. It only
showed that the ReLU performs better than the
Sigmoid. Furthermore there is no significant differ-
ence in the stability of the two activation functions.

Next it was shown that increasing the amount of
hidden layers without touching the total amount
of hidden units does not increase performance,
even when trained for an extended period of time.
Only one difference, the one between one and three
hidden layers, was found to be statistically signifi-
cant. The difference between one and two hidden
layers is almost significant. It is suspected that the
reason why it is not a significant difference is that
the number of trials was limited to eight. Either
higher levels of representation or abstraction were
not learned or they are not needed to learn the
Game of Hearts. Only the ReLU was used in this
experiment. The best network was the network
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with one hidden layer and in competition it also
beat the others by a good margin. When looking
at the mean, standard deviation and the lowest
score achieved this network obtains the best results.

Even though the networks were nearly always
able to beat the well trained opponent there is no
way to say if the level of play is near that of ex-
perts. One of the biggest problems here is the lack
of playtime against these experts, and with no data
set available it will be hard to test if an MLP with
Monte Carlo learning could reach that soon. It is
not very hard to learn to beat the opponents you’re
playing if you play them for a long time, but it is
very hard to beat stronger opponents you’ve never
played before. Looking at the small competition be-
tween the networks and myself however it should
be noted that it is not easy to play against these
networks as a casual player of the game.

Looking at the learning curves of the networks
that had an extended period of learning it can
be seen that the curves flatten out near the end.
This could mean that the networks have reached
a plateau against this specific opponent and will
not improve much more. This shows that there
are limitations to this approach but that could
be due to the lack of high level play exhibited by
the opponent or the luck involved in the Game of
Hearts. Even with perfect play you will nearly al-
ways have some bad luck and thus there has to be
some sort of limit as to what score a player is able
to achieve. Furthermore the combination of oppo-
nents and their strategies can have a negative effect
on performance. The ReLU with two or three hid-
den layers is able to beat the training opponent
when it faces three of them, but throw other net-
works or opponents in the mix and it can score
worse than the training opponent does. The train-
ing opponent however was merely a tool for exper-
imental purposes and only training against it will
probably never result in an allround player. In or-
der to reach high levels of play against a variation
of experts such training does not suffice.

As previously said, selecting higher-order inputs
that are useful for the network can yield good re-
sults (Bom et al., 2013). The inputs used for this
network are by no means optimal. These inputs
were picked because they seemed useful from a hu-
man standpoint but this does not mean that the
networks use them in the same way. Using bet-

ter higher-order inputs could therefore improve the
level of play that can be achieved by a significant
margin.

The results of this paper show that the Recti-
fied Linear Unit (ReLU) performs better than the
Sigmoid function when it comes to learning the
card game Hearts and that using more hidden lay-
ers does not increase performance. Future research
could combine a multi-layer perceptron, with better
higher-order inputs. Lastly research into the Game
of Hearts could greatly benefit from a dataset of
expert level play in order to assess the level of play
achieved.
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