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Abstract

Buildings are increasingly equipped with sensors and actuators to control processes
within the building. Such smart buildings are able to observe the current state of the
environment as well as detect occupancy and can control environmental conditions
according to specified preferences. This has the potential to substantially reduce the
energy consumption of the building, which greatly contributes to the total energy
consumption, as devices are often times switched on by default throughout the day,
even when not in use. More fine-tuned control can be achieved through automation,
allowing devices to be switched on only when required. At the same time, individual
preferences enable environmental conditions to be adjusted per occupant, increasing
both comfort and convenience.

Constraint satisfaction problems are suitable for modelling these smart building
systems because of the comparable problem structure. Building environments are
highly dynamic, however, requiring frequent changes to the state of the actuators
based on the many sensor updates. Additionally, changes must be processed in real
time to guarantee occupant satisfaction. Because solving a constraint satisfaction
problem is an NP-complete problem, algorithms that are guaranteed to find a so-
lution require exponential time to do so. This severely limits the applicability as
problems easily grow beyond a size that can reasonably be handled.

Scaling such smart building systems beyond a single building to several connected
buildings or even an entire city can be very beneficial, however, as increased con-
nectivity has many advantages. Operational efficiency can increase and resources
can be deployed more effectively. For example, combined with other technologies
such as smart grids, smarter planning of energy supply becomes a possibility.

This research presents a distributed algorithm that allows constraint satisfaction
problems to be used on a much larger scale within smart environments. By combin-
ing a special data structure, the dynamic dependency data structure, together with
Apache Spark GraphX, a scalable algorithm is realised that can utilise the process-
ing capabilities of many machines to handle problems of increasing size. Analysis
of the algorithm shows that the algorithm is correct and has a quadratic space
complexity combined with an exponential message complexity. Randomly gener-
ated problems are used to assess the scalability of the algorithm. The results show
that it is possible to decrease the time required by the algorithm to find a solution
when additional processing power is made available. This is not the case for all
the problems on which the algorithm was tested, however, and the decrease is also
limited by the amount of work that can be performed in parallel. Nonetheless, the
research shows that it is possible to combine the dynamic dependency graph data
structure and GraphX into a distributed algorithm, which has the potential to scale
with respect to the problem size by adjusting the available computational power.
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1 Introduction

Contemporary buildings are increasingly equipped with sensors and actuators, creating
smart buildings that are able to monitor the building environment and control processes
within the building [3]. Sensors are used to keep track of the environmental conditions
within the building, such as temperature and light levels, and can keep track of the loca-
tion of occupants inside the building. Higher level information can also be extracted by
combining readings from different sensors to recognise the activities that are performed
by occupants [4]. Actuators make it possible to change the current state of appliances
that are installed within the building, for example, switching the lights on and off in
a certain room or area. The actual automation is realised by using the actuators to
alter the state of appliances based on the information provided by the sensors. Rules
or preferences dictate when the state of an appliance has to be altered and which state
should be chosen (e.g. requiring light in a room when someone is present and the light
level is insufficient) [4].

Automating processes within a building allows the lights in a room to be switched
on when someone is present in that room and can otherwise be switched off. Because
appliances are currently on by default in many buildings, even when they are not in
use, regulating processes in this way can save a substantial amount of energy [4]. At the
same time, the comfort of occupants is increased because it allows for more fine-grained
control of these processes such as making it possible for occupants to choose a com-
fortable temperature for the office space that is independent of the temperature setting
in other offices [3]. Safety within a building can also be increased drastically because
the building is able to detect harmful situations such as a fire and can respond in an
appropriate way [5, 6].

The type of rules that are used by the system has a large impact on the behaviour
of the system. Rules can explicitly define the state of actuators given certain measure-
ments from sensors. Such rules give a high degree of control over the actuators but are
more tedious for the users to work with as specific rules have to be created for every
possible situation. This introduces a large number of rules into the system and can also
limit the effectiveness of the system, for example, when it comes to reducing the energy
consumption as much as possible [1]. Using more generic rules that only express envi-
ronmental conditions allows for a more flexible approach. Users only have to specify the
preferred conditions that are in turn used by the system to determine which actuators
have to be changed in order to satisfy those conditions. This is not only easier to use
but also allows the system to satisfy the rules differently under different circumstances,
making it more flexible and allowing for a greater potential to reduce the energy con-
sumption [1]. However, due to the large number of rules that are needed to capture the
preferences of all the users in the entire building, satisfying those rules in this way is
not a straightforward task. The system has to find a valid state for every actuator in
the building such that the rules are satisfied, and because the rules do not express this
directly, many combinations have to be considered. Additionally, it may be possible to
satisfy the rules in more than one way. In that case, the actuators should ideally be in a
state such that the overall energy consumption is minimised since reducing the overall
energy consumption is an important goal.
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One way to solve this problem is by modelling it as a Constraint Satisfaction Prob-
lem (CSP), a type of search problem where, given a set of variables, domains for each of
those variables and constraints imposed on those variables, a valid assignment for each
of the variables has to be found such that all the constraints are satisfied. Formally, a
CSP is defined as a triple 〈X,D,C〉 [7], where

X = {X1, X2, · · · , Xn} is a set of variables,

D = {D1, D2, · · · , Dn} is a set of the respective finite domain of values, and

C = {C1, C2, · · · , Cm} is a set of constraints.

The domain Di belonging to a variable Xi determines the values that can be assigned to
that variable. Constraints are predicates of the form ck(xk1, · · · , xkj) that are defined
on the Cartesian product Dk1×· · ·×Dkj . The predicate is true if and only if the values
assigned to the variables involved in the predicate satisfy the constraint, limiting the
values that can be assigned to the variables involved in the constraint. Solving the CSP
requires finding a value for each variable Xi from its respective domain Di such that all
the constraints are satisfied. A cost (e.g. energy consumption in case of smart building
systems) can also be assigned to each of the domain values, which can, in turn, be used to
compute a cost for a complete solution (e.g. summing the costs of the assigned values),
making it possible to differentiate between different solutions. With a cost assigned to
each solution, the problem can be optimised with respect to this cost and the solution
with the lowest cost can be selected among all the consistent solutions.

The building problem can be converted to a CSP by using the sensors and actuators
as variables and the rules as constraints on these variables. Solving the building prob-
lem, finding the correct state of the actuators, is then equivalent to solving the CSP,
for which many techniques already exist. However, the resulting CSP would contain
many variables and constraints due to the large number of sensors and actuators that
are installed in a building. On top of that, constraint satisfaction is an NP-complete
problem [7, 8], meaning an algorithm that is guaranteed to find a solution that satisfies
all of the constraints, if one exists, has to search through all the possible combinations
in the worst case, which requires exponential time [8]. This can be somewhat mitigated
because in many cases algorithms make use of heuristics that can reduce the time re-
quirement considerably. However, applying heuristics successfully to a wide variety of
problems can be difficult, because heuristics often use information specific to a certain
problem which may not apply to a different problem in the same way [9]. Additionally,
heuristics can help to speed up the process of finding a solution, but the same heuris-
tics do not necessarily result in the same performance gain when applied to different
problems. More efficient search is therefore not guaranteed and even with the use of
heuristics, the search process still requires exponential time in the worst case. Some
heuristics also make use of properties where finding those properties is an NP-complete
problem as well, meaning an approximation must often be used instead [10]. Therefore,
it is clear that solving such a CSP would take a tremendous amount of time, assuming
it is even possible at all.
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Fortunately, processes within a building often do not directly influence each other (e.g.
lights in one room can be controlled independently of the lights in another room). The
rules that have been specified are also highly localised and strongly depend on the mea-
surements that are obtained from the sensors [1]. When rules are bound to the presence
of an individual that is not currently present, the rules do not have to be taken into
account. Similarly, an action that is, for example, only required when the light level
is below a certain threshold when the light level is in fact above that threshold, does
not have to be carried out. These observations have been captured in a special data
structure called the dynamic dependency data structure (or dynamic dependency graph,
explained further in Section 2), where the observations are used to define the activeness
of rules. Rules such as mentioned previously are said to be inactive and these types of
rules can be used to decompose a CSP [1]. The subproblems that are obtained after
such a decomposition contain only active rules and are not dependent on each other.
As such, the CSPs can be solved independently of each other and a significantly lower
number of variables and constraints are involved in the individual CSPs, which signifi-
cantly reduces the amount of time that is required to find a solution to the CSP. When
solutions have been found to all the CSPs, it is possible to combine all of these solutions
into a global solution that is valid for the complete CSP [1].

Splitting the complete CSP in this way does not necessarily guarantee CSPs with a
size that is small enough to be easily solved. The procedure entirely depends on the
number of inactive rules and the exact position of these inactive rules within the dy-
namic dependency data structure [1]. Solving the CSP only once is also not sufficient
because the building environment is highly dynamic. Sensors constantly collect new
measurements from the environment that reflect changes in that environment. When-
ever a sensor value changes, the state of actuators may have to be changed accordingly
to ensure that all the constraints are satisfied. This could mean switching certain de-
vices on such that some constraint is satisfied, but it may also be necessary to switch
devices off again to satisfy a constraint or because the constraints are satisfied regard-
less and keeping the devices on wastes energy. Moreover, separate parts of the building
may be connected by constraints that are mostly inactive, but some event may cause
these parts to become temporarily connected to each other [1]. Therefore, a new CSP
has to be constructed each time a change is observed and a solution to that CSP has
to be found. Based on the solution, the actuators then have to be changed to reflect
the solution and satisfy all the rules [1]. Since it is expected that the system responds
to such changes in real time, only a limited amount of time is available to solve the CSP.

So far, the problem has only been considered for a single smart building. However,
as more and more people are expected to live in the city in the future and a large share
of the greenhouse gases are emitted by cities [11], considering connectivity at a larger
scale such as a city can prove to be even more beneficial. Within a smart city, the
different infrastructures such as transportation, emergency response and energy supply
can be made more intelligent to improve the convenience, be more efficient, recover from
disasters and deploy resources more effectively [11]. For disaster management, intercon-
nectivity at the scale of a city allows information to be combined from many different
sources and sent to the appropriate authorities, making it possible to define the scale
of the disaster and more effectively deploy resources where needed [12]. Reducing the
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energy consumption and thereby the emission of greenhouse gases can also be done more
effectively at a larger scale. Environment conditions have a large effect on the renewable
energy that is being generated and the energy demand does not always follow the supply
[13]. Smart planning of energy supply is needed to address this issue, which can benefit
from the interconnectivity provided by smart cities because it provides more information
about the total amount of energy being generated and consumed, and also allows for
information to be shared on predicted future consumption [13].

While scaling beyond a single building is certainly beneficial, the problems that were
already present when considering a single building become even more pronounced. The
complete problem becomes extremely large because it contains all the sensors, actua-
tors and rules for all the buildings involved. All this data has to be stored, requiring a
tremendous amount of storage space. The resulting CSP also grows in a similar manner.
Decomposing this CSP is still possible as it was before in the case of a single building.
However, the number of individual CSPs that are obtained from this becomes extremely
large. A solution has to be found to all of these CSPs and because of the real-time
requirement, the time that is available for finding those solutions is limited. Reducing
the time that it takes to find a solution to a single CSP can be achieved by concurrently
solving many CSPs. This does not reduce the time it takes to find a solution to a par-
ticular CSP, but not solving the CSPs concurrently implies that before the search for a
particular solution can be started all the previous solutions must have been found. As
a result, the time it takes to find a solution not only depends on the CSP itself but also
on the number of preceding CSPs that have to be solved.

A distributed system can solve these problems by utilising the storage capabilities and
processing power of many machines. The complete problem can be distributed across
all the machines and the individual CSPs can be solved concurrently by different ma-
chines. Additionally, multiple machines can collectively search for a solution to a single
CSP, thereby reducing the time it takes to find a single solution. When the complete
problem grows, it also becomes possible to add additional machines to the system such
that the number of machines grows in accordance with the problem size to keep the
overall performance of the system constant.

This work introduces a distributed algorithm that can be used to solve the aforemen-
tioned problem at a larger scale (multiple buildings or cities). As a foundation for the
algorithm, the GraphX library of Apache Spark (referred to simply as GraphX here-
inafter) is used, a distributed graph processing engine [2]. GraphX is used because it
already offers many of the functionality that is required to create a distributed algo-
rithm. It was designed with distributed computation in mind and offers the primitives
needed to build a distributed algorithm, which can easily be run on a distributed cluster
of heterogeneous machines. Dividing tasks across the cluster as well as the required
communication between the machines is already taken care off. Failures that may occur
while the system is running are also dealt with whenever possible.
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The design of the algorithm allows it to operate directly on top of the dynamic depen-
dency graph and make use of all the provided benefits. As a result, the algorithm can
decompose the complete CSP and solve the smallest possible subproblems that are ob-
tained after this. Unfortunately, searching for a solution to these subproblems remains
an NP-complete problem. Heuristics are therefore applied whenever possible to speed
up the search process. Several assumptions about the problem are also introduced that
are required to allow the problem to be solved altogether, but with the aim that these
are as generic as possible to allow the solution to be used to solve different, related
problems as well.

The main focus of the research is to assess the scalability of the algorithm through
a series of experiments. When additional computational power is made available to the
algorithm, the time it takes to solve a CSP should decrease. The performance of the
algorithm, as dictated by the real-time requirement, is not a primary concern. Besides
the experiments, proofs are also presented for the correctness of the algorithm. The
complexity of the algorithm is also discussed to analyse the computational requirements
as well as the memory requirements.

The following research questions are defined that are answered in the presented research:

• Can a distributed algorithm be implemented on top of the dynamic dependency
data structure that is capable of using the unique properties offered by this data
structure to find the optimal solution to a CSPs?

• Does this distributed algorithm achieve the desired scalability by utilising the
computational power that results from adding additional machines to the cluster
such that the size of the problem can grow or the search time can decrease in
proportion to the additional number of machines (e.g. a linear increase in the
number of machines allows a linear increase of the problem size)?

• Are the properties and assumptions on which the system is based general enough
to be applied, with as little adaptations as possible, within the context of different
(CSP-related) problems?

Answering these research questions requires the design and implementation of a dis-
tributed algorithm and the assessment of the scalability of this algorithm through a set
of experiments. The Concept section motivates the design decisions for the algorithm
and presents the methodologies used for the scalability assessment. The implementa-
tion of the algorithm together with the execution of the experiments is discussed in the
Realisation section. Evaluation of the implementation and the research is performed in
the Evaluation section. Results obtained through the experiments are discussed in the
Results section, after which the research is concluded and some directions are discussed
for future research. Before discussing all of this, however, the research is compared to
existing work related to distributed CSP algorithms and techniques used to enhance
parallelism for such algorithms.
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2 Related Work

Smart buildings are an active area of research because of the realisation that office
buildings greatly contribute to the overall energy consumption and that a large amount
of the consumed energy is not used in an efficient way. Many different systems have
been proposed to make buildings more intelligent, allowing the energy consumption to
be decreased by switching off devices that are not in use. One such system for smart
buildings, as previously introduced, uses CSPs to model the environment and occupants’
preferences. Inherently, the use of CSPs makes the system very powerful and flexible,
but at the same time, the operation of the system is computationally expensive because
of the exponential complexity of solving CSPs. This complexity makes it extremely dif-
ficult to use such a system at a larger scale. Because of this, many research has focused
on methods that allow CSPs to be solved faster and more efficiently.

This section discusses some of the research that is relevant to the presented problem. A
detailed description of the dynamic dependency graph data structure is given first as it
is extremely important for the work that is presented. Several different approaches that
have been researched to solve CSPs are discussed next, including different prioritisa-
tion methods such as a linear ordering and tree-shaped structure and an algorithm that
focuses on constraints rather than variables. Finally, search space partitioning is dis-
cussed, a method that can be used to improve the utilisation of the resources by running
multiple searches in parallel and improve the performance of the search algorithm.

2.1 Dynamic Constraint Satisfaction with Space Reduction

The behaviour of modern building automation systems can be modelled as a CSP and
optimisation techniques can then be used to find the best solution to the problem given
some optimisation goal. The size of the resulting CSP is too large, however, making it
unsuitable to use directly in real-time building optimisation, because with every change
in the environment, a new solution has to be found for the CSP. The dependency graph
data structure, a concept that is heavily used by the work presented in this thesis, makes
it possible to reduce the size of the CSP as well as decompose the CSP under certain
conditions, allowing the smaller parts to be optimised individually [1].

Some important observations allow the CSP to be decomposed and the smaller CSPs
that result from this to be solved separately. First of all, a building usually consists
of many smaller rooms and a change in the value reported by a sensor in one room
only affects a small part of the environment (in most cases). Solving the problem for
the entire building again after such a change is therefore very inefficient as the solution
will remain largely the same. Secondly, many rules (or constraints) are entered into the
system to effectively control the environment, but many rules may only be applicable in
certain specific situations [1].
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Based on these observations, the dynamic dependency data structure (or dynamic de-
pendency graph when referring to a specific instance) can be built from the variables and
rules that define the environment. However, before this is actually possible, the rules
have to be in a certain format. Specifically, the rules, which are defined in predicate
logic, should be transformed to the form F (S) => F (A), meaning some function of
sensors implies a certain function of actuators. Because the sensors cannot be directly
influenced by the system and represent the current environmental conditions, it is either
satisfied or not. In the case that the described situation is not satisfied, no action has
to be taken with respect to the right-hand side of the implication because the rule is
already satisfied. Such rules are said to be inactive and do not have to be included in
the CSP, allowing a tremendous reduction of the search space and decrease in the num-
ber of dependencies [1]. When the left-hand side of the implication evaluates to true,
however, it must be ensured that the right-hand side is satisfied. As a result of this, it
is not necessary to include the sensors as variables in the CSP because these cannot be
influenced. This notion of active and inactive rules also allows the full problem graph
to be decomposed into different subproblems that can be solved independently of the
other subproblems [1].

(a) All rules are active. (b) r1 is inactive. (c) r3-r5 are inactive.

Figure 1: Example Dependency Graphs [1].

A dynamic dependency graph (shown in Figure 1a) consists of all the rules rn together
with the variables an that represent the actuators of a problem. One node is introduced
in the graph for each rule (the circles) and for each variable (the squares), representing
a single constraint or state of an actuator respectively. Nodes representing a rule are
connected to all the variables that are involved in that rule. An example graph with
several different states is shown in Figure 1, which demonstrates exactly how the dynamic
dependency graph works. Figure 1a shows the full graph where all the constraints are
active. There are two separate components that are not connected to each other, these
can in any case be solved separately. In Figure 1b, the rule r1 is inactive, splitting
the component that it is involved in into two separate components (all components
are encircled in blue). Each of these components can be solved separately from the
other components, meaning that a separate CSP could be constructed for each of these
components that can then be solved. The last image, Figure 1c, shows even more
inactive rules and as a result also more components.
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Proofs are presented in the research that show that decomposing the CSP in this way
allows for a globally optimal solution to be found when the solutions of the individual
parts are combined. Experiments also demonstrate that the approach results in a much
better performance and allows the environment to be modelled in an effective way [1].
The scalability of the presented method is limited, however, because the algorithm that
is used to solve the CSPs runs on a single machine. This has an influence on the time it
takes to solve a single CSP, the number of CSPs that can be solved concurrently as well
as the problem size that fits in the memory of a single machine. The research presented
in this thesis tries to improve this by distributing the problem and thereby increasing
the overall scalability.

2.2 Ordering Heuristics for Increased Performance

Having agents concurrently and asynchronously execute a structured search within a
distributed context requires an imposed ordering on the agents because agents generally
do not have a consistent view of the assignments made by other agents and have to
record previously tried solutions to ensure completeness [14]. Imposing a linear ordering
on the agents ensures that only a single agent extends the current partial solution with
complete knowledge of the previously assigned values. The search algorithm also be-
comes completely sequential, however, with only a single agent performing useful work.

The Asynchronous Weak-Commitment Search algorithm uses the min-conflict heuris-
tic [15] to combine a dynamic linear order with concurrent assignments. Experiments
show that this results in a significant increase in the performance of the search, and
allows larger problems to be solved [16]. Using the dynamic priority order requires
recording previously tried solutions, however, resulting in both exponential time and
space complexity. Recording fewer solutions is possible but at the cost of the cor-
rectness guarantee of the algorithm. While this is true for that algorithm, the Agile
Asynchronous Backtracking algorithm shows that a dynamic priority order is also pos-
sible with only polynomial-space complexity [17].

Concurrency is realised in a different way by the Asynchronous Forward-Checking al-
gorithm. The current partial solution is still extended sequentially, but after each as-
signment, the agents concurrently verify that at least one value is compatible with that
partial solution [14]. The algorithm is shown to be correct and leads to a more efficient
search. Abandoned partial solutions may still be extended while a new search is started,
however, as this runs concurrently with the forward-checking. The algorithm was also
not designed to find the optimal solution to a CSP, but the authors also published a
slightly altered version of the algorithm, Asynchronous Forward-Bounding [18], that is
capable of finding the optimal solution to a CSP.
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Introducing parallelism is also possible by making use of different prioritisation struc-
tures such as a tree-structure, as is done by the algorithm presented in this research.
Polynomial-time algorithms exist for solving CSPs with a tree-shaped constraint graph
[19], but using a tree-structured ordering can also be beneficial for more general con-
straint graphs, despite the fact that the complexity remains exponential. Both ADOPT
and the Interleaved Distributed Intelligent Backtracking algorithm show that a substan-
tial speedup can be achieved with this method over existing algorithms, although this
does not hold true for every type of problem [20]. ADOPT also shows that the pri-
oritisation method can be used for bounded-error approximation, making a trade-off
between the quality of the solution and the search time possible [21]. Solutions are
abandoned in ADOPT before sub-optimality has been proven, however, making it nec-
essary to sometimes re-explore previously abandoned solutions. Efficient reconstruction
of these solutions is possible but requires the agents to store a considerable amount of
information, giving the algorithm a polynomial-space requirement. This research uses
a modified version of the prioritisation used by the Interleaved Distributed Intelligent
Backtracking algorithm, but uses a structured search to reduce the memory complexity.

The Distributed Pseudotree-Optimization Procedure further shows that a depth-first
search tree combined with dynamic programming techniques can result in an enormous
reduction of the number of messages that have to be exchanged between the agents
[19]. The algorithm only requires a linear number of messages, although the message
complexity is exponential with respect to the induced width of the pseudo-tree that is
being used. The complexity of the problem itself is also exponential with respect to
the induced width, meaning much larger problems can be solved than with traditional
algorithms. However, finding a pseudo-tree with a low induced width is also an NP-
complete problem, making it difficult to find a suitable one (although depth-first search
trees are a good approximation) [19].

2.3 Complex Local Problems

In most distributed constraint satisfaction problem (DCSP) algorithms, only one agent
is allowed to assign a value to a particular variable and the actual search is done by
exchanging value assignments and conflicts with other agents [22]. Sending messages
to other agents for every value assignment and possible conflict with a single assign-
ment can be very expensive and time-consuming as communication is often a bottleneck
within distributed systems. For this reason, the Asynchronous Search with Aggregations
algorithm does not assign a single value to a variable but exchanges tuples of values
with the other agents. Agents are responsible for enforcing a constraint and assign val-
ues to all the variables involved in that constraint. Value assignments are exchanged
by sending messages that contain a list of values for each of the variables involved and
the Cartesian product of those values produces all the tuples that are valid assignments
according to that agent [22]. An agent receiving such a Cartesian product can select
only the tuples that are valid according to the local constraint and continue the search
with those tuples. In the case that none of the tuples is valid, the agent that sent the
tuples is informed and different tuples have to be selected.
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The performance of the algorithm is comparable to the performance of other Asyn-
chronous Search algorithms where single value assignments are exchanged, but the
number of messages that are exchanged is significantly lower [22]. Additionally, as-
signing a constraint to an agent and locally assigning values to the variables involved
allows for better privacy guarantees because constraints do not have to be redistributed
(when assigning variables to agents the last agent in the priority order has to enforce
the constraint because only then all the information is available to do so). However,
some information still has to be shared, especially by the lower priority agents. A sim-
ilar approach is used in this research where the constraints guide the search process.
Instead of generating tuples, however, locally consistent solutions are shared as single
assignments to variables.

The Asynchronous Search with Aggregations algorithm also requires additional links
to be introduced between the different agents during the search procedure. Whenever
an agent receives a backtrack request for assignments to variables it currently does not
know about, links are established between that agent and the agents for which these
variables are local [22]. Adding new links between agents dynamically requires that
all the agents are able to communicate with each other in advance to be able to re-
quest such links, which may not always be the case. Alternatively, such requests can
be relayed through other agents, but that would introduce additional overhead for the
communication as messages have to travel through multiple agents before reaching their
destination.

2.4 Concurrent Search

Distributed search algorithms inherently consist of multiple agents located on different
machines. These resources are not always fully utilised, however, as agents cannot al-
ways perform useful work in parallel. Parallelism can be added to a search algorithm to
better utilise the available resources and thereby reduce the amount of time required to
explore the entire search space, such as demonstrated by the prioritisation techniques.
Alternatively, the search space can be partitioned into disjoint regions and separate
search processes can be executed in parallel to explore each of these disjoint regions.

The No-Commitment Branch and Bound algorithm demonstrates that performing such
concurrent searches can greatly increase the performance of a distributed constraint
optimisation problem (DCOP) algorithm [23]. Agents are prioritised in a depth-first
search tree, but instead of sending the same assignment to each child node, an agent
can select a different assignment for each of the child nodes. Consequently, different
parts of the search space are explored in different branches of the tree. Not selecting the
same value for all the branches of the tree requires an agent to record the explored as-
signments per branch of the tree, however, resulting in a polynomial-space requirement
[23]. Parallelism is also introduced in the algorithm presented in this research. Instead
of splitting a domain, the dynamic dependency graph naturally allows for concurrent
search processes to be executed in the different disconnected regions. A search process
for a single decomposed problem can also benefit from parallelism from the prioritisation
that is used.
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Partitioning the search space is also possible when using a linear priority order, as shown
by the Parallel Backtrack Algorithm [24]. The current partial solution is contained in a
special type of message that is extended by each agent sequentially. An agent can split
its domain and create a separate message for each value, allowing various searches to be
performed concurrently. Deciding when agents should split their domain is not trivial,
however, as it can have a tremendous impact on the performance of the algorithm and
is dependent on both the type of problem as well as the number of agents involved in
the search [24]. Depending on the number of agents, sending all the special messages
that are created when an agent splits its domain to different agents may not always
be possible either, resulting in less parallelism as one or more agents have to process
multiple of these messages sequentially.

Partitioning does also not necessarily have to be incorporated into a specific algorithm,
as shown by the Concurrent Forward Bounding algorithm [25]. This algorithm sim-
ply runs the existing Synchronous Forward Bounding algorithm in parallel on disjoint
regions of the search space. This can also be done with additional features added on
top, such as a time-out mechanism, where multiple constraint solvers execute in parallel
on disjoint regions of the search space. [26]. This addresses the problem that arises
when performing multiple search processes in parallel where the division of the work is
imbalanced because the branches of a search tree are often imbalanced [27, 28]. After
a time-out, the remainder of the search space is recorded and distributed again among
the constraint solvers after which the search continues. This allows the workload to
be balanced and is shown to achieve good performance results [26]. At the same time,
recording and sharing the search space is not straightforward and the time-out that is
being used also has an effect on the performance [26]. The use of Apache Spark in
this research solves the load-balancing issue as Spark automatically generates tasks and
distributes these across the available worker nodes.

Research into the scalability of parallel search methods with respect to the number
of cores has also been conducted. Using additional cores to run more search processes in
parallel can achieve significant speed-ups, although it is much more energy consuming
[28]. Depending on the problem, adding more cores also has its limits as the performance
no longer increases after a certain number of cores. With the use of Spark, additional
workers, and thus cores, can also be added to the search process. While this is also ben-
eficial for the individual search process as these can execute more tasks in parallel, it is
mostly favourable for running additional search processes in parallel to handle problems
of increasing size.

11



2.5 Summary

Many research has focused on developing methods to solve DCSPs faster and more
efficiently as well as to handle problems with larger size. While most of these algorithms
are designed for problems that are distributed by nature, which is a different motivation
than solving a problem in a distributed way as done in this research, the resulting
algorithms are very similar [29]. The algorithms mostly focus on techniques that can
reduce the search time on arbitrary problems, however, which remains an NP-complete
problem. This research introduces an algorithm that, given the correct circumstances,
allows a CSP to grow considerably larger in size than possible with traditional algorithms
by using the dynamic dependency graph to decompose the problem. Although a sparse
constraint network is required for successful decomposition of the problem, this is the
case for many real-world problems [21].

Introducing parallelism into an algorithm is another useful technique that is often ap-
plied as demonstrated by the different prioritisation techniques as well as the partitioning
of the search space. For the latter technique, correctly splitting the domains and dis-
tributing the work is a difficult problem to solve, however, as the search tree is often
imbalanced. Making use of Apache Spark GraphX largely solves this problem because
tasks are automatically generated based on the current state of the search and these
tasks can easily be distributed among the machines in the cluster. This removes the
need for complicated work-sharing schemes and does not require any knowledge about
the search tree. At the same time, it is required that enough work can be performed
in parallel, which must be ensured by the algorithm itself. For this, existing techniques
such as partitioning of the search space can be very useful and even with such techniques,
the algorithm can still automatically balance the workload.
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3 Concept

The goal of the research presented in this thesis is to realise a distributed algorithm
capable of solving large-scale CSPs within the context of smart building systems. Several
research questions have been defined that are answered through the implementation of
such a distributed algorithm. This section presents an analysis of the problem together
with conceptual principles on which the algorithm is based. The methodologies used to
show the correctness and complexity of the algorithm are also discussed, as well as the
experiments used to assess the scalability of the algorithm. Finally, the assumptions on
which the research is based are discussed and the necessity is motivated for each.

3.1 Problem Analysis

As motivated previously, CSPs are an excellent choice for creating smart environments
because of their expressive power, but the exponential complexity severely limits its ap-
plicability. The dynamic dependency data structure partly resolves this issue, although
it is not sufficient at a large scale within a dynamic environment. This requires a dis-
tributed system that can utilise the processing power of many machines to solve the
problem in a highly parallel way. While it is possible to extract the smaller CSPs from
the dynamic dependency data structure and use existing constraint solvers to find solu-
tions to these problems, the necessity to solve those in parallel remains and requires a
system that handles the distribution of the work. Extracting problems from the dynamic
dependency graph also introduces additional overhead as this task must be repeated ev-
ery time the graph changes.

For this reason, an algorithm is introduced that works directly with the dynamic de-
pendency graph. Because this is a graph algorithm, the use of the GraphX library is a
natural choice, which also provides the capabilities needed to distribute the work and
perform computations in parallel. Moreover, since it was designed to run on commodity
hardware, additional machines can easily be added to manage a growing workload. The
algorithm should be able to handle general graphs as the structure of the dynamic depen-
dency graph is not known in advance and changes regularly. As a result, no restrictions
are placed on the types of constraints that are allowed since this is directly captured in
the graph. Additionally, to improve the performance of the algorithm, a search should
only performed for the parts of the graph that have been affected by changes in the
environment, but this is not a part of the algorithm presented in this research.

Successfully taking advantage of the properties of the dynamic dependency data struc-
ture is extremely important for an efficient and effective algorithm. Analysing the graph
has revealed several important structures that are repeatedly occurring throughout the
graph, which are visualised in Figure 2. The first structure, shown in Figure 2a, depicts
the so-called islands that correspond to more strongly connected parts of the graph.
These resemble the constraints and actuators belonging to, for example, a room in a
building that have a stronger influence on each other and are the smallest problems that
have to be solved. The size varies, although reasonable size is assumed as the problems
would otherwise be impossible to solve due to the exponential complexity of CSPs. It is
further assumed that islands exhibit small-world properties, meaning that the graph is
not too densely connected but that all the nodes are reachable in a small number of steps.
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(a) The Island structure. (b) Connected Islands. (c) Various independent components.

Figure 2: Different structures found in the dynamic dependency graph. Dark blue
squares depict an island within a larger structure.

The islands can be completely disconnected from the rest of the graph, but are more
often than not connected to other islands as shown in Figure 2b, where the filled squares
represent islands and the other squares represent regular constraints. Connections be-
tween islands are assumed to be sparse, however, and consist of only a few constraints
at most. Such connections are also expected to be inactive for most of the time, and
when the constraint do become active, remain active for only a brief period of time.
Regarding the islands as separate rooms, the constraints that connect these two rooms
may, for example, shortly be activated when an occupant moves from one room to the
other.

The third structure is shown in Figure 2c, and shows the disconnected parts of the
graph that do not share any connections. These can be considered in isolation as those
do not have any influence on the remainder of the graph or the other way around.
Unlike the previous case, the dynamicity cannot change this as no connections simply
exist. Adding additional constrains to the graph can change this, however, as these may
introduce new connections between previously disconnected parts of the graph.

From the analysis of the graph, it becomes clear that the constraint nodes make up
the connections between islands. Moreover, these are the nodes that can become active
or inactive and based on their state may have to be ignored. Because of this, the con-
straint nodes are used as the basis of the search for the algorithm, unlike many existing
algorithms that use the variables. Therefore, at its core, the search has to solve these
so-called local problems where a consistent assignment has to be found for the variables
that are involved in the local constraint of the constraint node. This decision is not
without consequences, however, as it can greatly influence the complexity of the search
when the number of constraints is much larger than the number of variables. At the
same time, the end goal is to find a consistent assignment to all the variables, which
still depends on the number of variables and not on the number of constraints.
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A structured approach is used for the actual search process that explores the entire search
space of the problem in a systematic way. In its most basic form, the search would start
at a certain constraint node that solves its local problem and then shares this local
solution with the next constraint node. Given the assignments from the local solution,
this constraint node also solves its local problem and again passes all the assignments
to the next constraint node. This process repeats itself until a complete solution, where
all constraint nodes have been visited and all variables have been assigned a value, is
obtained. During the search, it may happen that some constraint node is unable to find
a local solution with the assignments from the previous constraint nodes. Backtracking
is needed to resolve such problems, which causes the previous constraint node to choose
a different local solution and thereby revises previous assignments. Searching for the
optimal solution also requires backtracking when a complete solution has been found as
the cost (which could be the total energy consumption in case of smart buildings) of
this solution has to be compared to the cost of other complete solutions.

With such a structured search method, storing the solution that is currently considered
is sufficient to successfully explore the remainder of the search space without consider-
ing a solution multiple times. In a less structured search, more information about the
visited parts of the search space has to be retained to prevent this from happening, and
in the worst case, every solution that has been considered must be remembered. Hence,
a structured approach keeps the memory requirements of the algorithm to a minimum,
although it may be at the cost of the performance. For example, correcting a poorly
assigned value requires an exhaustive search in that case, which could be solved differ-
ently in a less structured search.

Unlike the basic search described previously, where the constraint nodes are visited in a
sequential order, the search is initiated at all the active constraint nodes simultaneously
to automatically include each island in the search process. This makes the algorithm
agnostic to the underlying structure of the graph because knowledge about the separate
connected components is not needed. Search processes are by default started in paral-
lel for all the connected components and these computations can easily be distributed
across the cluster. Constraint nodes within the same connected component also start
searching concurrently, however, which may result in conflicting local solutions when
different values for the same variable are selected by the constraint nodes. Resolving
such conflicts requires a priority order (such as the linear order used in the basic search)
that deems the value selected by a higher priority constraint node to be more important.
Lower priority constraints must ensure that their local solution is consistent with the
values selected by higher priority constraints.
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Prioritising the constraints, which is done separately for each structure in the dynamic
dependency graph, can have a significant influence on the performance of the search
and many heuristics have been developed for this. Regardless of the heuristic, a tree-
structured ordering seems most logical as it allows concurrent search even within the
same search process when the tree is constructed such that constraints that are in dif-
ferent subtrees do not share any constraints. This enables constraints in subtrees to
assign any value to a local variable without creating a conflict with another constraints.
For constraints within the same subtree, variables that are possibly involved in the
constraint of another constraint node have already been assigned a value by a higher
priority constraint that resides higher in the tree or can still be assigned any value as
lower priority constraints await the assignments of their ancestors. When considering
the second type of structures found in the dynamic dependency graph, this allows the
constraints that connect two islands to be assigned the highest priority, which can then
assign values to the local variables, and the islands can from that point on be solved
concurrently as no variables are shared anymore. Backtracking is in such cases certainly
still required, but it can greatly reduce the complexity of the overall problem when, for
example, compared to sequentially assigning values to the variables.

Using such a tree-structured ordering, the structured search can optimise the complete
tree in a recursive way. For each local solution of the constraint at the root of the tree,
the lowest cost attainable in the tree must be computed, and the solution with the lowest
cost gives the optimal solution to the CSP. Computing this cost is done by optimising
the subtrees rooted at the child nodes of the root, which in turn requires optimising the
subtrees of their child nodes in a similar manner. This shows the recursive nature of
the problem with the leaf nodes of the tree as the base case, which can be solved by
selecting the local solution with the lowest cost.

Even though the aforementioned prioritisation seems a suitable choice given the identi-
fied structures in the dynamic dependency graph, one of the goals of the research is to
realise a generic algorithm that does not incorporate too many problem-specific prop-
erties. For this reason, components such as the prioritisation algorithm or the heuristic
that is used to compare the constraint nodes should be easy to change, requiring a
modular design. Nonetheless, the prioritisation is an important factor for the scalability
of the algorithm and changing this also affects the scalability. At the same time, it is
only one aspect that affects this, and even with a different prioritisation algorithm, the
foundation of the algorithm, which is also the core of the scalability, can still be used
for different problems.

3.2 Algorithm Evaluation

Finding the optimal solution to a CSP is an important aspect of the algorithm that is
introduced in this work. For this reason, a theoretical evaluation is included to demon-
strate that the algorithm has certain properties that show that the optimal solution is
indeed found. Scalability is another important aspect of the algorithm, which is assessed
with a series of experiments. The procedures that are used for both of these evaluations
are discussed next.
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The best way to test the scalability of the algorithm would be to incorporate it into a
large-scale, distributed system that makes use of the dynamic dependency graph, but
unfortunately no such system is available. Nonetheless, the scalability can be assessed
by generating example problems that exhibit similar properties. As mentioned pre-
viously, three different layers can be distinguished in the dynamic dependency graph.
However, not all of these are equally interesting for the evaluation of the algorithm. For
example, the disconnected components can be solved independently of each other and
the scalability that would result from this is evident. The connected islands is a more
interesting case but it is assumed that islands are only loosely connected, adding just a
small amount of complexity to the complete problem as the islands can be solved mostly
independently once values have been assigned to the variables that connect the islands.
Moreover, all other structures are composed of these island structures. Therefore, eval-
uation of the scalability of the algorithm on the islands is considered to be the most
interesting case, and is the focus of this research.

A suitable model is required for the generation of example problems that closely re-
semble the properties of the island structures, for which the graph colouring problem is
used. Given a graph with vertices and edges, the objective of the graph colouring prob-
lem is to assign a colour to each of the vertices such that no two vertices connected by an
edge are assigned the same colour. This is a classical problem that is often modelled as
a CSP, and the finely tunable parameters of the graph colouring problem provide great
flexibility in terms of the types of problems that can be generated. Problem size can
be adjusted by changing the number of vertices that have to be assigned a colour, the
connectivity of the graph can be altered by changing the number of edges that are added
and the complexity of the local problems can be regulated with the number of colours
that are available. This makes the graph colouring problem suitable for modelling the
island structures. Moreover, the graph colouring problem is also frequently used in the
literature, allowing for a better comparison with existing research.

For the evaluation of the algorithm, several experiments are performed based on random
instances of the graph colouring problem. The goal of these experiments is to assess the
scalability of the algorithm as well as the influence that the different parameters have on
the algorithm and the scalability. Determining this influence is done for three param-
eters of interest: the problem size defined by the number of vertices, the connectivity
of the graph expressed in terms of the average degree of the graph and the number of
colours that are available. The size of the graph colouring problem influences both the
number of variables as well as the number of constraints of the CSP. Increasing the
average degree adds additional edges between the vertices, which models the increase in
the number of constraints of the CSP and can also potentially increase the complexity
of the local problems. The number of available colours reflects the domain size of the
variables.
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Several combinations of parameter values are used in the experiments to test the influ-
ence of a single parameter as well as the combined influence of the parameters. The
size of the problems is defined as S = {6, 7, 8, 9} because this provides a good range
of different sizes while keeping the complexity of the problems somewhat limited as it
remains an NP-complete problem. The average degree (or connectivity) is defined as
C = {2, 4, 6}, resulting in loosely connected problems as well as more strongly connected
problems. The number of colours is an important parameter as it directly determines
whether a solution exists or not (and having an existing solution is preferable), and since
it is difficult to determine this up front, D = {4, 5, 6} is used to ensure that most prob-
lems have a solution. Increasing the number of colours beyond this range also increases
the search time of the algorithm too much in certain cases because the CSP has too
many possible solutions. While the sizes of these example problems may seem small,
the island structures are not expected to be extremely large. Moreover, the size only
determines the number of variables, the number of constraints is much larger as this is
determined by the number of edges (with an average degree of two and the smallest size
the number of constraints is already twelve).

Experiments are performed that test all the combinations of these parameters to give a
proper assessment of the influence of the parameters. To test the actual scalability, each
experiment is performed with a varying number of cores. For each experiment, the total
time that is required to find the optimal solution is recorded as well as the time that was
necessary to find the first solution to the problem. These search times are compared for
the different combinations of parameters to determine how the search time changes with
these parameters. The influence of the number of cores on the search time is determined
in a similar way. To increase the statistical significance of the results, three iterations
are performed for each experiment and the results of these iterations are averaged.

The theoretical evaluation is concerned with proving that the algorithm is indeed capa-
ble of finding the optimal solution and to assess the complexity of the algorithm. The
former is done by proving the correctness of the algorithm, which consists of three re-
quirements: the complete search space must be explored, the optimal solution has to be
updated correctly and termination must be guaranteed. This ensures that all possible
solutions are considered, the solution that is remembered as optimal does indeed have
the lowest cost and a result is always obtained (without the termination guarantee the
algorithm could get into an infinite loop that continuously explores the same solutions).
Complexity analysis is performed for the latter, determining both the computational
complexity as well as the memory requirement of the algorithm.
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3.3 Assumptions

In order to reduce the complexity of the problem that is being considered in this work,
several assumptions are introduced that limit the scope of the problem. This allows for
a solution that addresses the core parts of the problem that can be further extended to
address aspects previously covered in the assumptions. The following list provides an
overview of all the assumptions on which the research is based.

• The CSP has at least one solutions.

• The dynamic dependency graph has a particular structure, consisting of the is-
lands, connected components and disconnected components.

• Islands exhibit small-world properties.

• The time between updates from the environment is longer than the time it takes
to find a solution to the CSP.

• No machine within the cluster has complete knowledge of the full problem.

• The algorithm uses several default heuristics, but the user has to provide more
specific heuristics as the usefulness of heuristics strongly depends on the problem
that is being solved.

• A default state exists for the actuators because some variables representing these
actuators may not be connected to any active constraints.

The assumptions are now discussed in more detail and the necessity of each assumption
is motivated.

First of all, it is assumed that the CSP has at least one solution and is thus not over-
constrained. The algorithm is able to handle CSPs that do not have a solution and can
simply report that no solution was found, but assuming that a solution exists makes it
easier to perform multiple concurrent searches for the individual CSPs without having
to consider the actions that have to be taken when no solution exists. Not being able
to satisfy all the constraints within a smart building system has consequences and some
action is needed to resolve such an issue. However, there are multiple different ways
of resolving such a situation, each with its own advantages and disadvantages. Making
this assumption allows such problems to be handled based on the specific problem that
is being solved.

As stated previously, the dynamic dependency graph is assumed to have a particular
structure. The graph is assumed to consist of so-called islands that represent small areas
within a building such as a single room. These islands are mostly independent but may
be connected to other islands with a small number of constraints. These connections
between islands are, however, assumed to be mostly inactive as rooms normally do not
influence each other in terms of environmental conditions. Occasionally, a certain event,
for example, an occupant moving from one room to another, can cause these constraints
to become active, thereby linking the normally independent islands to each other. At the
same time, it is assumed that such constraints are only active for a short period of time
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as the events that trigger those constraints are brief. The same holds true for different
parts of a building as well as completely different buildings. These assumptions ensure
that the dynamic dependency graph consists mostly of independent CSPs for which a
separate search procedure can be started and that these CSPs are small enough such
that real-time performance is guaranteed as this remains an NP-complete problem.

Besides the assumed structure of the dynamic dependency graph itself, a certain struc-
ture is also assumed for the so-called islands. It is assumed that these graphs are similar
to small-world graphs and exhibit similar small-world properties. This means that most
nodes are not directly connected to each other but the neighbours of a node likely are
connected, and all nodes within the graph can be reached within a small number of
steps from any of the nodes in the graph. These properties ensure that the complexity
of the islands is somewhat limited, which allows for the exploration of the search space
within a reasonable amount of time.

Because the environment that is being modelled is highly dynamic, the dynamic de-
pendency graph is updated frequently, and a new search has to be started after each
update. This dynamicity greatly influences the requirements of the system as it places
restrictions on the time that can be spent on searching for solutions and with that on
the quality of the solutions that are obtained within the available amount of time. Since
the algorithm presented in this work finds the optimal solution to a CSP, it is assumed
that the rate at which updates are received is small enough to allow the algorithm time
to find the optimal solution. The impact of this assumption is not too great within the
context of smart buildings as many of the processes within the building do not change
very rapidly.

The size of the complete problem as determined by the number of sensors, actuators
and rules is assumed to be larger than what can be stored by a single machine. As
such, the data is distributed across all of the machines that participate in the cluster
and no machine is capable of accessing all of the data at once. Because of this, the
algorithm has to be designed in such a way that finding a solution is possible with only
a limited amount of information about the complete problem. Some data may, however,
be replicated on multiple machines to allow easier access as it is not assumed that some
parts of the data are private to a specific machine.

Applying heuristics is important when solving CSPs to speed up the search, which
is why the algorithm makes use of several heuristics as explained in the Realisation sec-
tion. However, choosing the correct heuristics is difficult and also highly specific to the
problem that is being solved. Therefore, it is assumed that the heuristics that the algo-
rithm should use are provided by the user. Through this, more flexibility is introduced
when using the algorithm as the heuristics can easily be altered.
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When a variable is connected to at least one active constraint, the variable is included
in the search and the solution includes a value for that variable. Variables that are not
connected to any active constraint are not included in the search, and as a result, the
assigned value does not change. For variables that have already been assigned a value
previously, not being part of the search is permissible as the previous value can simply
be used. However, when a new variable is added to the system or when a search is
performed for the very first time, it may happen that not all the variables are assigned
a value. Because the actuators, which are controlled by the values assigned to the
variables, must always be in a certain state, it is assumed that variables have a default
value when newly entered into the system (e.g. the device is switched off by default).

3.4 Summary

The dynamic dependency graph is the basis for the scalability of the algorithm. Anal-
ysis of this graph has been performed and several structures have been identified. The
islands are the smallest structures that have to be solved as a single problem. Connected
components consist of several islands sparsely connected by several constraints. These
have to be solved as a single problem, but the sparse connection allows the separate is-
lands to be solved mostly independently. Disconnected components are the last type of
structure, which can be solved in isolation. Constraints are the links between the differ-
ent structures, making these the basis for the search. Concurrent searches are performed
by the constraint nodes to explore the local search space and locally consistent solutions
are shared with neighbouring constraints to verify consistency. A tree-structured priori-
tisation is used to resolve possible conflicts between local assignments, which also allows
for additional parallelism in different branches of the tree.

The correctness of the algorithm will be argued based on three properties: the complete
exploration of the search space, correctly updating the optimal solution and guaranteed
termination. Message complexity and space complexity are obtained by identifying the
most costly operations in the algorithm and the largest data structures. Scalability will
be assessed based on randomly generated graphs that are based on the graph colouring
problem. These experiments are limited to the islands only as these are the most
important structures in the graph. Besides the scalability, the influence of the different
properties of the graphs such as the size and connectivity are also assessed.

Finally, several assumptions have been introduced. The structure of the dynamic de-
pendency graph is the most important assumption. Additionally, as the islands are
the smallest problems that have to be solved, it is assumed that their size is not too
large. Small-world properties are also assumed for these structures to limit the complex-
ity. Another assumption states that at least one solution exists for the given problem
because handling such cases is outside the scope of this research.
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4 Realisation

The previous section discussed the fundamentals of the algorithm and detailed the meth-
ods used to answer the research questions. The implementation of the algorithm is
discussed in this section, covering both the prioritisation and the search. An example
execution is also presented to demonstrate the steps of the algorithm. Finally, it is
discussed how the experiments are generated and how the results can be used to assess
the scalability of the algorithm.

4.1 Implementation

The implementation of the algorithm is discussed in this section, starting with an
overview of Apache Spark GraphX and how this graph processing engine is used to
implement the algorithm. After that, the prioritisation that is used by the algorithm is
discussed followed by the implementation of the search. Finally, it is argued how the
algorithm is able to utilise additional processing power and scale with respect to the
problem size.

4.1.1 Apache Spark GraphX

The search algorithm is powered by GraphX, a graph processing engine built on top of
Apache Spark. GraphX introduces distributed graph data structures by extending the
RDDs used by Spark and programming primitives to perform computations on these
distributed graphs [2]. The graph itself is an immutable data structure consisting of
vertices and edges at which data can be stored. Primitives specify transformations on
a graph that, when applied, result in a new graph. Transformations can be used to
update the data stored at the vertices and edges, change the topology of the graph and
add additional vertices and edges to the graph. Partitioning of the graph allows these
transformations to be executed in parallel. For this, a vertex-cut approach, illustrated in
Figure 3, is used that distributes the edges of the graph evenly among all the machines of
the cluster while allowing vertices to span multiple machines. Such an approach reduces
the communication overhead but allows for a balanced division of the workload.

Figure 3: The vertex-cut approach as used by GraphX that divides edges among ma-
chines and allows vertices to span multiple machines [2].
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Based on the graph transformation primitives, GraphX offers an implementation of the
Pregel API that allows recursive graph algorithms to be defined. Pregel is a bulk-
synchronous parallel messaging abstraction where communication is considered as a
series of super-steps instead of at the level of individual messages [2]. Each super-step
is marked by a barrier at which all the messages sent during that super-step have been
received. Every iteration performs a series of transformations on the vertices of the
input graph that uses the data stored at the edges and vertices to transform the graph.
Messages can be sent between vertices linked by an edge to exchange information that
can later be used for the transformations. Multiple messages addressed to the same
vertex are merged into a single message. The transformation step can be seen as the
map phase within the map-reduce paradigm and the exchange and merging of messages
as the reduce phase.

The transformations on the vertices as well as the generation of the messages for each
vertex are executed in parallel on the cluster [2]. This allows for efficient distributed,
parallel computations on graphs, and enables these computations to scale by adding
additional machines to the cluster. Efficiency is further increased by marking vertices
as inactive in the next super-step when no messages have been sent to these vertices
in the current super-step. This reduces the number of vertices that are active in the
computation until some vertices become active again when new messages arrive for these
vertices.

The algorithm introduced in this research is an iterative graph algorithm built with the
Pregel API. The dynamic dependency graph is the data structure to which the algorithm
is applied. Two types of vertices are present in this graph that resemble the two types
of vertices in the dynamic dependency graph. Constraint nodes are the first type and
resemble a single constraint of the complete problem. These vertices store a unique
identifier, the constraint, information regarding the variables involved in the constraint
such as the domains, the locally selected solution and the optimal solution found so far.
Variables nodes are the second type of vertices, which also store a unique identifier along
with variable specific information such as the domain and the value that is currently
assigned. Because of the tree-structured prioritisation, all vertices also store information
about the parent and children of that vertex. The iterations executed by the algorithm
perform the exploration of the search space, which is accomplished by transforming the
state of the graph.

4.1.2 Prioritisation

Prior to executing the search algorithm, the nodes in the dynamic dependency graph
must be prioritised to allow the algorithm to resolve possible conflicts that may arise
during the search process. As motivated previously, a prioritisation algorithm is used
that arranges the nodes in the dynamic dependency graph in a tree-shaped structure.
However, prioritisation is performed as a pre-processing step and is not part of the
search algorithm, allowing different prioritisation methods to be used. This allows the
prioritisation to be changed and exploit problem-specific properties while still making
use of the same search algorithm.

23



Because the prioritisation should result in a tree-shaped structure, every constraint node
but one must be assigned a single parent node. Determining which constraint becomes
a parent of another constraint requires comparing the constraints with each other and
determining which one is assigned a higher priority. The shape of the resulting tree and
through that the efficiency of the search process is strongly affected by the method used
for this comparison. In this case, the max-degree heuristic is chosen that compares the
constraint nodes based on the degree (number of variables involved in the constraint) of
those nodes, where a higher degree implies a higher priority. Potential ties are resolved
by comparing the unique identifiers assigned to all the nodes, where a lower identifier
gives a higher priority. Placing constraints with a higher degree closer to the top of the
tree in this way is expected to result in a wider tree.

The actual prioritisation is mostly done by comparing a constraint node with the neigh-
bouring constraint nodes as this is the cheapest in terms of communication and ensures
that only connected components within the graph are prioritised (the constraints within
each of the structures is prioritised separately but in parallel). This is achieved by
sending the degree of a constraint node to all the direct neighbours, which are variable
nodes, and determining a single parent from this set. The variable node records the
chosen parent locally and stores the other nodes in the list of children. These lists are
then sent back to the direct neighbours of the variable node, the constraint nodes. The
constraint node that was elected as the parent sets its list of children equal to the list of
children received from the variable node. The selected parent is recorded as the parent
by the other constraint nodes.

Based on the small graph shown in Figure 4, where the square nodes depict constraint
node and the circular nodes depict variable nodes, the process is illustrated. First, all
the constraint nodes send their degree, which is 3, 2, 1 for R1, R2, R3 respectively,
to their direct neighbours. Variable node B receives two degrees and elects R2 as the
parent because it has the highest degree. At node A, R1 becomes the parent because
its degree is higher than the degree of R2. Other variables only receive a single degree,
which is a trivial case. After this step, the constraint nodes are informed about the
decisions, and R2 and R3 are notified that R2 is the parent and R3 is the child. Since
R2 is the parent, it sets R3 as its child. In turn, R3 marks R2 as its parent. A similar
procedure is used for the other nodes.

Not all the pairs of neighbouring constraint nodes are prioritised, resulting in a reduc-
tion of the number of messages that have to be exchanged and an increased level of
parallelism. However, since the prioritisation is done separately by each of the variable
nodes, it is possible for a constraint node to receive two different parents when it does
not have the highest priority at multiple of its neighbouring variable nodes, which is not
allowed in a tree. Solving this problem requires an additional step that prioritises the
set of parents whenever this set contains more than one parent.
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Figure 4: Example graph demonstrating the first step of the prioritisation algorithm.

For this step, a constraint node shares the set of parents with each of its parents whenever
there is more than one parent. When a parent receives such a set, it prioritises all
the nodes in the set with respect to itself, adding nodes with a lower priority to the
set of children and others to the set of parents. Because this process can result in
additional constraint nodes having multiple parents, the step is repeated until all the
sets of parents are stable. The effect of this process is shown in Figure 5. On the left,
one constraint node has two parents, whereas on the right, the situation after this step
has been performed, these parents have themselves been prioritised.

The previous step not only involved non-local communication but also prioritises con-
straint nodes that are not neighbours of each other (not connected to the same variable
node). As a result, no information can be exchanged without a separate connection
between the nodes or relaying the information through other nodes in the graph that
connect these nodes. Because relaying would require many additional iterations of the
algorithm just to transfer the information, additional edges are introduced between any
pair of constraint nodes that are prioritised in this way. However, before these edges
are added to the graph, redundant nodes are first removed from the sets of parents and
children of all the constraint node. Such a case is shown in Figure 5b, where R3 has two
parents but one parent, R1, is a parent of R2, the other parent. Since R3 has to wait for
the assignments of R2 and R1 has to wait until R2 starts backtracking, prioritising R1
and R3 is redundant in this case. Similarly, any node is removed from the set of parents
that is a parent of another node in that set. Also, any node is removed from the set of
children if that node is a child of another node in the set. Removing these nodes ensures
that all constraint nodes only have a single parent and reduces the number of additional
edges that have to be introduced. The completion of this step also completes the pri-
oritisation algorithm. Pseudocode of the complete prioritisation algorithm is shown in
Algorithm 1.
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Figure 5: Illustration of the effect of the second step of the prioritisation algorithm.

4.1.3 Search Space Exploration

As mentioned previously, an iterative graph algorithm based on the GraphX library of
Apache Spark performs the search process, which is applied to the dynamic dependency
graph of the problem that has to be solved. Each iteration updates the graph structure
by updating the data stored at the constraint nodes and variable nodes, as edges do not
store any meaningful data. To reiterate, all the nodes in the graph store an identifier
that is assigned to it along with the parent and a set of children, which are determined by
the prioritisation algorithm. Variable nodes also store information about the variable
such as the domain and the currently assigned value. Data stored at the constraint
nodes includes the local constraint, the variables involved in that constraint, the current
local solution, information about the optimal solution, a timestamp that can be used
to discover out-of-date information and information about the backtrack status of the
node.

Each iteration of the algorithm performs an update step that uses the current state of a
node in the graph to compute the next state of that node. For the variable nodes, this
update step only updates the local state to reflect changes received from neighbouring
constraint nodes. In the case of the constraint nodes, the update step can be viewed as
a state machine consisting of three states and associated actions for each state (pseu-
docode of this update step is shown in Algorithm 2). All the nodes start with a search
to find a consistent local solution. All the possible solutions, generated by ordering
the variables based on the least remaining values and the domain values in ascending
order based on the cost (heuristics that can be changed due to the modular design of
the algorithm), are captured in a lazily-evaluated stream on which a filter is applied
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Input: Dynamic Dependency Graph
Output: Prioritised Graph

send degree of constraint nodes to all neighbouring variable nodes;
use max-degree heuristic at variable nodes to determine parent and children;
send prioritised sets from variable nodes to neighbouring constraint nodes;

if constraint nodes with multiple parents then
repeat

share set of parents with all parents if it contains more than one parent;
prioritise the parents locally;

until the sets of parents no longer change;

remove all parents that are a parent of another parent;
remove all children that are a child of another child;
add edges between all pairs of constraint nodes not linked by a variable node;

end
Algorithm 1: Prioritisation algorithm used as a pre-processing step for the search.

that removes any solution that is not consistent with the local constraint. When no
assignments have been received from the parent yet, any value from the domain can be
selected for the variables. Otherwise, the received assignments are fixed and the other
variables are freely assigned any available value. The first solution of this filtered stream
gives the first consistent solution, which is chosen. The state of the node is then updated
to reflect the selected local solution and its associated cost (as the goal is to find the
optimal solution). The timestamp is also incremented to allow other nodes to discover
that the local solution has been changed.

After this update, the constraint node waits until all child nodes have backtracked
or the state of the parent changes. Leaf nodes immediately start backtracking as these
nodes always perform an exhaustive search, resulting in the locally optimal solution.
Backtracking consists of informing the parent about the cost of the optimal solution
that was found in that part of the tree. When all the children have done this, the parent
computes the optimal cost for that subtree and compares this cost to the optimal cost
that has been found so far. In case the new cost is lower, it is updated. Besides updating
the local optimal cost, the information is also propagated to the bottom of the tree to
inform all the descendants that a more optimal solution has been found for that sub-
tree. After that, the next local solution is obtained from the stream of solutions if there
are more solutions to explore. When the stream has been exhausted, the parent also
backtracks, sending the lowest cost that has been found in that subtree to its parent.
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Several heuristics are also used to speed up the search process, allowing a constraint
node to continue with the next solution before all the children have backtracked. First
of all, whenever a child cannot find a consistent solution given the current assignments
from its parent, there is no need to wait for the other children to complete their search as
no complete solution can be found regardless. In this case, the parent can simply move
to the next local solution, overwriting the current search. Similarly, partial solutions
with a cost greater than the cost of the currently recorded optimal solution do not have
to be explored because these solutions cannot be more optimal as the cost will only
increase. This heuristic can be used to further filter the stream of local solutions that
have to be considered, but can also be used to preemptively move to the next solution
based on the cost information received from children. When some but not all children
have reported on the optimal cost and the total cost of the subtree, without the cost
of some of the children, already exceeds the optimal cost for that subtree, it is already
clear that the solution cannot be more optimal and does not have to be explored any
further.

Keeping track of the optimal cost for a certain subtree is more involved than it may
seem and requires a special data structure. At the end of the search, the complete
optimal solution must be known. However, a value assigned to a variable is only shared
with the constraints in which that variable occurs. Because of this, constraint nodes do
not have complete knowledge of all the values assigned to the variables, which is why
cost information is sent down the tree as this allows constraint nodes to determine which
solution is more optimal. Additionally, after a parent has changed the local solution and
the child nodes have found an optimal solution based on this newly selected solution,
information about the previously found optimal solution is lost (recording such previous
solutions locally is not an option as it is not known whether the solution of the parent
will be more optimal).

This issue is resolved by introducing a special data structure that keeps track of the
assignments that correspond to the optimal solutions of ancestors. The data structure
consists of a list that contains an entry for each ancestor and keeps track of various
information of that node. First of all, the current timestamp of that node is recorded
for synchronisation purposes. A timestamp is also recorded to keep track of the last
time the constraint node has accepted a solution, which happens whenever a solution
has been found in a subtree with lower cost than the previous one. Finally, the cost
of this solution is recorded together with the local assignments that correspond to that
solution, allowing for reconstruction of the complete optimal solution at the end.
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When the constraint node finds a local solution that is more optimal, the local entry is
updated. Upon backtracking, this information is used to inform the parent about the
optimal cost for that subtree. When the parent has collected the cost information from
all the children and has found that the new cost is lower, the child is informed about
this. As a result, the child updates the entry of the parent node in the data structure.
The new cost is stored in the entry together with the timestamps of the parent. Finally,
the assignments of the local solution are also updated by copying these from the local
entry. This last step is required because the last solution that has been tried may not
necessarily be the most optimal. When an ancestor other than the parent finds a new
optimal solution, the same procedure is applied although the entry from which the local
assignments are copied is different. In general, the local assignments are copied from the
entry below the one that is currently being changed. This corresponds to the recursive
nature of the search and similarly keeps track of the most optimal local assignments.
At the end of the search, the entry corresponding to the root node contains the local
assignments that belong to the optimal solution, and collecting these assignments from
all the constraint nodes allows the complete solution to be constructed.

Input: Prioritised dynamic dependency graph
Output: Graph that has converged to the optimal solution.

repeat
update parent and child information based on received messages;
if leaf node and not backtracking then

perform exhaustive search;
update local optimal solution;

else if not leaf node and no local solution and not backtracking then
find next consistent solution;
if solution found then

update local solution;
else

backtrack;
end

else if not leaf node and all children backtracked then
update optimal solution;
go to next local solution;
if solution found then

update local solution;
else

backtrack;
end

else
wait for updates from neighbouring nodes;

end

until no more messages are exchanged ;
Algorithm 2: Distributed search algorithm used to find the optimal solution to a
CSP.
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4.1.4 Workload Distribution

One of the key requirements of the algorithm is its scalability with respect to the number
of machines used for the search. Adding more machines allows the algorithm to scale
with the problem size or increases the performance of the algorithm when the problem
size remains unchanged. The use of GraphX is a major factor that provides the algo-
rithm with its ability to scale.

The distributed nature of the graph data structure used by GraphX allows the algorithm
to work with large graphs that cannot be stored in the memory of a single machine. The
size of the input graph can be easily extended and the distribution across the cluster
is handled by GraphX. Additional machines can be added to the cluster in case the
combined amount of memory of all the machines in the cluster is no longer sufficient to
store the graph.

At the same time, the computational power of these machines can be utilised to ex-
ecute the search. The algorithm applies transformations to the graph, which progresses
the search, that are executed in parallel by GraphX. All the transformations that need
to be applied to the graph in the current super-step are divided among the machines
in the cluster, and adding additional machines implies that, on average, fewer transfor-
mations have to be applied by any single machine as a higher degree of parallelism can
be achieved. When the problem size remains unchanged, this results in an increase of
the performance as the algorithm is able to complete the search in less time. At the
same time, when the problem size increases and thus the number of transformations,
the increased number of transformations can be divided among a larger number of ma-
chines, leaving the number of transformations applied by any single machine unchanged.

Increasing the size of the cluster allows the algorithm to finish a search faster on the
same graph or in the same amount of time when the graph becomes larger. However,
the algorithm cannot scale indefinitely as the number of operations that can be executed
in parallel is also influenced by other factors. Each super-step consists of a certain num-
ber of operations that can be performed in parallel that only changes when the graph
itself changes. When the number of machines in the cluster is equal to the number of
operations that have to be performed, each machine can execute one operation. Adding
additional machines does not allow the algorithm to scale any further as the additional
machines will not have any operations to execute. Therefore, the scalability is limited
by the amount of work that can be performed in parallel, which is greatly affected by
the problem itself, the prioritisation and the algorithm. Transformations may also de-
pend on each other, forcing a sequential execution, such as with consecutive super-steps,
further limiting the scalability.
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4.2 Example Algorithm Execution

The execution of the algorithm is demonstrated based on a small graph colouring prob-
lem consisting of four variables, which is shown in Figure 6a. Before the problem can
be used as an input for the algorithm, it must be converted into a dynamic dependency
graph. In this case, the conversion is done by introducing a constraint for each edge
in the graph that indicates that the variables on either end of the edge cannot be as-
signed the same value (or colour in this case). The resulting dynamic dependency graph
is shown in Figure 6b. Finally, the prioritisation algorithm has to be applied to the
resulting dynamic dependency graph to prioritise the constraints. Figure 6c shows the
resulting prioritisation where R1 is the parent of both R2 and R3 because all constraints
have the same degree and R1 the lowest identifier.

(a) The graph
colouring prob-
lem used for the
example execution.

(b) The dynamic dependency
graph generated from 6a.

(c) The prioritisation of the de-
pendency graph shown in 6b.

Figure 6: Example used for the example execution of the algorithm.

After the prioritisation, the actual search can start. Two colours, green and pink, can
be assigned to each variable with a cost of five and eight respectively. All the constraint
nodes concurrently start with the exploration of their local search space, and the first
local solution that is considered consists of the assignment of green to both variables.
The state of the search at this point is visualised in Figure 7.

Because assigning green to both local variables is not locally consistent, the constraint
nodes move to the next local solution, as shown in Figure 8. This solution consists of
a different colour for each local variable and is locally consistent. The constraint nodes
update the local state to reflect the assigned values as well as the cost of the solution
(shown in the box positioned in the upper left corner of the constraint node). Information
about the selected assignments is then shared with the neighbouring variable nodes.

Multiple values arrive at variable node A, but because R1 has the highest priority, the
value received from R1 is selected. The state of A is updated by the algorithm (not
shown) and in the next iteration of the algorithm the assigned value is shared with the
neighbouring constraint nodes. The constraint nodes that receive the assignment from
their parent reset their local solution and assign the received value to A. A new search is
now required to find a consistent value for the remaining variable given the assignment
from the parent node. All of this is shown in Figure 9.
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Figure 7: First (inconsistent) local solution considered by the constraint nodes.

Figure 8: End of the first iteration where all constraints exchange the select local solu-
tion.

Figure 9: Local search at child nodes is reset by parent assignment.
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Figure 10: Backtracking occurs at child nodes based on assignment from parent.

Figure 11: Parent node receives and processes backtracking information, and moves to
next local solution.

Given the assignment to A, both R2 and R3 perform a local search and assign pink to
the other variable, as this is the only value that results in a locally consistent solution.
Backtracking is initiated by both constraint nodes, sharing the cost of the solution as
well as the assignments with the neighbouring variable nodes, which is shown in Figure
10.

The backtracking information is then sent to R1, as shown in Figure 11. Since R1 is
the root node and all child nodes have backtracked, the received information can be
combined into a complete solution. The cost of this complete solution, which is twenty-
nine, is then compared to the cost of the currently known optimal solution. Because
this is the first complete solution that has been found, the solution is recorded as the
optimal solution found so far (the box in the right corner).

After this, R1 explores the next locally consistent solution, shown in Figure 12. This
starts the search all over again for different assignments and proceeds in a similar man-
ner.
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Figure 12: Search continues in the same way for the new locally consistent solution.

4.3 Experimental Evaluation

This section provides a detailed description of the generation of the experiments as well
as about how these experiments are used to obtained the results needed to assess the
scalability of the algorithm.

4.3.1 Experiment Generation

Experiments that are used to assess the scalability of the algorithm are generated based
on the graph colouring model. Random graph colouring problems are created with
specified parameters. The graphs themselves must have certain properties to be of use.
First of all, no self-loops are allowed in the graph because this would imply that the
colour assigned to a variable cannot be equal to itself. This would render the problem
useless as it does not have any solutions. Duplicate edges are also not allowed. Although
these do not influence the problem itself, duplicate edges are not of any use as the
same constraint is represented by both of the edges. As a result, the CSP is affected
because it contains fewer constraints after removing the duplicate edge, which reduces
the complexity of the problem. Finally, the graph that is obtained should be connected
as the goal is to generate problems that represent islands. Whenever a graph does not
adhere to these rules it is discarded and an entirely new graph is generated from scratch
to preserve the randomness.

Graphs are also influenced by the parameters that can be specified such as the size
of the problem, the average degree and the domain size. The size simply determines
the number of variables that are incorporated into the graph colouring problem. The
average degree expresses a property for the final graph, which is not yet known, and
must be translated into a property that can be used during the generation of the graph.
This is done by using the average degree to generate a Gaussian distribution with the
mean set to the specified value. A degree is drawn from this distribution for each of
the variables that determines how many edges are added from that variable to any
other variable in the graph. By using this distribution, the average degree of the graph
should, on average, be equal to the specified value. To somewhat limit the degrees that
are obtained, a standard deviation of one is used. Unfortunately, the distribution may
also include values that are equal to zero or smaller. Nodes cannot have a negative degree
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and a degree of zero would mean that the node is not connected to any of the other
nodes. Since the graph should be connected, degrees are drawn from a new distribution
for all the variables whenever at least one of the obtained degrees is not useful (zero or
lower). This should ensure proper randomness of the generated problems.

As mentioned in the Concept section, the parameters that are used are: S = {6, 7, 8, 9},
C = {2, 4, 6}, D = {4, 5, 6} for the size, average degree and domain size respectively.
When the parameters are known and the degree distribution has been obtained, the
graph is generated according to the Configuration Model [30], a model that allows
random graphs to be generated with a certain degree distribution. This is implemented
by constructing a list that contains the index of each node a number of times equal to
the selected degree of that node. The list is then randomly shuffled and adjacent pairs
are extracted from the list, representing the edges of the graph. The desired properties
are then verified by inspecting the edges and a new graph is generated in case these do
not hold.

After a suitable graph has been obtained with a certain size and average degree, the
only parameter that still has to be accounted for is the domain size. Because the domain
size does not influence the graph structure, several experiments can be generated from
the graph that has been obtained with different domains. A new domain is generated
for each experiment with the specified domain sizes. Using the same graph removes
any influences of the other parameters and allows the influence of the domain size to
be assessed independently. This can easily be done for the domain size but not for the
other parameters.

The final step is to convert the graph colouring problem to a dynamic dependency graph.
The variables of the graph colouring problem are converted into variables of the depen-
dency graph and the domain of each variable is set to the generated domain that is
attached to the graph. Edges make up the constraints of the CSP and are converted
into a constraint that indicates that the values of the variables (the endpoints of the
edge) cannot be equal to each other. Because of this method, all the constraints in
the CSP are binary constraints, which is the only downside of this method. Grouping
the edges together to form higher-order constraints requires finding cliques within the
graph, however, which is itself an NP-complete problem. Generating constraints in a
different way would be possible, but makes the process as well as guaranteeing random-
ness much more complex. To still allow experiments with more complex constraints,
several experiments are manually converted by combining constraints that form a clique
in the graph.
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4.3.2 Executing Experiments

The generated experiments are used for the experimental evaluation of the algorithm.
Several graphs have been generated with varying size, average degree and domain size.To
obtain the required results, the algorithm is executed on the Peregrine cluster of the
University of Groningen for each of these graphs. The time it takes the algorithm to find
the first solution as well as the optimal solution is recorded for each of the experiments.
The cluster consists of different types of nodes, but to ensure reliable measurements,
only nodes with the same specifications have been used. The nodes that have been used
have 24 cores available clocked at 2.5 GHz, 128 GB of memory and a 1 TB hard disk.
Each experiment is executed with a number of Spark workers (normally executors but
since the standalone mode is used there is a one-to-one mapping between workers and
executors) ranging from one to six workers. A single worker is assigned two cores and
4 GB of memory, and all workers are running on the same physical machine to reduce
the influence of communication overhead (in a real-world setting as many workers as
possible would also be fitted onto a single machine). Three iterations are performed for
each experiment and the results of these iterations are averaged for increased statistical
significance.

4.3.3 Analysing Experimental Results

Analysing the scalability of the algorithm is done by inspecting the search times obtained
from the experiments. For each combination of size, average degree and domain size,
the times obtained for the different number of workers are compared to see whether
the search time decreases when the number of workers increases. In addition to this,
the influence that the parameters have on the scalability is assessed by comparing the
search times of the experiments that have all but one parameter the same. For example,
for experiments with the same size and average degree, the influence of the domain size
can be determined by comparing the search times of these experiments. This analysis is
done in the same way as for the scalability. Finally, the influence of the complexity of the
constraints is determined. As mentioned, several graphs are manually converted to allow
for more complex constraints, and the search times of these graphs are compared to the
search times of the regular, non-converted graph. Besides comparing the search times,
the influence of the scalability is also assessed by examining the decrease in search time
for the different number of workers and comparing this decrease between the converted
version and the regular version of the graph.

The scalability of the algorithm is assessed by examining the results of the individual
experiments. For each parameter set, the search times obtained when performing the
search with a different number of workers are plotted to allow for easy comparison. The
difference between the search times is examined, and a decrease of the search time with
an increasing number of workers indicates that the algorithm is able to benefit from the
additional computational power. The actual scalability strongly depends on the decrease
in search time that is observed, where a larger decrease indicates a better scalability.
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4.4 Summary

In this section, a detailed description of the algorithm has been presented. The algorithm
consists of a pre-processing step that prioritises all the constraint nodes in the dynamic
dependency graph and the actual search that explores all the possible solutions to the
problem. The search algorithm is implemented as an iterative graph algorithm using
the Pregel API of GraphX. Each iteration of the algorithm updates the data stored at
the nodes of the dynamic dependency graph, and in the end, the graph converges to the
optimal solution.

The different aspects of the experiments have also been discussed. Experiments are
generated by randomly constructed graph colouring problems with parameters S =
{6, 7, 8, 9}, C = {2, 4, 6}, D = {4, 5, 6}. It was argued that in order to obtain useful
example graphs, the graph of this problem must be connected, no self-loops can exist and
duplicate edges are also not allowed. Whenever a graph is obtained that does not have
all of these properties, a new graph is generated from scratch to ensure randomness of
the problems. The experiments are executed on the Peregrine cluster of the University
of Groningen with a number of spark workers. Search times are measured for each,
and the search times for one graph with different workers are compared to determine
the influence additional workers have on the search time. An analysis is performed
in a similar way to assess the influence of the different parameters and the types of
constraints.
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5 Evaluation

This section evaluates the implementation of the algorithm by arguing the correctness
and analysing the complexity. The quality of the model that is used to generate the
example problems is also reflected on. Finally, some issues are discussed that occurred
during the execution of the experiments.

5.1 Theoretical Analysis

Finding the optimal solution is an important requirement for the algorithm. For this
reason, the correctness of the algorithm is argued in this section. The message com-
plexity and memory complexity of the algorithm are also analysed as these have a large
impact on the scalability of the algorithm as well as the search time.

5.1.1 Algorithm Correctness

To show that the algorithm is correct, it is necessary to show that the algorithm is
able to find the optimal solution for any given CSP and that termination is always
guaranteed. Theorems related to these properties are defined next, and it is argued that
both theorems hold true for the algorithm introduced in this research.

Theorem 1 When the algorithm terminates, the cost of the solution found by the algo-
rithm is equal to the cost of the optimal assignment.

For this to hold, it must be shown that the algorithm explores the entire search space
and that, upon termination of the algorithm, the optimal solution is captured within
the graph. The first property ensures that all the potential solutions are considered by
the algorithm or that when solutions are skipped by heuristics these are indeed sub-
optimal and cannot be the optimal solution. The second property guarantees that the
information stored at the constraint nodes regarding the optimal solution is updated
correctly and that combining this information provides the complete optimal solution,
as each constraint node only stores a part of the complete solution.

The structured search performed by the algorithm on the tree arrangement ensures
that the search space is fully explored. Each node in the tree considers the local solu-
tions exactly once given the assignments of the ancestors. No local solution that may
potentially lead to a complete solution is therefore skipped, and local solutions that are
not consistent with the given assignments cannot be part of a complete solution as the
local constraint will not be consistent with that solution because that solution contains
those same assignments.

Backtracking ensures that local solutions chosen by constraint nodes can be changed,
allowing all the nodes in the tree to examine all the local solutions at some point.
Additionally, parent nodes send updates to the child nodes whenever another locally
consistent solution has to be explored, which causes the child nodes to start their search
from the beginning again for the new assignments, once more considering all the local
solutions exactly once.
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Child nodes do start a search at the same time as the parent nodes, but the assign-
ments sent by the parent nodes overwrite these searches as these updates trigger a new
search at the child nodes. It is also impossible for backtrack requests sent by a child
node to reach the parent node before the parent has finished its local search as this
is guaranteed by the synchronisation boundary at the end of each super-step of the
Pregel API. Combined with the timestamp that is updated after each local search and
that is verified by a parent node upon receiving a backtrack request, a parent never
backtracks based on the local search of a child node that has not yet fully explored the
remainder of the solution of that node. Therefore, when both parent and child perform
a search and the parent sends an update to the child while the child sends a backtrack
request to the parent (regarding the local search which is not based on the assignments
of the parent), the parent never backtracks. Failing to ensure this would allow the par-
ent to move to the next local solution before the current solution has been fully explored.

Heuristics allow the algorithm to disregard certain parts of the search space but only
when it is certain that this part of the search space contains nothing but sub-optimal
solutions. The first heuristic achieves this by comparing the cost of a partial solution
with the cost of the best solution found so far. When the cost of the partial solution
exceeds this cost there is no need to consider that solution any further as the cost will
only increase as more assignments are added to it. The second heuristic disregards any
partial solution for which at least one child node was unable to find a consistent solu-
tion. When this is the case, no complete solution can be obtained and any exploration
performed by the other child nodes is irrelevant.

The algorithm explores the entire search space, but this is worthless without correctly
keeping track of the optimal solution. Locally, each constraint node keeps track of the
cost of the sub-tree rooted at that node. The cost for this sub-tree can be computed
with the information received from the child nodes, which contains the cost of the sub-
tree rooted at those child nodes, combined with the local cost information. Whenever a
lower cost is obtained for a local solution, that solution is locally recorded as the optimal
one. Upon backtracking, when the entire sub-tree has been fully explored, the optimal
cost for that sub-tree is reported to the parent node.

However, the solution corresponding to this lower cost may not be more optimal than
the solution currently recorded by the parent node. For this reason, the child node
not only records the optimal solution found locally but also keeps track of an entry for
each ancestor. These entries are updated only when an ancestor acknowledges that a
certain solution is more optimal. Because of that, the entry for the parent node still
contains the previous optimal solution. At each constraint node, the entry for the root
node, which is an ancestor of every other node, contains the information regarding the
complete optimal solution and upon termination, combining all of these entries gives
the complete optimal solution.
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Theorem 2 Termination is guaranteed for each execution of the algorithm.

The algorithm terminates when, at the end of an iteration, no messages are exchanged
between any of the nodes in the graph. This is guaranteed if the number of iterations is
finite (where no messages are exchanged at the end of the last iteration), each iteration
takes a finite amount of time and no state is visited more than once to avoid endless
loops. These properties ensure that the algorithm makes progress because iterations
have a finite duration, and the algorithm is able to reach the terminating state, as the
number of states is finite and no cycles exist within the state transition that can produce
an endless executing loop.

A finite number of iterations follows from the fact that a structured search is performed
and the search space that is explored is finite. During each iteration, the constraint
nodes process a finite number of updates from neighbouring nodes after which it exe-
cutes one of three finite steps. When no action has to be performed, the node waits and
the iteration for that node finishes directly after processing the updates from neighbour-
ing nodes. In case of a search, a finite list of possible solutions is inspected, resulting
either in a new solution being selected or backtracking to take place, which both simply
update the information stored by that node in the graph. Finally, during the backtrack-
ing step, a finite number of solutions received from child nodes are processed followed
by the execution of another search step.

No states are visited more than once by the algorithm since each node considers the
local solutions exactly once. Redundant searches are performed by some nodes, for ex-
ample when the algorithm first starts, but progress is always ensured. Even when a
node somewhere in the tree that has performed a search is forced by a parent to start its
search again, this chain is finite because the tree has a root node that is not influenced
by any parent node. Therefore, the root node never restarts its search and the direct
descendants of this node only restart their search once for each local solution of this root
node based on the received updates. In turn, these updates cause indirect descendants
to also restart their search (through the updates from the direct descendants), but this
is also a finite chain of events as the tree itself is finite.

The above reasoning shows that the algorithm does indeed find the optimal solution
to a CSP upon termination and that termination is always guaranteed. Combined,
these theorems show the correctness of the algorithm.
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5.1.2 Message Complexity

For the algorithm presented in this research, the message complexity is exponential with
respect to the depth of the tree. This complexity is obtained by analysing the execution
of the algorithm.

Each constraint node is responsible for a single constraint in which a certain number of
variables is involved. The set of local variables is defined as V and the domain of each
variable is Di. From the standard definition of CSPs follows that the number of possible
solutions is exponential with respect to the domain size and the number of variables, and
this is also the case for these local problems. The number of local solutions is therefore

equal to
∏|V |

i=0 |Di|.

In the worst case, every constraint node has to explore all of its local solutions. The root
of the tree tries each local solution one by one, and for each solution, the child nodes
have to consider all the local solutions as well. Looking at a single branch, which is
possible because different branches of the tree do not influence each other, and following
the previous analogy all the way to the leaf node of the branch, the total number of

combinations along that branch is equal to
∏|B|

i=0 |Bi|, with B the set of local solutions
for the nodes of a single branch of the tree. Therefore, the total number of combinations
is exponential with respect to the depth of the branch.

Because the exploration of a local solution requires the constraint node to send a message
to each of its children, the total number of messages that are exchanged between the
nodes within a single branch is exponential with respect to the number of nodes in that
branch (or the depth). For the complete tree, the worst-case complexity is determined
by the largest branch in the tree, which is captured in the height of the tree. Therefore,
the message complexity of the algorithm is exponential with respect to the height of the
tree. Each individual message only contains a fixed amount of information, however,
and has a constant size, but messages can be received from all neighbouring nodes and
these messages are merged into a single message by GraphX, allowing the size of these
merged messages to be linear with respect to the number of neighbouring nodes.
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5.1.3 Memory Complexity

The memory complexity of the algorithm, which is in the worst-case quadratic in the
number of constraints, is mostly influenced by two aspects of the algorithm. The first
one is the information that has to be stored to completely explore the search space and
keep track of the optimal solution, and the second is the dynamic dependency graph
itself on which the algorithm is executed.

The structured search method that is used by the algorithm has a positive effect on
the memory complexity of the algorithm. While the number of solutions that each
constraint node has to explore is exponential with respect to the domain size of the
variables, not all of these solutions have to be stored. Keeping track of the solution that
is currently being explored and having a well-defined ordering on the variables provides
sufficient information to determine which part of the search space still has to be ex-
plored. No previously tried solutions have to be stored, and only a single value has to
be stored for each variable, the value that is currently assigned to that variable.

The data structure that is used to keep track of the optimal solution requires more
memory. This consists of a list with one entry for every ancestor in the tree. Each entry
stores a local solution together with the related cost information and timestamp, which
is only a small amount of information that is similar to what has to be stored by every
constraint node to keep track of the current solution. In the worst case, for leaf nodes,
the list contains an entry for every node in the branch of a tree as these are all ancestors
for that node. Therefore, this data structure is linear with respect to the height of the
tree.

The graph itself on which the algorithm is executed also contributes to the memory
requirement of the algorithm (more so than the data structure used to keep track of the
optimal solution). The size of the graph is determined by the number of constraints |C|
and the number of variables |V | of the problem, and for each of these, some information
has to be stored. Most of this information is small in size, except for the information
that the constraint nodes record for the variables involved in the local constraint. This
information is linear with respect to the number of variables involved in the local con-
straint. In the worst case, when all the variables are involved in all the constraints and
|C| = |V |, the amount of information that has to be stored is quadratic with respect
to the number of constraints. This is the case as |C| constraints each store |V | values,
giving a complexity of |V | ∗ |C|. Since |V | = |C| in the worst case, this becomes |V |2 or
|C|2, resulting in a quadratic complexity. When the number of variables is much larger,
however, the complexity is linear with respect to the number of variables, and linear
with respect to the number of constraints otherwise.
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5.2 Experiment Limitations

Assessment of the scalability of the algorithm is ideally done in a real-world setting
by incorporating the algorithm into an actual smart building system. Unfortunately,
such a system is not available, which is why the graph colouring problem is used to
generate example problems instead. As argued in the Concept section, this model of-
fers enough flexibility to accurately represent the types of structures that are expected
within the dynamic dependency graph. The experimental evaluation is limited to the
island structures, however, which are only a small part of the full scalability potential
of the algorithm because the parallelism that can be realised for a single island largely
depends on the structure of the problem and the heuristics that are used (e.g. for the
prioritisation). As such, the scalability assessment of the algorithm is limited, and al-
though the scalability potential for the disconnected components is apparent, this is not
necessarily true for the connected components.

The quality of the example problems that are used to assess the scalability can also be
improved. First of all, the algorithm is executed with randomly generated problems.
While this does ensure that the problems are not biased in any way, which could strongly
affect the obtained results, it is also not guaranteed that the problems represent actual
island structures that would occur within a dynamic dependency graph of a real-world
system. The connectivity of such structures could be different as well as the number
of constraints and variables that comprise an island. However, it is likely that island
structures of an actual smart building system are not truly random but exhibit certain
patterns. This limits the influence of the randomly generated problems on the results.
Moreover, when the results indicate decent scalability on these random problems, it is
expected that this likely improves when it is more tailored to the less random structure
of actual islands.

Another issue with the example problems is the fact that all the constraints are binary.
As explained, this is a result of the method used to generate and convert the graph
colouring problems. However, because the algorithm uses local problems as a basis for
the search, not including example problems with higher-order constraints affects the
obtained results. Several graphs have been converted manually to include some higher-
order constraints in the experiments, which should alleviate the effect somewhat, but
the conversion can be done in multiple ways, thereby affecting the results as well. At
the same time, higher-order constraints are expected to improve the results as more
work is performed locally and fewer messages have to be exchanged, although this only
holds true for a certain amount of complexity as the results likely suffer when con-
straints become too complex. Strongly connected components, which are the source of
complex constraints, are not covered by the algorithm, however, due to the introduced
assumptions.
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5.3 Spark Configuration

Executing the experiments is done on the Peregrine cluster of the University of Gronin-
gen, which is a regular high performance computing cluster and not a dedicated Spark
cluster. For this reason, running the experiments as Spark jobs was slightly more in-
volved since it required setting up a new Spark cluster each time through the scheduling
system of the computing cluster. Starting a new cluster is not a problem per se, but sev-
eral restrictions originated from this fact. Most importantly, the driver process, which
is responsible for running the actual application and scheduling all the tasks, cannot
be assigned dedicated resources and has to share the resources allocated to the worker
processes. With the driver using a fair share of resources for all the tasks that it has
to perform, some contention between the driver and the workers is inevitable. Running
the driver process within the cluster by assigning it the resources of a single worker
was not possible either as all processes would then run in the background, resulting in
termination of the complete job before the algorithm finishes.

The configuration options provided by Spark also have a significant impact on the results
obtained from the experiments. Obviously, the resources assigned to a single worker
and the number of workers are examples of this. Additionally, configuration options are
provided that can be used to set the number of tasks that are executed concurrently by
each worker. These options influence the apparent scalability of the algorithm because
it dictates how tasks are divided among the workers in the cluster. Assigning too many
tasks to a single worker results in a reduced scalability effect as fewer tasks remain after
adding additional workers that can be divided. As a result, the search time already stops
decreasing after only a few workers have been added. Conversely, too few tasks result in
insufficient utilisation of the resources and can overestimate the scalability by showing
a decrease in search time even when many workers are used. Carefully balancing and
testing these options is therefore required for optimal results, which has not been a
primary concern of this research and the default options were in many cases used.

The information stored by Spark also introduced some difficulties. A single iteration of
the algorithm applies several transformations to the graph data structure, which is im-
plemented as a resilient distributed dataset (RDD), and Spark keeps track of the entire
lineage of transformations that have been applied to such RDDs. When the algorithm
requires many iterations to complete the search, an enormous amount of information is
kept in memory about all these transformations, resulting in an exceptionally high mem-
ory consumption with out-of-memory exceptions as a result. Storing the RDDs to disk
through the internal checkpointing operation remedies this problem as it removes the lin-
eage information, but at the cost of expensive disk access. This also introduces another
configuration option for the interval at which this checkpointing operation is performed,
with potentially large consequences. Checkpointing must be performed regularly be-
cause the memory consumption increases quite rapidly, but performing the operation
too often results in poor performance due to many slow disk writes. Not checkpointing
often enough, however, increases the amount of data that has to be transferred between
the workers because of all the lineage information that is retained. Testing showed that
checkpointing every twenty-five iterations kept the memory requirement at an accept-
able level while not causing the information transfers to be too slow, but more thorough
experiments would be needed to choose the ideal setting.
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6 Results

The generated experiments are used for the experimental evaluation of the algorithm.
Several graphs have been generated with varying size, average degree and domain size.
The algorithm has been executed on a cluster for each of these graphs and the duration
of the search was measured for finding the first solution as well as the optimal solution.
The results of these experiments are discussed next, starting with the scalability of the
algorithm (the results of the experiments used for the scalability assessment are also
summarised in Appendix A). After that, the influence of the different parameters is
discussed by comparing the results of several experiments where two of the three pa-
rameters have been fixed to show the influence of the third parameter. Finally, the effect
that the constraint type has on the scalability of the algorithm is discussed. Because of
the large number of experiments, the results of only some experiments are shown in all
cases. These results are selected such that all the interesting trends are included.

6.1 Algorithm Scalability

The first experiment that is examined is shown in Figure 13, which shows that the
algorithm does not perform well on all graphs. When using two workers, the search
time is significantly less than with just one worker. However, the search time starts to
increase again after that and the search even takes longer for one iteration with four
workers (because of this the search time is higher on average as well). Performing the
search with five or six workers shows better results, although these times are also higher
than when using just two workers (see Table 1 for more details). Both lines show this
same trend, although the line corresponding to the time until the first solution was
found is slightly more compressed as the differences are smaller. Differences between
the iterations are quite large as shown by the shaded region, and the extremely large
time recorded with four workers is most likely an outlier. But even if that is the case,
it does not improve the overall scalability for this graph.

Results obtained from another experiment, displayed in Figure 14, show better scalabil-
ity results. For this experiment, differences between the iterations are small and using
two instead of just one worker shows a large decrease in the search time. From two
workers to four workers, the search time decreases in a fairly linear way before it slightly
increases again with five workers. After that, the search time decreases even further,
below the time recorded for four workers. Similar to the previous case, both lines follow
the same trend.

Even though the search time decreases with more workers, Table 2 shows that it de-
creases only slightly compared to the decrease observed for two workers. When using
two workers, the search only takes sixty percent of the time compared to using just a
single worker. However, with six workers, the search time only decreased to forty-five
percent of that time. This means that it decreases with less than two percent per worker
after the initial drop of forty percent.
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Figure 13: Experiment results for graph S = 6, C = 2, D = 5.

Figure 14: Experiment results for graph S = 6, C = 6, D = 6.
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Figure 15: Experiment results for graph S = 8, C = 4, D = 4.

Figure 15 presents the results of another experiment that shows a certain degree of
scalability. A linear decrease of the search time is observed for the first three workers,
both for the first solution and the optimal solution. After a small increase when using
four workers, the time decreases even further with five and six workers, although this
decrease is not as significant. These observations are also confirmed when looking at
the percentages shown in Table 3.

Another experiment that is considered for the scalability is the one in Figure 16. The
graph does not display a line for the time it takes to find the first solution because the
CSP does not have a solution, but this is irrelevant for the analysis. A fair amount
of deviation between the search times is also visible, but this is also magnified by the
missing line which changes the scale of the y-axis. The scalability is, while not linear,
reasonable for the first three workers, but the search time does not decrease anymore
when additional workers are added. This is also confirmed by Table 4, which shows that
the search time remains about the same. The minimum time that was measured, at
least for five workers, is slightly below the times obtained when performing the search
with fewer workers, but this does not hold for the other two.
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Figure 16: Experiment results for graph S = 9, C = 6, D = 4.

Figure 17 shows the results of the last experiment that is considered for the scalability
analysis. An almost linear trend is observed for the first four workers with the search
time decreasing by at least ten percent for every additional worker, as also shown in
Table 5. Performing the search with five workers also causes the search time to slightly
decrease, but with six workers this time increases again. A large variation between the
search times recorded for the different iterations is observed, however, especially for the
search with one and two workers.

While the discussed graphs represent only a small fraction of the total number of exper-
iments, the results observed for these graphs are representative of the results observed
for the other experiments. A decrease of the search time is realised for every experiment
when performing the search with two workers instead of one worker, because Spark is
able to distribute the tasks among these two workers fairly evenly, allowing these tasks
to be executed in parallel. For several experiments, the search time decreases even fur-
ther when using three or four workers for the search, but this is not the case for all the
experiments as many also show only a slight decrease or even an increase in search time.

These large differences can mostly be contributed to the task division among the workers.
Each worker is assigned a certain number of tasks based on the number of cores assigned
to the worker and configuration options that can be specified. When the number of tasks
that are generated for each iteration is too small, Spark is unable to evenly distribute
these tasks among all the workers. As a result, some workers are hardly processing
any tasks. Only when certain steps of the algorithm result in a larger number of tasks,
these additional workers can also process tasks, which explains why the search time may
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Figure 17: Experiment results for graph S = 6, C = 2, D = 6.

sometimes decrease only slightly when additional workers are added. Having too few
tasks is in turn largely dependent on the structure of the problem and the prioritisation
that is performed before starting the search. Both significantly influence the number of
constraint nodes that can perform a local search in parallel, which in turn determines
to what extent the algorithm can utilise additional computational power.

Increases in the search time that are sometimes observed for higher worker counts can
partly be caused by other processes that are running on the machine and perhaps also by
the fact that different iterations can be scheduled on different nodes of the cluster. An-
other important factor that can contribute to this is disk utilisation. For the algorithm
to work correctly, intermediate RDDs that are generated by Spark must be written to
disk (so-called checkpointing) because lineage information is otherwise retained, which
grows quite rapidly and causes the workers to run out of memory. Checkpointing the
RDDs removes the lineage information and keeps the memory usage at an acceptable
level, but it requires frequent disk access as this operation is performed after every
twenty-five iterations of the algorithm. Disk access is not only slow but other processes
and jobs running on the cluster can interfere with this process, potentially blocking the
checkpointing operation for some time. Communication overhead between workers as a
result of increased coordination could also contribute to this.
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Another factor that can severely influence the results is contention caused by the driver
process that executes the algorithm. Because a general-purpose cluster was used to run
the experiments, the driver process shares the resources available to the workers. Each
worker is assigned a certain number of cores and memory and has exclusive access to this
(a worker cannot use the resources of another worker), but the driver process has access
to all the available resources, which can cause contention between the driver process and
the workers. Because the driver process performs most of the work in terms of generating
tasks, a reasonable amount of memory and cores are used by this process. Configuration
options have been used to limit these resources, but a considerable amount of resources
(8 GB of memory and 2 cores) were necessary for a correctly functioning driver process.

6.2 Local Problem Complexity

Determining the influence of the local problem complexity, controlled by the domain
size of the variables, is the easiest as this parameter can be varied while the graph
remains unchanged. Results of the experiments are combined such that the size and
connectivity are the same but the domain size is different, allowing for visual comparison
of the results. To keep the figures readable, only the times measured for the complete
search are included as these are the most interesting and both follow the same trend as
observed previously. The aim is also to compare the search times for different parameter
settings instead of just the scalability.

The results displayed in Figure 18 show the expected influence of the domain size,
where the search time increases when additional values are added to the domain of the
variables. Search times also double for each value that is added to the domain, distinctive
for exponential problems. Apart from these differences, the scalability for each of these
experiments seems very similar since the lines follow the same trend, and although the
absolute decrease in search time is different, the percentages are very similar for the
different experiments.

Figure 19 shows completely opposite results. The smaller domain sizes actually require
a longer search time than the larger one. Moreover, for both a domain size of four and
five, the search time is very similar. The different lines also exhibit greater differences
than in the previous case but the trend is fairly similar nonetheless.

Similar results are observed for the other experiments. In general, the search takes
longer when the domain size is larger and the search time doubles for each additional
value in the domain. There are a few exceptions, however, for which this does not hold.
In those cases, the duration of the search is longer for smaller domain sizes compared
to the larger domain sizes. The observed trend for the different experiments is usually
very similar, meaning the scalability is not greatly affected by the domain size itself.

Obtaining a similar level of parallelism seems logical as the graph itself remains un-
changed and a larger domain size only results in a larger number of potential solution.
Due to these additional potential solutions, the search takes more time as more solutions
have to be explored. For this, more iterations of the algorithm must be performed and
the total number of tasks generated by Spark increases. The tasks that are generated
for a single iteration are not affected, however, resulting in a similar level of parallelism.
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Figure 18: Combined overview of complete search times for graphs with S = 7 and
C = 4, and varying domain sizes.

Figure 19: Combined overview of complete search times for graphs with S = 9 and
C = 4, and varying domain sizes.
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Nevertheless, the values available in the domain can greatly affect the search as shown
previously. Because of the heuristics that the algorithm uses, adding additional values
to the domain can drastically change the time required to complete the search. For
example, adding a value to the domain with a lower cost could cause the algorithm to find
a solution much earlier in the search process, which may be favourable for the heuristics
and could allow a larger part of the search space to be disregarded. Alternatively, the
added value could make the heuristics less effective by requiring more exploration and
thereby resulting in an increased search time.

6.3 Problem Size

Analysing the influence of the problem size is slightly more involved as the graph itself
is constructed from scratch for the different parameter combinations. Because the struc-
ture of the graph also highly influences the search, the search time is affected by both
the parameter change and the structural change instead of just the parameter change.
Regardless, an attempt is made to analyse the influence of the parameter by combining
experiments with the same average degree and domain size but different problem sizes.
Only the total search time is displayed again for improved readability.

An approximately exponential increase in search time is again observed with respect to
the size of the problem for the experiments with an average degree of four and domain
size of four, shown in Figure 20. The search times as measured for both size six and
seven are similar, however, and sometimes almost equal. Most of the lines follow the
same trend where the search time decreases with two and three workers and remains
about the same afterwards, except for the one corresponding to size seven, which only
shows a decrease for two workers.

Figure 21 shows similar results for the experiments with average degree six and domain
size four, only the search time for the largest size, nine, is shorter than the time measured
for size eight. A larger difference is also observed for the other sizes, which are now
farther apart. For most experiments, search times decrease when using two or three
workers and are mostly constant after that. The smallest graph does not show this
same scalability, however, as it already stops decreasing after two workers.

Different results are obtained for the experiments with average degree four and domain
size six, displayed in Figure 22. The search time for the graph of size eight is again the
highest, but the graph of size seven is now directly below it. The other two experiments
show very similar search times, even though the size is much larger in one case. For all
experiments, using two workers drastically decreases the search time and three workers
reduce the time slightly more in most cases. Adding additional workers only results in
a minor change to the search time.
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Figure 20: Combined overview of complete search times for graphs with C = 4 and
D = 4, and varying sizes.

Figure 21: Combined overview of complete search times for graphs with C = 6 and
D = 4, and varying sizes.
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Figure 22: Combined overview of complete search times for graphs with C = 4 and
D = 6, and varying sizes.

Increased search times that are somewhat exponential with respect to the size of the
graph are observed in general. As shown, several experiments deviate from this but most
experiments closely follow this pattern. Since the size of the graph directly determines
the number of variables included in the problem and the search time for a standard
CSP grows exponentially with respect to the number of variables, this behaviour is
as expected. Similar to the domain size, the size of the graph does not seem to have
a substantial influence on the scalability of the algorithm. Although there are some
differences in terms of scalability, the experiments with the same parameters (except for
the size) show a similar degree of scalability. This can again be explained by the fact
that the number of tasks per iteration is not greatly affected by the number of variables,
although more so than for the domain size as the variable nodes also participate in the
algorithm. However, since these nodes are mostly concerned with storing information
the influence is not particularly noticeable.

Differences between the experiments, such as inconsistent search times compared to the
problem size, are best explained by the structural changes that occur when a new graph
is generated. The edges that are introduced when a graph is generated greatly impact
the performance of the algorithm as this also influences the prioritisation. As such,
generating a new graph with a different size, which is done from scratch as it would
otherwise impact the independence of the graphs (manually adding a single vertex may
create a graph that is more favourable for the algorithm), can drastically change the
structure of the graph. In turn, running the search algorithm on that graph can result
in completely different results.
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Figure 23: Combined overview of complete search times for graphs with S = 6 and
D = 4, and varying average degree.

6.4 Graph Connectivity

The connectivity of the graph determines the average degree and through that the num-
ber of edges. Edges are directly translated into constraints, meaning the connectivity
implicitly changes the number of constraints. This is the most difficult parameter to
test as it is heavily influenced by the structural changes that occur when generating a
new graph. Similar to the previous two parameters, experiments are grouped based on
parameter values to allow for a visual comparison.

Figure 23 shows that a higher connectivity not necessarily results in a longer search time.
Scalability does also not improve in all cases as the graph with an average degree of four
shows better scalability results than the one with an average degree of six. Additionally,
a higher average degree seems to result in more irregular search times as the search
times sometimes increase for the graphs with a higher average degree.

A higher average degree does lead to a longer search for the experiments shown in
Figure 24. With search times decreasing with up to four workers for degree six, the
scalability also seems to improve. The line at the bottom is heavily compressed due to
the large difference in search times, however, and the individual results of that particular
experiment also show that the times decrease until five workers are used.
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Figure 24: Combined overview of complete search times for graphs with S = 6 and
D = 6, and varying average degree.

The connection between the search time and the average degree is completely lost again
when looking at Figure 25, however, where the search times of the graph with the lowest
average degree are similar to the one with the highest average degree. The scalability of
these two graphs seems similar, although the one with average degree two shows another
decrease when using six workers. Scalability of the other graph, with degree four, is not
particularly good as it only shows a significant decrease for two workers.

Comparison of the search times with respect to the connectivity of the graph shows
mixed results. Most experiments do show that a higher average degree leads to higher
search times, but quite a few cases also contradict this effect. A strong connection
between the average degree and the scalability is also not observed. Such a connection
is expected since it directly influences the number of constraints, and because these
contribute the most to the search process, the number of tasks per iteration would be
affected as well.

As mentioned previously, the structural changes to the graph are most likely the cause of
these inconsistent results. The prioritisation can heavily influence these results and the
prioritisation algorithm may not be able to appropriately handle additional constraints
in all cases. Depending on the graph structure, the prioritisation can result in a mostly
linear chain with only some branching, resulting in poor scalability.
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Figure 25: Combined overview of complete search times for graphs with S = 8 and
D = 6, and varying average degree.

6.5 Constraint Types

Constraints form the basis of the algorithm and guide the search process by considering
all local solutions. The complexity of these local problems is not only affected by the
domains of the variables but also by the number of variables that are involved in a
constraint. Because of this, the constraint type (binary, ternary, etc.) also has a large
impact on the search process as it determines the number of variables that are involved in
the constraints. Unfortunately, incorporating constraints other than binary constraints
into the graphs is difficult due to the method used to generate the experiments. Having
only binary constraints likely influences the search times as the graph contains more
constraints, local problems are less complex and more iterations are required to share
the solutions with all constraints. To determine the impact that the constraint type has
on the algorithm, several graphs have been manually converted such that higher-order
constraints are possible. The results for each of these graphs are discussed next by
comparing the search times to the non-converted graph.

Figure 26 shows the results for the first converted graph. As can be seen, the search
times are considerably lower for the converted graph. The scalability also seems slightly
more favourable for the converted graph as it shows a decrease in search time when using
two workers as well as three workers. The regular graph only shows a decrease for two
workers. Both graphs do show an additional decrease in search time with more workers,
at five workers for the regular graph and six for the converted version (although it also
shows a small decrease for five workers).
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Figure 26: Experiment results for both the regular and converted version of graph S = 8,
C = 4, D = 6.

Results for the second converted graph are shown in Figure 27, where the search times
for the converted graph are also much lower. Scalability seems worse for the converted
graph, however, as it only shows a decrease in search time when using two workers and
a stable search time with additional workers. The regular graph also shows a decrease
with three workers, although the search times also increase slightly after that.

Results for another converted graph are shown in Figure 28. Search times are again
much lower than for the regular graph and the scalability also seems to have improved.
For the converted graph, the search times decrease with as many as four workers, while
this is only three for the regular graph. After a slight increase, the search time decreases
even more for the converted graph when using six workers, whereas search times do not
change much for the regular graph.

The results for the final converted graph, displayed in Figure 29, show an even larger
difference in search time (again in favour of the converted graph). In terms of scalability,
the converted graph did not perform so well as the search time remains largely unchanged
for a worker count above two. At the same time, measurements for the different iterations
show much less fluctuation in case of the converted graph.
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Figure 27: Experiment results for both the regular and converted version of graph S = 8,
C = 6, D = 6.

Figure 28: Experiment results for both the regular and converted version of graph S = 9,
C = 4, D = 6.
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Figure 29: Experiment results for both the regular and converted version of graph S = 8,
C = 6, D = 6.

From the results, it is clear that the types of constraints present in the graph have a
tremendous effect on the search times and to some degree also the scalability. Higher-
order constraints make the local problems more complex, but at the same time allow
more work to be performed locally by the nodes. The graph also contains fewer con-
straints as some constraints that were previously binary have been merged into a single
constraint of a higher order. Because of this, communication is reduced as well as the
number of tasks that are generated per iteration. While the number of local solutions
is higher and more iterations would be needed to explore each solution, more complex
constraints may also allow for more solutions to be discarded at an early stage since
fewer combinations are locally consistent.

This observation is further strengthened by the fact that the search process was unable
to finish within a reasonable time for the first regular version of the graph s = 8, c = 6
and d = 6 but not the converted version. For the first version of that graph, the search
took an enormous amount of time for the regular version of the graph but managed to
finish within a short amount of time for the converted version. A second version was
then generated for which the search completes within a reasonable amount of time in
both cases, on which the previously presented results are based.
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Prioritisation of the constraint nodes is also highly affected by the conversion, and re-
moval of several constraints is only part of the cause. Given that the prioritisation com-
pares constraint nodes based on their degree, introducing higher-order constraints (with
a higher degree) results in those constraints being assigned a higher priority. There-
fore, more complex problems are considered before the simpler problems. Additionally,
more constraints can potentially be marked as a child of such higher-order constraints,
creating a wider tree and thereby increasing parallelism. At the same time, when local
problems become too complex, most, if not all, variables have to be assigned a value by
a single constraint node, creating a completely local search and leaving no work for the
other constraints but to verify the solutions.

While the presented results show clear differences between the regular graphs and the
converted graphs, only several graphs have been converted. Moreover, only graphs with
higher connectivity and larger size have been used for the conversion. This is mostly
due to the fact that these graphs offer more possibilities for conversion as it requires
a clique within the graph, which is less likely for graphs with fewer nodes and lower
connectivity. Therefore, since fewer binary constraints can most likely be combined into
higher-order constraints when the connectivity is low, a much less significant effect will
be observed for such graphs.
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7 Conclusion

Smart building systems have the possibility to reduce the energy consumption of a
building by only switching devices on when actually needed. At the same time, allowing
occupants to specify preferences can increase the comfort and convenience of occupants.
Modelling such systems using CSPs provides a considerable amount of flexibility and
enables the system to easily optimise the state of the building to minimise the energy
consumption. Finding a solution to a CSP is an NP-complete problem, however, which
greatly limits the applicability, especially when scaling beyond just a single building.
The research presented in this thesis addresses this problem by introducing a distributed
algorithm that is capable of scaling with respect to the problem size. Several research
questions have been defined in the Introduction that are answered here based on the
presented research.

7.1 Distributed Algorithm

Within the context of smart building systems, two important observations allow the
complexity of the problem to be reduced. First of all, processes within a building do not
necessarily all influence each other but are often localised to a certain part of the building
(e.g. a single room). Secondly, incorporating the information that is provided by the
sensors, which is already available from the environment, into the rules of the system
allows those rules to be either active or inactive. The system does not have to take the
inactive rules into account, reducing the problem complexity. These observations have
been captured in the dynamic dependency data structure that allows decomposition of
the problem based on the activeness of rules, which can significantly reduce the problem
complexity. The research question regarding the realisation of such an algorithm is now
answered.

Can a distributed algorithm be implemented on top of the dynamic dependency data
structure that is capable of using the unique properties offered by this data structure to
find the optimal solution to a CSPs?

A distributed algorithm has been implemented using the distributed graph processing
engine Apache Spark GraphX. The algorithm is implemented as an iterative graph al-
gorithm using the Pregel API and works directly with the dynamic dependency data
structure. Several structures have been identified within this data structure, which are
linked together by the constraint nodes in the graph. For this reason, the constraint
nodes provide the basis for the search through the exploration of the local solution
space, consisting of all the combinations of possible values of the variables involved in
the local constraint. These local problems are solved concurrently by all the constraint
nodes to ensure that all the problems within the graph are solved as these can be sepa-
rated by inactive constraints. Prioritisation is performed prior to the search to resolve
possible conflicts, for which a tree-shaped structure is used that enhances parallelism.
Exploration of the search space is done in a structured manner by exchanging local
solutions between the constraint nodes and extending the solutions received from other
constraint nodes. Backtracking allows inconsistent assignments to be corrected and,
when a solution to the problem has been found, to further explore the solution space as
the algorithm is supposed to find the optimal solution.
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Based on the implementation of the algorithm, the correctness has been argued by
showing that the complete solution space is explored, the optimal solution is correctly
updated and termination is guaranteed. These properties mostly follow from the struc-
tured search that is used by the algorithm, which inherently guarantees most of the
properties. Analysis of the message complexity has revealed an exponential message
complexity with respect to the height of the tree that results from the prioritisation.
This, too, is a result of the structured search that is used. At the same time, the memory
complexity is only quadratic in the worst case with respect to the number of constraints
in the graph. When realising an algorithm to solve CSPs, this is often a trade-off as
exponential complexity for at least one of these is difficult to avoid.

Based on the resulting algorithm, it is certainly possible to implement a distributed
algorithm using the dynamic dependency graph. Having incorporated the identified
structures into the algorithm, the properties of the dynamic dependency graph have
been utilised to a great extent. Concurrently searching at every constraint node ensures
that the provided decomposition is used while still solving all the resulting problems.
The connectivity of the graph also becomes unimportant because of this, since the
algorithm automatically achieves this without knowing the underlying structure of the
graph. Additionally, the search method that is used by the algorithm ensures that the
optimal solution to a CSP is found.

7.2 Scalability Potential

Because the research focuses on large-scale smart building systems, the scalability of
the distributed algorithm has also been an important goal of the research. A cluster
of machines is assigned to the algorithm on which all the computations are performed.
When the problem size changes, the number of machines in this cluster should change
accordingly to allow the algorithm to scale with the problem size. The results that have
been found to the research question regarding the scalability of the algorithm are now
discussed.

Does this distributed algorithm achieve the desired scalability by utilising the computa-
tional power that results from adding additional machines to the cluster such that the
size of the problem can grow or the search time can decrease in proportion to the addi-
tional number of machines (e.g. a linear increase in the number of machines allows a
linear increase of the problem size)?

A number of experiments have been performed on random graph colouring problems
with varying parameters to assess the scalability of the algorithm. The results of these
experiments show that the algorithm is capable of achieving a limited amount of scal-
ability on these randomly generated problems. Several experiments have shown that
the search time decreases almost linearly with as much as three workers. Additional
workers sometimes resulted in a further decrease in the search time, but this was not
always the case. This scalability is mostly achieved through the use of Apache Spark,
which distributed tasks among the workers that are executed in parallel. Adding addi-
tional workers to the cluster allows more tasks to be executed in parallel and thereby
reduces the search time. This scalability is limited, however, because when the number
of tasks is smaller than the number of workers, some workers do not perform any tasks
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and do not reduce the search time any further. For a few experiments, search times
also increased when the number of workers was increased. While this can to some ex-
tent be contributed to additional communication overhead between the workers, these
results were most likely outliers caused by other processes running on the cluster. As
mentioned, the algorithm regularly has to write data to disk, which is a slow operation
and can be severely influenced by other processes that also make use of the disk.

Assessing the influence of the parameters has shown that there is some correlation
between the parameters of the problem and the scalability of the algorithm. Both the size
and the constraint types can influence the scalability. A similar influence was difficult
to observe for the other parameters as the graphs are in many cases constructed from
scratch for different combinations of parameters. Because this changes the connectivity
of the graph, very mixed results were observed as the connectivity largely influences
the results. Differences in the search times were observed for the domain size and the
constraint types. The converted graphs all resulted in much lower search times, but the
domain size showed varying results, which is mostly due to the heuristics that are used
by the algorithm.

Overall, the experiments showed that the algorithm is capable of scaling with an in-
creasing number of workers. While the scalability that was observed from the performed
experiments was somewhat limited, the experiments only represented the island struc-
tures of the dynamic dependency graph. Within a real-world system, the graph would
also contain connected components as well as disconnected components, which would
provide the majority of the scalability of the algorithm. For example, adding additional
disconnected components to the graph allows the algorithm to solve these in parallel.
In that case, increasing the number of workers would likely also result in improved
scalability.

7.3 Algorithm Universality

Usually, very problem-specific properties are incorporated into algorithms that are de-
signed to solve CSPs. Exploiting such properties can result in an increased performance
or improved scalability, but also limits the applicability of the algorithm to different
problems as such properties may not exist for those problems. For this reason, the
algorithm presented in this research has been designed to be generic, allowing it to be
applied to different problems with as little adaptations as possible. The design decisions
that influence this property are now summarised.

Are the properties and assumptions on which the system is based general enough to
be applied, with as little adaptations as possible, within the context of different (CSP-
related) problems?

The algorithm works directly with the dynamic dependency structure and makes use
of the properties provided by this data structure. Several structures have been iden-
tified within this data structure on which the scalability largely depends. While the
dynamic dependency graph implicitly captures properties of the underlying problem,
the assumptions that have been introduced regarding the structures and properties of
these structures (.e.g small-world properties for islands) may not hold true for all types
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of problems. As such, when a different problem is modelled using the dynamic depen-
dency data structure, other structures may be observed. This restricts the algorithm
somewhat, but at the same time, the search procedure itself does not change because
the structures of the graph mostly enhance the scalability. Enhancing the scalability
based on these structures is mostly accomplished by the prioritisation algorithm that is
used, which is a pre-processing step and not integrated into the algorithm. Therefore,
when the structures that have been identified do not apply to the problem that is being
solved, the prioritisation can easily be adapted to make better use of the structures that
are observed.

As mentioned, the structured search that is used to explore the search space does not
have to be changed to be applicable to different problems. Additionally, the use of
GraphX always provides the same benefits of distributing the tasks among the workers
and increasing the number of workers always results in additional parallelism when the
number of tasks is sufficient. The algorithm does make use of several heuristics, which
may not produce the same results on all problems as these are usually very problem
specific. However, these heuristics can easily be replaced by other heuristics without
changing the core of the algorithm. The same holds true for the functions that are used
to compute the cost of a solution. This modularity allows the algorithm to be used for
different problems while also allowing it to be tailored to a specific problem if required.

7.4 Summary

All the research questions have been answered and the implementation of the distributed
algorithm has shown that it is possible to realise an algorithm for solving large-scale
CSPs. Combining the dynamic dependency data structure and Apache Spark GraphX
allows a CSP of considerable size to be solved in a scalable and distributed way. The
modular design of the algorithm allows different problems to benefit from the scalability
as well, while also offering the possibility to tailor the algorithm to the specific problem.
Although the algorithm provides a solid foundation for solving large-scale CSPs, much
additional research is needed. Some of these directions for future research are addressed
in the next section.
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8 Future Work

Many improvements are possible for both the research and the algorithm that is a part
of this research. Some of these improvements are discussed in this section. First of all,
the assumptions are addressed and how these can be verified. Improving the assessment
of the scalability is discussed next, followed by techniques that can be used to improve
the performance of the algorithm as this has not been a main concern for this research.
Finally, the complexity of the local problems and smallest structures is addressed and
how this complexity can be reduced.

8.1 Verifying Assumptions

Several assumptions have been introduced on which the research and the algorithm
are based. Some of these assumptions have a limited impact on the research, such as
the assumption that requires at least one solution to be available for the CSP. While
the algorithm can handle CSPs that do not have a solution, not being able to find a
consistent solution has a larger impact in the context of smart building systems. Within
this context, a CSP without a consistent solution indicates that it is impossible to satisfy
all the preferences indicated by the occupants due to conflicting constraints. A solution
is required nonetheless, and the conflict has to be resolved in some way. This can be done
in many different ways such as by assigning a penalty to each inconsistent constraint
and satisfying as many constraints as possible to minimise the total penalty. As this is
an entirely different area of research, it has not been a concern for this research, and
although it is important for a real-world system, the foundations of the algorithm are
likely not severely affected. Changes to the search procedure used by the algorithm
would be required, however, because it currently fails to find any solution when one or
more constraints are violated.

The assumed structure for the dynamic dependency graph and the islands are more
fundamental assumptions. Verification is required for these assumptions to confirm the
existence of such structures in real-world problems, or for discovering different struc-
tures that are exhibited. As many design decisions have been based on these assumed
structures and the scalability largely depends on the existence of these structures, the
algorithm would have to be adapted in case no such structures exist. Fortunately, part
of this is captured in the prioritisation, which has not been embedded into the algo-
rithm as it is a pre-processing step, and can, depending on the problem, be fairly easily
modified to account for a more suitable priority order. The scalability would be severely
affected, however, as this relies on the fact that the dynamic dependency graph consists
of many smaller, loosely connected problems. Without this, the CSP would simply be
extremely large and impossible to solve with the current algorithm.

Assumptions about the dynamicity of the environment and the rate at which new prob-
lems are generated are largely present because the performance of the algorithm has not
been a primary concern of this research and the algorithm is not able to solve a CSP in
a very short amount of time. Having an environment that generates new problems at a
higher rate than the rate at which the problems are solved results in an ever-increasing
accumulation of problems. Such an assumption seems reasonable within the context of
smart building systems (although the performance is insufficient even for this context),
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but when considering problems in a different domain the assumption may no longer be
valid. In those cases, the rate at which the algorithm is able to solve problems would have
to be increased. This can be achieved by increasing the performance of the algorithm,
discussed later on, or by accepting solutions that are not necessarily optimal. An easy
way to achieve this would be to indicate the maximum amount of time available for the
search and simply return the best solution found within that time. Another technique,
which is already available in the literature, allows for bounded-error approximation and
can find a solution within a certain distance of the optimal solution [21].

8.2 Improved Scalability Assessment

Experimental evaluation performed as part of this research has only focused on assess-
ing the scalability of the algorithm concerning one of the structures identified in the
dynamic dependency graph. While these so-called islands are considered to be the most
interesting, the two remaining structures should ideally be covered by the evaluation as
well. The disconnected components are of less importance as the scalability potential is
more apparent for these structures but should nonetheless be included for completeness.
The loosely connected islands are of great importance, however, and additional research
is needed to substantiate the claims made about the limited impact on the scalability of
the algorithm. Changes to the prioritisation also have to be included in such research
to ensure that the constraints that connect the islands are correctly positioned (e.g. at
the top of the search tree) within the priority order. Not accounting for this may result
in a problem where constraints of the separate islands are intermixed, making it much
more difficult to find a solution.

Besides evaluating the scalability of the algorithm on randomly generated problems,
performing these experiments on a real-world system would be extremely valuable. Cre-
ating a fully functioning smart building system based on the algorithm and deploying
such a system into an actual building would therefore be an interesting direction for
future research. In addition to using such a system to assess the scalability, the system
can also be used to analyse the dependency graph that is created, which is useful for
verifying the assumptions.

Most of the techniques that have been developed to solve CSPs are highly specific
to the problem that is being solved. While this is to some extent unavoidable when
dealing with an NP-complete problem where every performance gain is needed, it also
makes the adoption of these techniques for different problems more difficult. For this
reason, developing a solution that is as generic as possible has been a major focus of
the presented research. However, applying the algorithm to problems within a different
domain is needed to determine whether the solution is indeed generic enough to perform
well on such problems. Changes to the prioritisation may be required to accomplish this,
and the algorithm may not be able to compete with algorithms designed specifically for
that problem, but the difference in performance should be small enough to warrant
increased generality.
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8.3 Increasing Search Performance

The presented algorithm utilises the processing capabilities of multiple machines to find
the solution to a given problem. Worker processes are assigned the tasks that are
generated by the algorithm, and increasing the number of workers decreases the total
execution time of the algorithm because more tasks can be executed in parallel. As
was already observed during the experimental evaluation, however, assigning additional
workers is not beneficial when the number of tasks is too small and results in some
workers processing all the tasks while other workers do not process any tasks. One way
to improve the performance of the algorithm is by decreasing the number of iterations
and increasing the number of tasks that are generated during each iteration, allowing
more workers to execute tasks in parallel.

Constructing a wider tree increases the number of constraint nodes that can concurrently
perform a local search, and additional tasks are generated during each iteration as a
result. At the same time, because the tree has a fixed number of nodes, the height of
the tree decreases, which reduces the number of iterations necessary to explore a single
branch of the tree. The construction of such a tree is a difficult problem, however, and
the problem structure does also not always allow additional parallelism to be introduced
in this way due to the many dependencies between the constraints.

Running multiple search processes in parallel that all explore a non-intersecting part of
the search space is another technique that can be used to increase the performance and
has been the focus of many previous studies available in the literature. Splitting the
domain of variables and running a separate search process for each value is a popular
technique to accomplish this. Similar techniques can be incorporated into the algo-
rithm presented in this research. Concurrently running several search processes results
in a faster exploration of the search space, thereby improving the performance of the
algorithm. When these searches also involve different constraint nodes, it can activate
additional constraint nodes during each iteration of the algorithm, which results in an
increased number of tasks for each iteration.

During each iteration of the algorithm, only a certain part of the nodes of the dynamic
dependency graph are actively involved in the search process. While constraint nodes
located in the same branch of the tree initially all start a local search, the local solutions
of lower priority nodes are at some point overwritten by higher priority nodes. Moreover,
after this initial search, these lower priority nodes remain idle until updates are received
from other nodes. This is not an issue for the resource utilisation because there is no
one-to-one mapping between the nodes of the graph and the number of worker nodes,
but allowing these constraint nodes to perform useful work in parallel with the search
performed by other nodes can increase the performance of the algorithm. For example,
further exploration of the local search space is possible by finding the optimal values
of the sub-tree for the consistent local solutions. Instead of having to perform this
exploration when the parent node sends the next solution, the optimal cost can then be
sent back immediately. Additional information would have to be stored to realise this
as the optimal cost has to be remembered for each local solution, but this would only
be exponential with respect to the number of local variables in the worst case, which
is acceptable if the local problems are not too complex. Additionally, depending on
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the problem structure, a lower priority node may require an assignment from a higher
priority node. Exploring a solution within a sub-tree ahead of time means that such an
assignment is not yet available, which must also be accounted for.

Due to the recursive nature of the problem, sub-trees rooted at lower priority constraint
nodes are explored repeatedly. The optimal cost for such a sub-tree does not remain
constant as the consistency of local solutions depends on assignments received from
higher priority nodes, but at least some solutions likely remain unchanged. Caching
previously found solutions reduces the number of local solutions that have to be explored
when new assignments are received from a higher priority node. The cost associated
with solutions stored in this cache that are still valid given the current assignments
can be used without the need for a search. Local solutions for which no valid entry
is available have to be explored, but the number of solutions for which this is needed
would be smaller and may continue to decrease as the search progresses. This technique
is similar to the aforementioned technique and also increases the memory requirement
of the algorithm, but stores explored solutions rather than performing a search ahead of
time. Because of this, all the assignments that are required from higher priority nodes
are available. The consistency of local solutions may change depending on the current
assignments, however, which can render cached solutions useless. A method would be
needed for verifying the cached solutions.

Using the constraints as the basis for the search can increase the complexity of the overall
problem when the number of constraints is much larger than the number of variables, as
mentioned previously. When the variables have all been assigned a value, however, the
remaining constraints only have to verify that the assignments are consistent with the
local constraint. Instead of sharing the assignments with such constraint nodes during
the search, for which additional iterations of the algorithm are required, the constraint
node that performs the last assignment within a branch of the tree could verify the
constraints of the remaining nodes in that branch. This reduces the height of the tree
and decreases the number of iterations that are needed to verify all the assignments.
Sharing constraints becomes a necessity, however, and this step has to be repeated before
every search due to the dynamic nature of the problem.

8.4 Reducing Local Problem Complexity

The local problems formed by the variables involved in the local constraint of each
constraint node drive the search process. Solving these local problems requires finding
assignments to the variables such that the local constraint is consistent. The complex-
ity of these local problems grows exponentially with respect to the number of variables
involved in the local constraint and has an enormous influence on the duration of the
search process. As demonstrated by the experiments performed as part of this research,
slightly increasing the complexity of the local problems can result in a significant reduc-
tion of the overall search times. Local problems can also become too complex, however,
when a large fraction of the variables is involved in a single constraint. This localises
most of the search process and is detrimental to both the performance and scalability
of the algorithm.
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Decomposing such complex local problems into multiple smaller problems can be bene-
ficial, because, even though additional constraints are introduced, the complexity of the
local problems decreases and some parallelism may be possible between the constraints
that resulted from the decomposition. Dependencies do exist between the decomposed
parts, meaning concurrently solving all problems is not possible due to possible con-
flicts between shared variables. This is also the case for the dynamic dependency graph,
however, and the algorithm is already capable of dealing with this. Therefore, the de-
composed problems can easily be incorporated into the dependency graph without many
changes to the algorithm, although it would add an additional pre-processing step to
the complete algorithm.
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Appendices

The results obtained for several of the experiments have been summarised in Appendix
A. Directions for obtaining the source code are provided in Appendix B.

A Experiment Results

Workers Iter. 1 Iter. 2 Iter. 3 Average % of first time

1 35.82 s 57.77 s 33.62 s 42.40 s

2 26.96 s 25.56 s 26.98 s 26.50 s 0.62

3 24.19 s 43.83 s 28.33 s 32.12 s 0.76

4 121.05 s 28.06 s 27.13 s 58.75 s 1.39

5 33.94 s 34.99 s 22.32 s 30.42 s 0.72

6 28.90 s 28.32 s 23.57 s 26.93 s 0.64

Table 1: Detailed view of the results (time until optimal solution in seconds only) for
graph S = 6, C = 2, D = 5.

Workers Iter. 1 Iter. 2 Iter. 3 Average % of first time

1 486.58 s 638.98 s 494.32 s 539.96 s

2 316.56 s 310.08 s 346.76 s 324.47 s 0.60

3 305.28 s 305.75 s 327.67 s 312.90 s 0.58

4 302.26 s 308.06 s 269.27 s 293.20 s 0.54

5 318.83 s 300.81 s 272.39 s 297.34 s 0.55

6 286.72 s 299.09 s 280.87 s 288.89 s 0.54

Table 2: Detailed view of the results (time until optimal solution in seconds only) for
graph S = 6, C = 6, D = 6.

Workers Iter. 1 Iter. 2 Iter. 3 Average % of first time

1 350.96 s 435.20 s 507.46 s 431.21 s

2 332.43 s 272.95 s 409.24 s 338.21 s 0.78

3 253.05 s 243.81 s 223.02 s 239.96 s 0.56

4 227.06 s 243.43 s 262.25 s 244.25 s 0.57

5 211.93 s 244.80 s 210.13 s 222.29 s 0.52

6 240.84 s 209.53 s 214.45 s 221.61 s 0.51

Table 3: Detailed view of the results (time until optimal solution in seconds only) for
graph S = 8, C = 4, D = 4.
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Workers Iter. 1 Iter. 2 Iter. 3 Average % of first time

1 260.24 s 304.26 s 309.03 s 291.18 s

2 187.28 s 234.18 s 234.06 s 218.51 s 0.75

3 180.27 s 221.80 s 186.44 s 196.17 s 0.67

4 171.85 s 215.05 s 194.90 s 193.94 s 0.67

5 184.52 s 234.59 s 171.92 s 197.01 s 0.68

6 186.87 s 212.02 s 180.48 s 193.12 s 0.66

Table 4: Detailed view of the results (time until optimal solution in seconds only) for
graph S = 9, C = 6, D = 4.

Workers Iter. 1 Iter. 2 Iter. 3 Average % of first time

1 27.66 s 49.09 s 26.00 s 34.25 s

2 20.09 s 43.48 s 19.48 s 27.69 s 0.81

3 33.37 s 21.05 s 18.42 s 24.28 s 0.71

4 19.77 s 17.68 s 20.91 s 19.45 s 0.57

5 15.14 s 20.67 s 19.71 s 18.51 s 0.54

6 18.89 s 24.37 s 18.80 s 20.68 s 0.60

Table 5: Detailed view of the results (time until optimal solution in seconds only) for
graph S = 6, C = 2, D = 6.

B Source Code & Experiments

The source code of the algorithm and the code used to generate the experiments is
available in a private repository. Graphs used for the experiments as well as the raw
results are also stored in this repository. Interested readers can request access to this
repository by contacting the author.
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