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Chapter 1

Introduction

A simple mathematical and visual representation of the metabolic processes within the human body
is useful for educational, clinical and research purposes. Doctors and other medical professionals
use their knowledge of human metabolism and physiology when diagnosing and treating patients.
If a realistic visualization of the metabolic processes in the human body can be achieved through
modeling, the tool used for this could even become a useful instrument assisting in the diagnostic
process. It could also serve as an educational and research tool to demonstrate changes in
the underlying physiological processes occurring in different medical conditions to students and
researchers.

While multiple computational models of human metabolism and physiology have been pro-
posed, notably [Hester et al. (2011), Abram et al. (2007)], they are either not broad enough in
scope, focusing only on a specific area of metabolism, or they are highly complicated systems,
such that a clear general overview is quickly lost on the untrained user. Furthermore, they often
lack the flexibility to interactively change models.

Throughout this document, we describe a modeling framework and a model of human energy
metabolism. The second chapter of the text is dedicated to describing the modeling framework,
which can be used as a general, albeit simple, modeling environment. This framework is realized
as a piece of software with a Graphical User Interface (GUI). It has been built from the ground
up with extensibility in mind, such that it may also be used in non-medical settings. In particular,
models can be loaded in the modeling framework tool so that the user can interact with them.
The third chapter of this text describes a particular model which can be used with the framework
to simulate blood concentrations of certain important metabolites. This model is to be used
mainly for didactic purposes, demonstrating to a reasonable degree of accuracy the physiological
processes within the human body. It tries to maximally exploit the physical conservation laws that
govern and determine metabolic processes. After these descriptions the fourth and final chapter
is the discussion, where we reflect upon our work and attempt to formulate an answer to our
research question. We also provide recommendations for future work.

Research question

We set out to create a model of human physiology which consists completely of very simple
mathematical functions. In doing so, we might have sacrificed the accuracy of the model at
certain points. Our model works under idealized assumptions. To investigate the usefulness of
this model we will try to provide an answer to the following research question: ”How much do the
physiological parameters predicted by our model coincide with those reported in the literature?”.
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4 CHAPTER 1. INTRODUCTION

Furthermore, we are also interested in the usability of this system from the end-user’s perspective.



Chapter 2

The software

Overview

The software we created consists of a number of lowly coupled Python 3 modules. Database
facilities handle reading from and writing to the storage files. Currently, only the JSON file format
is supported for use as a database. A user interface (UI) presents the user with the contents of
this database. A model object serves as an abstraction from the direct database file itself. A
controller object handles the communication between the model, UI and the database, as per
the Model-View-Controller (MVC) software design pattern [Gamma et al. (2005)]. This structure
means that our software does not represent a single mathematical model of human physiology.
Instead, depending on the database as provided by the user, multiple models can be generated.

Application Structure

All code in this project is written in Python 3. For the GUI, the PyQT5 framework is used. Python
is a very flexible programming language supporting the use of multiple different programming
paradigms interchangeably. For this project we used a purely object-oriented approach, all code
is encapsulated in software objects. This was done to preserve clarity and maintainability as the
program grows.

The database

A JSON database file which is loaded at the start of program execution specifies the behavior of
the model. This database must consist of multiple tables with predefined names. Listing 1 shows
a mockup database which can be used by the program. In it, four different ”namespaces” are
defined. Firstly, there are the ”GlobalConstants”. These are global values in the model which
are not supposed to change. An example of such a value would be the conversion rate from
mol to ml 37 deg in mL/mmol. The ”GlobalParameters” table contains values which are global
in the model and mutable. An example of a global parameter would be the total CO, total cardiac
output, in mL/min, since the output of the heart is highly variable under different conditions. Each
global parameter is defined as a list of three elements. The first two elements define the minimal
and maximal value the parameter can attain, respectively. The third value is the initial value when
opening the database. This value changes within the allowed range as the user interacts with the
model. The ”GlobalFunctions” holds the strings describing the global functions used by the model
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for calculating the global outputs.
Finally, we require a ”SystemicOrgans” table to be created. This table contains the descriptions
of all the individual organs in our system. Abstractly, an organ can be considered to be a com-
putational unit. The organ contains a list of functions. The algorithm used by the organs to
evaluate their functions is demonstrated in Algorithm 1. This algorithm requires that either the
variables used in the functions are defined in the defined variables attribute or, if they are not
yet defined, they must come as the result of evaluating some other function. As an example, we
can consider the two functions defined for the default organ in Listing 1. When evaluating the
functions we look at the names defined in both the global and local ”namespaces”. Since the data
is read from our database in random order, it could happen that the function y = f(x)+4 is eval-
uated before we know the value of the symbol f(x). In this case, we continue to the next function
without storing any result. The next function in our example is f(x) = x+ 1. If we assume that
x is defined locally in the ”vars” table, with a value of 1, this function can be evaluated. If we are
able to successfully evaluate a function, we store its value under its name, so that other functions
may refer to this value in the future. In our case, f(x) becomes 2. Furthermore, the changed
Boolean flag is set, as a change in the variables has occurred, and the computation can continue.
Finally, to prevent infinite looping, the functions for which the results have been calculated are
removed from the set of functions. In the second iteration of the outer loop the set of functions
contains only the unresolved function y = f(x)+4. Now, with the added information, we are able
to compute the result by replacing f(x) with 2. In the end, we have y = 6 and f(x) = 2. Note
that, in the program, the functions are stored as strings in the organ object to which they apply.
This means that in the program, no semantic meaning is attached to the names of variables and
functions. For instance, f(x) is just another symbol which has to be resolved during evaluation.
We could have called it f(y) even though no y occurs in it. There is no variable binding going
on, and the function name and its implementation string are two entirely separate entities. It is
therefore up to the user who provides and manipulates the JSON file to ensure that no shadowing
occurs between the local and global ”namespaces” and that all variables are defined eventually.
This is not problematic for the user since we use descriptive function and variable names in the
model.
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1 {

2 "GlobalConstants":{

3 "1":{

4 "O2_art":10

5 },

6 ...

7 },

8 "GlobalParameters":{

9 "1":{

10 "BodyCO":[

11 0,

12 10000,

13 5000

14 ]

15 },

16 ...

17 }

18 "SystemicOrgans":{

19 "1":{

20 "name":"default",

21 "functions":{

22 "f(x)":"x + 1",

23 "y":"f(x) + 4"

24 },

25 "variables":{

26 "SMRO2":0.18,

27 "Organ_Weight":27,

28 "VO2":48.6,

29 "VCO2":41.31,

30 "RQ":0.85,

31 "BF":0.6

32 "x":1

33 },

34 },

35 ...

36 }

37 "GlobalFunctions":{

38 "2":{

39 "VO2":"x.get_local_vals()[

40 'VO2'

41 ] + y.get_local_vals()[

42 'VO2'

43 ]"

44 },

45 ...

46 }

47

48 }

Listing 1: Example of part of a database file, containing the different tables as described in the
text. The formulas used in this database are simplified for illustrative purposes.

The program does provide a simple system which warns the user by showing the functions
which it was unable to resolve so that they may adjust the JSON file manually to correct this
mistake.
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The model from a software perspective

The software model is the representation at runtime of the database. The user can interact with
it through the GUI. At any point in time, the values of the global parameters as defined in the
database can be modified. Furthermore, at the level of individual organs the user may also change
local variables. The model responds to these changes by recalculating the output values. To
calculate most of these global output values, the model needs information from the individual
nodes in the system.

A fixed input source and output sink node exist, the other organ nodes can be moved around
freely in the user interface. Flow of information is represented by edges in the model. All organ
nodes have an in-going edge and at least one out-going edge. The edges define exactly which
variables can be used by the organ, by feeding the outputs of the source node into the namespace
of the target node. Since the global input node contains global values of the system, and since the
global input node is a source of all nodes eventually, all nodes have access to the global values.

The node

The model consists of linked nodes, which represent computational elements. Within the context
of this text, a node can be thought of as an organ within the human body, but, as was mentioned
before, this system could potentially be used to simulate other, completely different processes as
well. When creating a new node, the user specifies the source of the node, which can be thought
of as the organ the arterial blood passes first. The organ gains access to the variables defined for
its source as well as the global values. Using the values stored in these variables, the functions
can calculate the output. The algorithm described in Algorithm 1 illustrates how the output of a
single node is arrived at using pseudo-code.

In Algorithm 1 we describe how we may solve for all local variables in a node by executing the
unresolved functions. For every function in the set of unresolved functions, we try to evaluate it
using the evaluate function of the evaluator object. This function is a modification of Python’s
simple eval() function, which is made slightly safer by first checking the Abstract Syntax Tree
used by the evaluator. For a detailed discussion of the usage of eval() in this system and the
vulnerabilities it introduces, see the future developments section in chapter 4. Since this algorithm
is one of the most important aspects of our program, and since this function will be called relatively
often, we provide an analysis of the runtime complexity. In the worst case, the outer while loop
runs over all the functions solving for only one function on each attempt. This means that the
outer loop is run

∑n
i=1 i = 1

2n(n + 1) times by the triangular number identity, where i indicates
the amount of unresolved functions left. The number of times we evaluate a function thus starts
at n, the total amount of unresolved functions and gradually decrements to zero. The runtime
of the inner loop has not been assessed, as the time complexity of the eval() method is not
disclosed in Python’s documentation at the time of writing. We will therefore leave a degree
of uncertainty in our analysis by simply considering the amount of times the eval() function is
being called as our running time bound. Using the previous analysis, we derive that Algorithm 1
∈ O(n2), that is, the amount of times we call the eval() function for the evaluation of a single
node can, in the worst case, be bounded by a quadratic term.

Now that we have described the inner workings of a computational node, we may look at it in
a broader context. In particular, figure 2.1 shows a schematic representation of a computational
node.
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Algorithm 1: Evaluating functions in a node

Data: unresolved functions, a set containing the functions to be evaluated, and vars,
a structure which will contain the results of evaluating the functions

Result: On success, functions in the node are evaluated, and their results are stored in the
vars attribute. On failure, not all functions could be evaluated

changed ← TRUE;
while changed do

changed ← FALSE;
for f() ∈ unresolved functions do

evaluator.set func(f());
result ← evaluator.evaluate();
if result exists then

changed ← TRUE;
vars[f()] ← result;
unresolved functions.pop(f());

end

end

end
if unresolved functions then

return FAIL

end
return SUCCESS

Input and output

There are two special nodes, regardless of the database being used. These are the input and output
nodes, which, as has already been mentioned, can be seen as a source and sink, respectively. The
input node is fixed in the UI, and it represents the global inputs. In the user interface, these
global inputs can be manipulated in the control pane on the right side. The system of separate
input and output nodes was chosen because of the relative ease with which it may be modeled.
Similar to the input node, the output node is also special and unmovable in the UI. It can also
be viewed in the control pane. Viewing the output as a node, the ȳ values of this node are the
global outputs seen in the control pane. Since all nodes are connected to the output, the output
node has access to the outputs of all nodes. In this way, changing the values in a single node will
change all dependent output values.

Color coding

To clarify the contribution of certain variables to the global results, we added color coding to the
GUI. When the user selects one of the global functions, all the nodes whose values are used in the
global functions are given a color based on their relative value within their range of values. The
color range can be changed using a selector widget at the bottom of the sidepane. Not all nodes
are involved in this color coding, the nodes which do not contribute to the selected global value
remain gray. Since the colors only indicate the value of the variable within its allowed range, the
actual value as a number is also indicated within the node.
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Figure 2.1: Schematic representation of a node. x̄ represents the vector of input values, which is
the union of all the specific inputs to the node. The f̄ represents Algorithm 1, which, under ideal
conditions behaves like an application of a single vector function. The result of the computation
is ȳ, which can be an input to another node.

The UI

Figure 2.2 demonstrates the UI being used. The user can interact with the model using the
detachable panel on the right side of the screen. Input sliders govern the input values of the
model, and the global output values are shown in the Outputs box. Interaction with a single
organ occurs through the middle box in the sidepanel. To switch to a different organ, one of the
boxes in the central field should be clicked. The boxes are draggable and removable. The input
and output boxes are always there, they cannot be removed.
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Using the software

An installation guide is provided in the second appendix chapter. After installing the user is
greeted by a UI with a grid containing an input and output node, a sidepane and a top bar with
some buttons.

Opening an existing database

By pressing the ”File” button in the upper left corner and then choosing the ”Open file” option,
the user can select a ”.json” file using a standard file browser menu. Upon selecting a suitable
database file, the program analyzes said file and loads it into memory as a model object. The grid
is refreshed and a graph is added containing the organs as nodes (see figure 2.2). The graph nodes
are draggable and selectable. Selecting a node means that the corresponding organ is selected,
and the context section of the sidepane changes accordingly. Lines in the graph represent a flow
of information, as described earlier in this chapter. For each organ selected by clicking a node,
the user can change multiple parameters. The local values represent the intrinsic parameters of
the organ, these are changed using sliders. Upon dragging the sliders, the values of the output
respond. For each organ, we can also view and edit the functions used to compute its output
given the input. When the edit button is clicked a dialog is shown where we can edit the functions
or create a new one. Automatic verification of the function is performed, so that we can only add
it if it is valid within the current model. In the context section of the sidepane, there is also the
option to view the outputs of the node and to delete the node altogether.

The other parts of the sidepane contain input, output and color boxes. In the input block,
we can view the global inputs, add or remove a global input slider, and change the input values
using the sliders below. The output block contains a button through which we can view the global
output values. The buttons on the left side named after the global functions can be clicked, and
doing so sets all the nodes influencing that value to a certain color. Finally, the color box can be
used to adjust the color range used in the aforementioned action.

Undo and Redo options are also implemented, the user can access these through the Edit
dropdown menu in the top bar. Moving, creating and deleting nodes are actions that can be
undone using the Edit menu.

Using the View dropdown menu in the top bar, a grid for the main UI can be toggled. This
grid is useful for aligning the different nodes.

Creating a model from scratch

Now that we have discussed the basic actions possible in the program it is time to look at creating
our own model. When the program is started, we obtain a graph containing an input and an
output node with no connection in between. To add a node, we double click in the grid. After
setting a name, the user has to perform some additional steps to create the new node. Variables
need to be defined, but they can be copied from the source node. Functions need to be written
for the organ. Once the node has a name, variables and functions, it can be added to the graph.
In this way, we can continue until the model is populated with nodes to our satisfaction. We
also need to add global inputs and outputs. This can be done using the input and output panels,
respectively, in the sidepane.



Chapter 3

The physiological model

Using the previously described software should make it relatively easy to create multiple models,
by swapping databases. Here we will motivate the decisions behind the specific model that was
created for this project. The model itself can be represented by a JSON file, as described in the
previous chapter. The JSON file we used is available online in the Github repository, as mentioned
in the resources section.

Requirements

Our primary goal is to develop a simple model which can be used to simulate basic human
physiology. Here, we describe the specific requirements the model should meet, without going
into any details about the software. The goal of this model is to come close to the actual
values of the parameters as they can be measured or estimated in the human body under normal,
physiological conditions. A model of metabolism that is both comprehensive and accurate is hard
to achieve, and as such we have to make hard decisions to keep the model simple. For instance,
we only model certain organs we deem to be influential with respect to our parameters, the others
are merged into a single, miscellaneous organ, the ’Other’ compartment.

Organs

We have selected the organs we want to model based on their influence on the parameters we want
to simulate. These parameters will be discussed shortly. We selected the organs to be modeled
based on both their clinical relevance and on the amount of literature describing their physiology.
This selection process has decreased the amount of detail we need, making the modeling process
easier. As we have seen in the previous chapter, it is always possible to add more specific sub-
organs. The organs we want to model are given by the list in Figure 3.1.

Parameters

Throughout this document, a parameter is defined as a measurable value occurring somewhere
in the human body, usually in the blood. The parameters exist both at the individual organ
level, such as the CO2 consumption in the heart, and at the systemic level, where the total CO2
consumption of the body can be considered as a parameter, it being the sum of all individual
organ levels. The goal of our model is to predict the value of these parameters using the values of

13



14 CHAPTER 3. THE PHYSIOLOGICAL MODEL

Organs
Heart
Brain
Adipose tissue
Skin
Skeletal muscle
Bones
Blood
Gut
Liver
Diaphragm
Kidneys
Spleen
Pancreas
Thyroid

Other

Figure 3.1: List of all the organs we want to model in our system, in no particular order. The
miscellaneous compartment is used to reconcile the parameters we want to have at the global
level with the sum of all organ values. It consists of all the other, metabolically less interesting
parts of the human body.

certain input variables in different physiological settings. Here we list the values per physiological
system.

Every organ can have different parameters, as it might not be relevant to calculate every value
for each organ. For instance, erythrocytes (red blood cells) do not contain mitochondria, and as
such, they do not consume any of the oxygen they transport, instead producing ATP exclusively
through lactic acid fermentation. The weight parameter is universal, every organ should have
a weight. At the global level, the weight is used to calculate the total body weight, by simply
summing the individual weights. To know what we want to calculate for each individual organ we
should first define what we want to know at the global level. The list in figure 3.2 displays the
variables we want to model.

Some of these values are not affected by the actions of the individual organs. For instance,
we set the hemoglobin level to be a constant, unaffected by the actions of the individual organs.
Of course this is not entirely true, as the hemoglobin levels can vary over long periods of time,
but we chose to simplify the model requirements so that it is a constant. At a later point, we can
always add functions to support a changing hemoglobin. Most of the arterial concentration values
are kept constant in our model. The other values are computed using functions from the organs.
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Global variables
Body weight
Cardiac output
Global oxygen consumption
Global carbon dioxide production
Respiratory quotient
Arterial glucose
Arterial lactate
Arterial free fatty acid
Arterial pH
Arterial partial oxygen pressure
Arterial oxygen saturation
Arterial carbon dioxide pressure
Arterial bicarbonate
Hemoglobin

Figure 3.2: Simple list of the variables we want to model in our system for each organ.

Assumptions and constraints

The most important assumption we make about the model is that it is a steady state system. This
means that we calculate all our results in a time-independent manner. An increase in time does
not result in any changes in the model. The maintenance of a steady state within the human body
is referred to as ”homeostasis”. This principle is the result of many negative feedback systems
working together to regulate internal parameters such as blood pressure and body temperature.
Homeostasis allows us to ignore much of the time dependent variation occurring in the human
body without losing a significant amount of precision.

We assume that the body we are modeling is that of an average 40 year old male with a weight
of approximately 75 kg. The body in our model is in a resting state. This is assumed because
these standard values are often used in the literature.

Furthermore, each individual organ is seen as a black box in our model. We do not care about
processes inside the organ, we only need to know what goes in and what comes out. We can
calculate these outputs from the inputs using simple formulas.

We further simplify our proposed model by considering the organs in parallel, instead of as
individual organs. This means we disregard the portal venous systems where blood passes through
multiple organs in a serial manner. There is only one system which is not modelled but which
might be of some relevance, the hepatic portal system. Instead, we consider this entire system as
a single organ.

We add another organ node, which we will call ”Other”, to contain all the values not being
modeled. This node is mainly used for enforcing consistency and for making sure that all values
add together to a sensible global value for each organ.

We have also made certain biochemical assumptions which are still relevant even though they
don’t become immediately obvious from the formulas we used. We will specify the chemical
reactions which we assume to occur. Anaerobic glycolysis, the chemical reaction in which glucose
is broken down in the absence of oxygen, is modeled as Glu −−→ 2 HLa + 2 ATP. In the presence of
oxygen, we obtain Glu + 6 O2 −−→ 6 CO2 + 36 ATP, which is a much more efficient process known
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as oxidative phosphorylation. In the previous reactions, Glu represents glucose, HLa represents
lactic acid, ATP refers to the main intracellular energy carrier, adenosine triphosphate, O2 and
CO2 are oxygen and carbon dioxide as usual.

Sometimes it is also necessary for the body to synthesize glucose, for instance when fasting.
Gluconeogenesis refers to the process of creating glucose from lactic acid. In reality there are
also other precursors for synthesizing glucose present within the body, but we ignore these in our
model. Gluconeogenesis is modeled using the reaction 2 Hla + 6 ATP −−→ Glu. Note that there is
a net energy loss when converting from glucose to lactate and back, since only 2 ATP is produced
while 6 ATP is consumed. Nevertheless, this process is crucial in the human body.

Metabolically speaking, fat is a term used for multiple different carbon based molecules. Within
our model, when we discuss free fatty acids (FFA), we are actually referring to C9H18O2. This
is only one of the many different possible fat components, it can be seen as the ”average” fat
molecule. The respiratory quotient is defined as the ratio between the carbon dioxide production
and the oxygen consumption. This value is directly influenced by the type of nutrient being
consumed by the body. A value of 1.0 indicates that carbohydrates are being metabolized, while
a value of approximately 0.8 is found when exclusively metabolizing proteins and a value of 0.7 for
fat. A normal dietary intake of nutrients results in a respiratory quotient of approximately 0.8. A
relatively low value indicates a great amount of fat usage. A high value of the respiratory quotient
means that fat is not currently utilized by the body. This value is used in clinical practice when
we are interested in the metabolic rate of a patient. To obtain the metabolic rate of the free fatty
acids, we need to derive this value from the respiratory quotient and the specific metabolic rate of
glucose in the organ, both of which are independent in our model. We assume that the following
ratio holds: RQ = (18 FFA + 6 Glu)/(27 FFA + 6 Glu) that is, the ratio between the consumption
rates is predefined. When varying the glucose consumption rate or the respiratory quotient, the
consumption rate of the free fatty acids (FFA in the previous equation) must change according
to this law. This assumption forms the basis of the function for calculating the specific metabolic
rate of free fatty acids in an organ. In particular, this means that
FFA = 6 Glu( 1-RQ

27RQ–18).

Another physiological assumption is that the tissues modeled by our equations have a specific
weight of 1 kg/l, that is, 1 liter of tissue will weigh 1 kg. This assumption is a simplification
of reality, but it is does not introduce a huge problem, as we will see in our analysis in the next
chapter.

We also make certain assumptions with respect to the buffering systems present in the blood.
To begin with, we only model the HCO3

– + H+ ←−→ CO2 + H2O reaction. We disregard the
contributions of carbonic acid (H2CO3) as a blood buffer molecule. Similarly, we do not model the
buffering effects of albumin and hemoglobin in the blood. Finally, since we are mainly interested
in blood physiology, we ignore any interstitial and intracellular buffer molecules. This can be done
without compromising our modelling goals.

In the model we take the rather unorthodox approach of modeling the [HCO3
– ], where the

[·] denotes a concentration, through the independent variables pH and pCO2. In reality, the pH
is a highly dependent value, and most modeling software uses other variables to calculate it. The
motivation behind this is that it is medically interesting to look at the bicarbonate concentration
like this.
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Description of model

In the model we differentiate between dependent and independent variables. We also allow the
user to define constants, as described in the previous chapter. Dependent variables are associated
with functions which, perhaps through a chain of dependencies on other dependent variables, can
eventually be resolved using the values stored in the independent variables and the constants.

The total body weight (BW) is currently viewed as a dependent value. Its value depends on
the weight of each individual organ plus the weight of the other compartment, which is added to
make the overall model consistent.

We define the cardiac output (CO) as an independent value. The cardiac output represents
the amount of blood coming out of the heart in liters per minute. Changing this value will result in
a change in the amount of blood being received by the individual organs. The organs will respond
accordingly, as several of their dependent values are affected.

At the global level, our model also contains some dependent variables. The total oxygen
consumption VO2 at the global level depends on the amount of oxygen being used by each organ.
Specifically, we write

VO2 =

n∑
j=1

VO2j

where the left-hand VO2 represents the global oxygen consumption in liters per minute and the
right-hand subscripted variable gives the specific oxygen consumption of organ j in the list of n
organs. Similarly, the carbon-dioxide consumption VCO2 is a dependent variable calculated by
summing the VCO2 values of the individual organs. Both of these derivations make sense from
a physiological perspective, since the total oxygen and carbon-dioxide consumption rates of the
human body in liters per minute are the result of all the internal processes occurring within the
organs combined.

Another dependent variable we define is the respiratory quotient RQ, as described earlier.

We also derive other values from the global oxygen and carbon dioxide consumption rates,
namely the specific oxygen consumption, sVO2, defined as

sVO2 =
VO2

BW

The sVO2 is expressed in mL/min/kg. Similarly, the sVCO2 is defined as the VCO2 divided by
the BW, expressed in the same unit.

At the global level, we also look at a number of independent values. The arterial concentrations
of glucose, oxygen, carbon-dioxide, lactate, free-fatty acids and hemoglobin are the main values
we are allowed to tweak. Additionally, we model the arterial pH as an independent variable.

For every individual organ, certain functions are also defined. These functions can be different
for each organ. The weight of each organ is an independent value. The sum of these independent
weights is the total body weight.

Oxygen consumption at the level of the individual organ depends on the weight of the organ,
the specific metabolic rate for oxygen SMRO2 of the organ, in mmol/L/kg, and a constant value
in the following way:

VO2organ = SMRO2organ ·Worgan · α

where the α = 25.49 represents the conversion rate between mmol and ml at a temperature of
37 degrees. The production of carbon dioxide at the organ level is determined in a similar way
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using the specific metabolic rate for carbon dioxide sMRCO2 of the organ. Unlike the specific
oxygen consumption, which is an independent value, the specific carbon dioxide production can
be calculated using

SMRCO2organ = RQorgan · SMRO2organ

where RQorgan is the respiratory quotient of the organ. This respiratory quotient is the local
version of the global respiratory quotient as mentioned earlier. It can be set for each individual
organ as an independent variable.

For each organ, we are also interested in the resulting output of blood. The venous mix of
blood contains different concentrations of solutes as compared to the arterial blood. To find these
venous values, we again make use of simple functions. The venous concentration of glucose,
[Glu]venous organ can be determined using

[Glu]venous organ = [Glu]arterial organ −Worgan ·
(SMRglu cons organ − SMRglu prod organ)

BForgan

In this equation, we subtract from the value of the arterial concentration of the glucose the
usage of the glucose by the organ. This glucose usage is calculated using the blood flow through
the organ, the weight of the organ, the metabolic consumption of glucose of the organ and
the production of glucose by the organ. Specifically, SMRglu cons organ represents the glucose
consumption rate of the organ, in mmol/ml/kg. The glucose production rate, SMRglu prod organ

is expressed in the same unit such that we may subtract them. Note that glucose production
only really occurs in the liver and kidneys. By dividing this quantity by the blood flowing into
the organ and multiplying by its weight, we end up with the amount of glucose consumed by the
organ. Subtracting this from the arterial blood gives us the desired quantity.

In a similar vein, it is possible to calculate the amount of oxygen being consumed by the organ.
The equation becomes

[O2]venous organ = [O2]arterial organ −Worgan ·
SMRO2organ

BForgan

The similarity between this equation and the previous one is immediately obvious. The venous
carbon dioxide is obtained by substituting [CO2] into the equation instead of the oxygen, taking
the specific metabolic rate of carbon dioxide instead of oxygen. Finally, we are also interested
in the venous lactate value, which is obtained by substituting the oxygen concentration for the
lactate concentration and the specific metabolic rate for the difference between lactate production
and consumption.

Using the venous concentrations obtained in this way, we obtain the venous concentration
using the equation

[Glu]venous =
∑ [Glu]venous organ · BForgan

CO

We can look at these values conceptually as representing the concentrations of the solutes in
the combined venous blood returning to the heart, whereas the [Glu]venous organ value refers to the
blood concentration immediately after leaving the organ. This formula therefore represents the
mixing of the venous blood in the bloodstream. The formula remains the same for the different
types of solutes.

Apart from the aforementioned basic physiological ideas we also want to model more com-
plex principles. The Warburg effect, named after German physiologist and Nobel laureate Otto
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Warburg, refers to a peculiar trait of cancer cells. Whereas normal, resting cells in the human
body use glucose and oxygen in a process called oxidative phosphorylation to produce their energy,
cancer cells use a process known as aerobic glycolysis. This way of producing ATP is less efficient
than oxidative phosphorylation, and it is not clear why cancer cells use this mechanism to obtain
cellular energy, despite the availability of oxygen for complete oxidative phosphorylation [Van der
Heiden et al. (2009)]. In our model, another important independent value we defined for some
organs is the Warburg coefficient WQ. This coefficient ranges between 0 and 1, and it refers to
the relative amount of glucose being metabolized into lactic acid as opposed to carbon dioxide. A
value of 0 means there is only oxidative phosphorylation, whereas a value of 1 indicates completely
aerobic glycolysis.



Chapter 4

Discussion

Now that we have described the framework and have specified the model we are using, we attempt
to answer our research question here. After concluding, we also describe potential future extensions
and we reflect on the overall development process.

Comparison to the literature

In this section, we will look at the accuracy of the model described in this text in real life situations.
As before, we have assumed that our subject is a 40 year old male of average overall fitness and
with a weight of approximately 75 kg.

For a few variables, we compare the predicted values with the values described in the literature.
We do not attempt to be exhaustive as this would make the document unnecessarily large, and
the model can easily be modified by the user to repair any shortcomings.

Body weight

A simple starting point is the body weight. Our simulated patient has a weight of 76.8 kg, which
is slightly below the dutch male average of 80 kg [Wobma and Bruggink (2011)]. We arrived at
the specific weight of 76.8 by considering the contributions of the individual organs and summing
those. The patient we simulate is healthy and athletic, and therefore, his weight adds up to
slightly below the dutch average, which has over the years increased due to obesity. In the sense
of simulating body weight, we are successful, but this value is not very important to the other
variables in the model, and it was mainly used to demonstrate the viability of modeling simple
variables in the human body.

Respiratory quotient

Our model initially reports a respiratory quotient value of 0.86 for the patient, which corresponds
to the value seen in patients with a mixed diet as described in [van de Venne et al. (1994)].
This value is calculated based on the consumption rates of oxygen and the production rates of
carbon dioxide for every organ as described earlier. Even though we arrive at the correct result our
underlying formula does not account for the respiratory quotients of all the organs we modeled.
Therefore, there is still room for improvement in this formula at the individual organ level.

At the global level, we do not model a lot of different variables, the more interesting calculations
occur at the level of the individual organ.

20
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Venous glucose levels

Our initial formula for approximating the venous glucose of the blood after leaving an organ was
described in chapter 3. Roughly speaking, we subtract from the arterial glucose level the amount
of glucose consumed by each organ. This yields the venous oxygen level in the venous blood
directly out of the organ. For each organ, a value of 5.0 is predicted since the specific metabolic
rates have not yet been fully specified at the time of this writing. Nevertheless, this value is within
the acceptable range of glucose values for a healthy person [dia (2018)], so the end result is still
acceptable.

The venous lactate levels are also currently dependent on the glucose consumption and pro-
duction rate. This value is 1.0 mmol/L, which is at the upper boundary of the normal range for
an unstressed person. Therefore, lactate also has a realistic value even though the calculation
behind it is not necessarily believable.

Remarks on the comparison

There are many other values which can be compared to the literature, and we do not attempt
to be exhaustive here. If the user sees something he does not agree with he may simply alter it,
creating a different model to better suit his purpose. More specific models can also be made,
which hold at the level of a single organ.

One final remark is that constraint checking has been implemented using ranges. Input vari-
ables have their possible values within a range. Since the mappings between inputs and outputs
are continuous, the output variables are also bounded. This does not mean that they necessarily
make sense. Negative output values might still occur for some physical quantities if the model is
pushed to its edges.

Usability testing

We also looked at the the usability of our software within the clinical setting. To look at this we
asked three fourth year medical students to rate the usefulness of the software. It became apparent
that the installation process is still somewhat complicated, especially with the dependencies that
have to be installed. In an attempt to resolve this problem we tried packaging the software into
an executable, but this caused problems with the PyQT package we were using. We tried using
Py2Exe and VirtualEnv software, but both of these did not work.

Users pointed out several design issues with the UI. In general, everything the user wants
to do can be done but it might take more time than is required. There are, however, multiple
improvements to be made. The sliders for input and output should have an option to precisely
enter numbers. Multiple of the dialog menus are still ”quirky”, the flow of these dialogs is not
always clear. There is still a bug where pressing cancel actually returns the user to the previous
dialog in the menu. In general, the tester feedback we received is that there is not enough help
material available so a new user might not understand what to do. We recognize this problem
but cannot provide an easy solution. A stripped down version of this document could potentially
work as a user manual to solve this issue. Users also requested the possibility to select a certain
variable for multiple organs when writing a new global function. Currently, when writing a global
function it is not possible to select multiple organs simultaneously. This leads to a lot of work in
larger models with many organs. For the current model, however, this problem does not play a
significant role as there are only 15 organs.
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In general, the verdict from the usability testers was that the program can perform the tasks
its supposed to, but the UI can feel ”clunky” at times.

Conclusion

We have created a modeling framework with a single model which can be used to describe
important aspects of the physiology of a 75-kg adult male at rest. This simple framework can be
used eventually by medical professionals and students alike to simulate the physiological behavior
of the human body.

The user can select a model to work with. By changing the values of the input, new insights
into the output can be obtained. Using simple formulas, complex systems can be created where
the results may not be immediately obvious.

In response to our initial research question we conclude that it is possible to simulate phys-
iological values using our model, but only within a fairly restricted set of boundary conditions.
We have mitigated this problem of low flexibility by providing the user with the option to specify
multiple models and to switch between them by loading a different file.

In the end we have delivered a simple prototype, with many features still missing. We hope
to extend this work in the future.

Future developments

A project of this scope is never fully completed, and there are still many features which could
potentially be added. What we have described here should be seen as a minimal viable product.
This section describes possible extensions of the system.

In the current system, there are security flaws. These problems are known to the client.
During development, they were given low priority because of the low probability of someone
actually exploiting them, particularly when compared to the amount of time required to solve
these issues. The main issue is that a call to Python’s eval() function is performed to evaluate
the functions defined in the database. The problem is that this built-in function is inherently
unsafe [Bourdon (2013)]. There are ways to make it somewhat safer, but a skilled attacker is
still able to obtain access to Python’s builtin module. If this program is run in an elevated
user mode, it is potentially possible to delete the entire filesystem using a malevolent string in the
JSON file [Batchelder (2012)]. The real solution would be to write a full custom parser which
only accepts certain, well-formed strings, but this was not done because of time constraints and
because of the low probability of exploitation.

The algorithm used for evaluating functions, described in Chapter 2, can also potentially be
improved. The current worst-case bound on the evaluation is O(n2). This algorithm assumes a
naive evaluation of the set of unresolved functions. By first performing an ordering of the variables
using a dependency-graph, it might be possible to achieve a speedup of the naive algorithm we
used. We have not investigated it further here because the model we use is simple enough that the
quadratic runtime does not pose a problem. For more complicated models it might be beneficial
to improve the algorithm in this way.

Constraints are only enforced through a simple range-checking system, as described in Chapter
3. This system does not allow for the enforcement of more complex constraints. For instance, if
we do not want the sum of some values to exceed a certain threshold value, we currently have
to check this manually. Adding support for these ’higher order’ constraints should make creating
realistic models easier. Since a system which actively modifies the values of variables might be



23

undesirable and hard to implement, another option would be to add a warning in case a variable
goes out of bounds. These soft constraints do not require us to actually modify any data and
therefore are easier to implement.

The human body contains many negative-feedback systems which work together to maintain
homeostasis under physiological conditions. These systems are time dependent, they will respond
to a sudden change in their input by returning to their equilibrium value as time progresses. The
system described here is time independent, and it will display the eventual equilibrium response
to a certain input without showing the development over time. It might be interesting to add
time dependence to this system even though this would require a major overhaul of the underlying
system. This would mean that the whole model would change from a simple piece of function
evaluation software to a true closed feedback system.

The current architecture using JSON files and the TinyDB framework is useful for handling
smaller databases, but other filetypes should also be supported in the long run, so that for instance
SQL databases can be used or NoSQL or even spreadsheets in CSV form. If we support this feature,
larger databases, and therefore models, can be used efficiently.

As can be concluded from the previous descriptions, in order to successfully expand this project
a team of developers is needed. The requirements have become too complex for a single developer
to handle. Different people could work on multiple aspects of the project, such as the user interface,
the underlying modeling framework, and the database handling facilities. To expand the model
and to create new models, medical experts are needed.

Process reflection

Here, I look back on the process of creating this code. I will summarize what I have learned from
working on this project, and I will look at the technologies involved, reflecting on what I have
learned from using them. I have had a hard time knowing what exactly to work on, since the
project is large and has many parts. In this sense, I have learned to better look at the requirements,
and to differentiate between essential requirements and less important features. Still, it has been
difficult not to get sidetracked working on less important parts of the project. I have experienced
first-hand that broad initial requirements can have thorough effects later on in the development
cycle, even though I am still personally satisfied with the end result.

Python as a programming language is useful as a prototyping language and for writing very
high level programs, but in the end the lack of static typing makes it hard to debug the program
and to keep a clear overview of the structure. This problem is made worse by the possibility of
combining object-oriented and procedural code. In the end, implementing functions in Python
is almost too easy, which allows for mistakes to gradually sneak into the code. Of course, solid
software engineering techniques can mitigate these problems but as a single developer it can be
hard to adhere to all the rules.

PyQt is ideal for creating smaller UI’s, but in the case of this program the problems of lacking
documentation and the requirement of verbose boilerplate code becomes glaringly obvious and
obstructive. Therefore I would not suggest using these technologies for a project of this size.
When continuing this project, it might be a good idea to switch to a language such as C++,
in particular because it is in this language that the original Qt framework was written, and the
documentation is much better. In general, switching to UI design at an early stage might not be
ideal, since working on the UI has taken up a considerable portion of my time which could have
instead been spent making the underlying code more robust.

TinyDB is very simple and intuitive to use. I have not encountered any trouble while using it.
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The only potential problem in using it is the low scalability, but this is not relevant for the current
prototype. If at a later stage more complicated models are used, TinyDB might have a hard time
keeping up, and we should switch to a more scalable database system.

In conclusion, it was very interesting and educational to work on this project even if I did not
achieve everything I set out to do. I have learned a lot from this project, and I hope that it can
eventually be useful in a clinical setting.



Appendix A

Summary of the relevant physiology
and metabolism

Metabolism (Greek metaballein : to change) refers to the collection of all chemical reactions
occurring within an organism. When we discuss energy metabolism we are talking about those
chemical reactions which are concerned with the creation and transfer of energy within the body.
In this appendix we will discuss energy metabolism in the human body. After this short summary
of the relevant metabolic reactions, we also summarize some physiology.

Cells require a constant supply of energy to survive the adverse conditions of the universe,
where entropy must always increase. Animal cells obtain this energy from nutrition, as protein,
fat or carbohydrates. In intestinal fluids and inside the cell these often complex food polymers are
broken down to their monomeric form, which can be processed in a metabolic pathway to capture
its energy. Under normal circumstances, the human body is in a state of ”homeostasis”, where
nearly constant internal conditions are maintained by complex control systems consisting mainly
of negative feedback loops. Under homeostatic conditions, food molecules can reach the cells to
be processed.

The breakdown of food molecules is referred to as catabolism (Greek kato : down and balein
: throw, the breakdown and utilization of food molecules by the body). Glucose, the monomeric
breakdown product of carbohydrates, is catabolised in a chain of reactions referred to as glycolysis.
This eventually results in the creation of energy carriers such as ATP (adenosine triphosphate)
and NADH (nicotinamide adenine dinucleotide). Furthermore, the glycolysis reaction results in
the creation of pyruvate, an intermediate metabolite. Fat and protein monomers are broken down
in a similar chain of reactions, where the net result is the storage of the energy released from
the chemical bonds in energy carrier molecules. ATP is an example of such an energy carrier,
redistributing the captured energy in a convenient packet form. When an adequate amount of
oxygen is available, aerobic glycolysis can occur. This variant of glycolysis results in the creation
of 32 ATP molecules for a single glucose molecule. In the aerobic variant, pyruvate is completely
decomposed into multiple H2O and CO2 molecules. If, however, no oxygen is available, the cell
resorts to an anaerobic breakdown of glucose, resulting in a meagre 2 ATP molecules and the
creation of lactate (C3H5O3

– ) from the pyruvate [Alberts (2004)].

As lactate is of particular importance to our model, the next paragraph will focus exclusively
on lactate and lactic acid within the human body. The scientific view on lactate metabolism has
progressed through multiple distinct phases. Until recently, lactate was considered to be a waste
product of anaerobic metabolism which served only to acidify the blood, a condition referred to
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as acidosis. The modern view on the subject is that lactate in itself does not cause acidosis.
Instead, the acidosis occurs concurrently with the increase in [La] (blood lactate concentration in
mmol ·L−1). Lactate actually plays a useful role in delaying the effects of muscle fatigue [Robergs
et al. (2004)]. The lactate shuttle theory, which has been experimentally supported, proposes that
lactate acts as an intermediate metabolite to coordinate energy metabolism between different
tissues [Gladden (2004)]. During exercise, production of lactate in muscles is increased, and
lactate clearance is slowed. The circulatory lactate concentration eventually increases, and resting
muscles increase their lactate uptake. In such a way, other organs can be fueled by switching
to lactate as their main fuel source. In particular, the heart relies almost solely on lactate-fueled
metabolism, and as such, when the [La] increases, so does the lactate uptake by the heart.

The model makes a lot of physiological assumptions. In the previous text we have tried to
justify these assumptions, but a basic knowledge level of human physiology is assumed in these
explanations. Here we try to explain the underlying physiology in more detail. This section uses
[Hall (2010)] as its main reference, summarizing the relevant parts.

Generally speaking, blood vessels can be categorized into arterial, venous and capillary vessels.
The arterial vessels (arteries) carry oxygenated blood from the heart to the tissues. The venous
vessels (veins) contain deoxygenated blood, which flows from the tissues back to the heart. The
capillary vessels (capillaries) contain blood flowing at a relatively low speed, such that interaction
between the tissues and the blood may occur. The previous definitions hold only for the systemic
circulation and its subsystems, in the lungs, the definitions of arteries and veins are different.
Here, the arteries carry deoxygenated blood from the heart to the lungs, such that the lungs may
add oxygen. Similarly, the veins bring oxygenated blood from the lungs to the heart.

The heart can be seen as a system of two main pumps, the left and right ventricles, and two
primer pumps, the left and right atria, which pump blood into the ventricles. The left ventricle
pumps blood through the systemic circulation, while the right ventricle forces blood into the
pulmonary circulation during a contraction. The left atrium receives its blood from the pulmonary
veins, which carry oxygenated blood out of the lungs. The right atrium receives blood from the
venae cavae, the largest venous trunks in the body.

From both a histological and an electrophysiological perspective the heart is an especially
interesting organ. Histologically (histology is the study of tissues at the microscopic level), the
heart consists of a fibrous skeleton with a special type of muscle around it, which differs from
other muscle types. These heart muscle cells are interlinked in such a way that electrolytes may
flow between different cells. This close linkage of cells (called a syncytium, from Greek syn :
”together” and cytium : ”cell”) allows for a rapid conduction of electrical signals in the heart.

The blood racing through the circulatory system contains an elaborate mixture of chemicals in
addition to the red blood cells. To achieve balance between the main fluid compartments in the
human body, an osmotic balance is maintained. This balance is the result of a hydrostatic force
pushing solutes out of the blood and into the tissue and a counteracting, colloid-osmotic force.
Because of these forces, small solutes can freely move from the blood to the extracellular fluid
and back, maintaining a good mixture. During the day, even though the body ingests sodium and
water, the blood volume remains strictly regulated. This happens because even the smallest change
in blood volume greatly affects the cardiac output, increasing blood pressure and thus indirectly
urine filtration, such that excess volume is removed. Arguably the most important electrolytes in
the body are sodium Na+ and potassium K+, because of their function in maintaining a potential
across the cell membrane, thus allowing for the transport of molecules across this membrane. These
electrolytes are also involved in the creation of action potentials, necessary for nerve function. The
concentrations of these and other electrolytes are tightly regulated within the body, mainly through
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the functioning of the kidneys. Excesses are excreted and in case of a shortage, electrolytes are
retained until a proper balance can be restored.

Another extremely important function is the regulation of the acid-base balance. The result
of a number of intricate mechanisms and buffers working together is the pH value, which may be
measured in the blood. The pH is tightly regulated around a value of 7.4 in the arterial blood. The
venous blood has a lower pH of approximately 7.35 on account of the increased [CO2] and other
tissue metabolites. This pH reflects the acidity levels in the interstitial fluid, the fluid between the
cells in the tissues. The pH of urine can range between 4.5 and 8.0 because of the important role
the kidneys play in correcting abnormalities in the acid-base balance. In addition to the kidneys
and the chemical acid-base buffer systems in the blood, the respiratory system also plays a very
important role in maintaining acid-base balance. In the event of an increased acidity (a state
known as acidosis), the buffer systems in the blood respond within seconds by binding the excess
H+. The most important of these buffering molecules is HCO3

– , bicarbonate, which is abundant
in the blood. This buffering merely neutralizes the acids, however, it does not remove them. As a
second line of defense, the respiratory system may eliminate the excess acid by excreting CO2 from
the body. The chemical reaction between bicarbonate and H+, HCO3

– + H+ ←−→ CO2 + H2O
shows that excreting CO2 from the body will lower the concentration of H+ and thus stabilize
the pH. The renal correction of an acidosis is a process that occurs over multiple months. The
kidneys are also involved in the production of HCO3

– .
The liver receives blood from the gastrointestinal tract through the portal circulation. This

blood contains nutrients and other substances, which should not be added to the systemic circu-
lation directly because they might be toxic. The liver serves a purpose as a gatekeeper, ensuring
that the right concentrations of substances are maintained in the blood, and that toxic metabolites
are first modified into a less toxic form. Still other tissues in the body, such as fat cells, endocrine
glands and the kidneys, are concerned with storing and further modifying these substances so that
they may be useful to the body.

As a result of metabolism, the body also produces waste products, which are added to the
blood for removal. Depending on the specific waste product, removal occurs in different ways.
Removal of waste can occur through urine (through clearance from the kidneys), the intestines
(through the bile ducts and liver) or through the lungs.

Using the basic physiological concepts illustrated here we have constructed our model, as
described in the main text.



Appendix B

Resources and Installation

The program source code is stored on a Github repository. In order to run correctly, the software
requires multiple packages1 to be present on the target computer. After installing these dependen-
cies it is possible to run the program. Running the program proceeds through the controller.py
Python script, which starts the User Interface. The program on the repository also comes with a
single, predefined model. In the project structure it can be found in the /db directory. The name
of this model file is standard db.json

1Python 3.5 (https://www.python.org/downloads/release/python-350/), PyQT (https://www.
riverbankcomputing.com/software/pyqt/download5) and TinyDB (using pip install tinydb, the pip
system is included in Python by default)

28



Bibliography

2018. Standards of Medical Care in Diabetes-2018 Abridged for Primary Care Providers. Clin
Diabetes, 36(1):14–37.

Abram, S. R., B. L. Hodnett, R. L. Summers, T. G. Coleman, and R. L. Hester
2007. Quantitative Circulatory Physiology: an integrative mathematical model of human phys-
iology for medical education. Adv Physiol Educ, 31(2):202–210.

Alberts, B.
2004. Essential cell biology. Garland Science Pub.

Batchelder, N.
2012. Eval really is dangerous. https://nedbatchelder.com/blog/201206/eval_really_
is_dangerous.html.

Bourdon, P.
2013. Escaping a Python sandbox (NdH 2013 quals writeup). https://blog.delroth.net/

2013/03/escaping-a-python-sandbox-ndh-2013-quals-writeup/.

Gamma, E., R. Helm, R. Johnson, and J. Vlissides
2005. Design Patterns: Elements of Reusable Object-Oriented Software. Addison-Wesley.

Gladden, L. B.
2004. Lactate metabolism: a new paradigm for the third millennium. J. Physiol. (Lond.),
558(Pt 1):5–30.

Hall, J.
2010. Guyton and Hall Textbook of Medical Physiology E-Book, Guyton Physiology. Elsevier
Health Sciences.

Hester, R. L., A. J. Brown, L. Husband, R. Iliescu, D. Pruett, R. Summers, and T. G. Coleman
2011. HumMod: A Modeling Environment for the Simulation of Integrative Human Physiology.
Front Physiol, 2:12.

Robergs, R. A., F. Ghiasvand, D. Parker, C. W. Scheele, A. V. Hill, and O. Meyerhof
2004. Biochemistry of exercise-induced metabolic acidosis. Am. J. Physiol. Regul. Integr. Comp.
Physiol., 287(3):R502–516.

van de Venne, W. P. V., K. R. Westerterp, and F. ten Hoor
1994. Substrate utilization in man: Effects of dietary fat and carbohydrate. Metabolism,
43(2):152 – 156.

29



30 BIBLIOGRAPHY

Van der Heiden, M. G., L. C. Cantley, and C. B. Thompson
2009. Understanding the Warburg effect: the metabolic requirements of cell proliferation.
Science, 324(5930):1029–1033.

Wobma, E. and J. Bruggink
2011. Dutch population taller and heavier. https://www.cbs.nl/en-gb/news/2012/49/

dutch-population-taller-and-heavier.


