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Abstract: Sepsis is one of the leading causes of in-hospital mortality, and patients benefit greatly
from early detection. Using data collected at the emergency room of the University Medical
Center of Groningen, this research compares a number of different algorithms and imputation
methods to predict multiple kinds of sepsis-induced patient deterioration to see what machine
learning could be capable of for risk assessment and early detection. Challenges with this data
are the relatively low amount of inclusions and high amount of missing values. Results show that
ensemble methods outperform other algorithms on this dataset and that MICE imputation can
provide a clear performance boost for those algorithms.

1 Introduction

Sepsis is one of the most prevalent causes of
in-hospital mortality worldwide. Globally, there
are an estimated 31.5 million cases each year,
of which 19.4 million are severe and 5.3 million
are deadly (Fleischmann, Scherag, Adhikari, Har-
tog, Tsaganos, Schlattmann, Angus, and Reinhart,
2016). Sepsis occurs when an infection spreads to
the bloodstream, triggering an auto-immune re-
sponse. Any bodily infection can cause this, but
some causes are more prevalent than others. Pneu-
monia causes approximately half of all cases of sep-
sis, while urinary tract infections, skin infections or
abdominal infections are responsible for most other
cases (Martin, 2012).

Sepsis has plagued humankind since the begin-
ning of written history, and the famous Niccolo
Machiaveli stated in his book The Prince that
“the beginning of a severe fever is easy to cure
but difficult to detect. In the course of time not
having been either detected or treated in the be-
ginning, it becomes easy to detect but difficult
to cure.”(Machiavelli, 1532). This importance of
early detection has since been confirmed and ex-
tended. Research has found that failing to treat
sepsis within 6 hours of it developing increases mor-
tality twofold, and that that mortality increases
by 76% more if sepsis is left unattended for more

than 24 hours (Gao, Melody, Daniels, Giles, and
Fox, 2005). Because of its symptoms’ similarities
to a regular infection, early detection is not always
easy and sepsis causes preventable deaths and other
complications every day.

Machine learning in medicine
Machine learning and complex data analysis have
benefited greatly from increases in computing
power and greater availability of large datasets in
relatively recent times, leading to an increase in re-
search towards the viability of performing medical
diagnosis using machine learning (Forte, Wiering,
Bouma, Geus, and Epema, 2017; Kononenko, 2001;
Dreiseitl, Ohno-Machado, Kittler, Vinterbo, Bill-
hardt, and Binder, 2001). Because of the sensitiv-
ity of medical data, the slow transition of the med-
ical world to the digital age and the relatively low
amount of data medical institutions share with each
other, machine learning in medicine is a field that
could benefit from state-of-the-art machine learn-
ing methods that handle noisy data and missing
values well. For the purpose of medical diagnosis,
both Naive Bayes Classifiers and logistic regres-
sion are popular (Tu, 1996; Kononenko, 2001), in
part because of limited black-boxing of solutions by
these algorithms. By including these algorithms in
the analysis, this research will show if other, more
modern machine learning techniques can improve
on the performance of these algorithms.
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Dataset
The data used in this analysis was gathered at the
Emergency Room at the University Medical Cen-
ter Groningen, an academic teaching hospital. In-
cluded are 823 patients who arrived at the Emer-
gency Room while exhibiting signs of possible sep-
sis. Previous research on a smaller dataset gathered
at the same department has been done to compare
different clinical impression scores (Quinten, van
Meurs, Wolffensperger, Ter Maaten, and Ligten-
berg, 2017), but this research did not look into
machine learning. The characteristics of the data
could pose difficulties for machine learning algo-
rithms, with many erroneous or missing values and
a lot of nominal features, but with constant new in-
clusions of patients over the years the dataset has
now reached a size where research into the perfor-
mance of machine learning algorithms is at the least
interesting.
Research questions

This research is to serve as a comparison between
different machine learning algorithms and missing
value imputation methods. The research questions
are therefore as follows:

• Which machine learning algorithms are best
for giving an early warning for sepsis deterio-
ration?

• Does MICE provide an advantage over mean
imputation on a noisy dataset with many miss-
ing values?

2 Methods

2.1 Progression and stages of sepsis

The definition of sepsis has been a point of discus-
sion for a very long time. There is still no overall
consensus, but most doctors define three stages of
sepsis. The first stage is just sepsis, where patients
have an infection and one of the following symp-
toms. Its definition is very complicated but a rough
guideline is an infection and one or two of the fol-
lowing (Dellinger, 2013):

• Body temperature above 38.3 degrees Celsius
or below 36 degrees Celsius

• Heart rate higher than 90 beats per minute

• Respiratory rate higher than 20 per minute

This condition can also progress to what is called
severe sepsis. A patient is upgraded to severe sepsis
when doctors think there might be organ failure,
indicated by one of the following symptoms:

• Decreased urine output

• Abrupt change in mental status

• Decrease in platelet count

• Low creatinin

• High bilirubin

• Breathing difficulties

• Abnormal heart pumping function

• Abdominal pain

After severe sepsis, septic shock can follow. Sep-
tic shock is defined as equal to severe sepsis, but
with persistent (>1hr.) hypotenusion of the vas-
cillary system despite adequate fluid resuscitation.
This indicates organ dysfunction which can often
lead to permanent damage or death.

2.2 Data processing

The data was processed using the Pandas library.
Because the data was exported as a ’flat’ .csv-file,
some of the features of the dataset had to be re-
covered manually. First of all, the feature names
were coded and had to be translated using a dic-
tionary. Each patient is spread out over multiple
rows corresponding to different data and different
timestamps. To order this data, a dataframe is con-
structed that links the row numbers to the patient
IDs.

The patient ID lookup data was then used to
construct a new database that is used in the analy-
sis. Because the aim of the analysis is to determine
whether a patient will deteriorate at some point
during their hospital stay, different columns with
boolean values for each type of deterioration are
created that are set to true if that type of deteri-
oration occurs at any time in their hospital stay.
There is also a column added that indicates some
type of deterioration, which is set to true if any
of the other columns indicating deterioration are
set to true. The amount of times different types of
deterioration occur are shown in table 2.1.
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In choosing predictor values, several things were
taken into account. First of all, the dataset con-
tains many missing values. Some features were so
scarcely recorded that they could not be included
in the analysis. Then, much of the data was in the
form of written descriptions of the patients’ state
and history by medical personnel. Without some
very advanced natural language processing, these
features were not able to be used either. For all nu-
meric (usable) data, a correlation analysis was done
to see how much that feature correlates to deteri-
oration. Some of the features with many missing
values, like the CO2 saturation of the blood or the
level of lactate, had such a strong correlation with
deterioration that the decision was made to include
them despite having many missing values. The fi-
nal list of numeric features used in the analysis is
shown in table 2.2.

The data also contained some impossible erro-
neous values. Heart rates of 300 or impossible body
temperatures of 99 degrees Celsius were recorded,
indicating human error or placeholder values. To
remove these strange and impossible values, all val-
ues deviating more than 3 standard deviations from
the mean were removed from the data and marked
as missing, so that they were later imputed. This
ensured that most if not all impossible values were
removed while impacting as little real data entries
as possible. Even if there were no erroneous values,
removal of values more than 3 SD from the mean
would only trim 0.03% of data points.

Because the aim of the analysis is to provide an
early sepsis warning for patients admitted to the
Emergency Room, the analysis uses the (chrono-
logically) first predictor values available for the pa-
tients. The motivation behind using this data and
not, for example, an average of all data over the en-
tire stay of the patient is that the aim of this study
is evaluating which algorithms are best at early de-
tection of sepsis and this capability is best demon-
strated by predicting sepsis deterioration from early
data. The downside is that this is likely to nega-
tively impact algorithm scores since sepsis is harder
to detect at that stage.

2.3 Missing value imputation

Because the dataset has so many missing values,
case deletion excluding patients who had one or
more missing value from the dataset was not a vi-

Table 2.1: Number of occurrences of different
types of deterioration in data

Deterioration
type

Number of
occurrences

Kidney failure 97
Liver failure 35
Respiratory

failure
65

ICU admittance 24
Mortality 18

Any deterioration 162

Table 2.2: Features used in analysis and their
number of instances in the data

Name n Type
ABE 303 Float
Age 823 Integer
Alat 743 Float

Body temp 820 Float
pCO2 of blood 310 Float

CRP 747 Float
Diastolic blood pressure 820 Float

HCO3 305 Float
Heart rate 820 Integer
Kreatinin 743 Float

Leukocytes 753 Float
Lactate 293 Float
Platelets 756 Float

Respiratory rate 790 Float
O2 saturation 813 Float

Cigarettes smoked per day 793 Integer
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able strategy since this would exclude almost every
patient. This warranted the imputation of missing
values. The traditional method for this is mean im-
putation (Scheffer, 2002), where the mean of a col-
umn is filled in for every missing value of that col-
umn. The downside of mean imputation is that the
variance of the data is decreased and the same mean
is filled in for every patient, regardless of physical
status or likeliness of deterioration.

An alternative method is Multiple Imputation by
Chained Equations (MICE) (Schafer and Graham,
2002). Previous research has shown that MICE im-
putation has worked in the past for imputation of
missing values in medical records (Beaulieu-Jones,
Lavage, Snyder, Moore, Pendergrass, and Bauer,
2018). MICE fills the missing values in the data
by computing them based on observed values for
that patient compared to data of other patients.
The missing values are imputed using the following
cycle (Azur, Stuart, Frangakis, and Leaf, 2011):

• For each missing value, a simple imputation
such as the mean is filled in, but the imputed
values remain marked.

• For each feature in the dataset, the marked
missing values are computed using linear re-
gression using the other features as input.

• This is repeated for every feature in the dataset
that has missing data. At the end of the cycle
all missing values have been updated with a
regressed value.

• This cycle is then repeated n times, with im-
putations being updated at every cycle.

MICE was implemented using the fancyimpute
library which provides an implementation of MICE
as described above.

2.4 Scoring methods

There are a myriad of scoring methods available
for machine learning algorithms in the SciKit-Learn
library. When developing machine learning sys-
tems for medical diagnosis, the scoring method that
should give the best indication of the performance
of the algorithm is the area under the Receiving
Operator Characteristic (AUROC). The Receiving
Operator Characteristic is a plot that compares the
True Positive Rate to the False Positive Rate of a

binary classifier while varying the decision thresh-
old of the algorithm. A suitable decision threshold
can then be chosen using that graph, depending on
the desired balance between precision and recall for
that specific problem. In the case of medical diagno-
sis of sepsis, a high True Positive Rate would mean
that a large percentage of patients who have sepsis
are accurately predicted by the algorithm, while a
high False Positive Rate would mean that the sys-
tem is very quick to diagnose sepsis. The result is
that a threshold should be found where almost all
patients with sepsis are diagnosed while still keep-
ing the number of diagnoses manageable to avoid
wasting resources on patients who do not actually
have sepsis. The Receiving Operator Characteris-
tic can be used to find this threshold, making the
AUROC a suitable scoring system for this case. A
high AUROC indicates that the algorithm is able
to attain high True Positive Rates while keeping
the False Positive Rate relatively low.

The classifiers are tested using a 10-fold cross val-
idation to prevent overfitting and lower variability
between train-test cycles.

3 Algorithms

The algorithms used are all supervised learning
algorithms, but differ in strategies and underly-
ing theories. Along with Logistic Regression and a
Naive Bayes Classifier as methods that are already
popular in medical machine learning, also used were
Random Forests and a Gradient Boosting Classi-
fier as ensemble methods, K-Nearest Neighbor and
a Support Vector Classifier. In this section, we will
explain the algorithms and their implementation
for this research.

3.1 K-Nearest Neighbor

K-Nearest Neighbor or a Nearest Neighbor Clas-
sifier is a simple yet powerful supervised learning
algorithm (Fix and Hodges Jr, 1951). It is a para-
metric, lazy-learning algorithm based on the idea
that label information for target pattern x′ is in the
K labeled patterns closest to it (Kramer, 2013). To
determine which labeled patterns are closest to it,
the algorithm by default uses the Minkowski dis-
tance between the two patterns. This is given by
the following formula, which corresponds to the Eu-
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Table 3.1: K-values chosen for the K-Nearest
Neighbor algorithm for different types of dete-
rioration.

Deterioration type K
General deterioration 20

Kidney failure 40
Respiratory failure 100

Liver failure 20
ICU admittance 100

Mortality 75

clidean distance when parameter p = 2 is used:

d(x, y) =

(
n∑

i=1

|xi − yi|p
)1/p

(3.1)

In this equation n represents the number of dimen-
sions for which the distance is computed, in this
case equal to the number of features of the data.
When assessing the label of a new pattern, the al-
gorithm looks at the K nearest neighbors in feature
space and uses a majority vote of their labels to as-
sign a label to the new pattern. Part of the simplic-
ity and appeal of K-Nearest Neighbor is that K is
the only parameter that has to be set, unlike other
algorithms that only perform well with extensive
parameter tuning. Despite its simplicity, K-Nearest
Neighbor is surprisingly powerful and therefore one
of the most popular algorithms.

The algorithm was implemented in Python3
using the SciKit-Learn library (Pedregosa, Varo-
quaux, Gramfort, Michel, Thirion, Grisel, Blondel,
Prettenhofer, Weiss, Dubourg, Vanderplas, Pas-
sos, Cournapeau, Brucher, Perrot, and Duchesnay,
2011). Because the only parameter that needs tun-
ing is K, this was done by plotting the 10-fold
cross-validated AUROC-values for each K-value
and choosing the best K for each type of deteri-
oration. The plotted K-values can be seen in figure
3.1. When plotting the AUROC-values against pos-
sible K-values, often a clear elbow effect can be seen
where further increasing K does not significantly in-
crease the AUROC anymore. The K-value of this el-
bow is chosen to be used for the K-parameter, since
it represents a good balance between performance
and computational complexity. The K-values cho-
sen for the different types of deterioration are in
table 3.1.

Figure 3.1: Graph of AUROC-values of the K-
Nearest Neighbor algorithm for different values
of K.

3.2 Random Forests

Decision trees are popular for various tasks, but
are very susceptive to overfitting and including ir-
relevant features: they have low bias and high vari-
ance. To reduce this variance, Leo Breiman defined
the Random Forests algorithm in 2001 that pro-
vides a way of generating multiple decision trees
and averaging them to reduce the variance of sin-
gle decision trees. He defines it as a classifier con-
sisting of a collection of tree-structured classifiers
{h(x,Θk), k = 1, ...} where the {Θk} are inde-
pendent identically distributed random vectors and
each tree casts a unit vote for the most popu-
lar class for input x (Breiman, 2001). The word
Random in Random Forests refers to the random
sampling of both samples and features to gener-
ate the trees. To train one tree, a random sample
is drawn with replacement from the training data
using bootstrap aggregating, and a decision tree is
trained on this sample. This means that in the gen-
eration of one tree, only a few features of a few
samples are used as training data. The algorithm
generates many trees this way and uses a majority
vote of all those trees to make a decision. Because of
this majority vote of many trees that are all trained
on only small parts of the data, the algorithm is ex-
tremely resilient to overfitting.

The implementation of Random Forests was also
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done using SciKit-Learn and warranted the tun-
ing of three important parameters. The first is
max features, which dictates the maximum amount
of features of the samples the algorithm can use for
each split when building a decision tree. The second
is n estimators, which sets how many random trees
are built before the voting takes place. Increasing
this parameter also increases the performance of
the model, but at the cost of greater computational
load. The third parameter is min sample leaf. This
parameter sets the minimum leaf size of the deci-
sion tree. A low minimum leaf size makes the algo-
rithm more sensitive to noise in the data, which is
unwanted considering the noisiness of this particu-
lar dataset.

To find the optimal parameter values for Random
Forests for this dataset, a grid search was performed
which found that the best performance to complex-
ity ratio was found at 100 estimators, a minimum
leaf size of 100 and no restriction on the amount of
features.

3.2.1 Extension

One way that could improve the performance of
this algorithm is a method that implements ran-
dom feature sampling into a multitude of new pre-
dictors, inspired by the Random Projection (Bing-
ham and Mannila, 2001) method of dimensionality
reduction. The extension works by generating ran-
dom vectors to build new features out of randomly
weighted samples of the original features. The pseu-
docode of this extension is shown in algorithm 3.1.

Algorithm 3.1 Random projection of features

l⇐Number of features in data
n⇐Number of desired added features
for n iterations do
v⇐ random vector with length l
v⇐ v/

∑
v {So that

∑
v = 1}

for each row r in dataset D do
cr = (v ·Dr)

end for
c is appended onto D {Where c is a column}

end for
return D with n added columns

This extension results in n additional random
samples from the feature space, possibly increas-
ing performance of the Random Forests algorithm

by providing extra features and finding interactions
with a high predictive value.

3.3 Gradient Boosting Classifier

Also an ensemble method, a Gradient Boosting
Classifier (Friedman, 2001) works very similarly to
Random Forests. The difference between Random
Forests and a Gradient Boosting Classifier lies in
the type of classifiers that are used in the voting
mechanism and the method of training. Random
Forests grows many random trees in parallel, while
gradient boosting works by growing trees one by
one. Each consecutive tree is made by looking at
the predictions of the sum of previous trees and
trying to eliminate the error that is still there in
respect to the target function.

Because of their different training methods, there
are some differences between the results of ran-
dom forests and gradient boosting. The most im-
portant difference is that Gradient Boosting has
the possibility to overfit on noisy data, while Ran-
dom Forests is more resilient to overfitting because
it takes an average of many trees that overfit by
design (Dietterich, 2000).

Gradient Boosting was implemented in SciKit-
Learn with a few settable parameters. The learn-
ing rate was set to a value of 0.1; setting this value
too high can cause overfitting on the training data.
The parameter n estimators was set to the default
value of 100; increasing this value did not seem to
result in significantly better performance. The max-
imum tree depth is also left at the default value of 3.
Having a high maximum tree depth does not make
sense for this algorithm since it is based on many
weak learners (tree stumps) and not on fully grown
decision trees.

3.4 Support Vector Classifier

A Support Vector Classifier utilizes an SVM (Sup-
port Vector Machine) to do classification. Support
Vector Machines were first described in the 1990s
(Cortes and Vapnik, 1995) and have since gained
great popularity in the community. Support Vector
Machines work by finding a hyperplane in the fea-
ture space based on the data patterns at the edge
of each class (the support vectors) as shown in fig-
ure 3.2. Support Vector Machines rely on a kernel
function to do classification. Explaining the entire
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Figure 3.2: Hyperplane through feature space
found by Support Vector Machine. The grey
boxes indicate the Support Vectors (Cortes and
Vapnik, 1995)

Table 3.2: Parameter values found for SVM
through grid search

Deterioration type Gamma C
Kidney failure 10−5 1000
Liver failure 10 1000

Respiratory failure 0.01 100
ICU admittance 100 1

Mortality 100 0.01
Any deterioration 10−5 1000

process would surpass the scope of this research,
but a kernel function is a method of computing the
dot product of two vectors represented in a fea-
ture space. There are many different kernels avail-
able for Support Vector Machines, but because of
the non-linearity of this problem the Radial Basis
Function (RBF) was chosen as a kernel. The RBF
kernel has two parameters that can be adjusted:
C and gamma. To determine the best values for
C and gamma, a grid search from 10−5 to 105 for
both parameters was performed to find the combi-
nation that results in the highest performance for
each type of deterioration. The results of this grid
search and thus the parameter settings used in the
analysis are displayed in table 3.2.

3.5 Logistic Regression

Logistic Regression (Cox, 1958) has been the most
popular tool in medical diagnoses for a long time
(Tu, 1996) which is a large part of the reason for
including it in this study. It has been around for a
long time as a statistical tool before the popular-
ization of machine learning. It works by computing
the probability of an outcome related to a series of
predictor variables using equation 3.2

log[p/(1−p)] = β0+β1χ1+β2χ2+ ...+βnχn (3.2)

where p is the probability of the outcome of inter-
est, β0 is an intercept term, β1...βn are coefficients
associated with each variable and χ1...χn are the
values of potential predictor values (Tu, 1996).

One great advantage that logistic regression has
over some other machine learning algorithms is that
it is not a black-box solution. The coëfficients and
intercepts are all able to be inspected and the calcu-
lations could, in theory, be done by hand. This has
obvious benefits for the medical setting where there
is understandable resistance to trusting a black-box
computerized solution with something as crucial as
medical diagnosis.

Logistic Regression was implemented using the
SciKit-Learn library, where the most important set-
table parameter is C. C represents the inverse of
the inverse of the regularization strength, and a
smaller value specifies stronger regularization. For
all types of deterioration, C was left at the default
value of 1 and changing it did not constitute signif-
icant changes in performance.

3.6 Naive Bayes Classifier

A Naive Bayes Classifier (Rish et al., 2001) is a clas-
sifier that uses Bayesian statistics and the (naive)
assumption that all features are conditionally in-
dependent given the class label. Even though this
is false in almost all cases, this assumption results
in easy to fit models with surprisingly good perfor-
mance.

A Naive Bayes Classifier learns the class-
conditional density p(x|y) for each class y and the
class priors p(y) (Murphy et al., 2006). It then ap-
plies the Bayes law of total probability (3.3) to com-
pute the posterior, with C as the number of possible
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classes (2 in binary classification):

p(y|x) =
p(x, y)

p(x)
=

p(x|y)p(y)∑C
y′ p(x|y′)p(y′)

(3.3)

Because this is a way to generate feature vectors
x for each possible class y, this is called a generative
model. It has some advantages over discriminant
classifiers (Murphy et al., 2006). The first is that us-
ing its probability distribution, there is more infor-
mation about the certainty of predictions. Another
is that Naive Bayes is good at compensating for
class imbalance, something very prevalent in this
dataset. Naive Bayes is popular in medical diagno-
sis, sometimes even being called “a benchmark al-
gorithm that in any medical domain has to be tried
before any other advanced method” (Kononenko,
2001).

Implementation in SciKit-Learn assumes a Gaus-
sian (normal) distribution and has no settable pa-
rameters except for the manual setting of priors,
which is unnecessary as the algorithm itself takes
care of this using the dataset.

4 Results

Table 4.1: Performance of Random Forests with
and without extra features from random projec-
tions

Number of
extra features

AUROC
(weighted avg)

0 0.79±0.08
250 0.76±0.09
500 0.76±0.09
1000 0.76±0.09

As discussed in section 2.4, the algorithms are
compared by the area under the Receiving Opera-
tor Characteristic they produce. In table 4.2 and
4.3 the full results and weighted AUROC aver-
ages for each type of deterioration are displayed
for the different machine learning algorithms. The
values are the average of the scores for all types of
organ dysfunction, ICU admittance and mortality
weighted by the percentage of total deteriorations
that type of deterioration represents in the dataset.

There are a few findings in these results. First of
all, it becomes evident that both Random Forests

and a Gradient Boosting Classifier perform slightly
better than other algorithms on this data. The Sup-
port Vector Classifier and Naive Bayes Classifier
have the worst performance, while Logistic Regres-
sion and K-Nearest Neighbor make up the midfield.

4.1 Random Forests and Gradient
Boosting Classifier

Random Forests (RF) and a Gradient Boosting
Classifier (GBC) are very similar algorithms as
discussed in sections 3.2 and 3.3. This similarity
can also be found in their performance, with both
weighted averages around 0.78-0.79 AUROC. When
looking at table 4.3 it can be seen that GBC per-
forms notably better than RF on ICU admittance,
but this is compensated by RF performing better
on predicting kidney failure. In the end, both al-
gorithms perform best on this dataset, performing
significantly better (P < 0.05) than every algo-
rithm except logistic regression (P > 0.05) when
comparing the results of a repeated 10-fold cross-
validation.

4.1.1 Imputation

The effect of MICE over mean imputation is very
noticeable for these two algorithms. The average
AUROC seems to be boosted by approximately
0.03 when using MICE imputation, which is a very
noticeable result that boosts the performance of
RF and a GBC above that of logistic regression
(t(198) = 2.34, P = 0.201)

4.1.2 Extension of Random Forests

In table 4.1 it can be clearly seen that adding ran-
dom cuts through feature space as extra features
does not result in better performance of the Ran-
dom Forests algorithm, but contrarily only slightly
decreases performance.

4.2 K-Nearest Neighbor

K-Nearest Neighbors (K-NN) performance is bet-
ter than expected for such a relatively simple algo-
rithm. K-NN performs relatively poor on respira-
tory failure, but very well on kidney failure.
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Table 4.2: Results using mean imputation. Values represent AUROC and standard deviations of
10-fold cross-validation.

Algorithm
Kidney
Failure

Liver
Failure

Respiratory
Failure

ICU ad-
mittance

Mortality
General

det.
Weighted
Average

K-Nearest
Neighbor

0.83±0.06 0.80±0.13 0.61±0.08 0.68±0.14 0.74±0.12 0.68±0.11 0.74±0.09

Random
Forests

0.82±0.06 0.77±0.12 0.67±0.08 0.72±0.12 0.76±0.12 0.72±0.07 0.76±0.08

Gradient
Boosting
Classifier

0.81±0.06 0.80±0.14 0.66±0.11 0.77±0.20 0.71±0.16 0.71±0.08 0.76±0.10

Support
Vector
Classifier

0.86±0.05 0.80±0.11 0.54±0.13 0.57±0.19 0.57±0.28 0.71±0.09 0.71±0.11

Naive
Bayes
Classifier

0.74±0.05 0.72±0.14 0.69±0.09 0.74±0.15 0.73±0.23 0.70±0.09 0.72±0.09

Logistic
Regression

0.81±0.06 0.81±0.12 0.67±0.16 0.72±0.18 0.76±0.22 0.71±0.08 0.76±0.09

Table 4.3: Results using MICE. Values represent AUROC and standard deviations of 10-fold
cross-validation.

Algorithm
Kidney
failure

Liver
failure

Respiratory
failure

ICU ad-
mittance

Mortality
General

det.
Weighted
average

K-Nearest
Neighbor

0.83±0.05 0.81±0.13 0.62±0.08 0.69±0.17 0.73±0.12 0.68±0.10 0.75±0.09

Random
Forests

0.86±0.06 0.83±0.12 0.69±0.12 0.74±0.14 0.76±0.18 0.77±0.06 0.79±0.10

Gradient
Boosting
Classifier

0.83±0.06 0.83±0.18 0.70±0.12 0.81±0.12 0.73±0.19 0.75±0.07 0.79±0.11

Support
Vector
Classifier

0.86±0.04 0.82±0.11 0.54±0.12 0.54±0.20 0.58±0.20 0.72±0.09 0.71±0.10

Naive
Bayes
Classifier

0.74±0.06 0.72±0.14 0.69±0.103 0.72±0.14 0.69±0.25 0.72±0.08 0.72±0.11

Logistic
Regression

0.81±0.08 0.81±0.13 0.67±0.17 0.72±0.19 0.76±0.21 0.72±0.07 0.76±0.13
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4.2.1 Imputation

MICE seems to have a small positive effect on the
performance of K-NN, but nowhere near the effect
it has on Random Forests and a Gradient Boosting
Classifier.

4.3 Support Vector Classifier and
Logistic Regression

The Support Vector Classifier (SVC) and logis-
tic regression have some similarities and generally
seem to exhibit similar performances, but in 4.3 it
can be seen that logistic regression performs much
better than the SVC. When looking at the detailed
results, it becomes apparent that logistic regression
performs much better on predicting respiratory fail-
ure, ICU admittance and mortality, while the SVC
performs slightly better on kidney- and liver failure.

4.4 Naive Bayes Classifier

The Naive Bayes Classifier (NBC) performs not as
well as expected, with an average AUROC almost
as low as the SVC. While the SVC struggles with
predicting respiratory failure, ICU admittance and
mortality, the performance of the NBC is low but
consistent across all types of deterioration.

5 Discussion

With the results we obtained in this research, we
can evaluate the research questions as posed in the
introduction:

• Which machine learning algorithms are best
for giving an early warning for sepsis deterio-
ration?

• Does MICE provide an advantage over mean
imputation on a noisy dataset with many miss-
ing values?

We have found that machine learning is a viable
tool in detecting some kinds of deterioration, while
other kinds of deterioration are harder to predict.
Of all the algorithms that were tested, Random
Forests and a Gradient Boosting Classifier perform
best on this particular dataset, suggesting that en-
semble methods have a clear edge over other Ma-
chine Learning methods in this case. Logistic re-
gression and K-Nearest Neighbor perform slightly

worse than ensemble methods and the average per-
formance of a Support Vector Classifier and a Naive
Bayes Classifier were the lowest. It should be noted
that the Support Vector Classifier performs poorly
on respiratory failure and ICU admission, while the
Naive Bayes Classifier has a very consistent perfor-
mance on all different kinds of deterioration.

Eventual kidney- and liver failure are easier to
predict than other kinds of deterioration. The most
difficulty was found in predicting mortality. The
performance of algorithms on predicting mortality
was not only relatively low, but also exhibited a
very large standard deviation over a 10-fold cross-
validation.

MICE seems to improve the performance of Ran-
dom Forests, the Gradient Boosting Classifier and
to a lesser extent K-Nearest Neighbor over mean
imputation. Coincidentally, these algorithms al-
ready perform better than all other algorithms ex-
cept logistic regression when using mean imputa-
tion. Using MICE improves these algorithms’ per-
formances to surpass logistic regression, but does
not appear to have an effect on the performance of
logistic regression.

It can be concluded that Machine Learning
could, in the future, serve as a valuable supplement
to clinical judgement in predicting the deterioration
of patients suffering from sepsis. That would, how-
ever, require a larger and more complete dataset for
the training of the algorithms. When dealing with
a noisy dataset with many missing values such as
this one, it has become clear that MICE or per-
haps another form of imputation can provide an
improvement in performance for some algorithms.
Ensemble methods profit from multiple imputation
the most, which causes the combination of ensem-
ble methods and MICE to perform better than all
other algorithms tested.
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