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Abstract: Fish can detect objects underwater using their lateral line organ. This organ detects changes
in the water flow relative to the body of the fish. Using the excitation patterns of these flow detecting
organs, the location and velocity of the object can be inferred. We show in this thesis that these organs
can be mimicked with fluid flow sensors called Artificial Lateral Lines (ALLs). Neural networks can be
trained on data gathered by such sensors to solve the problem of localizing and determining the velocity
of the object. We trained an Echo State Network (ESN), a Convolutional Neural Network (CNN) and a
Time Delay Neural Network (TDNN) on the task of localizing moving objects in a simulated environment.
None of the networks were able to get accurate estimations on the objects velocity. The ESN was not
able to accurately localize the object with a mean error of 50% of the total grid size. The CNN and
TDNN however, were able to get down to a mean error of within 10% of the total grid size. The TDNN
also proved to be very robust against noise with little to no increase in error with added noise. The path
an object follows also seemed to make little difference for localization and determining its velocity.

1 Introduction

Most fish can detect objects and obstacles solely
using the flow of the water around them, using a
mechanoreceptive organ, called the lateral line
(Dijkgraaf, 1963). This lateral line organ, which is
located along the entire body of the fish and on
its head, enables the fish to detect local changes to
the fluid flow relative to its body (H. Bleckmann,
J. Mogdans, J. Engelmann, S. Kröthe., W. Hanke,
2004).

Using artificial lateral lines (ALLs), the function
of those organs can be mimicked. When an object
moves through a fluid, it produces certain wavelets,
which are shown in Figure 1.1. These wavelets rep-
resent the location and velocity of the object (B.
Curcic-Blake, S.M. van Netten, 2006). These rep-
resentations can then be learned with neural net-
works, such that they can provide real-time local-
ization and tracking of objects in harbours, bays
and rivers. (H. Bleckmann, J. Mogdans, J. Engel-
mann, S. Kröthe., W. Hanke, 2004) When the rep-

resentations are learned, such ALLs can be fitted to
autonomous submarines for object detection and
collision avoidance in murky waters where solely
cameras do not suffice.

Previous research has shown that the location
and direction of a source can be determined with
high accuracy in a grid 2L∗L where L is the length
of the ALL sensor array (B. J. Wolf, S. M. van Net-
ten, in press 2019). For determining the location of
a source, several neural networks have been tested
already, where extreme learning machines (ELMs)
resulted in both fastest train times and lowest error
rates (L. Boulogne, B. J. Wolf, M. Wiering, S. M.
van Netten, 2017). These ELMs have also been used
to determine the orientation of an object alongside
its location (B. J. Wolf, S. M. van Netten, in press
2019).
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Figure 1.1: Velocities of water measured at a
simulated sensor array in a 2D grid, the location
of the object here is S ≈ 60.

Often, simulated data has been used. Using real-
world data could greatly affect the results. On top
of that, only a limited amount of networks have
been tested, other untested networks could prove
to be more successful. Next to a limited amount of
tested networks, most of them did not look at previ-
ous time steps (i.e. have ”memory”). However, the
location and direction are somewhat dependent on
what they were previous time steps; an object does
not change location or direction drastically. The im-
plementation of memory in networks did however
not always yield better results (L. Boulogne, B. J.
Wolf, M. Wiering, S. M. van Netten, 2017).

In this thesis, the performance in determining
both the 2D location and velocity of the source, of
three other neural networks will be discussed and
compared. These networks are a convolutional neu-
ral network (CNN), an echo state network (ESN)
and a time delay neural network (TDNN). These
networks are tested on simulated data created by
a single sphere moving in three different manners
through a plane of water.

In the next section we will discuss how the sim-
ulations were performed, which data was gathered
and how the networks were constructed and ap-
plied.

2 Methods

When an object passes through water, it creates
changes in its hydrodynamic ’near-field’ (S. M. van
Netten, 2006). These changes can be picked up with
sensors to create a velocity profile of the fluid. Fig-
ure 2.1 shows a schematic representation of how
a change in the flow field caused by the smaller
fish is represented in a velocity profile. In this fig-
ure, it can be seen that the velocity profile contains
information about the sources lateral position by
measuring higher velocities at the lateral position
of the smaller fish. However, these velocity profiles
describe not only the lateral position, but also the
distance and orientation of the source (B. Curcic-
Blake, S.M. van Netten, 2006). This information
allows us to use generated data to train and test
neural networks.

Figure 2.1: Fish lateral line perception. The
smaller fish creates a flow field which is sensed
by the biological flow sensors on the fish body.
The resulting sampled excitation pattern en-
codes the source’s location and other properties.
As appeared in (B. J. Wolf, S. M. van Netten,
in press 2019).

2.1 Simulation Setup and Data Gen-
eration

To simulate objects moving through water, we used
MantaFlow, an open-source framework targeted at
fluid simulation research (Thuerey and Pfaff, 2018).
Using this framework, a scene was created, through
which a single sphere would move along paths with
different shapes. There were three different path
shapes, a straight line (type 1), an ellipsoid (type
2) and a sinusoid (type 3).
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In total 1000 paths of three different types were
simulated, 400 of type 1, 300 of type 2 and 300 of
type 3. Figure 2.2 shows a schematic representation
of the scene and what each path type looks like.
For each path type, some variables describing their
characteristics were randomly initialized as shown
in Table A.1. In these scenes, the velocity profile
at a all points is represented by the 3-dimensional
(xyz) velocity grid of the simulation. Since we were
only interested in the velocity profiles at each sen-
sor, for each time frame in each simulated path, the
velocity grid at all sensors is stored. Resulting in a
dataset with dimensions: (1000 paths, # frames, 8
sensors, 3 dimensions). Furthermore, the actual lo-
cation and velocity vectors of the object are stored,
which will be used for teacher data and perfor-
mance measures, as explained in section 2.3. Below
an example of how the dataset with the teacher
output was represented in the networks:

[ [ 0 .89692074 0.6453619 0 . ]
[ 1 . 0 .90853006 0 . ]
[−0.21053945 1 . 0 . ]
[−1. 0 .19832256 0 . ]
[−0.36011678 −1. 0 . ]
[ 0 .5927209 −0.9708863 0 . ]
[ 0 .83032364 −0.6820524 0 . ]
[ 0 .63157064 −0.4852472 0 . ] ]

[ [ 4 . 8 2 0 3 3 e−01 3.27376 e−01 5 .00 e−01]
[ 1 . 89125 e−03 1.72867 e−04 0 .00 e +00] ]

Listing 2.1: An example of how the input and
output data are represented for a single frame,
the first list represents the 8 sensors with 3D
values, the second list represents the 3D location
and velocity of the object.
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Figure 2.2: Schematic representation of simula-
tion setup with the three possible object path
types, sensors at y=5, x=[31, 36, 42, 47, 53, 58,
64, 69] and the object with a diameter of 10 grid
cells.

In Figure 2.3 is shown what a single frame from
the simulation looks like and how the water is dis-
turbed by a single round object moving through it.
The disturbance and current velocity grid is rep-
resented by the white ’smoke’ and the green lines
originating from the cells. In this frame, the object
started on the left and slowly moved towards the
right side of the scene.

Figure 2.3: A single frame of the simulation in
which a round object moved through a plane of
water. Three white boxes of smoke were added
to see the flow of the water. The actual velocity
grid is represented by the green lines originat-
ing from each cell. The current location of the
object is represented as the red circle.

2.2 Preprocessing and Normaliza-
tion

The object moved along paths described in the pre-
vious section, where the beginning and the ending
causes the object to change its velocity instanta-
neously. This jerky motion causes some instabil-
ity in the first and last few frames of the simula-
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tion. Therefore, the first and last 20 frames were
removed, such that the gathered data comes from
a stable simulation.

Since all frames now look a lot like the frame
before and after itself, which may result in worse
performance as the data is too similar. We com-
pensated by, instead of looking at each frame, only
each fifth frame is looked at to create bigger differ-
ences between them.

In the real world, using real sensors, there
will always be noise. To account for this, several
noise levels were added to the data. The noise
was randomly generated with mean = 0 and
std. dev. = [0, 0.0005, 0.001, 0.005, 0.01], where the
highest noise level has values of the same magni-
tude as the actual data. After adding the noise,
to make differences between the velocity patterns
more apparent, they were normalized between [-
1,1]. Finally a 70%-30% train-validation split was
applied.

2.3 Neural Networks and their Ar-
chitectures

As mentioned in the Introduction, in this thesis, a
CNN, an ESN and a TDNN are compared. Both the
CNN and TDNN were implemented using PyTorch,
an open-source machine learning library for Python
(A. Paszke, S. Gross, S. Chintala, G. Chanan, E.
Yang, Z. DeVito, Z. Lin, A. Desmaison, L. Antiga,
A. Lerer, 2017). However, due to its simplicity and
its recurrency, the ESN was implemented solely us-
ing NumPy. For both the CNN and ESN, all frames
were concatenated into one array with dimensions:
(# frames, 8 sensors, 3 dimensions), whereas for the
TDNN, each simulated path was fed to it one by
one. All networks received as input for each frame,
8 sensors with their velocity profile, represented as
8 3D vectors, for all of which their z-component is
0. As output they gave 2 3D vectors, representing
the estimated location and velocity of the object.

2.3.1 CNN

A CNN is a network which usually contains three
layer types, convolutional layers, pooling layers and
fully-connected layers. In our architecture no pool-
ing layers were used, as they are used to reduce the
amount of data in each frame and our frames were
already limited in data. The convolutional layers,

uses a kernel of size width ∗ height ∗ depth, with
which it calculates the convolution of the kernel
and the input. After the convolutional layers, we
placed fully connected layers which reduced the di-
mensions of the output to the desired dimensions
of 2 3D vectors. The network is trained by back-
propagating over the weights in all layers for each
input and changing these weights by a rate defined
by the learning rate. This process is repeated for
the amount of desired epochs. Figure 2.4 shows a
schematic representation of a small CNN, it shows
the different layers a CNN is made from and how
they affect the data.

Figure 2.4: A schematic representation of a
small CNN.

The hyper-parameters optimized for the CNN
are:

• the depth of each kernel

• amount of convolutional layers

• amount of training epochs

• learning rate of network

2.3.2 TDNN

A TDNN looks and functions quite a lot like a
CNN, but instead of using a single frame, it also
uses its neighbouring frames as an added dimen-
sion in the convolution. Which frames it uses, is
determined by the context, i.e. if context is set to
[−2, 2], the network will use the 2 frames before
and the two frames after the current frame. We de-
signed the TDNN to closely resemble the architec-
ture mentioned in (V. Peddinti, D. Povey, S. khu-
danpur, 2015). This network is trained in the same
manner as the CNN.
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Figure 2.5: A schematic representation of a
small TDNN. The TDNN used in this paper
has as biggest difference in its architecture com-
pared to the CNN that it uses an extra dimen-
sion for the convolution.

The hyper-parameters optimized for the TDNN
are:

• context for each frame

• amount of training epochs

• learning rate of network

2.3.3 ESN

An ESN is a network that uses a randomly con-
nected recurrent pool of nodes, called the hidden or
dynamic reservoir. The amount of random connec-
tions is given by the distribution of zero-elements in
the reservoir, where if a connection is set to zero,
the connection is actually non-existent. In Figure
2.6 is shown what this looks like and how the input
an output is fed to the dynamic reservoir.

ESN’s have a property called the echo state prop-
erty, which states that the activations in the net-
work will asymptotically return to 0 if the input is
also 0. The speed with which this happens is de-
scribed by the spectral radius which is defined as
the largest absolute value of the eigenvalues of the
weight matrix. To train an ESN, all input is fed into
the network one-by-one through a fully-connected
layer into the hidden reservoir and all states are
stored. If teaching weights are used, the desired
output is also fed into the reservoir through a fully-
connected layer. The output weights can now be
calculated using a linear regression of the teacher
outputs on the calculated states. (H. Jaeger, 2002)

Figure 2.6: A schematic representation of a basic
ESN.

The hyper-parameters optimized for the ESN
are:

• size of hidden reservoir

• desired spectral radius of reservoir

• distribution of zero-elements in reservoir

• level of noise applied to each reservoir update

• use of teaching weights

The values tested for the hyper-parameters for
each network can be found in Appendix A.2

All hyper-parameter combinations were tested on
the simulated data without any added noise. For
each neural network, the five hyper-parameter com-
binations with the lowest mean location error were
picked and used for training and testing on the data
with added noise.

The best hyper-parameter combinations will be
discussed in Section 3.

2.4 Evaluation of Results

For the runs on the data with noise, we also looked
at the distribution of the errors across the grid, i.e.
are some locations harder to determine or whether
the errors were evenly distributed.

Our networks also estimated the velocity of the
object, but since in the real world, multiple time
steps can be taken, from which the velocity can also
be deduced, these errors can easily be adjusted for.
Therefore, we will discuss the estimated velocities,
but they were not used as primary performance
measures.

Finally the best performing network was trained
on each path type separately to measure the influ-
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ence of how an object moves through water on the
ability to localize it.

3 Results

3.1 Hyper-parameter optimization

All possible hyper-parameter combinations for each
network were tested against the simulated data
without noise. The five best combinations for each
network are shown below. For each network, the
loss was defined as the mean distance between the
output locations and the target locations.

3.1.1 CNN

In Table 3.1 the best hyper-parameter combina-
tions for the CNN are shown. From this table, the
learning rate and the amount of epochs seemed to
be the most important hyper-parameters of this
network. On average, the model output is about
5% off from the target location. However, this loss
does not translate directly onto grid cells.

Kernel depth Conv layers Epochs Learning rate Loss
5 4 15 0.001 0.0529
5 2 15 0.001 0.0562
10 2 15 0.001 0.0561
7 4 15 0.001 0.0544
10 4 15 0.001 0.04575

Table 3.1: The five best hyper-paremeter com-
binations for the CNN.

3.1.2 TDNN

Table 3.2 shows the five best hyper-parameter com-
binations for the TDNN. Just like the CNN, the
best values for learning rate and number of epochs
are 0.001 and 15. The TDNN and CNN however,
have a very similar structure. These results also
show that temporal context might not be that im-
portant for the problem of localizing the source, as
all networks have a small context range. The com-
bination which needs 5 frames into the future seems
to be an outlier.

Context Epochs Learning rate Loss
[-1,1] 15 0.001 0.0063
[-1,2] 15 0.001 0.0067
[-2,1] 15 0.001 0.0060
[-1,5] 15 0.001 0.0068
[-3,2] 15 0.001 0.0063

Table 3.2: The five best hyper-parameter com-
binations for the TDNN.

3.1.3 ESN

Table 3.3 shows the five best hyper-parameter com-
binations for the ESN.

Reservoir Spec. Rad. 0-elems. Noise Teaching Loss
5000 0.8 0.1 0.2 True 0.056
5000 0.8 0.2 0.2 True 0.057
5000 0.8 0.5 0.1 True 0.058
5000 0.8 0.2 0.1 True 0.058
5000 0.9 0.5 0.1 True 0.059

Table 3.3: The five best hyper-paremeter com-
binations for the ESN.

3.2 Neural Network results

To measure the actual performance of the networks,
we looked at its performance on various noise levels
and how it actually performs at each location in
the grid. In this section, for each network with the
lowest loss, the errors on each noise level are plotted
and how the errors are distributed across the grid.
The error distributions were interpolated to match
the grid coordinates. The figures are bounded by
the limits of the object locations, as depicted as
the red box in Figure 2.2. The white space at the
edges represents places where the object did not go,
and as such no data could be interpolated.

3.2.1 CNN

Figure 3.1 shows for each added noise level, the dis-
tance between each location guessed by the network
and the actual location of the object. For no noise,
on average the CNN was off by about 6 grid cells,
with the object itself having a diameter of 10 grid
cells. Thus the estimated locations were on average
inside the actual object. Noise did seem to affect the
error quite a lot, for each level, it increases both the
mean error and its standard deviation.
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Figure 3.1: CNN location error for each noise
level for the best performing CNN. Noise levels
are given as the std. dev. around 0. Location er-
rors are between 0 and 1, where 0 is the correct
location and 1 is off by the width of the scene.

Figure 3.2 shows how the errors were distributed
in the scene without noise. A darker blue represents
a lower error. The center of the figure is mostly a
darker blue, get brighter towards the edges, show-
ing that the network seemed to be better at localiz-
ing sources near the center than towards the edges.
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Figure 3.2: CNN location errors without added
noise visualized in a contourplot for the best
performing CNN.

In Figure 3.3, the velocity error for the CNN at
each noise level is shown. The network gets closer
and more consistent with more noise added, except
for noise level 0.001. The errors are still an order of
magnitude larger than the actual targets.
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Figure 3.3: CNN velocity errors for each noise
level for the best performing CNN hyper-
parameter combination.

3.2.2 TDNN

In Figure 3.4 is shown how the location errors were
affected by different noise levels. This figure shows
however, that the TDNN is largely unaffected by
noise, both the standard deviation and the mean
error remain the same for each noise level. On av-
erage the TDNN was off by about 12 grid cells for
each noise level. As the object had a diameter of
10 grid cells, the TDNN, on average, located the
object just outside the the actual object.
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Figure 3.4: TDNN location error for each noise
level for the best performing TDNN. Noise lev-
els are given as the std. dev. around 0. Location
errors are between 0 and 1, where 0 is the cor-
rect location and 1 is off by the width of the
scene.

Figure 3.5 shows how the location errors were
distributed across the scene without noise. It shows
that the further the source was to the top right
of the grid, the less accurate the network got at
estimating the location.
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Figure 3.5: TDNN location errors without
added noise visualized in a contourplot for the
best performing TDNN.

In Figure 3.6 the velocity errors for the TDNN
are shown for each noise level. The added noise
makes the TDNN less consistent in its errors. Be-
sides the errors are here two orders of magnitude
bigger than the actual targets.
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Figure 3.6: TDNN velocity errors for each noise
level for the best performing TDNN hyper-
parameter combination.

3.2.3 ESN

Figure 3.7 shows that the ESN was largely unable
to accurately estimate the location of the source
using the velocity profile it leaves behind. For no
added noise, its mean error was about 40 grid cells,
increasing to 80 with higher noise levels.
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Figure 3.7: ESN location error for each noise
level for the best performing ESN. Noise levels
are given as the std. dev. around 0. Location er-
rors are between 0 and 1, where 0 is the correct
location and 1 is off by the width of the scene.

Figure 3.8 shows however, that the ESN was still
able to somewhat accurately localize the source in
the bottom left half of the grid. Its accuracy lowers
more towards the top right.
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Figure 3.8: ESN location errors without added
noise visualized in a contourplot for the best
performing ESN. The white areas represent ar-
eas where the location error exceeded 1.0.

As opposed to the problems the ESN had with
the localization of the object, Figure 3.9 shows that
it performed a lot better at estimating the velocity
of the objects. The errors are still however, the same
order of magnitude as the target values.
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Figure 3.9: ESN velocity errors for each noise
level for the best performing ESN hyper-
parameter combination.

3.3 Mean error comparison

The results discussed above together with Figure
3.10, show that indeed the CNN performs best at
localizing the object without noise. However, the
TDNN performs better than the CNN when noise
increases, as it seems to be largely unaffected by
noise. The ESN however, is nowhere near as accu-
rate as the CNN and TDNN.

0.0 0.0005 0.001 0.005 0.01
noise level

0.1

0.2

0.3

0.4

0.5

0.6

0.7

er
ro
r

Mean location errors for each noise level
ESN
TDNN
CNN

Figure 3.10: A comparison between the mean
location errors for each network and noise level.

Although the ESN has the worst performance at
localizing the object, Figure 3.11, shows that com-
pared to the CNN and TDNN it performs much
better at determining the velocity.
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Figure 3.11: A comparison between the mean
velocity errors for each network and noise level.

3.4 Influence of path types

The CNN as best performing network for no noise,
was also trained on each path type individually.
The location and velocity errors are shown in Fig-
ure 3.12 and Figure 3.13 respectively. These figures
show that both for localization and determining the
velocity, the path an object follows, does not signif-
icantly influence the accuracy of the CNN. Figure
3.13 does show however, that for path type 3, a si-
nusoid, there is a slight decrease in the standard
deviation.
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Figure 3.12: Location error of the best perform-
ing CNN for each path type.

9



1 2 3
path type

0.01

0.02

0.03

0.04

0.05

0.06

0.07

er
ro
r

CNN velocity errors for each path type

Figure 3.13: Velocity error of the best perform-
ing CNN for each path type.

4 Discussion

4.1 Network performance

Out of the three networks, only the CNN and
TDNN seemed to have a reasonable performance.
Both these networks make use of patterns in the
data that can be found using the convolution ker-
nels. Using these patterns, the CNN was able to, on
average, localize the object to within the actual size
of the target object itself. The TDNN performed
a bit worse, localizing, on average, the object just
outside of the actual target object. The ESN on the
other hand did not look for patterns, but learned
to use previous time steps in its memory to local-
ize the source. The ESN was in the end also not
able to accurately localize the object. This decrease
in performance from the ESN is also shown in (L.
Boulogne, B. J. Wolf, M. Wiering, S. M. van Net-
ten, 2017), where less and weaker recurrent connec-
tions resulted in an increase in performance.

When no noise was added, the CNN had a higher
accuracy than the TDNN. However, in the real
world, no noise does not exist. Since the TDNN
seemed to be mostly unaffected by noise, it would
be out of these three best suited for real-world ap-
plications.

4.2 Memory vs. temporal context

Both the TDNN and ESN used previous frames to
aid in the localization. They did so in a slightly dif-
ferent manner. The ESN used the previous frames
to create so-called ’memory’ in its hidden reservoir
using recurrent connections.

The TDNN on the other hand, used previous
and future time steps to convolve with the ker-
nels, this way, the temporal context is not used
as memory, but to find patterns that reveal itself
over time. Looking at the results, the TDNN had a
much higher accuracy than the ESN, showing that
memory itself may not be very useful, but having
a certain temporal context is.

4.3 Object velocity

Whilst the ESN was most accurate at estimating
the object velocity, the errors for each network
were still several orders of magnitude too large for
them to be useful. The networks might have had
trouble estimating the velocity due to that they
were already very small numbers to begin with, e.g.
1.89125e−03 and 1.72867e−04. Scaling these num-
bers to the same magnitude as the object locations
may help decrease the error.

However, accurately estimating the velocity of an
object, can also be done by comparing two succes-
sive locations, making it rather unnecessary to have
a network train on velocity when the results and
other research show that the location can be of the
object can be obtained with a high accuracy.

4.4 Object motion

The results show that for the CNN, the path that
an object followed, being a straight line, a ellipsoid
or a sinusoid, did not significantly affect the accu-
racy of the network for both localization and deter-
mining the velocity. Worth mentioning however, is
that the network had, compared to the other path
types, a relatively low standard deviation for de-
termining the velocity of objects moving along a si-
nusoid. This could have been caused by that those
objects had in general a higher velocity than ob-
jects following an other path type. This increase
of speed and decrease of standard deviation, may
show that as discussed in section 4.3, normalizing
or scaling the target values may decrease the error.

5 Conclusion

In this thesis we discussed three neural network ar-
chitectures and their accuracy in locating sources
in a 2D fluid field. These networks were the Echo
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State Network, the Convolutional Neural Network
and the Time Delay Neural Network. From the re-
sults, it seems that a network that uses temporal
context instead of memory or patterns from the
current frame works best at localizing sources.

A number of parameters were not optimized,
such as the kernel size for the CNN, the loss func-
tions, the amount of convolutional layers in the
TDNN. The tested networks could likely be im-
proved upon by performing other search methods
like grid search or evolutionary search (J. Bergstra,
Y. Bengio, 2012).

Although the z-axis was used in the data, it was
always the same, we only looked at a 2D plane.
Testing these networks on a 3D simulation may
yield different results by revealing new patterns in
the data which, for example, can be used by the
CNN and TDNN.

For this simulation, we used a single sensor ar-
ray in which the sensors were evenly spaced around
the center of the grid. Other sensor configurations,
i.e. grouping near the edges, may reveal other pat-
terns which may be useful. When using a 3D simu-
lation a whole new set of sensor configurations can
be looked at to find the best setup for real-world
applications.

Lastly it would be interesting to explore the ap-
plicability of these networks in real world applica-
tions. Other than the development of the right sen-
sors, the real world may have higher noise levels.
These noise levels may even vary over time, which
may together with the higher noise in general re-
sult in loss in accuracy. In our simulation, we also
left out viscosity for simplicity, implementing this
in the simulation, may reveal new patterns to train
on.
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A Appendix

A.1 Simulation paths

This section relates to section 2.1 where the differ-
ent types of motions are described.

Type frames Begin (x,y) End (x,y) Amplitude Period x amplitude y amplitude
1 300-700 (10-90, 45) (10-90, 10) - - - -

300-700 (10, 10-45) (90, 10-45) - - - -
2 300-700 - - - - 10-40 5-15
3 300-700 (10, 25) (10, -) 5-15 -5pi - 5pi - -

Table A.1: Ranges which within all paths were
randomized for each type, type 1 moves may
also have their begin and end point switched to
create bottom-top and right-left paths.

A.2 Hyper-parameters

This section relates to section 2.3, where the neu-
ral networks, their architectures and the hyper-
parameters are discussed.

Hyper-parameter Kernel depth Conv layers Epochs Learning rate

Values
5, 7, 10,
12, 15

2, 4, 6, 8 5, 7, 10, 15
0.01, 0.001,
0.0001,
0.00001

Table A.2: CNN hyper-parameter values.

Hyper-parameter Past Context Future Context Epoch Learning rate

Values
1, 2, 3, 5,
7, 10, 15

1, 2, 3, 5,
7, 10, 15

5, 7, 10, 15
0.01, 0.001,
0.0001,
0.00001

Table A.3: TDNN hyper-parameter values, Past
and Future Context are combined into the con-
text as [Past, Future].

Hyper-parameter Reservoir Spectral radius Zero-elements Noise Teaching weights

Values
100, 500
1000, 2000
5000

0.8, 0.9, 1.0
1.1, 1.2

0, 0.1, 0.2
0.5, 0.7

0, 0.001, 0.01
0.1, 0.2, 0.5

True
False

Table A.4: ESN hyper-parameter values.
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