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Abstract: This thesis is an extension on the Bachelor’s thesis by Tomas van der Velde about
training an agent to play the game Frogger using Q-learning. In this thesis 2-step Q-learning
and 4-step Q-learning with 2 different reward functions (an action-based reward function and
a distance-based reward function) are used to see if it is possible for agents trained with these
algorithms to outperform agents trained with regular Q-learning. The game Frogger can be
described as a two-part game, where the aim of the first part is crossing a road and where the
goal of the second part is crossing a river. In previous research it was found that crossing the
river was the biggest obstacle for agents, which is why two separate neural networks were again
used. The results obtained show that the action-based reward function outperforms a distance-
based reward function and that 4-step Q-learning and 2-step Q-learning improved upon the
performance of regular Q-learning, with 4-step Q-learning performing the best of the three in
terms of road completion, and 2-step Q-learning in terms of points gained and overall win rate.
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1 Introduction

Reinforcement Learning (RL) (Sutton and Barto,
1998) is one of the three machine learning
paradigms and is usually applied in systems with
large state spaces or dynamic environments, as
it does not depend on searching through large
sets of future states when determining what ac-
tion to take, but rather acts on an exploration
vs exploitation principle. Perhaps the best known
example of reinforcement learning being used is
by the team of Google Deepmind, for example
in projects like AlphaGo (Silver, Huang, Maddi-
son, Guez, Sifre, van den Driessche, Schrittwieser,
Antonoglou, Panneershelvam, Lanctot, Dieleman,
Grewe, Nham, Kalchbrenner, Sutskever, Lillicrap,
Leach, Kavukcuoglu, Graepel, and Hassabis, 2016),
but also in games by their project “DQN”, whose
team also wrote an article (Mnih, Kavukcuoglu, Sil-
ver, Rusu, Veness, Bellemare, Graves, Riedmiller,
Fidjeland, Ostrovski, Petersen, Beattie, Sadik,
Antonoglou, King, Kumaran, Wierstra, Legg, and
Hassabis, 2015) in which reinforcement learning
was used to train a computer to perform better
than humans in playing different Atari 2600 games.

Q-learning (Watkins and Dayan, 1992) is one of the
most common reinforcement learning algorithms
and has been used in a variety of environments;
from traffic control (Abdoos, Mozayani, and Baz-
zan, 2011) to stock trading (Lee, Park, O, Lee,
and Hong, 2007). The application of Q-learning
as training method in neural networks has also
been studied with interesting results, for example
in the arcade game Ms. Pac-man (Bom, Henken,
and Wiering, 2013). In all of these applications
Q-learning succeeds in creating well-performing
agents, often even outperforming humans (Mnih
et al., 2015). The method of combining neural net-
works with Q-learning in games performs well since
a modeller is free to build a state representation to
fit the game of choice as Q-learning is a model-free
algorithm.
Multi-step Q-learning (Peng and Williams, 1996)
is a variant of Q-learning in which the algorithm
looks a predetermined amount of steps further to
update its Q-values, which causes it to perform well
in more fuzzy environments. In some environments
with coarser state spaces Multi-step Q-learning per-
forms better than normal Q-learning, which is why
it can be used to determine an optimal number of
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future states to take in consideration when build-
ing an agent to work in these environments. We
will go more in detail about the workings of both
Q-learning and Multi-step Q-learning in section 3.

1.1 Frogger

Frogger is an arcade game that was released in 1981
by Konami. In the game the player takes control of
a frog that has to move vertically to cross a road
and a river. Along the way the frog has to make
sure to avoid obstacles and in the end fill five goals.
A visual representation of our version of the game
can be found in figure 2.1. The game runs at 60
frames per second (fps) and a player has five dif-
ferent options at each frame of the game: move up,
move down, move left, move right or do nothing.
The places a frog can be in the game world can be
represented by a grid of 13 rows and 13 columns
and each action the player takes moves the frog to
a corresponding space, meaning that from the start
of the game a player can move six spaces to the left
or right and 13 spaces up.
To win the game a player generally follows a fairly
straightforward set of actions. First, the player
needs to cross a road. The road is made up of five
“lanes” on which different combinations of agents,
“cars”, move horizontally. Each lane has a differ-
ent type of car which moves at a speed corre-
sponding to that type of car. Finally, cars in odd-
numbered lanes (counted from the lane on which
the frog started) move to the left while those in
even-numbered lanes move to the right. The player
needs to avoid getting hit by these cars, this means
that they have to perform a combination of the fol-
lowing strategies: wait for a car to pass, move up or
move away, for example to the left, to avoid being
hit by a car. Being hit by a car causes the frog to
die, which resets the frog to its starting space and
empties all of the filled goals, meaning that to win a
player need to fill all five goals without dying once.
After the player has successfully traversed the road
they will have to cross a river. The river is again
made up of five lanes, but in these lanes the frog
can only cross by jumping on the agents in the lane,
as touching the “water” kills the frog. The agents in
these lanes are made up of logs and groups of tur-
tles of varying lengths, and each lane has a different
speed and direction in which the agents move. Fi-
nally, the turtles “dive” at a certain interval, which

makes them kill the player if it jumps on them. In
addition to this, a frog dies when jumping on a goal
it has already filled, meaning the player will have
to learn not to just fill one goal. A difficult part of
the game is that the five goals are above the top
lane, which is filled with turtles. This means that a
player has to plan their moves in such a way that
the agents in that lane take them to the correct po-
sition to fill the goal, which can be quite hard for
the outer goals.
In the game of Frogger the player has three lives,
and each life has a timer of 60 seconds to complete
the level. Players are awarded points based on how
well the player does; 10 points for a row the frog
has not reached before, when a player reaches a goal
they are awarded 50 points plus 10 points for ev-
ery half second of time they have left, 1000 points
are awarded for willing all five goals. In the origi-
nal game, 200 bonus points are awarded for eating
flies that randomly spawn on the map or by jump-
ing on a frog which spawned randomly on a log
before jumping on a goal. If a player scored more
than 20,000 points they would earn an additional
life. We chose to leave these ways of earning bonus
points out of our implementation of the game, as
this added an extra factor of randomness to our
state space which we decided would unnecessarily
complicate the learning process.
The process described above covers the first level
of the arcade game. In the original game there are
levels after this, swapping some logs for danger-
ous crocodiles, adding some extra threats to regions
which were safe before and adding power-ups. For
this project we will focus exclusively on the first
level of the game.

1.2 Reasons for study

This thesis will serve as an extension to the Bache-
lor’s thesis by Tomas van der Velde (Van der Velde,
2018). That thesis made an attempt to solve Frog-
ger using Q-learning and a multi-layer perceptron
(MLP) (Rumelhart, Hinton, and Williams, 1986),
but unfortunately only succeeded in solving the
road part of the game. The agents proved incapable
to successfully pass the road. In this thesis we will
tweak the input-vector of that thesis in the hope
that this will guide the agents to the goals better,
and we will employ Multi-step Q-learning to see if
more planning ahead can solve the game in its en-
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tirety. The research question we will answer in this
thesis will be as follows: “Does an agent trained
wth Multi-step Q-learning perform better at play-
ing the game Frogger than an agent trained with
regular Q-learning?”.

1.3 Outline of thesis

In this thesis we will describe the research we did
to try to solve the game Frogger. In section 2 we
will go into the implementation of the game, the in-
put vector and the neural networks used. Section 3
will describe the types and strategies of reinforce-
ment learning that were used. Section 4 explains
the setup of the experiments we performed. Sec-
tion 5 presents the results of these experiments. In
section 6 we will discuss these results. Section 7
will go into the conclusion of this thesis and the
possibilities for future research.

2 Implementation

We have written a slightly simpler version of Frog-
ger to allow for easier extraction of the state of
the game. We included a graphical representation
which can be turned on or off based on the prefer-
ences of a user, as the model trains faster without
the representation. Figure 2.1 shows this represen-
tation.
In figure 2.1 we can see the frog on its starting point
on the lowest lane. To its left we see the counter
which counts how many second the player has left,
and in the bottom right corner we see how many
times the frog has died so far. This amount also rep-
resents the current game of this generation, more on
this in section 4. In the figure we can see two purple
lanes. These lanes will be empty, safe lanes in our
program but in the original game dangerous agents
like snakes would randomly spawn in higher levels.
We see a road, made up of five lanes. The road has
been modelled after the original game, with some
lanes with multiple slower cars and lanes with less,
faster cars.
Above the road we see the river. There are two
types of agents here: turtles and logs. Turtles al-
ways move at the same speed but at a set interval
of time they will dive for a couple of seconds, killing
any frog on top of them. The logs are special in that
they move at different speeds and directions from

Figure 2.1: Graphical representation of the sim-
plified game

each other. If the frog jumps on a turtle or a log,
that agent then moves the frog along with its own
movement. Once more than half of an agent reaches
the left or right end of a screen it disappears and
moved to the opposing side of the screen, creating
a loop. If the frog is on an agent in the river that
loops back around it falls off and dies.
The game has detailed information on all agents in
the game; their position on the screen, their size,
their speed and so on. The game also works with an
internal clock, which can be sped up or slowed as a
user pleases. At every tick of this internal clock the
state of the game is updated, meaning that every
agent will be moved in accordance with its speed.
After all agents have been moved the frog moves,
this is described more in section 2.3. After the frog
has moved the game checks if the frog collides with
a deadly agent or if it has fallen in a river, killing the
frog, resetting the goals and returning the frog to
its start position in these cases. The other agents on
the screen (cars, turtles, logs) remain at their cur-
rent position. This allows the frog to gather data
on a lot of different situations, but it might be in-
teresting to reset these as well when the frog dies
to see what happens in that scenario.
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The game is usually set to ten ticks of the inter-
nal clock per second, meaning the frog can take an
action every tenth of a second. This is quite a bit
faster than an average human player, meaning the
frog should in theory be able to complete the game
rather quickly. The amount of moves the frog can
make is something that could be lowered for future
research.

2.1 State representation

The vector representation of the game for the frog
was done through the use of a vision grid (Shantia,
Begue, and Wiering, 2011) in addition to some ex-
tra variables. The grid is centred on the agent itself
and is filled with values ranges from -1 to 1, with 0
representing an empty space, the sign representing
the direction something is moving in (negative for
right, positive for left) and the value representing
the percentage of space is filled. The values in the
grid need to be made discrete as the agents they
represent move a predetermined amount of pixels
every tick, meaning that an agent can be in multi-
ple spaces of the grid at the same time. The indexes
in the vision grid each represent boxes of 30 by 30
pixels, as this is both the size of the frog itself and
the amount the frog moves when it takes an action.
As the grid is designed with the size of the frog in
mind a frog can only safely move on the road when
the index in the grid it is moving to is completely
0, as any other value would mean that there is an
agent that would kill the frog in that position. On
the other hand, an index that corresponds with the
river needs to be sufficiently filled when a frog want
to move to it to not fall into the river and die. In the
previous thesis by Van der Velde (Van der Velde,
2018) this distinction proved very difficult for one
network to learn, which is why we will use two net-
works again in this thesis, more on this in section
2.2.
The vision grid was built up as follows: the frog
looks two spaces to the left and right, two spaces
below the frog, and four spaces above the frog, for
a final grid of five by seven spaces. Because of the
way the grid is constructed it might occur that an
index of the grid “falls off” the side of the game
representation, i.e. its (x, y) coordinates do not ex-
ist in the game, in these cases the index would be
filled with a 1, or -1 depending on its y coordinate,
on the road or 0 on the river, since this would sig-

nify danger in the respective cases. As in the thesis
mentioned before, different sizes were tried in early
programming with smaller grids performing worse
and larger grids not performing significantly better.
As mentioned before we included some extra vari-
ables which were added to the input vector. We
decided to do this as the grid by itself could not
convey all important bits of information that a hu-
man would be able to process when playing the
game. These extra input variables were:

• How much time the frog has left, normalised
between 1 and 0.

• The (x, y) coordinates of the frog. These are
both between -1 an 1, with (-1, -1) being the
top left of the screen and (1, 1) the bottom
right, so (0, 0) is the exact middle.

• five binary input values, 1 for each goal. These
values are set to 1 if the goal is filled and 0 if
it is not.

• 1 binary value representing if the frog has suc-
cessfully crossed the road. This is included to
tell a frog that it will not get a reward for
reaching the top of the road again. More on
this in section 3.3.

As mentioned before we have changed the vari-
ables included in the input vector. In the original
thesis by Van der Velde the grid did not include
the binary values mentioned above, but did include
two normalised values for the amount of steps the
agent would have to take, horizontally and verti-
cally, to the nearest goal. It also included two vari-
ables representing how long it would take for the
turtles to dive next, and how long it would take
for them to surface again. We included these extra
variables since we thought that these inputs would
be closer to the kind of information a human would
use when trying to play the game. When we were
looking over the code used in the thesis by Van der
Velde we also found a bug in the way the vision
grid was created. This bug in the indexing of the
grid led in some cases to the vision grid represent-
ing that a frog has crossed the road when it did
not actually do so. This in turn painted a wrong
picture of how well the frog was doing, making it
imperative that this bug was fixed.
Finally, we also designed a viewer so a user could
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see what information was used to create the input
vector, how it looks is shown in figure 2.2.

Figure 2.2: Graphical representation of the vi-
sualiser of the input vector

2.2 Neural networks

Just like in the thesis by Van der Velde (Van der
Velde, 2018) we used two MLPs (Rumelhart et al.,
1986); one to traverse the river and one to traverse
the road. In the thesis by Van de Velde the conclu-
sion was that this solution worked better than one
single network for the entire game or 10 separate
single-action neural networks.
The networks consisted of three layers; an input
layer consisting of the input vector, a hidden layer
of 75 neurons and an output layer of five neurons,
one for each action a player can take at any time.
We again used a sigmoidial activation function for
the neurons in the hidden layer and a linear acti-
vation function for the neurons in the output layer,
this last choice was made to allow for learning the
Q-values along the entire numerical range, not just
between 1 and 0, more on this in section 2.3. Fi-

nally, weights and biases of the neurons were ran-
domly initialised between -0.3 and 0.3.

2.3 Taking actions

The frog takes an action every tick of the internal
clock of the game. It does this by presenting its in-
put vector to the MLP associated with its current
position. The MLP will then propagate the input
and return five Q-values, 1 for each action the frog
can take. We used an exploration strategy to ensure
that not only the actions with the highest Q-values
were chosen, but the agent also explored. Once the
frog has settled on an action it takes it, and de-
pending on the desired amount of steps propagates
the reward it got for taking that action back into
the network. In this way the networks are trained
to perform the desired behaviour of avoiding death
and hopefully winning.

3 Reinforcement Learning

As mentioned before Reinforcement Learning
(Sutton and Barto, 1998) is one of the three
machine learning paradigms. It learns to combine
input data, for example a state representation of
a model, with actions to optimise the reward it
gets when solving a problem. These rewards are
numerical in nature and are usually taken from
a predetermined reward function. Our reward
function will be elaborated on in section 3.3. The
agent learns from its environment by interacting
with it for a set amount of time, and observing the
rewards it gets when it performs certain actions
when presented with its input. In the context of
our game this takes the form of a high positive
reward for filling a goal and a high negative reward
for dying.
When using machine learning a pitfall to watch
out for is convergence to a local optimum. When
always taking the action that is deemed the best
when training it might occur that the trained
behaviour ends up in a sub-optimal state and
never succeeds in its task, meaning it never gets
positive rewards and it starts to perform behaviour
that just avoids the most negative rewards. In
our case this resulted in the agent not moving
from the safe lanes. This problem can be solved
through the use of exploration strategies, usually
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in the form of a chance to take a random action
instead of the action deemed to be the best. The
action an agent takes now thus depends not only
on its network but also on the exploration strat-
egy it is following. The exploration strategy that
was used in this research is described in section 3.4.

3.1 Q-learning

Q-learning (Watkins and Dayan, 1992) is a widely
used reinforcement learning method. In Q-learning
pairs of states and actions, state-action pairs, are
formed and assigned a Q-value which describes
their utility/desirability. Usually Q-values of all
state-action pairs are initialised randomly or uni-
formly and then brought closer to their actual val-
ues by training the model.
Q-learning originally has been implemented to
function as a table-lookup algorithm; A table of all
state-action pairs is initialised as described above
and all entries in the table are updated every time
the corresponding state-action pair occurs during
training, this is usually done in accordance with
formula 3.1. Variations on this formula exist, one
of which we will explain in section 3.2.

Q(s, a) = (1 − α)Q(s, a) + α[R+ γmax
a′

Q(s, a′)]

(3.1)
In formula 3.1 s represents the current state the

agent is in, and a the action that it takes in this
state (thus forming a state-action pair). α repre-
sents the learning rate. R is the immediate reward
the agent obtains for performing the action a in
state s. In the formula γ is a discount factor, or
how much the agent values possible future rewards.
The parameter s′ is the state the agent will be in
after performing action a in state s and a′ is the
action with the highest reward/utility in state s′.
As Q-learning was originally a table-lookup ap-
proach it works well in problems with small and
well-defined state spaces. These problems tend to
have a table of a size that is reasonable to search
as they do not have many state-action pairs to
store. The table-lookup approach becomes a prob-
lem however when state spaces get larger or con-
tinuous. By their nature these types of problems
will have a great amount of possible state-action
pairs, making the tables too big to be optimised

in a reasonable amount of time. This is especially
problematic in continuous state spaces as a state
will often rarely be exactly the same two times,
making it impossible for a standard Q-learning al-
gorithm to learn anything useful.
A solution to these kinds of problems is to use a
neural network in conjunction with the Q-learning
algorithm. In these cases the weights between the
neurons would represent the entries in the table of
Q-values and the weights are initialised randomly
which coincides with the way the table of Q-values
is initialised. This approach has been tried and
tested in different fields, for example in robotics
(Huang, Cao, and Guo, 2005). As described before
we will use MLPs to perform this task for this re-
search. MLPs are known for their ability to store
large amounts of data (solving the problem of large
state spaces) and their ability to generalise (solv-
ing the problem of the exact same state occurring
only once or twice). Another useful thing about the
ability to generalise is the fact that a neural net-
work can predict a Q-value for a state it has never
encountered before, meaning that overfitting to cer-
tain states is less of a problem.
When training a neural network we need to present
it with a target with which we can then calculate
an error to propagate back into the network. This
target output can be approximated using a version
of formula 3.1, see formula 3.2.

Qtarget(s, a) = R+ γmax
a′

Q(s′, a′) (3.2)

Formula 3.2 by itself is not enough however, since
it does not cover situations in which we move to a
terminal state as we never want the agent to leave
that state. For this reason formula 3.3 is introduced
for the transition from a normal state to a terminal
state.

Qtarget(s, a) = R (3.3)

Once these target Q-values have been calculated
the agent can now calculate the error it needs to
propagate back by subtracting the Q-value given
by the network from the calculated target.

3.2 Multi-step Q-learning

In the thesis by van der Velde (Van der Velde, 2018)
the use of general Q-learning did not prove to be
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enough to train an agent to adequately play Frog-
ger. One of the problems could be that the agent
would get so little rewards during the game that it
would never learn a successful approach to playing.
An approach to solving this problem could be giv-
ing the agent rewards for actions performed further
down the line. For this reason we chose to com-
pare an agent trained with regular Q-learning with
an agent trained with Multi-step Q-learning (Peng
and Williams, 1996).
The general approach to training an agent using
Multi-step Q-learning is very close to training one
with regular Q-learning; an MLP gets trained by
propagating errors obtained from a Q-function back
into the network. The main difference lies in the
target value, which is given by an altered version
of equation 3.2.

Qtarget(s, a) = R+ γR′ + ...+ γn ∗max
a′n

Q(s′n, a′n)

(3.4)
In this formula R′ represents the reward for the

action performed in the state after state s, s′n rep-
resents the n-th state after state s and a′n repre-
sents the action with the highest utility/desirability
in the n-th state after state s. Formula 3.3 is still
used for terminal states as we still never want the
agent to leave that state. In this research we used
2-step Q-learning and 4-step Q-learning, meaning
we used equations 3.5 and 3.6 respectively as the
target for the Q-learning algorithm.

Qtarget(s, a) = R+γR′+γ2 ∗max
a′2

Q(s′2, a′2) (3.5)

Qtarget(s, a) = R+ γR′ + γ2R′2 + γ3R′3 +
γ4 ∗max

a′4
Q(s′4, a′4)(3.6)

3.3 Reward function

In this thesis we used the same reward functions as
in the thesis by Van der Velde, namely the distance
based and the action-based reward function.
The action-based reward function works with two
tables of rewards, table 3.1 and 3.2.

Table 3.1 refers to terminal states. As mentioned
in section 3.1 and 3.2 these rewards are given to an

agent if it reaches a terminal state. The rewards in
table 3.1 are also mutually exclusive making it so
that an agent cannot get the reward for both dy-
ing and reaching a goal at the same moment. This
is especially important when using Multi-step Q-
learning as these situations can occur more often.
After the road is a lane where the frog is safe, we
chose to give the agent a reward for successfully
crossing the road to make sure that the agent has a
distinct task for that part of the game as this lane
is a kind of goal for human players too. The reward
for crossing the road can only be obtained once per
life to prevent the agent from continuously exploit-
ing this reward and never moving past it. Since we
use two MLPs for this game we made sure that only
the MLP that plays the road is given this reward.
While it could be argued that it would be better
to give this reward every time the agent crosses the
road (as the agent has to do so five times in one life
to win), we chose not to do so since we saw that
the agent already had sufficient success in crossing
the road.
Table 3.2 shows the rewards an agent gets for per-
forming its actions. We have chosen to incentivise
the going up as this moves the agent closer to the
goals. The reward for this action is kept small as to
not inspire reckless behaviour in the agent which
could lead it to only going up, regardless of if it
would die when doing so. For the same reason we
gave a negative reward to going down as we do want
the frog to be able to do it in situations where it
is needed but not so often that it does not move
closer to its goal. Doing nothing is also penalised

Table 3.1: Rewards for terminal states

Terminal State Reward
Death -100.0
Crossing the road 100.0
Filling a goal 200.0

Table 3.2: Rewards for general actions

Action Reward
Up 1.0
Down -1.0
Left 0.0
Right 0.0
Nothing -0.5

7



slightly as we want the frog to be able to wait dur-
ing certain times but in general it is better for the
agent to keep moving.
The distance-function was found to outperform the
action-based reward function for regular Q-learning
in the thesis mentioned above but this was not in
line with our findings for Multi-Step Q-learning,
which is why we chose to test both reward func-
tions. By giving decreasing negative rewards based
on the Euclidean distance between the agent and
the nearest open goal we get a reward function that
encourages the agent to move closer to an open
goal, as this yields better rewards. The Euclidian
distance is calculated and multiplies that by a para-
mater P . This negative value is then assigned to the
reward, equation 3.7 represents this.

R = P ∗
√

(goalx − agentx)2 + (goaly − agenty)2

(3.7)

We decided to use P = −5 in our experiments as
in the thesis by Van der Velde this yielded the best
results. The rewards for terminal states as found in
table 3.1 are also still used when using this reward
function, as they do properly train the agent to
handle the terminal states of the game.

3.4 Exploration strategy

The reason to use exploration strategies has been
stated at the start of this section. In this research,
we make use of the exploration strategy “diminish-
ing ε-greedy” when training.
Diminishing ε-greedy is an exploration strategy
that picks a random action instead of the action
with the highest Q-value ε percent of the time, with
ε becoming smaller as time goes on. This decline is
given by formula 3.8.

ε = max(εbase ∗ (1 − currentGen

totalGen
), εmin) (3.8)

By adding some randomness the agent obtains a
good exploitation-to-exploration ratio, and the di-
minishing factor makes sure that once a network is
mostly trained we will not add so much random-
ness that the network will perform worse with it.
After the training has concluded we assume that
our agent has learned enough to not need the ran-
dom moves anymore, so we will no longer make

use of the exploration strategy while testing. Dur-
ing the testing face the agent will therefore always
take the action with the highest Q-value, which is
sometimes called “greedy”.

4 Experiments

The experiments for this thesis are conducted in
two phases; a training phase and a testing phase.
We will use a similar setup to the thesis by Van der
Velde (Van der Velde, 2018) to be able to make an
accurate comparison of results.
During the training phase the networks are ini-
tialised as described in section 2.2 and then trained.
During the training phase the learning rate will di-
minish slowly according to formula 4.1.

LR = LRbase ∗ (1 − currentGen

totalGen
) (4.1)

This formula makes sure the learning rate slowly
decays from 0.0001 to around 0, but always stays
larger than that. We did this since we wanted
to prevent the networks from overtraining, which
happened in our preliminary tests in the same way
as in the thesis by Van der Velde. As mentioned
before during the training phase we used the
exploration strategy diminishing ε-greedy, we
selected the parameters εmax of 0.2 and an εmin of
0.05. During training the action that was selected
by the network in accordance with its exploration
strategy is trained by calculating the Q-value for
that action and then propagating the difference
(or error) between the output of the network and
the calculated Q-value back into the network. This
leads the network to pick a beneficial action more
often, whereas unfavourable actions are picked less
often. The networks are trained for 100 generations
of 10,000 training games.
After the training is done the testing phase will
again take place in two phases of 100 generations
of 1000 games, during which the agent will use
greedy as its exploration strategy (i.e. it will not
explore). During the first phase the networks will
be tested on the same level as they were trained
on, while during the second phase of testing they
are tested on a level in which the direction of
all agents is reversed. This was done to see how
well the networks were able to generalise their
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behaviour to different states; as this would also
give an indication on how well the trained networks
would perform in later levels of the game.
During testing results will be collected on the
average win percentage, road-completion per-
centage, and the amount of points scored by
the agent if this was an actual game of Frogger.
The road-completion percentage is calculated by
recording all times the agent successfully crossed
the road and dividing that by the total amount of
games it tried to cross the road, whereas the win
percentage is calculated as the percentage of goals
filled in a certain game. This last choice was made
as agents rarely ever successfully filled all five
goals, and so we needed another approximation of
how well the agent crossed the river. Finally, the
points are recorded as a way to see if the agent did
improve at the game while not actually winning.
We decided to not let the turtles dive during the
experiments. This was done to see if the agents
could learn to properly cross the river in a simple
situation. If they did not succeed at this then
they would most definitely not succeed in a more
difficult situation with diving turtles.
In total six experiments will be conducted, with
each experiment consisting of four separate trials
of our program; we will use both reward functions
mentioned in section 3.3 on regular Q-learning,
2-step Q-learning and 4-step Q-learning.

5 Results

The results from our experiments can be found in
appendices A and B. In appendix A we show the
progress of the agents over the test generations.
The three plots in each figure represent road
completion, average points scored and the average
win percentage. In figure A.1 the results of using
an action-based reward function are displayed for
each of the reinforcement learning algorithms.
Figure A.2 displays the results with the use of
a distance-based reward function. In figure A.3
the generalisation results with the use of an
action-based reward function are shown. Finally,
figure A.4 shows the generalisation results with
the use of the distance-based reward function.
From the graphs in appendix A we can see that
when using a distance based reward function there

is a drop in both points and win percentage around
generation 50. Before this happened the algorithm
was improving in points scored and a bit in win
percentage, however after this drop it does not
recover. A possible explanation for this is that the
agent took a random action which led it into a
very sub-optimal strategy somehow.
Appendix B shows a table with the numerical re-
sults (mean and standard deviation) obtained from
the tests over the last 10 generations. In line with
the figures from appendix A it can be seen that
the agent’s performance when crossing the road is
pretty good, but that it unfortunately struggles
a lot with winning, or even filling one goal. In
the best scenarios the agent’s win percentage is
0.04, which roughly translates to the agent filling
a single goal every 6 or 7 lives.
If we look at the data it becomes clear that 4-step
Q-learning outperforms both 2-step Q-learning and
regular Q-learning in terms of road completion.
2-step Q-learning, however, performs better when
looking at points scored and overall win percentage

5.1 Statistical analysis

To determine whether the results are significantly
different we will use a student’s t-test. We used a
Shapiro-Wilk normality test to see if our data was
normally distributed and found that this is the case
in most instances. In the cases where this was not
the true we still chose to use the student’s t-test
as the sample size of 10 generations was too small
for the Wilcoxon signed-rank test to function prop-
erly. This was the case when looking at the overall
win percentages since for Q-learning and 4-step Q-
learning all mean values were the same, meaning
that our p-values for those cases are not reliable.

5.1.1 Q-learning versus Multi-step Q-
learning

On road completion Q-learning was outperformed
significantly by the 2-step Q-learning algorithm (t
= -25.017, p < 6.5e−10), and 2-step Q-learning
did not perform significantly worse than 4-step Q-
learning (t = -0.39, p = 0.7). When comparing
the amount of points obtained these results were
a bit different, with regular Q-learning being out-
performed significantly by 2-step Q-learning (t =
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-24.3, p < 1.1e−10) and 2-step also outperform-
ing 4-step Q-learning significantly (t = 20.39, p =
7.48e−9). 4-step Q-learning performed significantly
better than Q-learning in this case (t = 34.3, p =
7.5e−12). When looking at the win percentage these
results hold true as well, with Q-learning perform-
ing significantly worse than 2-step Q-learning (t =
-18.19, p < 2.1e−8) and 2-step Q-learning outper-
forming 4-step Q-learning (t = 18.19, p < 2.1e−8).
Q-learning and 4-step Q-learning could not be com-
pared in this way, as they both had the exact same
means in terms of win percentage over the last 10
generations, namely 0, meaning that there is no
significant difference in their performance. While
2-step Q-learning did perform significantly better
in these cases the actual difference is so small that
it could be called negligible.

5.1.2 Differences between reward functions

We found that the action-based reward-function
performed better than the distance-based func-
tion for all three algorithms under normal circum-
stances, which becomes quite clear when looking
at the graphs in appendix A. For Q-learning the
reward function had a significant effect on clear-
ing the road (t = 26.43, p = 7.75e−16) and points
gained (t = 27.4, p = 1.07e−15). In the case of Q-
learning the effect on win percentage could not be
established using the test for the same reason as
mentioned above, meaning there is no significant
difference in performance. 2-step Q-learning per-
formed better on all three categories; on the road
(t = 20.97, p < 1.24e−10), on points obtained (t
= 21.38, p < 4.46e−9), and on win percentage (t
= 18.19, p < 2.1e−8). 4-step Q-learning did not
perform significantly better on road completion (t
= 0.54, p = 0.6), it performed significantly worse
on points obtained (t = -3.03, p < 0.01). Win per-
centage could again not be determined for 4-step
Q-learning, meaning there was no significant dif-
ference

5.1.3 Results on generalisation

If we look at the generalisation experiments we see
that Q-learning, 2-step Q-learning and 4-step Q-
learning performed worse than their counterparts
in a normal setting, with regular Q-learning for ex-
ample dropping in performance on the road by 21

percent and 2-step Q-learning dropping by 30 per-
cent when using an action-based reward function.
These changes were significant. For example, when
analysing 2-step Q-learning with an action-based
reward function we obtain the following results: for
road completion (t = 31.2, p = 7.87e−11), points
obtained (t = 17.76, p = 6.13e−11) and win per-
centage (t = 14.08, p = 2.6e−9). No algorithm man-
aged to reach a goal in the generalisation setting.
An interesting finding is that Q-learning with the
distance-based reward function performed better
on the generalisation experiments than Q-learning
with an action-based reward function on all three
categories.
It is interesting to note that although the algo-
rithms proved to function worse when looking at
our generalisation experiments they still showed
that they learned, when for example looking at the
road completion we can still see an increase in per-
formance over the generations of these experiments.

6 Discussion

From our results on an action-based reward func-
tion we can see that 4-step Q-learning performs
best when training an agent to play the part
on the road of the game Frogger, while 2-step
Q-learning performed better in terms of points
scored an overall win percentage. In the case of a
distance-based reward function 4-step Q-learning
performs the best overall, but the results are a bit
worse. From the generalisation results we saw that
even though the performance dropped we could
still observe the agent learning, meaning that the
neural network is actually storing information in a
generalised way.
Most agents used must have died somewhere on the
river judging by their respective road completion
rates. In our trial runs we slowed down some games
to see what would happen to the y-coordinate of
the trained agents, to see if they actually tried
to cross the river or would just stay still and die
because of the timer. In these cases we saw that
the agents did actually try to cross the river, they
did however not stay at the same y-coordinate very
long, which implies that they were unwilling to
wait while standing on top of a log or turtle, which
made them die a lot of the times. The results of
the best performing agents dying the most on the
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river is in line with the findings in the thesis by
Van der Velde.
All in all we can say that none of the tried
approaches did come close to a human level of
play on the entire game. 4-step Q-learning and
2-step Q-learning did however perform at about
the same level an average human player would
on the road portion of the game, which leads us
to believe that through more research or different
hyperparameters the game can be solved. One final
note about the success for the agents on the road
is that agents can take one action every tick of
the internal clock, for 60 actions per second which
could make parts of the game much easier.

7 Conclusion

In this project agents were trained to play the game
Frogger using different reinforcement learning algo-
rithms. This was implemented through the use of
MLPs in combination with the reinforcement learn-
ing algorithms. The agents had a vision grid cen-
tred on them to represent the world, which com-
bined with some extra parameters served as the
input of the neural networks. The tested reinforce-
ment learning algorithms were Q-learning, 2-step
Q-learning and 4-step Q-learning, of which 4- step
Q-learning performed best.
Two different rewards functions were used in the
experiments, an action-based and a distance-based
reward function. The action-based reward func-
tion was found to outperform the distance-based
function, which was especially visible in 2-step Q-
learning and 4-step Q-learning.
From our experiments we conclude that multi-step
Q-learning has proven better at solving the game
Frogger than regular Q-learning. We also conclude
that the use of more steps in our Q-learning algo-
rithm generally has helped to increase the perfor-
mance of our agents, and is to be considered for
future research of this kind.

7.1 Future research

Whilst in this research we did again not succeed in
solving the game Frogger the fact that the agents
did so well at certain parts of the game leads us
to believe that with enough work it is possible to

solve it.
As we have seen that the agent tends to have too
little patience on the river to successfully cross
it it might be interesting to see if the reward
function could be changed in such a way that
doing nothing is not penalised anymore. Another
way to approach this problem is by limiting the
amount of ticks of the internal clock the agent can
take an action on. Humans usually cannot act 60
times per second, so limiting this number should
bring the agent closer to actual human play. This
is also interesting to test on the road as our high
percentages of success could also stem from the
amount of actions the agent can take as mentioned
before.
Even though Multi-step Q-learning proved to
be better at playing the game it might also be
interesting to look at other types of reinforcement
learning algorithms to play the river portion of
the game. We already used two different neural
networks for the different parts of the game so
tweaking the reinforcement learning algorithm of
one of them could yield interesting results.
Finally, another thing that could be experimented
with is a different input vector for the river part of
the game, with the same reasoning as before this
could yield some interesting results.
While these last two possibilities might yield
results an argument could be made that once
we start using different networks, reinforcement
learning algorithms and input vectors for both
parts of the game we are not really solving the
game Frogger anymore but rather two separate
smaller games, which would defeat the purpose of
this research.
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A Figures with results

Figure A.1: Results obtained using a reward function based on actions
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Figure A.2: Results obtained using a reward function based on distance
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Figure A.3: Generalisation results obtained using a reward function based on actions
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Figure A.4: Generalisation results obtained using a reward function based on distance
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B Numerical results

Table B.1: Results of all experiments

Results of action-based reward function.
Road Completion Points gained Win percentage

Q-Learning 0.7 ±0.03 61.5 ±1.5 0.0 ±0.0
2-step Q-learning 0.995 ±0.004 165.6 ±13.5 0.01 ±0.002
4-step Q-learning 0.996 ±0.01 78.8 ±0.4 0.0 ±0.0

Results of distance-based reward function.
Road Completion Points gained Win percentage

Q-Learning 0.4 ±0.03 40.3 ±1.9 0.0 ±0.0
2-step Q-learning 0.91 ±0.01 74.9 ±1.1 0.0 ±0.0
4-step Q-learning 0.995 ±0.01 79.4 ±0.6 0.0 ±0.0

Generalisation results of action-based reward function.
Road Completion Points gained Win percentage

Q-learning 0.5 ±0.04 58.6 ±2.6 0.0 ±0.0
2-step Q-learning 0.69 ±0.03 79.6 ±7.3 0.001 ±0.001
4-step Q-learning 0.68 ±0.05 64.7 ±3.0 0.0 ±0.0

Generalisation results of distance-based reward function.
Road Completion Points gained Win percentage

Q-learning 0.66 ±0.02 66.7 ±1.7 0.0 ±0.0
2-step Q-learning 0.5 ±0.04 58.3 ±3.4 0.0 ±0.0
4-step Q-learning 0.65 ±0.02 55.0 ±3.8 0.0 ±0.0
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