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Abstract: In this modern world we frequently have to make choices. At moments of rest
you can find yourself spontaneously starting to ponder about these choices. This is part
of a phenomenon that we call mind-wandering. It could be that the more uncertain we
are about a choice the more likely we are to mind-wander about it. What we want to
find out in this research is if the amount and context of mind-wandering is influenced
by the amount of uncertainty in an environment. To do this we created an experiment
consisting of two alternating tasks. A two armed bandit response task where participants
had to choose between two selling platforms to sell imaginary items and maximize their
total reward. One of the two platforms would always have a higher chance of selling the
item, this chance was periodically switched to create uncertainty. This task was followed
by a metronome response task (MRT) in which participants would be probed about the
content of their thoughts. We also fitted a reinforcement learning model to the data of
our participants to find out if parameters used in this model show any relation to the
thought types of the participants. In our study we have found that variability in MRT
responses is significantly higher when people reported to be mind-wandering. We were
unable to find a significant relation between uncertainty and mind-wandering. We also
found no significant relation between the model parameters and thought types.

1 Introduction

In this modern world that keeps getting more
complicated by the day we very frequently
have to make choices, from what you are
going to eat tonight to the political party
you will be voting for. At moments of rest
you can find yourself spontaneously starting
to ponder about these choices, this is part of
a phenomenon that we call mind-wandering.
The full definition mind-wandering is any task
unrelated thought (W. Schooler, 2014). We
know that mind-wandering or self generated
thought is the process of our focused attention
drifting away from a current task (McVay,
2009). It has been shown that mind-wandering
can have a positive effect in autobiograph-
ical planning and creative problem solving
(Mooneyham, 2013). It seems that finding a
balance between task focused thought and

task unrelated thought can be beneficial in
optimizing task performance (Allen, 2013).
Taking these studies into consideration it seems
unfair that mind-wandering is predominantly
seen as a negative phenomenon. It can be seen
as negative because other studies have linked
Increased accounts of mind-wandering to cause
car crashes (Galera, 2012) and also negatively
influence sustained attention tasks such as
reading (Stawarczyk, 2014).
One of the ways to measure mind-wandering
was used in the Seli (2013) research where
participants had to do a metronome response
task (MRT) which required them to press
a button synchronously with the continuous
rhythmic presentation of tones. The way they
measured accounts of mind-wandering was
through probing the participants after every
trial to find out whether their attention was
on task or whether their mind was wandering.
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Here they found that preceding probe caught
instances of mind-wandering the response
variability was much higher than preceding
probe caught instances of on-task performance.
The exact reasons that people’s minds wander
off in different situations is not always clear.
One of the possible reasons that people start
mind-wandering is because of uncertainty in
their environment. Not being sure about a
choice can lead the mind to ponder on the
different aspects of this choice at random
moments. Uncertainty can be manipulated in a
laboratory environment during an experiment.
There are three different types of uncertainty
(Bland, 2012). These three types are expected
uncertainty, unexpected uncertainty and
volatility.
In the research of Woolrich (2007) uncertainty
was manipulated in an experiment to find a
formal account of how our experiences weigh
in to guide our future actions. The experiment
they used was a one armed bandit task where
the participants had to choose between a blue
and green square where both squares showed
a specific reward amount that was randomly
generated. The goal of the participants was to
maximize their reward. One square would have
a 75% chance of giving the displayed reward
and the other square would then have a 25%
chance of giving the displayed reward. These
chances were unknown to the participants and
represent the expected uncertainty of the task.
The experiment had two phases of volatility;
phase one had no volatility, meaning that that
the two platforms their chance of giving the
reward was fixed. Phase two was a volatile
environment where the probabilities of the
platforms would switch every 30 to 40 trials.
Unexpected uncertainty was introduced by the
switching of the platforms probabilities. When
the platform probabilities switch participants
would re-adjust their decision-making strategy
based on the new experiences. These new
experiences apparently caused the participants
to alter their beliefs about the current state of
the environment. To facilitate this change of
strategy the participants might have directed
their thoughts inwards. This inward directing
of thought could be defined as mind-wandering.

The way we humans make choices in a decision
making environment is guided by outcomes
that are associated with past events. We do
not know how much influence these past events
actually have on our future choices. What
we do know is that reinforcement learning
models have been proven to be a powerful
abstraction tool to simulate human decision
making (Woolrich, 2007). Reinforcement
learning is the process by which organisms
learn, by trial and error, to predict and acquire
reward (Gershman, 2018). When using a
Reinforcement learning model in a decision
making task, the model constantly calculates
a value for one of the two options (e.g. blue
or green square). This value represents the
chance that this choice will give a reward. The
value of the option is recalculated based on
multiple parameters which allow the model
to adapt to changes in the environment. The
most important of these parameters the model
uses are the learning rate and prediction error.
The learning rate is the amount that the model
adapts its beliefs about the environment after
receiving new information. The prediction
error is the difference between the expected
value and the observed value. From the re-
search of Woolrich (2007) we know that human
decision making can be abstracted using these
parameters as well.
In this research we aim at exploring the possi-
ble relation between unexpected uncertainty in
an environment and the amount and context
of self-generated thought. For this research we
will use an adaptation of the two armed bandit
task used in the research of Woolrich (2007).
The goal of the participants will be again
to maximize their reward in this task while
being unaware that there will be jumps in the
probabilities of the two platforms. This task
will be alternated with a metronome response
task (MRT) combined with a thought probe,
used to measure self generated thought, from
the research of (Seli, 2013). Then we will fit
a reinforcement learning model (Den Ouden,
August 2015) to the data of our participants.
This model will simulate the choices of our
participants as accurately as possible using
formula’s based on the prediction error and
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the learning rate. Looking at the values of
these parameters we will be able to look for
correlation between the model parameters like
the learning rate and prediction error and
performance on the task and mind-wandering.
We expect that the amount of mind-wandering
reports from the thought probes will increase
as uncertainty is introduced by switching the
reward probabilities of the platforms. The
MRT task will allow participants to contem-
plate their previous decisions and possibly
mind-wander.

2 Method

2.1 Participants

26 people took part in this experiment. The
participants were Dutch and international stu-
dents from the RUG and Hanze with an age
range of 18-35. 16 participants were female
and 10 participants were male. Around 80%
of the participants were international students
and the rest were dutch natives. The data of
5 participants was omitted for further analy-
sis because they scored below our threshold on
the bandit task. The participants received 8 eu-
ros compensation for the experiment that took
about an hour. The experiment was conducted
in accordance with the declaration of Helsinki.

2.2 Materials

The experiment was done on a Mac laptop
with a 15.4 inch screen and a resolution of
2800x1800. The responses were given on a key-
board and the experiment sound was made au-
dible to the participants using headphones. The
experiment was programmed in OpenSesame
(Matht, 2012).

2.3 Design

The participants had to execute two different
tasks in the experiment: a two armed restless
bandit task and a metronome response task.
During the metronome response task the par-
ticipants would be probed about the content of

Figure 2.1: Overview of a bandit task trial

their thoughts. The sequence of these tasks will
be discussed in the procedure section.

2.3.1 Two armed restless bandit task

The bandit task was based on the research of
Woolrich (2007). Participants were told that
they had to sell imaginary items. There were
two online selling platforms on which they
could sell their item; Traderzz and Recycled-
Online. Figure 2.1 shows one trial of the bandit
task. The platform Traderzz was represented in
a purple rectangle (125, 36, 125; rgb255). The
platform Recycled-Online was represented in a
green rectangle (0, 128, 0; rgb255). The partici-
pants had to choose between them where to sell
their imaginary items using the f and h buttons
on the keyboard. Pressing f represents Traderzz
and h represents Recycled-Online. Uncertainty
was introduced by giving one platform a 75%
chance of selling the item and the other plat-
form 25% chance. When the item was sold the
participant received a reward which was ran-
dom between 20 and 80 euros. The total cu-
mulative reward received was displayed at the
center top of the rectangles, below it would read
Make a choice where to sell your item. When
a choice was made between the platforms it
would change to You received 0 euros. (mono
font, 32 pixels in height) when the platform did
not manage to sell the item. If it did manage
to sell the item it would show the random re-
ward amount at the place of the 0. Between
the two rectangles was a fixation dot, after a

3



Figure 2.2: Overview of an MRT trial. The
vertical bars represent the metronome tone
(75 ms).

choice of platform a circle would appear with
the colour of the correct platform. Unexpected
uncertainty was introduced by a jump where
the platform that had the 75% chance of sell-
ing the item now gets the 25% chance of selling
the item. The same happens vice versa to the
other platform. There were 8 trials in one round
of the bandit task.

2.3.2 Metronome response task

This task is based on the metronome response
task (MRT) from the research of Seli (2013).
In this task participants have to synchronously
press the space-bar with a short, high pitched
metronome beep. The screen displays a fixa-
tion point in the center of the screen. The par-
ticipants wear headphones through which they
will hear the high pitch metronome beeps. The
MRT starts with 650 ms of silence after this the
rhythmic tone starts lasting 75 ms followed by
575 ms of silence (figure 2.2). This repeats 46
times. So the total time for the MRT trial is
30,550 ms.

2.3.3 Thought Probe

During the MRT a thought probe (TP) would
be shown to the participants. This thought
probe asks the participant to indicate what
the contents of their thoughts are. The posi-
tion of this thought probe during the MRT
was a random position between the sixth and
45th metronome beep. On screen would appear
the question What were you thinking about
just now? (mono font, 32 pixels in height).
Six response options were given; (1) I was fo-
cused on the current task; (2) I was think-
ing about the other task; (3) I was thinking

about my performance on the current task or
how long it is taking; (4) I was distracted by
sights/sounds/temperature or by physical sen-
sations (hunger/thirsty); (5) My mind was wan-
dering about things unrelated to the two tasks;
(6) I was not paying attention/my mind was
blank. The participants could respond by press-
ing keyboard buttons 1 through 6. In the second
screen of the thought probe it would show the
question: How sure are you about your previous
answer? With the possible responses being; (1)
Confident; (2) Fairly confident; (3) Neutral; (4)
Not really confident; (5) Not confident.

2.4 Reinforcement learning
model

Reinforcement learning is a type of machine
learning which allows software agents to au-
tomatically determine the ideal behaviour in
within a specific context, in order to maxi-
mize its performance. The reinforcement learn-
ing model we used to fit the data of our partici-
pants was not trying to maximize reward in the
bandit task. It was trying to fit a model to the
data of our participants as closely as possible.
The reinforcement learning model used two for-
mulas to determine which option to choose in
the bandit task. The Rescorla-Wagner model
uses a formula that calculates a value of one
platform, this value represents the expectation
of a reward. This formula uses the alpha (learn-
ing rate) parameter and the prediction error to
calculate this value. And the model also uses
the soft-max equation, which uses a parameter
called beta to determine whether the model is
very exploratory or deterministic in the choos-
ing of a platform. A very exploratory model
will predominantly pick the platform with the
lower expected reward value. A model with a
very high beta value which is very determinis-
tic will mostly pick the platform with the higher
expected reward value. The matlab code that
we used to fit a model to the data of our par-
ticipants was developed by Den Ouden (August
2015). We fitted a reinforcement learning model
to the data of all our participant’s. This al-
lowed us to make conclusions about the human
learning rate and whether humans are more ex-
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ploratory or deterministic in a decision task like
this. We also fitted an individual reinforcement
learning model to every participants data which
allowed us to extract the prediction error for ev-
ery bandit trial. We then looked if the thought
type during the MRT task preceding the bandit
trial had a significant effect on the prediction
error in the following bandit trials. We hoped
to see that when participants stated to think
about the bandit task that the following bandit
set would have a lower prediction error. Because
we fit an individual model to every participant’s
data we also have a learning rate for every par-
ticipants. We want to see if the learning rate
has any influence on the performance on the
bandit task or the amount of mind-wandering.
Since our bandit task has 7 jumps which can be
seen as a somewhat high volatile environment
we expect to see that participants with a high
learning rate will have a higher percentage of
optimal choice.

2.5 Procedure

After entering the laboratory the participant
would be sat down in one of three cubicles.
They were given the informed consent sheet and
given time to read and sign it. Subsequently
they would then hand the consent sheet over af-
ter which time the cubicle door was closed and
the experiment could begin. The experiment
would start with instructions about the bandit
task. A copy lay in front of them with two visual
representations of a bandit trial like in figure
1. This paper was there for the participant to
have a reference of what a bandit trial would
look like while reading the instructions. They
were explained that they were going to be sell-
ing imaginary items. There were two platforms
between which they could choose to sell their
item which were similar to Ebay. The goal was
to maximize the total reward. Then the MRT
instructions followed which explained to the
participant that they would have to press the
spacebar synchronously with a rhythmic sound.
Following this the participants were given the
time to ask questions to the experiment super-
visor.
Next, the participants were reminded they

would start with a practice round of 8 trials of
the bandit task. There were 4 seconds available
for making a choice between the two platforms.
After a choice the correct answer and reward
were shown for 2 seconds (Figure 2.1). The par-
ticipant was then shown a reminder that the
MRT practice trial will start. The MRT prac-
tice trial would consist of 18 trials which each
lasted 1300 ms. At a random moment during
the MRT trial a thought probe would be shown.
There was no time limit for the participant to
indicate his or her thought content from one
of the six options. This was followed by a con-
firmation probe which asked the participants
how sure they were about their previous an-
swer. The confirmation probe had no time limit
again. Now the participant would be informed
that the practice trials were over and if they had
any questions. Pressing any button would start
the real experiment. The real experiment con-
sisted of 312 bandit trials and 1794 MRT trials.
The trials were subdivided into sets. Each set
had 8 bandit trials and 46 MRT trials. Figure
2.3 displays the positions of all the 39 sets and
the 7 jumps. In a jump the reward chances of
the platforms would switch. In total there were
39 sets divided over 8 blocks. The first block
consisted of 4 sets, the second block had 6 sets,
the third block had 5 sets, the fourth block had
6 sets, the fifth block had 4 sets, the sixth block
had 5 sets, the seventh block had 6 sets and the
last block had 3 sets. The blocks consisting of
different number of sets ensured that the par-
ticipants could not anticipate when the next
jump was going to take place. In the 39 MRT
rounds there were 39 thought probes and 39
confirmation probes. After a third of all ban-
dit trials, 104 trials, there would be a break.
As well as after 208 bandit trials or two thirds
of the experiment. The whole experiment took
approximately an hour.

2.6 Analysis methods

The statistical analysis was done using the
R statistical programming language (R Core
Team, 2016). In order to answer the research
question we had to confirm that participants
use a strategy of choosing the optimal platform.
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Figure 2.3: Overview of the full experiment where J represents a jump where the platform
chances switch

Only if this is the case will the uncertainty in-
troduced by jumps have a possible effect. To
find out whether participants used a strategy of
choosing the optimal platform we split the data
into two groups. A group with the percentage
of optimal choice three sets before a jump and
the other group with the percentage of optimal
choice of the three sets after a jump. Optimal
choice is defined as choosing the platform that
during the specific trial had the 75% chance of
giving a reward. Choosing the platform with
the higher reward chance would be represented
by a 1 and choosing the platform with the lower
reward chance would be represented by a 0.
A linear mixed effect model was used to check
if the set had an effect on optimal choice. This
model type was used because it can handle the
non independence of the data. This non in-
dependence comes from individual participants
giving multiple responses. Participant number
was consequently used as a random intercept to
account for non-independence.
In order to find a relation between uncertainty
and the thought types given on the thought
probe we again looked at the data of the tri-
als near a jump. We compared the percentage
of different thought probe responses three sets
before a jump and three sets after a jump. The
comparison was made between the three sets
before a jump and either one, two or three sets
combined after a jump. A linear mixed effect
model was used to find out whether a set being
before a jump or after a jump had significant
effect on the percentage of thought probe re-
sponse type.
We wanted to know if the set being before or
after a jump will have an effect on MRT vari-
ability. As in the Seli (2013) research a relation
was found between larger MRT reaction time

variability and accounts of mind-wandering. We
subdivided the sets again as mentioned above
between before and after a jump sets. Using a
linear mixed effect model to find out if the set
had effect on MRT reaction time. The MRT re-
action times were transformed in this analysis
using a square root transformation. This was
done because the data was skewed to the right.
The square root transformation made the data
more normal.
A second analysis using the MRT reaction
times was done, now looking at the possible ef-
fect of participants their thought type on MRT
reaction time. Again a linear mixed effect model
was used for this analysis. We hoped to see
that the MRT reaction time variability would
be higher when people reported to be think-
ing off-task. Off-task thinking is defined as all
thought types except thought probe response
1: I was focused on the MRT task.
In order to find a relationship between the pre-
diction error and the thought type of the partic-
ipants we used a reinforcement learning model
(Den Ouden, August 2015). By fitting a rein-
forcement learning model to all our participants
individually the model was able to calculate a
prediction error for every bandit trial. These
prediction errors could be linked to the thought
type reported before as well as after the par-
ticipants started a corresponding bandit trial.
A linear mixed effect model was used to see if
thought type had an effect on prediction error.
We hoped to see that instances of bandit re-
lated thought would lead to a lower prediction
error in the following bandit trials, as this ban-
dit related thought would allow the participant
to more quickly adapt to a jump.
All the linear mixed effect models used to test
our hypotheses had a paired null model. This
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null model would contain no fixed effects. Us-
ing an anova test it was compared to the full
model with the fixed effect(s). The functions
glmer and lmer from the lme4 package (Bates,
2015) were used.
To find out if the learning rate was correlated
to the thought type or the bandit task perfor-
mance we used a Spearman correlation test. We
used this test because the data of learning rate,
thought type and bandit task performance was
not normal. The Spearman correlation test does
not rely on the normality of the data which the
Pearson test does rely on.

3 Results

Our main goal was to find out whether uncer-
tainty causes people to report thinking more
about the bandit task during the MRT thought
probes. To do so, we first looked at the perfor-
mance of the participants on the bandit task
(figure 3.1). 5 participants their results were
excluded from further analysis because they
scored below our threshold of 60% optimal
choice. The data analysis was done with the re-
maining 21 participants. In figure 3.2 you can
see the percentage of TP responses per thought
type. The participants reported to be think-
ing off-task about 75.2% of the trials. They re-
ported thinking about the bandit task 10.1% of
the trials.
We found that on- or off-task reports had a sig-
nificant effect on MRT reaction time (χ2(3) =
11.77, p = 0.0006032). This is inline with Seli
(2013) which showed that mind-wandering in-
creases MRT reaction time. The MRT reaction
time during on-task reports was 6.3±1.28 ms
lower than in off task reports.
Figure 3.3 shows that participants performed
worse in choosing the optimal platform right
after a jump. This would then increase again
as the sets after the jumps passed. We found
that whether the set was right before or right
after a jump had a significant effect on opti-
mal choice (χ2(3) = 67.13, p = 2.543e − 16).
The mean optimal choice of the post-jump set
was 15.48±1.88 percent lower compared to the
mean optimal choice of a pre-jump set. We also

Figure 3.1: The transformed MRT reaction
times variance for on-task and off-task re-
ports

found that thought type has a significant in-
fluence on optimal choice (χ2(3) = 14.325, p =
0.01367). We found that the optimal choice was
lowest when people reported thinking about the
bandit task.
Figure 3.3 also shows that the percentage of TP
response 2 is high right before and right after a
jump. It does decrease again in the second and
third set after a jump. We found that the set
being right before or after a jump had no signif-
icant effect on the percentage of TP response 2
(χ2(3) = 0.9347, p = 0.3337). The decrease be-
tween TP response 2 one set after a jump or
multiple sets after a jump was likewise not sig-
nificant (χ2(3) = 0.8984, p = 0.6381). Using the
MRT reaction times we wanted to confirm the
research of Seli (2013). They found that reports
of mind-wandering were linked to higher MRT
reaction time variability. We found that the set
being right before a jump or right after did not
have a significant effect on MRT reaction time
variability (χ2(3) = 3.24, p = 0.07196).

7



Figure 3.2: The percentage of optimal choice per participant. The red line shows the
threshold for further analysis and the blue line shows the average percentage.

Figure 3.3: The percentage of responses per thought type

Figure 3.4: The percentage of TP response 2 and optimal choice for the three sets before
and after a jump.
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Figure 3.5: The average performance of the
participants on the bandit task in black and
the RL model fitted to the data of all our
participants in blue. The black dotted line
shows the optimal choice for the traderzz
platform.

Figure 3.6: The average prediction error of
all individual models for two sets before and
two sets after a jump.

The reinforcement learning model fitted to
all our participants data can be seen in Figure
3.5. This model had a learning rate of 0.59
and a beta value of 2.4. Four participants
their data was excluded because the model
did not work using their data. The reason
for this was not found. Then using individual
models for every participant we found that the
set being right before or right after a jump
had a significant effect on prediction error
(χ2(3) = 34.934, p = 3.411e − 09) (figure 3.6).
We found that thought type did not have a
significant effect on the prediction error

(χ2(3) = 9.6659, p = 0.08527).
To find out if the thought type had any effect
on the prediction error we looked at the
prediction error of the bandit set before as
well as after an MRT trial. All six individual
thought types, whether they preceded or
followed after the bandit trial, did not have
a significant influence on the prediction error
(χ2(3) = 9.6659, p = 0.08527). We also subdi-
vided the six thought types in three relevant
groups: on-task (MRT task focused), self-
generated (bandit task and mind-wandering)
and other. Using the same linear mixed effect
model we found that the subdivided thought
types also did not have a significant effect on
prediction error (χ2(3) = 0.7148, p = 0.6995).
Looking at the individual models per partic-
ipant and their corresponding learning rate,
we found no significant correlation between
the amount of bandit related thought and
the learning rate (S = 718.76, p = 0.6487).
We also found no significant correlation be-
tween off-task reports and the learning rate
(S = 913.24, p = 0.6487) and no significant
correlation between self-generated thought and
the learning rate (S = 1017.4, p = 0.3396).

4 Discussion

The goal of this research was to find whether
there is a relation between thought type and
uncertainty in a decision making environment.
After introducing uncertainty we found that
there was no significant increase in thought
type about the bandit task. This finding is sup-
ported by figure 3.4 and the linear mixed ef-
fect models. From figure 3.4 it can be seen that
only the set before and after a jump have a
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high TP response 2 percentage of above 12%.
We looked into the data in order to find an
explanation as to why TP response 2 would
be reported this much one set before a jump.
We found that only eight participants reported
to be thinking about the bandit task one set
before the jump. In addition we found that of
the 17 reports of TP 2 from these eight partici-
pants, ten reports came from only three partic-
ipants. This means that the above average TP
response 2 from these three participants might
have caused non significant results about the
effect of uncertainty on thought type 2.
We found that participant’s percentage of opti-
mal choice decreased significantly after a jump.
This is supported by the linear mixed effect
models and by figure 3.4 where after the jump
the optimal choice can be seen to decrease. This
means that participants used a strategy for
choosing the optimal platform. Because right
after a jump the optimal choice decreases, and
in the second and third set after a jump the
optimal choice increases again. This shows that
participants learn about the new optimal plat-
form again after a jump. We also found that
thought type has a significant effect on optimal
choice. The lowest average optimal choice was
found when people reported thinking about the
bandit task. We know that the lowest optimal
choice is after a jump. This could be an argu-
ment for the jump having the effect that people
start to think more about the bandit task. But
using this reasoning we cannot conclusively say
that this was caused by the jump.
We wanted to use the transformed rhythmic re-
sponse times (RRT’s) from the MRT task to
confirm a relation between thought type and
RRT. Since we could not find a relation be-
tween uncertainty and thought type we could
also not find a relation between uncertainty and
larger RRT variability on the MRT task. We
did find that during on-task TP reports RRT
was significantly lower and had less variability
(figure 3.1). This supports the research of Seli
(2013). In this research they hypothesized that
during episodes of self-generated thought, ex-
ecutive control resources are disconnected from
the task at hand, which leads to a decreased
focus on the current task. This would cause

greater behavioural variability.
The model we fitted to the data of all our par-
ticipants can be seen in Figure 3.5. The learn-
ing rate of 0.59 of this model shows that par-
ticipants do not have a very fast or slow learn-
ing rate. So the participants moderately adapt
their belief about the reward chance of a plat-
form when encountering new information. The
beta value of 2.4 shows that participants are
more exploratory in their choices. They often
choose a platform that, according to the rein-
forcement learning model, is not the optimal
one at that time given the outcomes of the pre-
vious trials.
We also fitted a reinforcement learning model
to every individual participant. This would al-
low us to extract the prediction error per ban-
dit trial of every participant in order to find
if the TP response preceding or following that
bandit trial would have an effect on the pre-
diction error. We found no significant relation
between the thought type and the prediction
error. What we can say is that after a jump the
prediction error will be the highest because the
model will have to adjust its beliefs about the
environment (figure 3.6). What we did find is
during thought about the bandit task we saw
the highest prediction error. Since the high-
est prediction error is after a jump and we
found that bandit related thought is linked to
the highest prediction error it might be that
this shows a relation between increased thought
type 2 after a jump.
A reasons that we were unable to link the pre-
diction error found in the models to the par-
ticipants thought types could be that the mod-
els do not explain every aspect of the partici-
pants thinking. The model tries to resemble the
choices the participant made as closely as pos-
sible. Using one model to fit the data of all our
participants we found a statistically significant
fit. So the model was able to explain the partic-
ipants combined data very well. The individual
models per participant did not always explain
the individual data as well. One participants
data is probably too little data to fit a rein-
forcement learning model to, so the prediction
error that we found per trial per participant
could be very inaccurate as to what the real
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participants beliefs about the environment at
that moment were.
We found no correlation between the learning
rates that the model found for our individ-
ual participants and the optimal choice. This
means that having a high or low learning rate is
not a good or a bad thing in a decision making
environment. Since we had seven jumps we de-
fined our decision making environment as quite
volatile. In a volatile environment a high learn-
ing rate would be beneficial because you adapt
faster to the many jumps. This positive effect of
a high learning rate was clearly balanced by the
fact that a high learning rate can also lead you
to change your beliefs about the environment
too quickly. Changing your beliefs too quickly
will cause you to choose one platform over the
other based on a very small amount previous
choices going unrewarded. So we can make no
conclusions about what would be an optimal
learning rate in a decision making environment.
One of the possible reasons we did not find a
significant increase in mind-wandering after in-
troducing uncertainty is because the 2 armed
bandit task is a very simplistic task. It could be
too simple to get people to mind-wander about
the decisions they make in this task. For future
research regarding this subject the experiment
could be done using a navigation task instead
of a 2 armed bandit task. Previous research by
Singer (1981), showed that mind-wandering is
closely related to current concerns and motiva-
tions. And that the more emotionally involved
a decision is the more like a person is to mind
wander about the decision. A navigation task
resembles a real life situation a lot more than
the 2 armed bandit task and might be able to
better induce mind-wandering.

5 Conclusions

There was no significant increase in mind-
wandering following the introduction of un-
expected uncertainty into the decision mak-
ing environment. We did confirm that par-
ticipants use a strategy of choosing the op-
timal platform. And we also confirmed that
MRT variability is higher when participants

indicate to be mind-wandering. Using a rein-
forcement learning model we did not find a
significant relation between the prediction er-
ror and the thought type of the participants.
We also did not find a significant correla-
tion between the participants individual learn-
ing rate and optimal choice and percentage of
reported thought types. Dayan (2008) Kera-
mati (2011) Payzan-LeNestour (2011) Small-
wood (2004) Smallwood (2007) Allen (2013)
Galera (2012) Bates (2015)
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