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Abstract: In continuation of experiments by Nordmeyer (2011) and Margulis (2014), the lin-
guistic nature of exhaustivity is investigated. In the sentence ‘Every student loves writing a
thesis’, the set of students is said to be exhausted against the set of entities that love writing a
thesis. Previous research found that negation and second-order relations are linguistic in nature.
Exhaustivity can be seen as a second-order relation, hence the expectation that exhaustivity
is linguistic in nature. This was investigated using a verbal shadowing paradigm, introduced
by Hermer-Vazquez, Spelke, & Katsnelson (1999), in which participants are repeating spoken
audio, which occupies the language center. For the experiment, the control imagery of Nord-
meyer (2011) was used. It was found that exhaustivity is not fundamentally linguistic and might
be processed by other areas of the brain, rather than the linguistic centre.

1 Introduction

The concept of exhaustivity is part of several
linguistic forms, including universal quanitifica-
tion and in the interpretation of definite descrip-
tions (Barwise & Cooper (1981)). For example, a
quantifier is said to be exhaustive when it exhausts
the set denoted by the noun-phrase they syntac-
tically combine with to make a determiner-phrase
argument, in other words, a scenario in which all
members of a set must participate in an action. For
example:

(1) a. Every student loves writing a thesis.
b. The students love writing a thesis.

Here two sentences are shown. (1-a) denotes the
explicitly exhausted set of students, in which there
is no doubt about the amount of students in the set
(visualised in Figure 1.1). This means all members
of the (relevant) set of students belong to the set of
those who love to write theses, therefore exhausting
the set of students against the set of entities who
‘love writing thesis’.

Definite descriptions like ‘The students’, see ex-
ample (1-b), can also get exhaustive interpretations
but differ from quantifiers in that the relevant do-
main can also be pragmatically determined, which
is why they evoke or trigger a so-called maximality
implication (see Dowty et al. (1987)). Their exhaus-
tion is implied, but not unambiguous.

Figure 1.1: Full screenshot of the quantifier ex-
periment

However, the question remains whether exhaus-
tivity is fundamentally linguistic or the product of
general cognition. One way to study this is by see-
ing if participants can learn to recognize exhaus-
tion, when their linguistic center is not and when
their linguistic center is overloaded. If recognition
declines, it may be assumed exhaustion is linguis-
tic( Hermer-Vazquez et al. (1999)). Features such
as negation (Nordmeyer (2011)), second order and
higher relations (Margulis (2014)) have been stud-
ied using verbal shadowing to overload the language
processing function. It was shown that both these
features require language for their efficient recog-
nition. We tested for the linguistic nature of ex-
haustivity using verbal shadowing with self-made
materials. We also used the previously tested con-
trol materials from Nordmeyer (Nordmeyer (2011))
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as a second test. It was found that verbal shadow-
ing did not prevent recognizing exhaustivity, sug-
gesting that linguistic cognition is not necessary for
exhaustivity recognition. Section 2 presents back-
ground on how linguistic cognition differs from gen-
eral cognition, section 3 the research methods are
discussed. Then in section 4 the results are pre-
sented. Lastly, in section 5 possible explanations
for this result will be considered, as well as ideas
for further research.

2 Background

2.1 Language and General Cogni-
tion

The brain is known to contain several areas spe-
cialised for language, of which the superior tem-
poral gyrus (Bigler et al. (2007)), inferior frontal
gyrus (Greenlee et al. (2007)) and the middle tem-
poral gyrus (Acheson & Hagoort (2013)) are re-
garded as fulfilling fundamental roles in speech and
language processing. These areas together make up
most of what can be regarded as the language
centre, as these areas contain Broca’s and Wer-
nicke’s areas, as well as working memory. Overload-
ing the processing capabilities of these, and maybe
other, areas of the brain is a method to find fea-
tures in language that are fundamentally linguis-
tic (Hermer-Vazquez et al. (1999)), therefore not
interpretable by general human cognition.
Furthermore, there is evidence of a partially in-
nate, partially learned mental foundation to lan-
guage and learning to use it. The Language Acqui-
sition Device is thought to lie at the base (Chomsky
(1965)) of learning and understanding language.
This in contrast to the idea that the use of language
is the effect of general cognition of the human brain.
If language were purely the effect of the actions
of billions of ideal neurons working together, then
the idea of specific regions for language processing
would not necessarily hold. This is contradicted in
part by the existence of the previously mentioned
Wernicke’s and Broca’s areas, when damaged re-
spectively the root of Wernicke’s and Broca’s apha-
sia, forms of (severe) language impairment.
The comprehension and use of language seems
to be somewhat paired with general cognition,
although Williams syndrome shows that they

are not necessarily connected, and that lower
cognitive functioning does not always result in
equally impaired language abilities (Martens, Wil-
son, & Reutens (2008), Meyer-Lindenberg, Mervis,
& Berman (2006)). This is not to say their use of
language is perfect, since it is not, yet the language
impairments are not on par with the intellectual
impairments.
Seeing the evidence of language-oriented areas in
the brain, it remains to be seen then which as-
pects of language are interpreted by the brain as
fundamentally linguistic, as opposed to an inter-
play between the language centre and general cog-
nition, or just general cognition itself. A way to test
for this was introduced by Hermer-Vazquez et al.
(1999). Here the Verbal Shadowing paradigm was
introduced, to be discussed later on. This paradigm
would make for a way to investigate whether the
concept of exhaustivity needs language to be recog-
nised.
Of interest to this paper is the concept of exhaus-
tivity, which abundant in every day language.

2.2 Identifying Linguistic Features

A method for identifying linguistic features was in-
troduced by Hermer-Vazquez et al. (1999). Here
the Verbal Shadowing paradigm was used. Verbal
shadowing is a task in which an audio book, or
another auditory stimulus, is presented to the par-
ticipant. Generally, the audio contains continuous
human speech, however non-linguistic rhythms are
a possibility as well. The participant then is to di-
rectly verbalise, or copy, what was said in the audio,
thus blocking the further processing of language.
When rhythmic shadowing, the language center is
not thought to be occupied.
The idea was that while directly repeating what one
hears (e.g. an audio book) would fill up the process-
ing capabilities of the language centre in the brain,
since it is an intensive task. This then would result
in the person not being able to process any other
linguistic information. If one can process data eas-
ily without verbal shadowing but difficultly when
shadowing, then this is evidence of a linguist na-
ture of the researched subject.
Hermer-Vazquez et al. tested in this experiment
the navigational capabilities of adult humans when
not shadowing at all verbal shadowing continuous
speech and when non-verbal shadowing continuous
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rhythms. The navigational capabilities of the adults
in these scenarios were compared to the standard
navigational capabilities of children and rats. It
was found that the adult humans performed like
children or adult rats when verbal shadowing, but
when non-verbal shadowing rhythms, the perfor-
mance was equal to not shadowing at all. The con-
clusion was then that navigating requires the lan-
guage centre in the brain, as the non-verbal shad-
owing has no effect, hence verbal shadowing effects
are not simply an effect of a general limitation of
working memory processing capabilities.
The method of verbal shadowing can be combined
with measuring a participants’ pre-gaze. Two im-
ages are shown on the screen simultaneously, of
which one will animate. Using an eye-tracker, the
amount of time a participant looks at an image
before it animates can be measured. When a par-
ticipant consistently looks at the image that will
animate before it animates, one may assume the
pattern of animating images was learned by said
participant.

2.3 Issues in finding Linguistic Fea-
tures

Evidence suggests some processing areas in the
brain are specialized for language (Hermer-Vazquez
et al. (1999)). We can use this knowledge then
to discover what aspects of language are actually
linguistic (such as e.g. negation), and not the re-
sults of more general learning mechanisms (such
as those involved in memorizing new words). This
can be tested by combining the aforementioned
verbal shadowing with visual materials, to test
whether these are still processed. In creating our
visual materials, we have to be careful that both
the targets and non-targets have comparable lev-
els of variation, since it was found that variation in
imagery is a necessity for testing for higher order
patterns. Otherwise, the subjects might respond to
other factors that are continuous in the imagery,
thus not responding to the tested for patterns. Pi-
geons are able to recognise variation, instead of pat-
terns (Blaisdell & Cook (2005)). If pigeons can do
so, it is within the realm of possibility that hu-
mans may respond to variation as well, instead of
the tested for patterns. Hence variation becomes an
important aspect of the imagery.
First-order relationships seem recognisable to pi-

geons (Blaisdell & Cook (2005)), which could mean
that first-order relationships can be seen as a
form of variation. An example of patterns recog-
nisable can be seen in figures 2.1 and 2.2 (images
from Blaisdell & Cook (2005)). Here pigeons were
reinforced to either tap on the ‘same’ situation or
on the ‘different’ situation. In the ‘same’ situation,
the figures would be equal (not per se two circles)
and in the ‘different’ situation, the figures would be
different.
Higher order apes (Vonk (2003)) have the ability to
recognise first-order relationships as well. An exam-
ple can be seen in figure 2.3 (see the aforementioned
source for further imagery). Here the apes were
given the task to match one of the lower items to the
upper item. This could either be colour or shape,
as there would be only one common denominator.
In this case, it is the blue triangle (as it shares its
colour with the blue square). Looking at pigeons,
the difference in recognition between the apes and
pigeons lies in their understanding of second-order
relations between objects. Higher apes seem some-
what able to recognise second-order relations, but
pigeons fail when variation is introduced.
Due to the aforementioned ability of certain ani-
mals to recognise variation instead of patterns, it
was important to make sure the targets and non-
targets both contained equal amounts of variation,
to make sure the participants were tested on the
second-order patterns.

Figure 2.1: Same situa-
tion for pigeon pattern
recognition

Figure 2.2: Different
situation for pigeon
pattern recognition
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Figure 2.3: First-order recognition for apes

2.4 Exhaustivity

Quantification is an important aspect of language.
Without quantification, we would not be able to
denote (relations between) sets in everyday situa-
tions. See as an example the two sentences below:

(2) a. Every student loves writing a thesis.
b. The students love writing a thesis.

Without quantification features in language, such
differences would be difficult, nigh impossible, to
convey. Although linguistically very important,
quantifiers are also of interest to logicians, trying
to convey common quantifiers in logic-sentences. A
paper reviewing several ideas on this subject was
written by Barwise and Cooper (Barwise & Cooper
(1981)), in which the use of quantifiers in natural
language is investigated. Many quantifiers like
‘some’ and ‘most’ cannot be conveyed in universal
quantifiers (e.g. ∀,∃) alone. A new category of
quantifier research was then sparked, namely the
development of the General Quantifiers. These
(combinations of) quantifiers aim at explaining
quantifiers at a higher level.

Figure 2.4: Venn-
diagram of exhaustion

Figure 2.5: Venn-
diagram of distributiv-
ity

The feature central to universal quantification
of interest to this study is the semantic concept of
exhaustivity, in inexplicit forms also called maxi-
mality in Barwise & Cooper (1981). Exhaustivity,
in contrast to distributivity, is shown in Figure 2.4
and Figure 2.5. In Figure 2.4, it can be seen that all
students like writing a thesis; or the set of students
is exhausted against the set of people that like
writing a thesis. In contrast, Figure 2.5 shows that
not all students like writing a thesis, and that not
all people that like writing a thesis are students.
In other words, no set is exhausted in relation
to another set; they are distributed over each other.

2.5 Exhaustivity in Natural Lan-
guage

Now that the idea of exhaustion is established, let
us look at the importance of exhaustivity in lan-
guage and sets. Exhaustion is partly describable
as a clear, unambiguous relation between sets (e.g.
the aforementioned sentence (2-a), describable by
∀(x)). The other part stems from a semantic depen-
dency, in which it is not necessarily said that the
set denoted is exhausted, yet it is implied (e.g. the
aforementioned sentence (2-b)). This is an inter-
esting consequence, known as ‘maximality’ in Bar-
wise & Cooper (1981). People tend to interpret def-
inite descriptions maximally. Therefore ‘The stu-
dents love writing a thesis’ maximises the set of
‘students’ over the set of entities that ‘love writ-
ing a thesis’; creating semantic exhaustion by ex-
hausting the set of entities that ‘love writing a the-
sis’ denoted by the NP ‘the students’ syntactically
combines with to make a DP argument. It is not
necessarily said to exhaust yet it is a case of se-
mantic exhaustion.
Maximality as a form of exhaustion then makes a
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very powerful linguistic concept. The idea of ex-
haustivity, and all it encompasses, is relevant to lot
of lexical items used in everyday language, since it
partially implies on learned knowledge of language
(e.g. context, experience). It could even be said that
exhaustivity as a concept is a fundamental part of
language, since its lack would create a great gap in
our lexical freedom.
Another interesting scope of investigation regard-
ing exhaustivity, is that exhaustion can be seen as
a second-order relationship. It is not possible, when
done right, to extract the notion of exhaustion by
variation in imagery. The meaning of the sets has to
be compared in order to understand their relations.
In section 2.6, the idea of second-order relations be-
ing dependent on language will be discussed. The
results of the research presented there could shape
the way we think about the concept of exhaustivity,
which could also be called the semantic concept of
maximality.
All in all, it would be very interesting to inves-
tigate whether it indeed is fundamentally linguis-
tic, or maybe partially visual, or the result of the
connection between linguistic cognition and general
cognition.

2.6 Second-order relation recogni-
tion requires language

Margulis (2014) investigated the role of language
in the recognition of second order relations, by
means of an eye-tracking study. It has been claimed
that language is necessary for processing second-
order relations. A first order relationship can be
caught onto by using purely visual cues; it is a
direct relationship between two sets. An example
would be two equally shaped wooden blocks, but
one coloured differently than the other. They have
the same shapes, but their colours differ. In a sec-
ond order relation, one speaks of a ‘relation between
relations’. This means that visual cues alone are not
enough to catch on to the relationship between sets.
An example of this would be two drummers from
two different bands. Their relation to the bands is
the same, yet they are completely different persons.
For the experiment, chosen was for images of rock
formations: ‘Each pair of rock formations consisted
of one ‘makif’ and one ‘tolar’, words describing the
relations between the rocks in the formation. A
‘makif’ formation always included rocks decreasing

in height from left to right, whereas a ‘tolar’ forma-
tion always included two vertically stacked rocks of
the same color and the same general shape.’ (Mar-
gulis (2014), p. 26) See Figures 2.6 and 2.7 for ex-
amples. The second-order relations were not nec-
essarily expected to be linguistic, as the results on
the linguistic nature of second order relations was
still unsure. Previous research was not definite on
its nature.
In contrast to the second-order relations, featural
relations were tested, as these were thought to be
non-linguistic. The featural relations were tested by
showing drawings of human faces with and without
certain features. This category of relations were not
expected to be linguistic, as it could be understood
by primates.
Their linguistic nature was researched using a pre-
gaze shadowing paradigm. The conclusion of the
study was that second-order relations are linguistic
in nature because verbal shadowing prevented their
recognition, but as expected, featural relations are
not. This would imply that the notion of exhaus-
tivity could also be linguistic in nature, as exhaus-
tivity can be seen as a second-order relation when
compared to a distributive set.

Figure 2.6: Example
image of a ‘makif ’

Figure 2.7: Example
image of a ‘tolar’

2.7 Negation requires language

Negation can be see as a quintessential form of a
linguistic concept fully dependent on language. To
illustrate this, please take a look at Figure 2.8. This
is a picture of a dog, sitting in a patch of grass,
possibly near a house. That’s the story it tells -
An Airedale Terrier sitting contently in the grass.
However, the picture does not convey the fact that
there is not a monkey sitting next to the dog, or
that there is not a fire hydrant next to the dog. It
simply shows a dog. Hence, when taking a picture
of an object, it does not denote the lack of another
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object, unless showing the lack of an object is the
primary reason of the picture. The idea that the
picture conveys the lack of another object can only
be transferred via language. Therefore, negation is
thought to be fully dependent on language.

Figure 2.8: A photograph of a dog∗

The linguistic nature of negation was investi-
gated by Nordmeyer (Nordmeyer (2011)). People
were instructed to look at imagery and to look for
a certain pattern. The imagery would stay still for
a few seconds, then one of the two images would
animate (see Figure 2.9). In parallel to this, a
group of people were asked to do this, but whilst
verbal shadowing, thus occupying the language
centres in the brain. It was then hypothesized
that people while shadowing had more trouble
finding the pattern than people not shadowing.
Negation was put in contrast to a natural versus
manmade comparison, for this see Figure 2.10.
It was suggested that these categories were not
dependent on language and could therefore be
recognised without language. Using this paradigm,
it was found that negation indeed requires lan-
guage, while natural/manmade distinctions do not.

∗Photo by William Moreland on Unsplash

Figure 2.9: Full screenshot of the negation ex-
periment

Figure 2.10: Full screenshot of the natural-kinds
experiment

Recognition was defined by measuring anticipa-
tory gaze, or pre-gaze, at the presented items. Ani-
mation of an item was said to be rewarding. When
people recognised the category that would animate,
they would start looking at it before it started an-
imating.
In this paper, the natural/manmade comparison
was used as a control group. Although the nega-
tion imagery contained a Monty Pythonesque foot
coming down, it was thought that more human-like
imagery would be preferred, as it could feel more
natural. Hence the imagery created for this research
consisted of videos of people performing a task. Sec-
tion 3 will tell more on the imagery created for this
experiment.
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3 Method

3.1 Participants

22 native Dutch speakers participated. We had
technical issues recognising the eyes of two partic-
ipants. Therefore data from only 20 participants
was retained for the final analysis (Mean age =
25.7 years, Range = 19-56, 5 male). 7 participants
participated in the shadowing task, 13 in the non-
shadowing task.

3.2 Stimuli

3.2.1 Quantifier Task

27 pairs of videos were made for this experiment. In
each pair, one video portrayed the exhaustive case
and one video portrayed the non-exhaustive case.
All videos were filmed in rooms with white walls
as background to minimise distraction. The videos
were shot in such a way that variation between
shots was maximised, to keep only the action
portrayed a constant factor, minimising other acts
or objects participants could focus on. Variation
consisted of giving performers hats (see Figure 1.1
for a case of variation), varying in the amount of
performers and adding or removing objects from
the tables in front of the performers. The list of
scenarios created can be seen in table A.1. The
videos were cut down to 3 seconds and the first
frame of every video was extracted. Following the
design of Nordmeyer (Nordmeyer (2011)), a black
screen with two pictures was presented, of which
one picture was to animate. In this experiment,
we used the first frame of the videos as the pictures.

Participants first saw a black screen with a fo-
cus cross for 5 seconds, after which they saw the
stills for 3 seconds, whereafter the exhaustive case
depicted would start playing. The non-exhaustive
case never animated, thereby denoting the exhaus-
tive case the case of interest. The sequence of
pairs was randomised, as was whether the exhaus-
tive case was left or right. The pairs were always
shown together. The experiment was designed us-
ing OpenSesame (Mathôt, Schreij, & Theeuwes
(2012)), utilising the Pygaze-package (Dalmaijer,
Mathôt, & Van der Stigchel (2014)) primarily. The
experiment ran with as little input from the ex-
perimenters as possible, although the nature of the

design of the eye-tracker made it necessary to man-
ually correct for eye drift after every trial. This
meant that the participant had to look at a center
dot, after which the researcher had to confirm the
position of the eyes on a different computer. Then
the 5 second black screen with focus cross showed
itself again, and the next images were presented.

3.2.2 Natural Kinds Experiment

For an in-depth explanation of the stimuli used,
please refer to Nordmeyer (Nordmeyer (2011)).
Summarised, 26 pairs of photographs were used in
which one photograph showed a natural object and
one photograph showed a man-made object. We
were able to, and allowed to, use the original ma-
terials from Nordmeyer (Nordmeyer (2011))†.
These images were placed on a black background.
After seeing the black background for 5 seconds,
the images were shown still for 3 seconds. Here-
after the natural image was squashed by a foot for
3 seconds total. This experiment was also designed
using OpenSesame. In this experiment we also im-
plemented the manual drift-correct after each trial.
Of the image set, we used the entire set Nordmeyer
proposed, instead of the by her chosen 22, which
may have resulted in some images attracting more
attention than others. Furthermore, Nordmeyer in-
cluded four training pairs, in which a pair of images
was shown with the case of interest both left and
right. We decided against that, as a preliminary
study showed us the participants could catch on
to the idea rather quickly. An example is shown in
Figure 2.10.

3.3 Procedure

Participants were sat in front of an EyeLink Duo,
and were briefly introduced to its function. Partici-
pants were then presented with written instructions
and an informed consent form, which both had to
be signed. The participants were told they would
see two blocks consisting of two pictures per trial, of
which one would begin to animate. They were asked
to figure out which category consistently animated,
without any specific details. Each participant was
supplied with a focus dot on their forehead between
the right pupil and the middle of their forehead as

†We thank Ann Nordmeyer and Jill de Villiers for allow-
ing us to use their original materials!
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reference point for the eyetracker.
In case of the verbal shadowers, they were told to
listen via a headset and repeat the audiobook out
loud. They were instructed to keep talking what-
ever happens, preferring random words over no
text. It was also reiterated that it was a task with
two objectives, in that both looking at the screen
and verbal shadowing had to take place.
Shadowers were asked to try shadowing for 30 sec-
onds, after which the experiment began, verify-
ing the shadowers had no further questions. Non-
shadowers were asked whether they had any ques-
tions. If not, the experiment would begin. Whether
the first experiment was quantifiers or natural kinds
was switched per participant. After each experi-
ment, the participant was allowed to take a little
rest, before continuing to the next trial.
At the end, the participants were debriefed on the
purpose of the study and given the opportunity
to ask more questions. Participants were clearly
informed about the fact that their data may at
any point in time be withdrawn, if they so desire,
and that the data would be processed completely
anonymously.

3.4 Analysis Methods

The data were analysed using R (R Core Team
(2019)). Four Linear Mixed-Effect Models were cre-
ated to test for the influence of a fixed factor shad-
owing vs. non-shadowing against variable effects in
both experiments. Then an ANOVA was conducted
to test for significance of effect of the fixed factor.

4 Results

The experiment aimed at answering the following
questions: Firstly, were participants sensitive to the
distinction between exhaustive and non-exhaustive
visual images and secondly, was this sensitivity
affected by verbal shadowing?
None of the shadowing participants were quiet for
more than three seconds, therefore all shadowing
participants’ data was kept for processing. A visual
analysis of the proportion of looks can be seen in
Figures 4.2 and 4.1. Herein it shows that in both
cases the target case is looked at proportionally
more than the non-target cases. This holds for both
shadowing and non-shadowing. After 3 seconds

the images started animating, hence the period of
pregaze was over.
We analysed the amount of time looked at an
image (target vs. non-target, in milliseconds) using
Linear Mixed-Effects Models. AIC values were
compared to determine which model fit the data
best, with a complex model being preferred over
a simpler model only if its AIC value is two or
more points lower. The fixed effects were whether
the image was the target image (1 or 0, resp. yes
or no) and whether the participant was shadowing
(yes or no). The random effects were the name
of the images shown, the trial number and the
number of the participant (e.g. ‘subject 9’). We
also tested both fixed effects as random slopes with
all random factors. The models will be discussed
in the appropriate sections below. Support for the
hypothesis of exhaustivity being linguistic would
be found if shadowing had an effect on how long
participants looked at the target. The opposite
holds the Natural Kinds experiment, where no
influence of shadowing would mean no effect on
the time looked at a target. The participants being
sensitive to the distinction between target and
non-target visual images is found when in both
shadowing and not shadowing participants look
more to the target than to the non-target images.

4.1 Exhaustivity Experiment

The maximal model that explained significantly
more variance retained the fixed factors Shadowing
and Target, with the random factor subject num-
ber, with a significant interaction. This model can
be seen in A.2. Herein it is shown that, at a signif-
icance level of p <= 0.01, the image being a target
is a significant predictor for the time looked at an
image. Furthermore, at a significance level of p <=
0.1, the target-shadowing interaction is almost a
significant predictor to the time looked at an image,
and interesting especially given that this is based
on a very small amount of subjects. Shadowing on
its own is not significant.
As the interaction between target and shadowing
was significant, pairwise comparisons (Tukey) were
conducted. These are presented in table A.3. The
target class were the exhaustive images, the non-
target class were the non-exhaustive images.
The pairwise comparisons (Tukey) showed several
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Figure 4.1: Proportions of looking during the
exhaustivity experiment

Figure 4.2: Proportions of looking during the
natural/manmade experiment

significant interactions. No significant difference
was found in looking times at the target while shad-
owing compared to not shadowing. At a significance
level of p <= 0.01, people looked significantly more
(154.17 ms) to the target while not shadowing than
to the non-target while not shadowing. At a signif-
icance level of p <0.0001, it was also found that
people looked more (325.71ms) to the target while
shadowing than to the non-target while shadow-
ing. Furthermore, at a significance level of p <=
0.1, it was found that participants looked longer
(226.56ms) to the non-target while not shadowing
than to the non-target while shadowing. For the
complete set of results, please refer to tables A.2
and A.3 in Appendix A.

4.2 Natural Kinds Experiment

As above, the maximal model that explained sig-
nificantly more variance retained the fixed factors
Shadowing and Target, with the random factor sub-
ject number, with a significant interaction. This
model can be seen in A.4. Herein it is shown that,
at a significance level of p <0.0001, the image be-
ing a target is a significant predictor to the time
looked at an image. At a significance level of <=
0.01, Shadowing was found to be a predictor for
looking times. Furthermore, at a significance level
of p <0.001, the interaction between the image be-
ing a target and the participant shadowing or not
is a significant predictor.
As was seen in the previous paragraph, since the
interaction between target and shadowing was sig-
nificant, pairwise comparisons (Tukey) were con-
ducted. These are presented in table A.5. The tar-
get class were the natural images, the non-target
class were the man-made images.
The pairwise comparisons (Tukey) showed several
significant interactions. Four significant interac-
tions were found at the p <0.001 level, two of which
will be presented now. Comparing not shadowing
and looking at the non-target to not shadowing
and looking at the target, it was found that partici-
pants looked more (615.30ms) to the target than to
the non-target. It was also found that, when com-
paring shadowing and looking at the non-target to
shadowing and looking at the target, participants
looked more (351.81ms) to the target than to the
non-target while shadowing. At a significance level
of p <= 0.1, a significant difference was found com-
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paring looking at the target while shadowing and
looking at the target while not shadowing. While
not shadowing, participants looked 235.39ms more
to the target than while shadowing. No significant
difference was found comparing looking times at
the non-target while shadowing versus not shadow-
ing. For the complete set of results, please refer to
tables A.4 and A.5 in Appendix A.

5 Discussion

The results are partly as expected, partly not
as expected. The Linear Mixed-Effects Models
have shown that participants could reliably figure
out what the area of interest would be, as the
image being the target is a significant predictor
for the time looked at an image. Like Nordmeyer’s
non-shadowing Negation Experiment, we were able
to find anticipatory looking in the non-shadowing
Exhaustion experiment to the target case (vs.
non-target cases) before they would animate,
meaning participants were able to discern the tar-
get images from the non-target images consistently.

Unexpectedly, the anticipatory gaze to the target
area (vs. non-target area) was in each of the four
cases significantly different. This was not expected
seeing the results in Nordmeyer (2011), who found
only a significant difference in anticipatory looks
to the target vs. the non-target in the negation,
non-shadow trials. In this case, participants could
discern target imagery from non-target imagery
in the case of non-shadowing natural kinds, shad-
owing natural kinds and shadowing exhaustion.
The fact that participants could reliably figure out
the category of interest, implies that the imagery
used was clear in its goal. Furthermore, during
the debriefing participants generally mentioned
the correct pattern, without the experimenters
mentioning the pattern beforehand. Another
unexpected result was the influence of shadowing
on the natural kinds task. As was shown in the
previous work, the task should not be linguistic
in nature, hence shadowing should not influence
the performance of participants on recognising
the category of interest. However, we found that
while comparing shadowing to non-shadowing,
people looked in the non-shadowing case longer at
the target image than in the shadowing case. For

the non-target, no difference was found between
shadowing and non-shadowing. However, this did
not seem to impede the recognition of the imagery
in the end.

Now that it is established that participants
could recognise the distinction between target
and non-target imagery, it is possible to look
at the influence of shadowing on the linguistic
nature of exhaustivity. As was shown in the
results section of this paper, no effect was found
of shadowing on looking times at the exhaustive
images, compared to the non-exhaustive images.
The data also suggests that people recognised the
target images from the non-target images while
shadowing. Hence, we cannot without doubt state
that exhaustion is fundamentally linguistic in
nature, as was found with negation. In both the
case of the target vs. non-target non-shadowing
and target. vs non-target shadowing cases, it was
found that participants looked significantly more
at the target images.

The expectation was finding an effect of shad-
owing, partially given the graph of the data. It
showed that there may be a significant difference
between how long the target while shadowing
was looked at compared to looking at the target
while not shadowing. Unfortunately, this is not
significant. This could be caused by the fact that
we have too few participants in the shadowing
condition, as will discussed below.

The result found could simply be the result
of the fact that exhaustivity is not linguistic in
nature, and instead depends on other areas of
the brain, not necessarily exhausted by verbal
shadowing. This means that exhaustivity can be
interpreted by general intelligence, rather than
just the linguistic centres. This could have some
linguistically interesting consequences. As was
discussed in section 2.6, exhaustivity was thought
to be a second-order relation, and second-order
relations were deemed linguistic in nature. This
could then imply three things: second-order rela-
tions are not linguistic in nature or exhaustivity is
not a second-order relation, or not all second-order
relations are linguistic in nature. Further research
has to be conducted to answer these questions.
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Next to the conclusion that exhaustivity isn’t
linguistic in nature, the research conducted could
be flawed, and could need some more experimen-
tation and improvements to be fully trustworthy.
The experimenters firstly found several graphical
anomalies, which could only be produced on the
computer connected to the eye-tracker, not on any
other machines. The bug could not be solved in
time for the experiments.

Secondly, the chosen audio files may not have
been the perfect choices. They contained several
long pauses in which the participant could process
the data they had seen, creating a belief of the
category that could be of interest. Furthermore,
and of main relevance, there were only 7 partic-
ipants for the shadowing experiment. This is, in
all probability, too little to show any significant
results. In comparison, Nordmeyer had 67 total
participants, of which half participated in the
shadowing experiment. This means about 33 par-
ticipants were tested per category (shadowing vs.
non-shadowing), versus our 7 for shadowing and
13 for non-shadowing. As cliché as it may sound,
further research with this paradigm, although
improved, is necessary to generate any meaningful
results.

Thirdly, the possibility of variation being a
confounding factor perseveres. Although its impor-
tance was mentioned in section 2, it is possible the
implementation was not sufficient. Variation is of
course not linguistic in nature, since visual cues are
sufficient for recognition. If indeed the participants
subconsciously recognised the variation instead
of the pattern, then we would come to the same
results. However, that would be against the reports
they gave themselves during the debriefing, as the
majority of the participants mentioned noticing
the pattern, not the variation.

Lastly, other dual-task performances could be
tested as well, to test whether it is the fact that
another task is done is impeding the performance.
This would mean testing for linguistic nature not
only with verbal shadowing, but also whilst (a-
)rhythmic tapping or drawing symmetrical forms.
This would occupy other areas of the brain, al-
though a general increase in mental workload would
be created, thus possibly also impeding recogni-

tion of features, second-order relations or other im-
agery that could be linguistic in nature. One of
these methods was used by Hermer-Vazquez et al.
(1999). In the second experiment described in the
paper, participants were asked to navigate whilst
non-verbally shadowing a continuous rhythm. They
had the navigating abilities of someone who did not
shadow at all, hence implying navigation is indeed
impaired by continuous verbal shadowing, not by
general processing limits. However, if this task was
to interfere with the recognition of exhaustion, it
could imply processing of these forms of informa-
tion takes place in the same, general areas of the
brain.

6 Conclusion

In conclusion, it is difficult to say something about
the linguistic nature of exhaustivity. It is imagin-
able that the results are correct and that exhaus-
tivity does not require language, but perhaps more
of the visual module of the brain. However, before
such a conclusion can be reached, it is necessary to
conduct further research on the topic. As was men-
tioned in section 5, the paradigm constructed for
this research may have been flawed; and whether
or not that is the case, the amount of participants
tested is too low to come to a generalised conclu-
sion, in part because overfitting of the models hap-
pens rather easily. It would be interesting to see this
experiment done with software more closely linked
to the eye-tracker used for the experiment.
Then in line of this research, it would be interest-
ing as well to see other forms of quantification in
language investigated for their dependence on lan-
guage, especially the forms discussed in the Gener-
alised Quantifier Theory, as they stand somewhat
further from basic forms of logic (e.g. not definable
in simple ∀,∃). This could imply a stronger con-
nection to language, although a visual fundament
lies in the realm of possibility as well. There still
is a lot of research to be done to the fundamen-
tal nature of language, before any firm conclusions
may be made on the fundamental nature of certain
linguistic features.
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A Appendix A: Tables

Amount
Action

Distributive
(action/no action)

Exhaustive

2/2 4 Folding aeroplanes
3/1 4 Carrying bags
2/2 4 Blowing up balloons
4/1 5 Eating/looking at bananas
4/1 5 Blowing soap bubbles
2/2 4 Clapping hands
3/2 5 Playing with cups
2/2 4 Cutting paper
3/1 4 Drawing on paper
3/1 4 Folding clothes
3/1 4 Wearing sunglasses
3/1 4 Wearing hats
3/1 4 Tying shoelaces
3/1 3 Lauging
4/1 5 Building Duplo
3/2 5 Reading
3/1 4 Holding cups
3/1 4 Rhythmic tapping
3/1 4 Looking at phones
3/2 5 Claying
3/1 4 Holding badminton rackets
3/1 4 Handling Rubik’s cubes
3/1 4 Sleeping
4/1 5 Handling slime
3/1 4 Cleaning spilt tea
3/1 4 Drying cups
2/2 4 Wearing high visibility jackets

Table A.1: List of videos used for the quantification experiment

Predictor Estimate Standard Error df t-value p-value
(Intercept) 1334.54 60.67 23.68 21.998 <0.0001 ***
Target (NonTarget) -154.17 47.44 1005.00 -3.250 <= 0.01 **
Shadowing (Shadow) -55.01 99.95 23.68 -0.550 <= 1
Target (NonTarget):Shadowing (Shadow) -171.55 78.15 1005.00 -2.195 <= 0.1 *

Table A.2: Exhaustivity Experiment (Linear Mixed-Effects Model): Model = LookingTime ∼
Target*Shadowing + (1 | subjnr)
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Predictor Estimate Standard Error z-value p-value
NonTarget.NonShadow - Target.NonShadow == 0 -154.17 47.44 -3.250 <= 0.01 **
Target.Shadow - Target.NonShadow == 0 -55.01 99.95 -0.550 <= 1
NonTarget.Shadow - Target.NonShadow == 0 -380.73 99.95 -3.809 <= 0.001 ***
Target.Shadow - NonTarget.NonShadow == 0 99.15 99.95 0.992 <= 1
NonTarget.Shadow - NonTarget.NonShadow == 0 -226.56 99.95 -2.267 <= 0.1 .
NonTarget.Shadow - Target.Shadow == 0 -325.71 62.11 -5.244 <0.0001 ***

Table A.3: Exhaustivity Experiment (General Linear Hypothesis): formula = LookingTime ∼
Interaction + (1 | subjnr)

Predictor Estimate Standard Error df t-value p-value
(Intercept) 1481.66 46.66 28.70 31.756 <0.0001 ***
Target (NonTarget) -615.30 42.62 1018.00 -14.437 <0.0001 ***
Shadowing (Shadow) -235.39 78.87 28.70 -2.985 <= 0.01 **
Target (NonTarget):Shadowing (Shadow) -263.48 72.04 1018.00 3.658 <0.001 ***

Table A.4: Natural Kinds Experiment (Linear Mixed-Effects Model): Model = LookingTime ∼
Target*Shadowing + (1 | subjnr)

Predictor Estimate Standard Error z-value p-value
NonTarget.NonShadow - Target.NonShadow == 0 -615.30 42.62 -14.437 <0.0001 ***
Target.Shadow - Target.NonShadow == 0 -235.39 78.87 -2.985 <= 0.1 *
NonTarget.Shadow - Target.NonShadow == 0 -587.21 78.87 -7.446 <0.0001 ***
Target.Shadow - NonTarget.NonShadow == 0 379.90 78.87 4.817 <0.0001 ***
NonTarget.Shadow - NonTarget.NonShadow == 0 28.09 78.87 0.356 <= 1
NonTarget.Shadow - Target.Shadow == 0 -351.81 58.08 -6.058 <0.0001 ***

Table A.5: Natural Kinds Experiment (General Linear Hypotheses): formula = LookingTime ∼
Interaction + (1 | subjnr)
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