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Abstract

Speech communication is one of the fields of interest of Artificial Intelligence. Part of
this process is the ability of the listener to recognize the speaker, a goal automatic
speaker recognition (ASR) also tries to achieve. ASR can then be used in, for
example, speaker verification systems for security purposes. To accomplish the goal
of speaker recognition, information that is characteristic for a particular speaker
needs to be recovered from the speech sound. However, speech sounds can differ in
several ways: the content of the utterance, the situation in which it is said, and the
speaker who expresses it. The last source of variation, the speaker, is the only one
of interest to ASR.

We were interested in the features in speech sounds that are speaker specific and
can therefore be used to automatically discriminate between speakers. Formants
are speaker specific and we developed a method to resolve formants from a the
cochleogram of a speech sound. For three vowels we investigated whether particular
characteristics of their formants are speaker specific and we found this is true for
most of the characteristics.
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1 Introduction

The field of Artificial Intelligence (AI) investigates (aspects of) human intelligence
in order to create intelligent systems. Vice versa, the development of intelligent
systems can learn us more about the way certain abilities and behavior of humans
may arise. One such an ability, characteristic of humans, is communication through
language. There are several ways in which communication through language can
proceed, one being spoken language (speech). Automatic speech recognition, as a
subarea of Artificial Intelligence, tries to simulate the way humans recognize speech,
and thus investigates the listener’s role in the speech communication process. An-
other aspect of the listener’s role in the speech communication process is identifying
the speaker. Automatic speaker recognition tries to form a hypothesis about the
identity of the speaker [29]. My research, conducted at Sound Intelligence, is in the
field of automatic speaker recognition.

Sound Intelligence (SI) is a company that analyses (speech) sounds in a way similar
to humans by means of a so-called cochlea model. The goal of SI is to develop
products for the detection and classification of all kinds of sound, including speech.
The cochlea model will be used in this research, of which the goal is to find features
that capture speaker identity, and can therefore be used to automatically discriminate
between or even recognize speakers, also future goals of SI.

In chapter 2 the theoretical background of speech communication and speaker recog-
nition will be given. Furthermore the cochleamodel used by SI will be discussed.
In chapter 3 the research question and its subquestions will be made explicit. The
methods that are developed to answer the research question by resolving features
from the speech signal are discussed in chapter 4. Chapter 5 gives the results of
this research. In chapter 6 the problems and difficulties we came across will be dis-
cussed. Finally, in chapter 7 we will discuss the applicibility of the results and give
suggestions for future work.
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2 Theoretical background

The proces of speech communication can be represented by a so-called speech chain.
A schematic representation of the speech chain is shown in figure 1. The speaker,
on the left side of the figure, wants to make some intention clear to the hearer, on
the right side of the figure. To transmit his message he has to translate his intention
into a language the hearer will understand and express it as a speech sound. A short
explanation of the production of speech will be given in section 2.1. When the sound
is expressed it travels through the air and reaches the ear of the hearer. The hearer
will then process the signal in his ear and analyse the sound. This proces partly
takes place in the cochlea, which will be discussed in section 2.2, along with the
computational model of the cochlea used for this research. Further analysis takes
place in the nervous system and finally the brain, where the sound will be recognized
as speech by the hearer. The hearer will not only understand the message, he will
also recognize the speaker, if he is familiar with the voice of the speaker, or otherwise
at least be able to distinguish the speaker’s voice from other voices. The process of
speaker recognition by humans and computers will be discussed in section 2.3.

SPEAKER HEARER

MEAN (1) UNDERSTAND (7)
↓ ↑

SAY (2) ANALYZE (6)
↓ ↑

EXPRESS (3) HEAR (5)
↓ ↑
SPEECH SOUND (4)

Figure 1: Speech chain. This scheme is a generalization of the actions the
speaker and hearer have to perform when producing and percieving an utter-
ance. The speaker, on the left side, wants to make an intention (1) clear to the
hearer, on the right side. To accomplish this, he has to translate his intention
in a linguistic utterance (2) and express it (3). After the sound (4) reaches the
hearer (5), the hearer will analyze (6) and, hopefully, understand it (7).

2.1 Speech signal

A voiced speech signal emanates from the periodic vibration of the vocal folds. In
the spectral domain this periodic signal is a set of harmonics: frequency components
at multiples of a fundamental frequency (f0). The vocal tract acts like a resonator
on this periodic signal by amplifying certain frequencies and attenuating others.
The frequency regions where the harmonics are enhanced are called formants and
the peak of the formant is called the formant frequency. This proces can be seen in
figure 2. For two signals with a different fundamental frequency the periodic signal
is shown in the left side of the figure. The vocal tract acts like a transfer function on
the signal, resulting in the signal on the right part. How far the harmonics are apart
depends on the fundamental frequency: the higher the fundamental frequency is,
the further apart the harmonics are. As a consequence of this property formants are
harder to detect when the fundamental frequency is higher, because there are fewer
harmonics to fill a formant. So generally for speech sounds spoken by women lower
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formants are harder to detect than for speech sounds spoken by men. Additional
characteristics of the vocal folds and the vocal tract cause a descending slope in
energy of 6 dB per octave (harmonic), so the lower harmonics contain more energy
than the higher harmonics. This description of speech production is known as the
source filter model, where the vocal folds are the source and the vocal tract is the
filter. (For further reading on speech production see for example Cook [6] and
Nooteboom and Cohen [28])

Figure 2: Source filter model.1 The harmonics in the graphs on the left side are
amplificated and attenuated by the vocal tract, which acts like a filter function
(middle graphs) on the periodic signal. The final output spectrum is shown
in the graphs on the right side. In the lower panel the harmonics are further
apart than in the higher panel, representing a signal with a higher fundamental
frequency.

Different sounds have different formant frequencies because a speaker adapts the
shape of his vocal tract when he wants to utter a certain sound. So a vowel can be
characterized by the formant frequencies in the signal. A way to represent the dif-
ferences between vowels is the vowel triangle [17, 25, 30, 31, 32], depicted in figure 3,
where the first formant frequency is plotted against the second formant frequency,
averaged over different speakers. However, the choice of a speaker for a particular
speech sound is not the only source of variation for formant frequencies, because
individual physical differences between speakers influence the formant frequencies
as well. This will be explained in more detail in section 2.3.1.

2.2 Cochlea model

In the second stage of the speech chain the sound reaches the ear of the hearer.
After passing through the outer and middle ear, the sound reaches the inner ear:
the cochlea. The human cochlea consists of three rooms filled with fluid, seperated

1(c) 2004. Used with permission of Philip Rubin and Haskins Laboratories
(www.haskins.yale.edu)
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Figure 3: Vowel triangle (taken from Nooteboom en Cohen [28]) with /a/, /i/,
and /u/ as corners. First formant frequency is plotted against second formant
for all vowels. (The frequencies are averaged over 50 male speakers.)

by two membranes, Reissner’s membrane and the basilar membrane. The basilar
membrane is largely responsible for processing sound. Each site along the basilar
membrane has a characteristic frequency, the frequency to which that part of the
membrane is most sensitive. This place-frequency relation is (approximately) log-
arithmic and ranges from 20 kHz, at the base of the cochlea, down to 20 Hz at
the apex (see figure 4). (For a more detailed description of the human ear see for
example Nooteboom and Cohen [28] and O’Shaughnessy [29].)

2.2.1 Basilar membrane model

The model used by Sound Intelligence and for my research is based on the human
cochlea. This model is a linear version of the one-dimensional transmission line
model of the basilar membrane, which captures continuity in both time and fre-
quency (place) [8, 13]. The continuity characteristic of the basilar membrane model
is not present in a Fast Fourier Transform (FFT), which is used in most automatic
speech recognition (ASR) systems to calculate an energy spectogram of a sound:
a spectrogram resulting from a FFT is neither continuous in time nor frequency.
The basilar membrane of the cochlea model is divided up in segments, originally
400, but this can be adjusted. When choosing the number of segments, computa-
tional demand has to be weighted against spatial resolution needed for the present
purpose. Each segment has a characteristic frequency like the human basilar mem-
brane. Segments are numbered from the base of the cochlea, so low segment numbers
correspond to high frequencies and vice versa. The place-frequency relation is ac-
cording to the Greenwood place-frequency map for the human cochlea. After the
basilar membrane model is run, a leaky integration of the square of the velocity of
the segments of the basilar membrane is performed, resulting in a leaky integrated
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Figure 4: A schematic representation of the place-frequency relation of the
basilar membrane. The characteristic frequency at the base of the cochlea is
20 kHz decreasing to 20 Hz at the apex.

energy of all segments.2 After sampling the energy output of the leaky integration,
the signal can be represented by a cochleogram, a continuous time-frequency repre-
sentation. In figure 5 the cochleogram of the sound /a/ spoken by a male speaker
can be seen on the left side and a cross-section of this cochleogram on the right
side. The peaks in the cross-section in the low frequency regions are the harmonics.
In the higher frequency regions the harmonics are unresolved, which makes it more
difficult, and for the highest harmonics even impossible, to distinguish them. This is
due to the approximate logarithmic place-frequency map, bringing higher harmonics
closer together on the basilar membrane. The formants are the area’s which contain
relatively more energy and cover a few harmonics, for example between segments 60
and 80 in figure 5.

2.2.2 Settings of the cochleamodel

Before running the basilar membrane model, the appropriate settings of the cochlea
model have to be determined. For my research the use of 160 segments is chosen,
which provides enough spatial resolution. Only the region below 8 kHz is used,
because most information in human speech is present below this frequency. Further-
more an energy normalisation is calculated, which normalizes the transfer function

2The proces of leaky integration is described by the following equation: rs(t) = rs(t−∆t)e−
∆t
τ +

xs(t)xs(t) where rs(t) denotes the leaky integrated energy of segment s at time t, ∆t is the sample
period, t−∆t denotes the time of the previous sample, and xs(t) is the current velocity of segments
(see Andringa [1] pp 47-48).
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Figure 5: The cochleogram of the sound /a/ spoken by a male speaker in the left
panel and a cross-section of this spectrum in the right panel. Up to about 2000
Hz (approximately segment 60) the different harmonics are distinguishable.
The first harmonic, around 100 Hz, is the fundamental frequency. The formants
are the area’s where groups of harmonics have more energy.

of the cochlea model. Figure 6 depicts the boundaries of human hearing, the lowest
curve being the hearing threshold, the minimum intensity at which sounds can be
perceived. The transfer function of the cochlea is approximately the inverse of the
human hearing threshold. This energy normalization is calculated so the energy
can be scaled to correct the relative energy levels of all segments. If this would not
be done, formants would be less clear in the signal as can be seen in figure 7. In
this figure the energy summed over all frames is shown for the same sound without
energy normalisation, on the left side, and with erergy normalization, on the right
side.

2.2.3 Cochleogram

After the initialization of the cochlea model the basilar membrane model is run on
the input sound and the cochleogram is computed. Information about the processed
signal can be retrieved by analysis of the cochleogram. The peaks in the basilar
membrane response correspond to harmonics, as can be seen in the right panel of
figure 5. These peaks can be combined in time to form ridges. The ridges can then be
used for the estimation of the fundamental period contour (pitch contour). In figure 8
the ridges and fundamental period contour are depicted in the cochleogram. The
ridges also form the basis for determining which harmonics form one sound, referred
to as a harmonic complex. By connecting the peaks at the harmonics linearly in
the logarithmic space the connected peaks spectrum is formed. An example of the
connected peaks spectrum of a cochleogram is shown in figure 9, which represents
the same utterance as the cochleogram in figure 5. By comparing these two figures
it is obvious that the formants are easier to locate in the connected peaks spectrum
of the cochleogram than in the ’normal’ cochleogram, because here the harmonics
(or actually the spaces between the harmonics) make it more difficult to see the
global peaks, the formants. (For a more detailed description of these calculations
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Figure 6: The area in which humans can perceive sound (taken from
O’Shaughnessy [29]). The hearing curve, or audiogram, is the minimum in-
tensity at which humans can perceive sound. Furthermore the intensity of
speech is shown, the boundary of annoyance, and the upper limit of human
hearing.

Figure 7: The graph on the left side shows the energy summed over all frames
without energy normalization and the graph on the right side shows the same,
but with energy normalization. In the right graph the formants (the peaks)
are more clear.

7



see Andringa [1].)

Figure 8: The cochleogram of the sound /a/ spoken by a male speaker. The
black lines represent the ridges, and the white line represents the fundamental
period contour.

2.3 Speaker recognition

Speech production is different for different speakers due to characteristics of the
speaker. These characteristics are reflected in the speech signal which enables lis-
teners to distinguish between speakers. What are these characteristics, and how are
they retrievable from a spectrum? In other words, which features in the signal corre-
spond to which characteristics? And how do listeners perceive these characteristics?

2.3.1 Differences between speakers

Van den Heuvel [15] distinguishes three dimensions in which utterances can differ:
Linguistic meaning (What does a speaker say?), situation (How is it said?), and
the individual dimension (Who says it?). In speaker recognition we are looking
for differences in the third dimension, individual differences. Differences between
speakers are caused by three sources of variation: Differences in the vocal folds and
the size and shape of the vocal tract, differences in speaking style, and differences
in what speakers choose to say, for example stopgaps like “eh” [29]. Because the
last source of variation is difficult to concretize and hence difficult to investigate,
speaker recognition focuses on the first two, lower level, sources of variation between
speakers, organic differences and learned differences (speaking style) [2, 5, 11, 15, 39].
(The two categories are also referred to as structural and functional.)
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Figure 9: The connected peaks spectrum of the cochleogram of the sound /a/
spoken by a male speaker. Compared to the cochleogram in figure 5 (which
represents the same speech sound) the formants can be easier located in the
connected peaks spectrum.

Organic differences are the differences in the vocal tract and the vocal folds. The
variation in the size and shape of the vocal tract is largely reflected in spectral
features of the speech signal. For example, formant frequencies, the resonance fre-
quency of the vocal tract, differ for different speakers because of these variations.
On the other hand, differences in the structure of the vocal folds are reflected in
different vibratory patterns affecting the fundamental frequency and the intensity
of the speech signal.

Learned differences are the result of different uses of articulators by different speak-
ers. These differences are reflected mostly in the time domain. Examples of du-
rational speaker-dependent characteristics are speaking rate and duration [9, 15,
20, 21]. Most timedependent characteristics can be influenced by the speaker, but
also organic characteristics can be influenced to some extent. Hence a more robust
way to recognize speakers is to combine spectral and durational speaker-dependent
characteristics, compared to speaker recognition using only spectral features in the
signal [11].

Although they are discussed separately here, the two sources of variation (organic
characteristics and speaking style) do interact and cannot be considered totally
independent [15, 27]. A feature can hardly ever be said to be caused by organic
characterics alone.
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2.3.2 Automatic speaker recognition

A distinction usually made in automatic speaker recognition is between speaker
verification and speaker identification [5, 11, 15, 29]. The verification of speakers
consists in comparing features of a speech signal to features of a reference template.
The system has to accept or reject the claimant on the basis of his utterance. The
identification of speakers consists in comparing features of a speech signal to features
of more than one reference template, that is, as many as there are stored. Thus,
when identifying a speaker the system has to return the matching speaker.

Another distinction made in literature on speaker recognition is between text-dependent
and text-independent speaker recognition [5, 11, 29]. The difference between these
types of speaker recognition lies in the presupposed knowledge of the signal: when
we know what is said we deal with text-dependent speaker recognition. Knowledge
of what is said usually makes recognition easier because the signal is less variable.
When we do not have knowledge of what is said or even the language spoken we
deal with text-independent recognition.

Some segments of the speech signal may be better to distinguish between speakers
than others. In text-dependent speaker recognition we may look for certain sounds,
such as (particular) vowels, which are more useful for discrimination [14, 15, 38].
How well a speaker can be recognized does not only depend on the sound spoken,
but also on the feature used to discriminate between speakers [5, 7, 19, 29, 33]. A
commonly used measure to determine the suitability of a particular feature, based
on speaker specifity, is the ratio of inter-speaker (between speaker) variability and
intra-speaker (within speaker) variability [5, 11, 12, 15, 31, 39]. In most literature
this measure is called the F -ratio, but its denomination may vary with the way it is
calculated. Features can then be ordered according to their degree of discrimination,
a higher degree of discrimination being better. There are also methods which are an
expansion of de F -ratio (based on the statistical F distribution), like a multidimen-
sional ratio proposed by Atal [2] or the knockout method proposed by Sambur [33].
However, these methods can only be used after the recognition of speakers, when
the recognition rates of the features are known. Besides determining whether a fea-
ture is useful to discriminate between speakers, measured with a ratio for speaker
specifity, there are also criteria for the reliability of features [12, 36, 39]:

• the feature should occur frequently,

• the feature should be easily measurable,

• the feature should not change over time,

• the feature should be influenced little by noise.

Inter-speaker variation may also result from group characteristics instead of indi-
vidual characteristics [15]. Examples of group characteristics are sex, age, dialect
etcetera, which may be used to classify speakers. A combination of characteristics
may be unique, so they could even be used to identify speakers. However, group
characteristics are not the same as individual characteristics, but it may be hard to
tell whether features in the signal are caused by individual or group characteristics.
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For example, Bacharowski and Owren [3] investigated the combination of funda-
mental frequency and vocal tract length cues as an acoustic correlate of talker sex,
features that could also be said to be caused by individual characteristics. The same
is true for formant frequencies, investigated by Huber et al. [18]. They found that
first, second, and third formant frequencies changed as a function of sex and age,
although formant frequencies are mainly caused by individual, organic characteris-
tics.

2.3.3 Human speaker recognition

There is a difference between features as they are measured in the signal and the
way human listeners perceive the sound. The examples of features mentioned in
the previous section, such as formant frequency and fundamental frequency, are
features that can be measured in the signal, but listeners cannot exactly identify.
Listeners classify people by features such as pitch and breathiness. Of course there
is a relation between voice quality (how listeners perceive the speech signal) and
measures, but mostly this relation is not a one-to-one mapping. Singh and Murry [34]
found, for example, that pitch as perceived by listeners correlates significantly with
measures of formant frequencies and some ratio’s of formant frequencies. Lavner
et al. [22, 23] investigated which features are important in speaker identification by
human listeners, and found that vocal tract features, which express themselves in
the spectral domain, contribute most to human speaker identification. This could
be an indication what features should be used in automatic speaker recognition.
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3 Research objectives

Speech sounds can differ in several ways: the content of the utterance, the situation
in which it is said, and the speaker who expresses it.

The aim of this research is to find features that capture speaker identity,
and can therefore be used to automatically discriminate between or even
recognize speakers.

When we know what is said in the incoming data we have much more freedom in the
choice which features to investigate, because we do not have to deal with variability
caused by characteristics of the speech sound. Hence in this research we choose to
make use of data of which the content is familiar. It should be noted that this is not
a trivial choice, because in real life situations one might want to recognize speakers
based on data of which the content is not known. This is usually the case for speaker
identification situations (section 2.3.2), for example, a meeting. However, for speaker
verification systems, like security systems, our choice is a legal one.

3.1 Features

As mentioned in section 2.3.1, organic characteristics are most difficult for speakers
to influence, and therefore features caused by these characteristics can be used best
for speaker recognition. However, when we do not have knowledge of what is said,
these features may not be best to recognize speakers, because they may vary more
for different sounds than for different speakers. Moreover, the variation caused by
the speech sound is not measurable when the content of the incoming data is un-
known, so one would rather use features that are least dependent on speech sounds.
Which features are useful for text-independent speaker recognition is the topic of
investigation of Manon Botter.

So features caused by organic characteristics are most robust to intra-speaker vari-
ability, making them appropriate for automatic speaker recognition. Moreover, fea-
tures caused by vocal tract characteristics seem to be most important in human
speaker recognition (see section 2.3.3), supporting this claim, because who can beat
humans in speaker recognition? However, even though our method is based on the
human cochlea, it is not as well equiped as humans, who have many sound processing
area’s in the path from the auricle to the cortex, of which the cochlea only is a small
(though important) part and of which a lot is still unknown. So features that are
important in human speaker recognition may be impossible for us to resolve from
the output of the cochlea model as discussed in section 2.2. Hence, we formulate
the research question as follows:

(1) Which spectral features caused by vocal tract characteristics that can
be resolved from the signal can best be used to automatically identify
speakers?

Spectral features caused by vocal tract characteristics mainly involve formants and
their dependencies. Generally in research involving formants, the first three or
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four formants are measured (for example [4, 12, 14, 15, 17, 25, 30, 31, 33, 39]).
Furthermore, it is known that vowel identity is strongly correlated with the first
two or three formants [16], while higher formants are known to be only speaker
specific and do not depend on the speech sound [4, 33]. Because most is known
on the first three (or four) formants, especially their position and variability for
particular sounds, our field of interest, these are the ones we will focus on. Also,
for most speech sounds the higher formants are more difficult to resolve from the
signal, because they contain less energy (see section 2.1). So, although the higher
formants (four and higher) are of interest to speaker recognition, text-independent
features are not the main interest of this research and we will therefore focus on the
first three formants.

As Goldstein [12] points out, when we would look at the formant stucture only at
one point in time, we would leave possible useful features unexplored. This can
be solved by obtaining formant trajectories: formant frequencies followed in time.
One feature that may be useful for speaker recognition is the amount of variation
within one formant track. One way to determine the variation is by calculating the
variance of a formant track. So if we can find a way to determine formant tracks we
could measure the dynamics of formants. The determination of formant tracks has
an additional advantage that, by taking the mean frequency of a formant track, the
measurement of the formant frequency is more reliable than would be the case if we
would look at one point in time.3 Besides formant frequencies, formant bandwidths
are also used in several investigations concerning speaker variability [4, 14, 15], so
they may be worth investigating too. Furthermore, the energy level of formants has
been investigated as a source of variation between vowels and speakers [18, 30, 31].
However, analysis of a sound by the cochlea model does not (yet) offer the possibility
to measure the absolute energy level of incoming sounds, because of the transfer
function of the cochlea.4 Finally, the formant-ratio theory of the vowel (see for
example [25]) states that vowel quality depends on intervals between the resonance
frequencies, not (only) their absolute values. The vowel triangle, metioned in section
2.1 and shown in figure 3, is one possible manifestation of this theory. Is only the
vowel characterized by the formant ratio, or does the ratio vary between different
speakers too? Because we ultimately want to recognize speakers with these features
we ask ourselves the following question:

(2) Is one of these features or a combination of these features discrimi-
native enough to identify speakers?

3.2 Data

We now know which features we want to look for in the signal, but we also have to
decide the content of this signal. Formants are more apparent in voiced sounds than
in unvoiced sounds, so the choice for voiced sounds is made. More specific, we will use
existing vowels, because then there will be no confusion for participants as to which

3In most research using formant information, the measurement of formants is done at one point
at the center of a vowel [33, 39].

4As mentioned in section 2.2.2, the calculated energy normalization corrects the relative en-
ergy levels, but an energy normalization by which the absolute energy of the cochleogram can be
calculated was not yet developed at the time of this research.
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sound to utter. This would not necessarily be the case if we would use non-existing
sounds, in which case the speakers are unfamiliar with the sounds. Moreover, the
use of isolated vowels prevents us from having to deal with coarticulation effects.
We narrowed the data down to three particular vowels, /a/ (Dutch pronounciation),
/i/, and /u/, because these are the three corners of the vowel triangle. Hence these
three vowels are most distinct and a combination can be an improvement of the
discrimination of speakers. From literature we know that certain vowels are more
speaker specific than others: Van den Heuvel [14, 15] has investigated the speaker
specifity of the three vowels by means of filterbank analysis and found that /a/ is
more speaker specific than /i/, which in turn is more speaker specific than /u/,
giving us the following order: /a/>/i/>/u/. He also found that the most speaker
specific features differ for the three vowels. Hence the last question that will be
dealed with in this research is:

(3) Are the features that are most speaker specific the same for the three
vowels, /a/, /i/, and /u/?

In this chapter the aspects of speaker recognition we are interested in were specified
and used to formulate the research questions. To answer these questions we devel-
oped a method that can recover the specified features from the signal. This method
will be discussed in the next chapter.

14



4 Methods

To investigate whether the features, as they are established in the research objec-
tives, are useful to distinguish between speakers, a method has to be developed to
determine the formants in the cochleogram of speech sounds. This method will be
referred to as the formant estimator, and is discussed in section 4.1. Moreover, be-
sides the corpora used for the preliminary investigation, additional data to test the
research question have to be collected. The data used for this research are discussed
in section 4.2.

4.1 Formant estimator

When developing the formant estimator, the characteristics of formants have to be
taken into account. Section 4.1.1 discusses the characteristics that play a role when
trying to resolve the formants from the cochleogram of a speech sound. The reason
why we make use of the connected peaks spectrum (see section 2.2.3) is explained in
section 4.1.2 and section 4.1.3 describes the algorithm that is developed to resolve
the formants from the cochleogram.

4.1.1 Measurement

The measurement of a formant is not unambiguous. Firstly, the formant frequencies
generally do not coincide with a harmonic, as explained in section 2.1. Therefore
the shape of the formant is not directly retrievable from the signal and some kind
of approximation has to be found.

Secondly, sounds have more energy in the low frequency regions than in the high
frequency regions due to the ’6 dB per octave characteristic’, which means that
every harmonic has 6 dB less energy than its neighbour harmonic on low frequency
side (see section 2.1). Although the correction for the characteristics of the basilar
membrane changes this decrease in energy somewhat, there still is a decrease in
energy for increasing frequency. In the final spectrum this will result in a smaller
decline of energy on the low frequency side of the formant frequency than on the
high frequency side, as can be seen in, for example, figure 7. When two formants are
close to each other this effect can cause the formant with the higher frequency to
be covered by the formant with the lower frequency, which makes it hard to locate
the higher formant. These are problems that have to be dealt with when trying to
recover the formants in the signal.

4.1.2 Spectrum

For the development of the formant estimator we made use of the output information
of the cochlea model, which is described in section 2.2.3, such as the connected peaks
spectrum. This information is calculated using Matlab [24]. Matlab is also used
throughout this research: for the development of the formant estimator and the
calculation of all the spectra and all the features.
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As mentioned before, the cochleogram is continuous in both time and frequency. The
time dimension is expressed in frames, periodes of 5 miliseconds. The frequency do-
main can be expressed in both frequency and segments. The energy of the signal
is converted by 1010log so it is expressed in dB, and scaled so it ranges from 0 to
approximately 60 dB, covering the dynamic range of normal speech. We wanted to
look at one signal at a time, so we were only interested in one harmonic complex,
indicating one sound, or in this case, one vowel. Most of the signals used contain
only one complex, but sometimes more were found due to noise or certain proper-
ties of the expressed sound. In these cases we limited the search for formants to
the harmonic complex containing the most energy. In every frame of the connected
peaks spectrum of the (selected) harmonic complex we determined the peaks, indi-
cating a formant, and valleys. The connected peaks spectrum was used instead of
the normal cochleogram (both depicted in figure 10), because in the cochleogram
every harmonic is is visible, while we are only interested in formants. So if we would
look at the peaks in the cochleogram we would find the frequencies of the harmonics
instead of the formant frequencies. In the connected peaks spectrum, on the con-
trary, not all harmonics are visible, because the peaks are connected. The peaks
in the connected peaks spectrum, their frequency coinciding with a top harmonic,
do indicate a formant, although not exactly, because formant frequencies generally
do not coincide with harmonics. This problem, already mentioned in the previous
section, can be solved, as will be shown in the next section.

Figure 10: A cross-section of the cochleogram (blue) and its connected peaks
spectrum (red) of the sound /a/ spoken by a female speaker.
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4.1.3 Algorithm

So the peaks in a frame of the connected peaks spectrum indicate a formant, but to
find the ’real’ formants some additional calculation has to be done, namely quadratic
interpolation. The use of quadratic interpolation for determination of formants is
justified as follows: the human vocal tract acts like a resonator, which is a second
order system, described by a second order differential equation. Therefore the top
of the formant can be described by a parabola on a logscale. The result of quadratic
interpolation is a parabola, of which the top will be considered to be the formant
frequency, and the width to be the formant bandwidth. A cross-section of the
connected peaks spectrum with these parabola’s is shown in figure 11, the formant
frequencies marked with an asterisk. To calculate the parabola we need (at least)
three points of the spectrum where the parabola is assumed to run through. One
point we already have, the peak, and the other two were taken to be the left and
right harmonic of the peak. The neighbour harmonics of peaks in higher frequency
regions cannot be resolved, because the harmonics are closer together leading to
more than one harmonic contributing to the level of one segment. Hence for peaks
with a high frequency the parabola cannot be calculated. Also the peak with the
lowest frequency (the lowest harmonic) is a special case, because it only has one
neighbour harmonic. This was solved by taking the highest segment number (the
lowest frequency) as its other neighbour. The segment number and energy of the
neighbours were then used for quadatric interpolation.5 The top of the parabola
was considered to be the formant frequency. The width of the formant was taken to
be the width of the parabola at 3 dB below the top, so at half the energy of the top.
The parabola’s in one frame are (an approximation of) the formants in the signal
at that time.

We only consider the peaks with some minimum energy, because a lot of small
peaks result from noise or other characteristics of the signal we are not interested
in. Therefore, to be accepted as a formant, the valley on the high frequency side
has to be at least 3 dB deeper than the top, and the valley on low frequency side
at least 1 dB deeper than the top. These bounds are partly determined by trial,
because the definition of a formant is somewhat arbitrary. However, the reason why
the bound on low frequency side is lower than the bound on high frequency side is
the decline of energy by about 6 dB per octave (see section 2.1 and 4.1.1). When the
above is done for every frame, the formant frequencies can be connected in time to
form formant tracks. This is done by moving through the frames and adding peaks
to a track. To be added to a track, a peak has to fit between the valley’s on both
sides of the previous peak and vice versa. This is done to ensure that a track ’stays
with’ the same formant and does not switch to another. Only tracks of 10 frames
(50 ms) or longer were considered to be of interest. Actually, we wanted to look at
longer formant tracks, but sometimes a formant track is interrupted due to noise.
Hence, to make sure we did not throw away valid information, the minimal length
was chosen small.

5Interpolation was done by first transferring the three points to the origin. Then a parabola
with the formula ax2 + bx + c = 0 was calculated, x referring to segment number, and where the
values for a, b, and c were determined such that the parabola runs through all three points.
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Figure 11: A cross-section of the connected peaks spectrum (blue) of a
cochleogram of the sound /a/ by a female speaker. The red parabola’s are
the calculated formants and the top of the parabola, marked with an asterisk,
is the calculated formant frequency.
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Figure 12: The connected peaks spectrum of a cochleogram of the sound /a/
spoken by a female speaker. The black lines are the formant tracks found by
the formant estimator. Figure 10 and figure 11 are cross-sections from this
cochleogram.

4.2 Data

For the preliminary investigation data from the Groninger Corpus [37] (“haak”,
“hiep”, and “hoek”) and TI Digits [26] (’two’ and ’three’) were used. The data
from both corpora were not really appropriate for my investigation: the Groninger
Corpus contained only one recording per speaker per utterance, so variability within
speakers could not be investigated. Besides the problem of the absence of the /a/,
the most speaker specific vowel, the recordings of TI digits had different contexts,
resulting in more variability than could by accounted for by the speakers. Moreover,
because words were uttered instead of vowels, coarticulation occured, making it more
difficult to distinguish between variability caused by differences between speakers
and variability caused by the sound uttered. The same was, to a less extend, true
for the data from the Groninger Corpus. Because of these problems new recordings
were made. We did however use data of both corpora to test the formant estimator.
Figure 13 shows cochleogram with the formant tracks found by the formant estimator
for the sound “hiep” spoken by a male speaker from the Groninger Corpus in the
left panel, and for the sound “two” spoken by a male speaker from TI Digits in the
right panel.

For the new recordings ten native Dutch speakers were asked to utter the three
different sounds, /a/, /i/, and /u/, subsequently ten times, holding each sound for
a few seconds. For each signal the 100 frames (0.5 seconds) containing the most
energy were selected. This was done to ensure the most reliable part of the signal,
comparable for all speakers, was chosen for analysis. For the lowest three formant
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Figure 13: In the left panel the connected peaks spectrum of the cochleogram
with the formant tracks of the sound “hiep” spoken by a male speaker from the
Groninger Corpus is depicted, and the sound “two” by a male speaker from the
TI Digits corpus is depicted in the right panel. Coarticulation can be especially
be seen in the right cochleogram (“two”): the distance between the formants
varies within the sound.

tracks in this part of the signal the mean frequency, the mean width, and the variance
were calculated. Furthermore the means of the ratio’s of the lowest three formant
tracks were calculated. So we obtained the values of 12 features for every utterance
(see table 1).

Name Description
F1 mean frequency of first formant track
F2 mean frequency of second formant track
F3 mean frequency of third formant track
W1 mean width of first formant track
W2 mean width of second formant track
W3 mean width of third formant track
V1 variance of first formant track
V2 variance of second formant track
V3 variance of third formant track
R12 mean ratio between first and second formant track
R13 mean ratio between first and third formant track
R23 mean ratio between second and third formant track

Table 1: Feature values collected for /a/, /i/, and /u/ for 10 speakers
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5 Results

We started the measurements of the features with data from existing corpora, of
which the results are discussed in section 5.1. The features listed in table 1 were
measured in data we collected ourselves, and the results of these measurements are
discussed in section 5.2. Finally, in section 5.3 we discuss the statistical analyses of
these measurements and give an interpretation of the results.

5.1 Preliminary investigation

Because of the time required to collect data ourselves, we first wanted to use existing
corpora. However, the available corpora (Groninger Corpus and TI Digits) are not
suitable for the purpose of this research, as mentioned in section 4.2. We did however
carry out a preliminary investigation on some data of the TI Digits corpus to test
whether the ratio between formant tracks could be a good feature to discriminate
between speakers: we measured the ratio’s between the first three formant tracks
(R12, R13, and R23) for 4 utterances of the word “two” by 20 male speakers. The
results are depicted in figure 14, where the mean value and the standard deviation (of
the 4 different utterances) are shown for each speaker in so-called error bar graphs.
The further apart the mean values are and the less the lines (standard deviations)
overlap, the better is the feature. However, these graphs only describe 4 utterances
per speaker, so they are not very reliable. They do give an indication about their
discrimination, which seems to be quite good. To confirm this indication we can
calculate the speaker specifity by means of an analysis of variance (ANOVA) for
the ratio’s. ANOVA tests whether the means of all speakers are the same for a
particular feature by comparing the inter-speaker variability with the intra-speaker
variability. All three features are statistically significant: R23 most (F = 15.58),
followed by R12 (F = 9.35), and finally R13 (F = 6.83), so the three hypotheses
(of the ANOVA’s for the three features) about the equality of all means for each
feature are rejected. However, the rejection of the null hypotheses does not imply
that all the means are different for each feature. To check which means are different
post hoc tests can be performed, but we omit these tests here because we are only
dealing with the preliminary research. The data we collected ourselves will be used
to further investigate the discrimination of all features.

5.2 Data measurements

Recordings were made for 10 speakers for all three vowels. However, because of too
much noise in some of the recordings, for every vowel the features of the data of
only 7 speakers could be obtained instead of the data of all 10 speakers. The means
and standard deviations of these measurements are shown in Appendix A-1. The
mean values of all features for all speaker were analyzed using multivariate analysis
of variance (MANOVA). MANOVA was used beside ANOVA to account for the
dependency between the features, resulting in F -ratio’s for the features that are
corrected for their relation with other features. In general MANOVA tests whether
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Figure 14: Error bar graphs of the ratio’s between the first three formant tracks
(R12, R13, and R23) for 20 male speakers from the TI Digits corpus of the word
“two”. The markers represent the mean values and the lines designate standard
deviations.
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the means of all speakers are the same for all features6:

H0 :
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µ0,F2

µ0,F3
...

 =


µ1,F1

µ1,F2

µ1,F3
...

 =


µ2,F1

µ2,F2

µ2,F3
...

 = . . .

The results of both analyses (ANOVA and MANOVA) are shown in Appendix A-
2. Humans do not perceive the frequencies in a linear way, already discussed in
section 2.2, but in an approximately logarithmic way. Therefore we also performed
the MANOVA on the log values of the features. Additionally to the MANOVA
we performed post hoc tests on the data. These tests tell us, for example, that
for feature F1 of /a/ all speakers are different (the mean values are significantly
different), except for speaker 1 and 3, 1 and 6, and 3 and 6. However, because of
their magnitude the tests are not taken up in the Appendix—for every feature of
the three vowels all the speakers are compared to each other.

5.3 Statistical analysis

The results of the multivariate tests are all very significant, so the null hypothesis
that the means of all speakers are the same for all features (stated in the previous
section) is rejected. This implies that the means are different for the different vari-
ables, but again we do not know which means differ. However, we are not so much
interested where these differences lie (shown by the post hoc tests), as which features
are mainly responsible for the differences. Table 2 shows the most relevant results
of the MANOVA of the three vowels, the univariate tests. Not all features can be
found in this table because in this MANOVA we excluded the features that were
hard to measure, and therefore not reliable enough: for /a/ V3 was left out, for /i/
V2 and V3 were excluded, and for /u/ all features involving the second formant were
excluded.7 In general, it seems that the formant frequencies and the ratio’s between
the formant tracks are more discriminative than the width and the variance of the
formant tracks, the answer to research question (1). From this table it also can be
seen that the most discriminative features are different for each vowel: for /a/ the
most successful features are the features concering the first and third formant, for
/i/ the features that depend on the second and third formant of /i/, and for /u/
the features that depend on the third formant, thereby answering question (3) from
chapter 3.

A peculiar outcome of the analysis was that we found the first formant of /a/ around
194 Hz (see Appendix A-1), whereas in literature the first formant of /a/ is said to
be around 800 Hz (see for example Nooteboom and Cohen [28]), the place where
we found the second formant of /a/. It seems we found an extra formant, a topic
further explored in chapter 6. For now, we would like to test our findings with the
findings of van den Heuvel ( [15], p 117): F2 is the most successful formant in speaker
discrimination for /a/ and /i/, while it is the least successful for /u/. For /i/ we also
found F2 to be very important, but F3 seems to be more important in our research

6µid,f is the mean value of speaker ’id’ for feature ’f’
7Features for which we could measure less than 7 values for one or more of the speakers were

excluded
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/a/ /i/ /u/
Feature F p Feature F p Feature F p
F1 673.58 <0.001* R23 425.61 <0.001* F3 282.06 <0.001*
R13 378.81 <0.001* F2 392.93 <0.001* R13 95.06 <0.001*
F3 195.14 <0.001* F3 103.11 <0.001* F1 79.84 <0.001*
R12 106.84 <0.001* R12 48.1 <0.001* W1 10.27 <0.001*
F2 36.6 <0.001* R13 34.18 <0.001* V3 8.76 <0.001*
R23 26.58 <0.001* F1 11.16 <0.001* W3 5.36 <0.001*
W1 17.92 <0.001* V1 10.29 <0.001* V1 5.24 <0.001*
W2 16.91 <0.001* W1 7.32 <0.001*
W3 12.55 <0.001* W3 5.31 <0.001*
V2 10.05 <0.001* W2 2.26 0.051
V1 6.33 <0.001*

Table 2: Univariate F -ratio’s (df = 6). Statistical significant results (p ≤ 0.01)
are indicated with an asterisk.

than Van den Heuvel found in his research. For /u/ we are in total agreement with
Van den Heuvel: F3 and F1 are both more important than F2. Finally, to confirm
our findings about the /a/, we first have to shift all formants up, so the numbering is
in agreement. The result is shown in table 3 and shows that F2* is more important
than F1* for /a/, also found by Van den Heuvel, but we did not measure the fourth
formant (F3*).8

Feature F p

F2* 274.01 <0.001*
F1* 38.4 <0.001*
W1* 29.79 <0.001*
R12* 27.62 <0.001*
W2* 19.7 <0.001*
V1* 17.3 <0.001*
V2* 13.16 <0.001*

Table 3: Univariate F -ratio’s (df = 6) for the vowel /a/ without the first
formant. Statistical significant results (p ≤ 0.01) are indicated with an asterisk.

The F -ratio’s of all features except W2 of the vowel /i/ are significant. However,
it should be noted that the assumptions of MANOVA are not all met,9 with con-
sequences for the power of the test. This could be solved by using some kind of
multilevel method, but because of the difficulty of such a method, and the large
values found for the F -ratio’s—the features with large values for their associated
F -ratio are very likely to be discriminative anyway, because the F -ratio’s exceed the
critical values to such a great extend—we omit further analysis of the measurements.

The descriptive statistics of each feature can be represented by error bar graphs.
For each vowel these graphs of the four most discriminative features (determined
by means of MANOVA) are shown in Appendix B. The better the feature, the less
the lines, representing the standard deviation, overlap. From the graphs it is clear

8The values of the features in table 3 are different from the values in table 2 because the number
of values used in the analyses differs: table 2 is based on more measurements than table 3.

9Assumptions of MANOVA: the measurements are independent, which is not completely true
for our measurements, multivariate normality, and the covariance matrices are equal (for more
information of MANOVA assumptions see for example Stevens [35]).
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that none of the features is discriminative enough to separate all speakers by itself.
However, a combination of two or more features may be enough to separate the
speakers. To illustrate this, the two best features are plotted against each other for
each vowel. Figure 15 depicts the values of the two most discriminative features for
/a/, F1 and R13, for all speakers against each other. There seems to be a linear
trend in the measurements, caused by the dependency between the two features: a
higher F1 is accompanied by a higher ratio between F1 and F3, given that a higher
F1 does not imply a higher F3, which would undo this trend. Except for speakers
3 and 6, all speakers are linearly separable. So for our measurements the best three
features of /a/, F1, R13, and F3, are probably enough to identify the speakers.

Figure 15: The values of the two most discriminative features of /a/, F1 and
R13, for all speakers plotted against each other, so each cloud of equal numbers
represents one speaker. It can be seen that except for speakers 3 and 6, all
speakers are linear separable.

The figures in Appendix C depict the best two features of /i/ (R23 and F2) and
/u/ (F3 and R13). It seems that the separability for the values of features for /i/
is a bit less than for the features of /a/. Furthermore, the two best features of /u/
are worse than /a/ and /i/, with the values of 4 speakers overlapping. Furthermore,
the mulivariate tests of the MANOVA’s of the vowels (shown in Appendix A-2)
support this observation: for all the tests /a/ is more discriminative than the other
two vowels, and the results for /i/ and /u/ are approximately the same, /i/ being
slightly better. So we can agree with Van den Heuvel [15] (see section 3.2) that the
vowel /a/ is more discriminative than /i/, which is more discriminative than /u/.

We expect that we have found enough features to be able to identify all speakers for
each vowel for our measurements, but this does not exactly answer research question
(2), which asks whether this is true in general. However, our results do give an
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indication that this might be the case, if the speakers in this research are regarded
as representative for the population we are interested in (native speakers of Dutch).
When more speakers have to be identified the probability of correctly identifying
the speakers will (of course) decrease, but we do expect that the distribution of the
feature values will be approximately the same as in our results.

Finally, it should be noted that the extra formant we found for /a/ around 200 Hz
alters the vowel triangle. In figure 16 the /a/ is depicted twice: once with first
formant frequency plotted against second formant frequency, and once with second
formant frequency plotted against third formant frequency, marked with an aster-
isk. The representation of the vowel triangle with the marked /a/ is approximately
similar to the vowel triangle found in literature (recall figure 3). However, the vowel
triangle with the unmarked /a/ represents the vowel triangle (although it can hardly
be called a triangle anymore) as we find it. Figure 17 shows the vowel triangles for
the seperate speakers, each speaker represented by a different color.

Figure 16: Two vowel triangles averaged over 5 speakers: one with F1 of /a/
plotted against F2 of /a/, and one with F2 of /a/ plotted against F3 of /a/,
marked with an asterisk. The triangle that can be formed with the marked /a/
approximately resembles the vowel triangle found in literature (see figure 3)
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Figure 17: Seperate vowel triangles of 5 speakers, each speaker represented by
a different color. Red and green are female speakers, and the rest are male
speakers.
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6 Discussion

In this thesis we have attempted to find features that capture speaker specifity and
can therefore be used to automatically discriminate between speakers. We focussed
on features involving formants in the signal, but there are several, so far uncon-
sidered, issues regarding formants that we came across. These issues will be dealed
with in section 6.1. The formant estimator we developed to resolve the formant from
a cochleogram of a speech sound has some strengths, but some shortcomings as well,
both discussed in section 6.2. Furthermore, the reliability of the features and the
implications of the results we found will be dealed with in section 6.3. Finally, the
considerations regarding the extra formant we found in the vowel /a/ are discussed
in section 6.4.

6.1 Formants

Because we wanted to develop a formant estimator we needed to have some kind of
definition of a formant—not a very easy task as will be made clear in this section.
Recall section 2.1 in which we introduced formants as the frequency regions where
the harmonics, produced by the vocal folds, are enhanced by the vocal tract. This
definition of a formant can help to (approximately) recover where the formants
appear when the speech sound is produced by the speaker (by means of the physical
properties of the periodic signal and the size and shape of the vocal tract [10], if
they would be known). However, it does not tell us exactly how formants appear
in the resulting signal that reaches the ear and how humans recover them from the
signal, two issues important for this research: we want to automatically recover
formants from a signal in a way similar to humans, by means of the cochlea model.
Therefore, we should have some clue of how formants are represented on the basilar
membrane. The basilar membrane logarithmic divides the signal up in frequency
components (see section 2.2). This means that the representation of the formants is
different from a linear representation with implications for the size of the formants:
in the high frequency regions of a cochleogram they are smaller than if they are
represented linearly, which they are in a spectogram, and wider in the low frequency
regions. Furthermore, we expect the higher formants to contain less energy because
of the descending slope in energy in speech sounds (see section 2.1). This prediction
can be verified by looking at a cross-section of a cochleogram, for example figure 11.
The algorithm we have developed to determine the formants accounts for the first
observation that the formants are smaller in high frequency regions: we calculated
the formants with help of the neighbouring harmonics, which get closer together as
frequency increases, and therefore our formants (parabola’s) got smaller for higher
frequencies (see figure 11). Regarding the second observation about the energy level
of the formants: we only use a relative energy criterium, not an absolute criterium,
which is not necessary to resolve the formants from the signal. However, we could
have used the absolute energy of a formant as a feature, as mentioned in section
3.1, but this was not (yet) possible with the method at hand. So, the definition of a
formant as it appears in a signal is not unambiguous, but in accordance with the way
the formant estimator resolves the formants a formant can roughly be described as
follows: a frequency area with an energy peak that covers (at least) three harmonics
and contains more energy than the neighbouring area’s.
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6.2 Strengths and weaknesses of the formant estimator

We will start with some strenghts of the way we resolve formants from the cochleogram.
Firstly, the definition of formants we handle is quite simple and general. Hence, the
formant estimator is widely applicable, not just for the speech sounds we used for
this research. Moreover, the definition is justified because it is based on physical
properties of the vocal tract (see section 4.1.3) and the speech sound (see section
6.1).

Secondly, because our method recovers formant trajectories instead of formants at
a single point in time, some information about the formants (like their dynamics) is
recovered.

Another advantage of the method we want to mention is the fact that it is fairly
robust to noise in the signal. This can be demonstrated by the perfomance of the
formant estimator on data with a signal-to-noise ratio (SNR) of 0 dB (babble noise):
the left panel of figure 18 shows the cochleogram including the formant tracks of the
clean speech sound “nul” (English: “zero”) spoken by a female speaker. The right
panel shows the the cochleogram of the same sound with noise added at a SNR of 0
dB. The formant tracks are depicted twice in this cochleogram: the formant tracks
obtained for the clean sound (without noise) are shown in white, and the formant
tracks obtained in the noisy sound are shown in black. Most of the black lines
coincide with the white lines and there are hardly any extra formant tracks found
in the noisy signal, so the formant tracks that are found do not deviate much from
the tracks obtained in the clean sound. In noisy conditions the formant estimator
does however obtaine the higher formants only about half of the time, so in the
higher frequency regions the the performance of the formant estimator is inferior.
The reason why the formant estimator performs quite well in noisy conditions is the
endurance of formants in rather noisy surroundings. Moreover, because the formant
estimator forms continuous tracks, the irregular noise components are ignored.

We did come across some sounds on which the formant estimator did not perform
very well, one of which is shown in figure 19. The formant tracks are quite bad here,
but this can be ascribed to the low energy level of the signal and the deteriorative
quality of this recording. So the recordings have to be of certain quality and loudness
for the formant estimator to perform well.

Another consideration is that we want to use the formant estimator in a automatic
speaker recognition system, but the formant estimator as it is needs some human
interference to verify the choices made by the system: because we number the for-
mants only a small mistake of the formant estimator will affect this numbering,
causing the wrong features to be calculated. There are several ways to deal with
this problem, for example to find a method were the formants do not need to be
numbered. Then the mistakes of the formant estimator would have no effect on the
rest of the features. Another way, which would probably also increase the effeciency,
is to introduce some sort of time prediction. That way we could exclude formants
that are unlikely to belong to the same track from consideration. This would also
allow the formant track to be extended when a formant is interrupted due to noise,
and less mistakes will be made. However, this last solution would only reduce the
problem, not solve it. So the best way to get a reliable and fully automatic method
is to combine the two solutions.
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Figure 18: The left panel shows the cochleogram of the clean sound “nul”
spoken by a female speaker. The right panel shows the same signal with noise
added. The white lines are the formant tracks as they are found in the clean
signal and the black lines as they are found in the noisy signal. A lot of the
black and white lines coincide.

The performance of the formant estimator may further be improved by correcting the
cochleogram for the ’6 dB per octave’ characteristic of speech sounds. So far we have
omitted this correction because it cannot be performed in a straightforward manner,
and we found another way to deal with this characteristic. Moreover, a correction
would prohibit us to use the absolute energy level of formants as a possible feature
to discriminate between speakers in the future (chapter 3).

6.3 Features

Now that we have investigated the speaker specifity all the features (formant fre-
quency, formant bandwidth, variance of formant tracks, and ratio’s between formant
tracks) we would also like to know if they are reliable, in other words, if they are of
use in practical situations. In section 2.3.2 we presented some criteria to determine
the reliability of a feature. Firstly, the features should occur frequently: all the mea-
sured features are related to formants, the result of the characteristics of the vocal
tract of humans, so the features will occur nearly always in voiced speech sounds.
Secondly, the features can be easily determined with the developed method: all the
calculation is done automatically, only some parts of the proces have to be done
manually. For example, a human eye is necessary to help the algorithm determine
which formant tracks should be accepted, because the formant estimator sometimes
classifies noise as a formant. Because formants are the result of characteristics of the
vocal tract, which do not change after a certain age, the features will not change over
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Figure 19: An example of a problematic sound. The connected peaks spectrum
of the cochleogram of the sound /a/ spoken by a male speaker. The black lines
represent the formant tracks.

time, thereby satisfying the third criterium. Finally, will the features be influenced
by noise? In the previous section we already showed that formants can be retrieved
from the signal in rather noisy conditions (0 dB SNR). This is not only a merit of
our formant estimator but also of the regular structure of formants, which causes
the formants to be recoverable from a noisy environment. In summary, the features
seem to satisfy all four criteria, or at least to some extend, so we conclude that the
features we measured are reliable.

To measure the speaker specifity of the features we made use of MANOVA, but
there are several considerations regarding this method as analysis for our measure-
ments. Fistly, MANOVA tests if there is a difference between the speakers for all
features. This nullhypothesis is rejected, but we would have been more surprised if
it was accepted, because that would mean that all the speakers are not different for
all the features. So with a significant outcome of the MANOVA tests we have not
proven much. The univariate tests of MANOVA are of greater use, but we should
be careful with the interpretation of the precize values of the F -ratio’s, because we
violate some assumptions of MANOVA. Secondly, by using MANOVA we ignore
some useful information, like the absence (due to the cover of another formant) of
particular formants in the speech sounds of some of the speakers, which seems to be
speaker specific. However, this information could be used in further stages of the
speaker recognition proces—to automatically recognize speakers additional opera-
tions have to be performed. For example, probability distributions for the speakers
could be used to determine the likelyhood some speech sound is expressed by a cer-
tain speaker. Another possibility is to classify the speakers in some multidimensional
feature space, by calculating a hyperplane between every two speakers. For example,
in figure 15 we can see that if we determine the line equations between every two
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speakers we can correctly classify every speaker in a two-dimensional feature space,
except for speakers 3 and 6.

Besides the speaker specifity of features we also investigated which features are most
distinctive for the three vowels. We expect these to be different from the features that
are most speaker specific. We included the results of the ANOVA’s and MANOVA
in Appendix A-2. The values of F2 are most discriminative between the vowels,
while they are less important in discriminating between speakers, except for the /i/.
F3 is also quite important in vowel discrimination, but also in speaker discrimina-
tion. Furthermore, the ratio’s seem to be more successful in speaker discrimination
than vowel discriminating. Again the width of the formants and the variance of
the tracks are less important. In literature it is said that the first three formants
primarily discriminate between vowels (for example [29, 31]). Because we did not
measure higher formants, we cannot confirm that the first three formants are more
discriminative for vowels than the higher formants, although we do find that F2 and
F3 are more important than F1. The measurement of higher formants would be
especially interesting if the both the speaker specifity and the vowel discrimination
of the higher formants is determined, because the higher formants are said to be
more speaker specific.

We did not investigate all features that may be speaker specific, some of which have
already been mentioned throughout this thesis. Firstly, the higher formants are
worth investigating, as mentioned previously. Now that we have developed a method
to resolve formants from a cochleogram the higher formants can be measured too.
Secondly, except for the variance, we did not use the dynamics of the formant tracks.
For example, the change in the ratio between two tracks may be speaker specific.
Finally, the absolute energy level is used in literature as a measure for speaker
identity, but we omitted this measurement in this research because the energy levels
of the cochleogram are not (exactly) absolute yet. However, the relative energy
levels could have been measured as a substitute for this feature, although we have
no expectations of their speaker specifity.

6.4 Extra formant

Finally, we would like to discuss the extra formant we found in the vowel /a/.
We believe nobody has noted this formant before, because spectograms display a
signal in a linear way, which makes it difficult to distinguish formants below 500 Hz
(although they can be seen when inspected carefully), while low formants can be
seen quite clear in a cochleogram, which displays the frequency components in an
approximately logarithmic way.

In figure 17 the seperate vowel triangles of five speakers are depicted, green and red
represent women, which both have a higher first formant frequency of the vowel /a/
than the men, represented by the blue, black, and purple letters. This could mean
that the first formant frequency depends on the fundamental frequency in some way.
Another consideration is the fact that the /a/ we investigated was pronounciated
the Dutch way, contrary to the pronounciation in English phonetic research (the
/a/ in “father”). The phonetic /a/ is supposed to represent both pronounciations,
the English pronouciation being the short version of the Dutch pronounciation. We
believe this is not necessary true and that both versions of the /a/ may have a
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different formant pattern. To ensure we are dealing with a formant further research
has to be done.
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7 Conclusion

In this thesis I have described the research we have conducted, of which the main
aim was to find features that capture speaker identity and can therefore be used to
automatically recognize speakers. We found that the place of the formants and the
ratio’s between the formants are most successful in discriminating between speakers
for familiar speech sounds (/a/, /i/, and /u/). However, which formants are most
discriminative differs for the three vowels we have investigated: for /a/ the first and
third formant, for /i/ the second and third formant, and for /u/ the third formant.
For our measurements, the investigated features should be enough to identify the
speakers. We believe this result can be generalized, meaning that by measuring
the best three or four features of these three vowels spoken by the subjects of any
collection of native Dutch speakers, though not too large, these subjects could be
identified. By means of, for example, probability distributions for the speakers or
classification in a (multidimensional) feature space these features can then be used to
recognize speakers automatically. The resulting system can be used in, for example,
security systems where the identity of a visitor has to be verified. If a choice has
to be made which sound to use for a speaker verification system, we would advise
to use the vowel /a/, because we found it to be more speaker specific than the two
other vowels, /i/ and /u/.

A peculiar outcome of the research was the extra formant we found in the vowel
/a/. We believe this formant is characteristic of the sound, not some phenomemon
caused by the method we used. To ensure we discovered an extra formant further
research will be done.

Finally I will give some suggestions for future work, following from the considerations
of the method and promising features. Firstly, the method we developed to resolve
the formants from the signal is not fully automatic. The formant estimator could
be extended with an algorithm that makes predictions on the course of the formant
trajectories, thereby making the method more robust to noise, and probably more
effecient. If the determination of the formant trajectories is more reliable, and less
incorrect formants are found, the method is closer to being fully automic.

Secondly, the higher formants were not investigated in this research, but are said
to be more speaker specific than the lower formants. With the developed method
they can be resolved from the signal, although it may be more difficult because they
contain less energy than the lower formants. Also the (absolute) energy level of the
formants is a feature not investigated in this research, although it may be speaker
specific. At SI a method has recently been developed that allows to calculate the
absolute energy level of the cochleogram, enabling the determination of this feature
in a speech sound.

34



Appendix A-1: Descriptive statistics

/a/ /i/ /u/
Feature N Mean Std. Dev. N Mean Std. Dev. N Mean Std. Dev.
F1 69 194.33 39.95 65 209.83 11.64 62 260.8 38.48
F2 69 763.73 59.38 64 2155.81 223.31 49 692.62 59.25
F3 69 1325.54 125.9 64 2975.55 165.05 58 2317.51 274.33
W1 69 254.51 54.51 65 259.19 35.48 62 278.9 60.28
W2 68 270.3 62.76 64 249.8 49.95 49 269.41 48.9
W3 68 268.54 71.89 64 242.85 65.28 58 222.35 57.58
V1 69 50.35 47.03 65 64.43 117.69 62 171.04 277.4
V2 69 782.2 848.76 59 616.03 525.48 44 632.8 1078.37
V3 55 801.76 763.6 54 1956.62 3130.21 53 1383.88 1061.06
R12 69 0.25 0.04 64 0.1 0.01 48 0.38 0.08
R13 69 0.15 0.03 64 0.07 0.01 57 0.11 0.02
R23 69 0.58 0.04 62 0.73 0.1 48 0.31 0.05

Table A1: Descriptive statistics of all features of all vowels.
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Appendix A-2: Results of ANOVA and MANOVA

/a/ /i/ /u/
Feature F p Feature F p Feature F p
F1 716.6 <0.001* F2 428.71 <0.001* F3 283.29 <0.001*
R13 391.16 <0.001* R23 425.61 <0.001* R23 (5) 125.33 <0.001*
F3 195.94 <0.001* F3 106.17 <0.001* F1 111.13 <0.001*
R12 113 <0.001* R12 53.18 <0.001* R13 104.53 <0.001*
F2 37.38 <0.001* R13 32.34 <0.001* R12 (5) 94.29 <0.001*
R23 27.07 <0.001* V1 10.72 <0.001* F2 (5) 36.1 <0.001*
W1 18.25 <0.001* F1 10.54 <0.001* W1 9.09 <0.001*
W2 16.97 <0.001* W1 7.54 <0.001* V3 8.75 <0.001*
V3 13.95 <0.001* W3 5.21 <0.001* V1 6.34 <0.001*
W3 12.78 <0.001* W2 2.33 0.044 W2 (5) 5.99 <0.001*
V2 10.54 <0.001* V2 2.07 0.073 W3 5.22 <0.001*
V1 5.03 <0.001* V3 1.32 0.269 V2 (5) 0.9 0.492

Table A2: F -ratio’s resulting from ANOVA’s of all features between all speakers
for each vowel (df = 6, unless given otherwise in parentheses). Statistical
significant results (p ≤ 0.01) are indicated with an asterisk.

/a/
Test Value F p df
Pillai’s Trace 4.95 5.69 <0.001* 72
Wilks’ Lambda 0 44.91 <0.001* 72
Hotelling’s Trace 218.42 101.12 <0.001* 72
Roy’s Largest Root 152.99 509.96 <0.001* 12

/i/
Value F p df

Pillai’s Trace 4.05 6.24 <0.001* 72
Wilks’ Lambda 0 17.72 <0.001* 72
Hotelling’s Trace 125.78 51.25 <0.001* 72
Roy’s Largest Root 88.74 266.23 <0.001* 12

/u/
Value F p df

Pillai’s Trace 4.3 3.91 <0.001* 60
Wilks’ Lambda 0 29.56 <0.001* 60
Hotelling’s Trace 130.54 46.56 <0.001* 60
Roy’s Largest Root 78.12 175.76 <0.001* 12

Table A3: Multivariate tests. Statistical significant results (p ≤ 0.01) are
indicated with an asterisk.
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/a/ /i/ /u/
Feature F p Feature F p Feature F p
F1 542.84 <0.001* R23 274.7 <0.001* F3 341.57 <0.001*
F3 274.01 <0.001* F2 217.95 <0.001* R23 (5) 116.05 <0.001*
R13 218.98 <0.001* F3 87.51 <0.001* R13 92.89 <0.001*
R12 120.98 <0.001* R13 42.33 <0.001* F1 80.35 <0.001*
F2 38.4 <0.001* R12 40.37 <0.001* R12 (5) 68.27 <0.001*
W1 33.67 <0.001* F1 15.06 <0.001* F2 (5) 26.43 <0.001*
W2 29.79 <0.001* V1 13.07 <0.001* W1 14.43 <0.001*
R23 27.62 <0.001* W1 9.04 <0.001* W2 (5) 5.21 0.001*
W3 19.7 <0.001* W3 4.47 0.001* V1 4.47 0.003*
V2 17.3 <0.001* V2 1.31 0.275 V3 4.44 0.003*
V3 13.16 <0.001* V3 1.19 0.330 W3 2.9 0.028
V1 10.24 <0.001* W2 1.18 0.334 V2 (5) 0.87 0.514

Table A4: Univariate F -ratio’s resulting from MANOVA of all features between
all speakers for the three vowels (df = 6, unless given otherwise in parentheses).
Statistical significant results (p ≤ 0.01) are indicated with an asterisk.

/a/ /i/ /u/
Feature F p Feature F p Feature F p
F1 673.58 <0.001* R23 425.61 <0.001* F3 282.06 <0.001*
R13 378.81 <0.001* F2 392.93 <0.001* R13 95.06 <0.001*
F3 195.14 <0.001* F3 103.11 <0.001* F1 79.84 <0.001*
R12 106.84 <0.001* R12 48.1 <0.001* W1 10.27 <0.001*
F2 36.6 <0.001* R13 34.18 <0.001* V3 8.76 <0.001*
R23 26.58 <0.001* F1 11.16 <0.001* W3 5.36 <0.001*
W1 17.92 <0.001* V1 10.29 <0.001* V1 5.24 <0.001*
W2 16.91 <0.001* W1 7.32 <0.001*
W3 12.55 <0.001* W3 5.31 <0.001*
V2 10.05 <0.001* W2 2.26 0.051
V1 6.33 <0.001*

Table A5: Univariate F -ratio’s resulting from MANOVA of almost all features
between all speakers for the three vowels (df = 6). Statistical significant results
(p ≤ 0.01) are indicated with an asterisk.
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/a/ /i/ /u/
Feature F p Feature F p Feature F p
LOGF1 576.03 <0.001* LOGR23 283.55 <0.001* LOGF3 325.68 <0.001*
LOGF3 296.59 <0.001* LOGF2 242.63 <0.001* LOGR13 128.53 <0.001*
LOGR13 198.5 <0.001* LOGF3 80.12 <0.001* LOGR23 (5) 117.82 <0.001*
LOGR12 114.68 <0.001* LOGR13 46.6 <0.001* LOGF1 114.01 <0.001*
LOGF2 39.53 <0.001* LOGR12 38.28 <0.001* LOGR12 (5) 91.87 <0.001*
W1 33.67 <0.001* LOGF1 14.74 <0.001* LOGF2 (5) 27.9 <0.001*
W2 29.79 <0.001* V1 13.07 <0.001* W1 14.43 <0.001*
LOGR23 29.44 <0.001* W1 9.04 <0.001* W2 (5) 5.21 0.001*
W3 19.7 <0.001* W3 4.47 0.001* V1 4.47 0.003*
V2 17.3 <0.001* V2 1.31 0.275 V3 4.44 0.003*
V3 13.16 <0.001* V3 1.19 0.330 W3 2.9 0.028
V1 10.24 <0.001* W2 1.18 0.334 V2 (5) 0.87 0.514

Table A6: Univariate F -ratio’s resulting from the MANOVA of the log values
of all features between all speakers for the three vowels (df = 6, unless given
otherwise in parentheses). Statistical significant results (p ≤ 0.01) are indicated
with an asterisk.

ANOVA’s MANOVA
Feature F p Feature F p
F2 2117.85 <0.001* F2 2184.94 <0.001*
F3 1220.58 <0.001* F3 827.14 <0.001*
R23 512.59 <0.001* R23 441.74 <0.001*
R12 479.73 <0.001* R12 406.57 <0.001*
R13 224.5 <0.001* R13 174.49 <0.001*
F1 72.23 <0.001* F1 55.7 <0.001*
V1 9.37 <0.001* V1 11.16 <0.001*
W3 7.87 0.001* W3 10.45 <0.001*
V3 4.74 0.010* W2 7.08 0.001*
W1 4.11 0.018 V3 4.03 0.020
W2 2.79 0.064 W1 1.73 0.181
V2 0.77 0.463 V2 0.06 0.938

Table A7: F -ratio’s resulting from the ANOVA’s and MANOVA of all features
between the three vowels. Statistical significant results (p ≤ 0.01) are indicated
with an asterisk.

38



Appendix B: Error bar graphs

Figure B1: Error bar graphs of the most discriminating four features for /a/.
The markers represent the means and the lines designate standard deviations.
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Figure B2: Error bar graphs of the most discriminating four features for /i/.
The markers represent the means and the lines designate standard deviations.
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Figure B3: Error bar graphs of the most discriminating four features for /u/.
The markers represent the means and the lines designate standard deviations.
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Appendix C: Discrimination graphs

Figure C1: The values of the two most discriminative features of /i/, R23 and
F2, for all speakers plotted against each other, so each cloud of equal numbers
represents one speaker. It can be seen that except for speakers 0 and 5, all
speakers are linear separable.

Figure C2: The values of the two most discriminative features of /u/, F3 and
R13, for all speakers plotted against each other, so each cloud of equal numbers
represents one speaker. The values of speakers 0, 3, 4, and 6 overlap.
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