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Abstract

Only a decade after the discovery of radio telescopes astronomers took
real interest in this field. Resolving power wasn 't comparable to optical
telescopes until the first interferometers were constructed. To observe low
radio frequencies, which until now have gone unexplored through
interference of our ionosphere, it is necessary to have a self-calibrating
radio telescope. By moving the telescope into the domain of the digital
computer and by combining several new ICT concepts it will be possible
to build this telescope, called LOFAR (LOw Frequency ARray).

The modeling of interfering signals, which have to be removed to make
observations worthwhile, is central in this thesis. Where to store data
about these interfering signals looked like the main problem at first, but a
closer study reveals that the real problem is how to unO5' the models, by
using data generated at multiple sensors.

The telescope, the mitigation process and databases are discussed, to
have sufficient grounds to reach a conclusion about how to organize the
mitigation within the LOFAR telescope. It is concluded that a de-
centralized database with intermediating agents (to unify the RFI models)
is the best way to deal with the problem.
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Samenvatting

Pas een decennium na de ontdekking van radio telescopen raakten
astronomen hier echt in gemnteresseerd. Met de komst van de eerste
interftrometers werd het oplossend vermogen vergelykbaar met dat van
optische telescopen. Tot dusver was het moeilyk om laagfrequente
radiogolven te observeren, vanwege het storende karakter van de
ionosfeer. Om dit we! mogelzjk te maken is her nodig om een
zelJkalibrerende radio telescoop te bouwen. Door de telescoop compleet te
digitaliseren en door verscheidene nieuwe ICT concepten te gebruiken zal
het mogelijk z/n om deze telescoop, LOFAR (LOw Frequency ARray)
genaamd, te bouwen.

Het modelleren van storende signalen, we//ce verwyderd moeten worden
om zinnige observaties te doen, staat centraal in deze scriptie. In eerste
instantie leek de database waar deze model/en in opgeslagen moeten
worden her belangrkste prob!eem, maar na een degelijke studie blzjkt dat
het echte prob!eem toch schuilt in de unWcatie van de model/en, door
gebruik te maken van de door diverse sensoren gegenereerde data

De telescoop, het mitigatie-proces en databases worden bestudeerd om
voldoende gronden te hebben om een conclusie te bereiken over de
organisatie van de mitigatie in de LOFAR telescoop. We kunnen
concluderen dat een gedecentraliseerde database met onderhandelende
agents (voor de model-unfIcatie) de beste methode is om hetprobleem
aan te pakken.
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Chapter 1: From optical to digital telescopy
Radio astronomy is a worthy successor to optical astronomy. One big
advantage lies in the fact that the observatory window through our
atmosphere is about one hundred times wider for radio than for optical
waves. Furthermore, much more can be seen at radio wavelengths as
some sources, like interstellar hydrogen, only emit radio waves. To have a
better idea of the advantages and disadvantages of radio astronomy the
(dis-) similarities between optical and radio astronomy are discussed
Radio astronomy uses radio telescopes. Developments in this area are
largely built on signal processing technology and therefore show a
gradual shfl from analog to digital techniques. Of late, it is proposed to
use modern network technology to further boost the performance of the
radio telescope.

The first astronomers were already active thousands of years ago. The ancient Greek
were already quite advanced, but astronomy itself goes even further back in time.
Among the Greek however some very interesting theories were developed. In the 4th

century BC Hicetas of Syracuse taught his students that the earth was spinning around
its axis. And the first to measure the distance to the sun was Aristarchus of Samos (ca
310- 264 BC). He still was a factor 20 off from the real distance, but the used
formulas were correct. Erastosthenes (Ca 276 - 196 BC) calculated the diameter of the
earth by using the sun's position and was only 5% off.

After these Greek visionaries it wasn't until the 1 5th century (thanks to very intolerant
views of the Catholic Church) that astronomy was studied again and new theories
were presented. Copernicus (1473-1543) simplified the planetary system first devised
by Hipparchus. If he had used elliptical instead of circular motion for the planets it
would have been very close to the planetary system as we know it nowadays. Brahe
and Kepler were the last great astronomers in the pre-telescope period.

Astronomy moved ahead quickly once Galileo (1564-1642) made the first optical
telescope. Our solar system was studied extensively and one planet after the other was
discovered. At the end of the 19th century the focus in astronomy shifted more outside
our solar system. Exceptional work on cosmology was done by Hubble (1889-1953).

1.1 Optical astronomy
Telescopes can be distinguished by their objectives: there are refracting telescopes,
which use a lens, and reflecting telescopes, which use a mirror. The first telescopes
used lenses; however they produce incorrect colors at the sides of the image,
inherently caused by the shape of lenses. By using mirrors this effect is easier to
avoid; and mirrors can be made much lighter than glass lenses, which is necessary if
you build telescopes of large diameter.
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A telescope is actually nothing more than a light-gathering bucket, which has three
essential properties. The light-gathering power is a relative measure of how much
light one telescope gathers compared to another telescope (for example, a 10 meter
telescope gathers 1 million times as much light as the human eye).

The resolving power of a telescope indicates what the minimum resolvable angle is.
This is the minimum angle at which 2 objects appear separate. For the human eye this
is a few minutes of an arc, while the largest telescope (Keck telescope on Mauna Kea,
Hawaii of 10 meter diameter) has a minimum resolvable angle of 0.01 second of arc
(about 20 thousand times better than the eye). This limit is however unattainable,
because turbulence in the earth's atmosphere causes stars to be smeared over larger
areas, an effect known as "seeing". On the best of nights, stars appear only slightly
smaller than 1 second of arc. To decrease this effect as much as possible nowadays
telescopes are located on very high mountains; on top of the Mauna Kea seeing is as
little as 0.3" (second of arc). However to completely get rid of the unwanted effect the
telescope should be in space, as the Hubble Space Telescope is.

The third property a telescope is used for is its magnifying power. This is simply
accomplished by placing a magnifying lens in the light path, which exits the
telescope. The maximum magnification is of course limited by the resolving power of
the telescope and the amount of seeing, because further magnification only increases
the fuzziness of the image. Of course magnification makes extended objects appear
dimmer.

The limits of ground-based optical telescopes are mostly caused by seeing, but light
pollution is another interfering effect. Moonlight being reflected by the atmosphere
can indirectly enter a telescope. This reflection of light completely makes it
impossible to have a telescope situated in urbanized areas. Also optical astronomy is
highly dependent on weather conditions, because clouds can block the line of sight to
the stars; this is one of the reasons why most telescopes are around the equator, or at
least in warmer and diyer countries. To overcome these limiting factors of optical
telescopes a shift towards other frequencies of electro-magnetic waves is in order.
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1.2 Radio astronomy
Before Karl Jansky discovered a radio source in our galaxy in 1932, astronomers were
only making observations in the visible spectrum. At first, however, the only one
taking notice of Jansky's discoveiy was an engineer and radio amateur, Grote Reber,
who built a parabolic dish antenna in the summer of 1937 and started making
observations at different wavelengths. While working in a repair shop at daylight, he
observed the skies at the nightly hours, locked in his basement. It wasn't until October
1938 that he detected his first extraterrestrial source. In the following years he made a
lot of important discoveries and laid the groundwork for radio astronomy. He was the
real pioneer of radio astronomy.

During World War II the discoveries of Reber and Jansky were confirmed, when
sources of interference to the radio communications of the allied armies were studied.
Breakthroughs in radio technology were also made in the development of radar, which
finally gave radio astronomy the boost it needed. After the war, professional
astronomers started to see the bigger picture; England and Australia took the lead in
radio astronomy, by building state sponsored radio telescopes.

Because the spectral window through our atmosphere is about 100 times bigger at
radio wavelengths than it is in the optical range, astronomers finally started to
appreciate radio telescopes. Another big advantage lies in the possibility to make
observations around the clock. But perhaps the most important one is the possibility to
detect stars and galaxies which are hidden by gas and smoke clouds in the line of sight
and objects that only emit radio waves.

But the big hurdle to be conquered was the low level of detail of radio telescopes.
Their resolving power is even lower than that of the human eye, let alone of an optical
telescope. Dishes of several kilometers in diameter have to be built to increase the
resolving power of a radio telescope to acceptable values. This is, ofcourse, quite
impossible; to have the same effect of a large dish, several smaller ones can be linked.
This was first discovered by Martin Ryle, of Cambridge University. He built the first
experimental array or interferometer called the 'Rifle Range', consisting of 18 radio
antennas.

An interferometer is actually a very large virtual dish. But in contrast to an ordinary
dish telescope, an array has to observe the sky for a longer period to construct the
same image as a single dish would do in an instant. If an array is built along one line,
it takes 12 hours to have the same image as a single dish of the same diameter as the
array would have in a moment. That is the time it takes for the array to cover a full
circle, caused by the earth's rotation (the array has to turn 180 degrees around its
center to complete a circle). This time can be reduced by building the array along
multiple lines, as is the case with most radio telescopes nowadays.

In more recent arrays the mechanical movement of all dishes is replaced by a
computational method called beam forming. By shifting the separate signals over a
certain phase and adding them together it is like pointing all dishes in a certain
direction. By eliminating the mechanical part of the array it is possible to have better
control over the direction the telescope looks at; it also lowers the maintenance effort
dramatically.

The VLA (Very Large Array) in New Mexico - the first interferometer with
comparable discriminatory resolving power to existing optical telescopes - was
conceived in the 1960s and built in the 1970s. It consists of 27 dishes and has the
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same resolving power as one dish of 36 kilometers in diameter. Still it hasn't got the
same resolving power as a 4-meter optical telescope (see Figure 2).

In 1993 the VLBA (Vety Long Baseline Array) was dedicated. 10 dishes of 25 meters

each are situated across the United States; the observations are recorded on magnetic
tapes and time-stamped so they can be processed afterwards.

With this interferometer in place, radio astronomy finally started to produce more
detailed data than optical telescopes. By extensively studying our sun, more details
about star anatomy than ever before have been discovered. The corona of the sun is
hardly visible at optical frequencies, but can be seen very well at radio frequencies.
The patterns of the corona and solar flares reveal much about the internal working of
the sun and stars in general.

1.3 The telescopes
Because of the low frequency of radio waves compared to visible light, modem
equipment can record a wave as it is received (i.e. the sample rate of de AD converter
is as high or higher as the frequency of the radio wave itself). This gives the
astronomer the ability to extract spectral information from observed frequency range
afterwards, while in optical astronomy light must be split by a prism or by diffraction
grating before it is recorded.

But just as optical telescopes are hindered by daylight and artificial lights, radio
telescopes are disturbed by radio and television broadcasts and other radio
communication. Other sources of interference are car engines (the spark plugs emit
radio waves, although modem ones are shielded), computers, network equipment,
lightning and more.

All this interference has to be removed from the incoming signal one way or the other.
This process can be separated into multiple steps: first a signal has to be detected as
being RFI instead of a signal from extraterrestrial origin. Secondly, the RFI has to be
identified. If one knows from what kind of source the signal originates, more can be
said about the kind of modulation used and other characteristics necessary in the
removal of the unwanted signal. And lastly the interference has to be removed, for
which there are multiple ways; these will be discussed in a following chapter.

As much as possible is done in digital in most modem telescopes, like LOFAR. Filters
are implemented digitally, RFI detection and removal is done digitally and last but not
least the mechanical movement of the antennas is replaced by its digital equivalent:
beam forming. Mechanical parts in current radio telescopes are quite vulnerable and
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maintenance costs are high, so it is advantageous to move this function into the
domain of the digital computer. As said, it also allows much greater control over
direction of the telescope.

To have a better understanding of the differences and similarities of radio and optical
waves we take a look at the electro-magnetic spectrum (Figure 3). As you can see the
radio part of the spectrum is much wider than the optical part to begin with. Secondly,
our atmosphere is much more transparent to radio waves than it is to visible light:
about 100 times more.
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Figure 3: Electro-Magnetic spectrum

On the high-frequency side of the radio spectrum our atmosphere is very transparent,
but on the low-frequency side it is more opaque (variable in time). Changes in the
ionosphere have their effect on the propagation of radio waves. At times it is difficult
to reconstruct the original state of the waves, before they entered the atmosphere. To
reverse the effect of the ionosphere one would need to know the propagation
characteristics at all times. The LOFAR telescope is supposed to be able to do this.

1.4 This Thesis
In the chapters to come this thesis will work towards a method to effectively counter
the effects of Radio Frequency Interference (RFI from now on) in the radio telescope
of the future, LOFAR (LOw Frequency ARray).

The next chapter explains why the current state of technology makes it possible to
build a completely digital radio telescope like LOFAR. The technological principles
on which the LOFAR telescope is based are discussed in order to have some insight in
its advantages and drawbacks.

The third chapter gives a comprehensive view on mitigation techniques as being used
in current telescopes and which advances should be made for LOFAR to make the
RFI mitigation useful.

Database technology is discussed in chapter four, to show what concepts in current
database technology are useful and which aren't. Timing issues are central in this
chapter.

The fifth and fmal chapter works towards a unifying concept, on which some
recommendations for the LOFAR telescope can be made.
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Chapter 2: The LOFAR telescope
The LOFAR telescope brings advances in several technical areas together
for the benefit of radio astronomical research. Where the world of IC T
has witnessed the "Wireless Swap ", the world of telescopy is to invert
also. The sensory parts do not have to be closely locatedfor reason of the
data transfer rate, but rather keep their distance to diversify the image
noise. In this chapter we will introduce the LOFAR concept as a
specialized ICT network

ASTRON (Dutch Foundation for Research in Astronomy) is currently developing the
next generation radio telescope; this telescope will use much cheaper antennas and
receivers than current arrays, but it will consist of many more antennas. The incoming
signals will be converted to the digital domain veiy close to the receivers to have as
little loss as possible. These signals will be combined and processed to have the
equivalent of a 350 kilometer dish (Figure 4).

In addition, the frequencies observed by the LOFAR telescope are unexplored in the
past, because their propagation is negatively affected by the ionosphere (even worse
than the seeing effect in optical astronomy). Rapid changes in the ionosphere make
observations at frequencies below 100 MHz veiy difficult. This effect can be reversed
however by self-calibrating the telescope immediately when the ionosphere
propagation characteristics change.

13
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2.1 Lessons from ICT
The LOFAR telescope will bring several advanced concepts together, which are
already in use nowadays and form the basis of many standard ICT networks. In the

following we will shortly review a number of such technologies, and relate them to

the philosophy underlying LOFAR. Where in the beginning many users were sharing
the single computing resource, we have seen in the past decade a shift towards the
personal computer, while nowadays the tens of computers in the home are not even
noticed by the occupant. Such an ubiquity in computing resources marks a drastic

paradigm shift away from the resource limitation of the past. This availability of many

cheap computing elements allows for software control and perfection of peripheral
functions in a non-perfect alien technology. It is found that the intelligent fusion of
such functions brings more and better functionality than the sum of the parts. And,
moreover, the software can even co-operate to bring the interaction necessary to react
by autonomous adaptation to a changing environment.

2.1.1 Ubiquitous computing
As the late Mark Weiser has predicted in his article 'The computer for the 2l
century' in American Scientific [16], computers are becoming more pervasive in our
lives. Almost unnoticed, most electronic household devices are already equipped with
multiple processors. The next step in computing will be that all these tiny computers
become aware of their surroundings and start to communicate with each other. And
instead of the computer being central, they will be centered on the user's needs.

Computers have been very consciously present in the past, and still are. In the future
computers will become so onmipresent that people will no longer notice them.
Already computers take forms which don't resemble the form of a workstation. Cars,
ovens, stoplights and many daily used machines often make use of multiple computers
without most people knowing it.

In the future the presence of computers will become more and more ubiquitous and
their interfaces will be more user-friendly and natural in use than they are now. In
order for these devices to have functionality that will ease our daily live they have to
be conscious of their context, which means they have to communicate with many
other devices nearby. This communication is nearby now with the advance of
protocols like Bluetooth, where all devices are aware of the piconet (a device forms a
piconet with all other devices within their communication range) they are part of at

any moment.

As a consequence for LOFAR, this knowledge about extensively communicating
networks can be used to its advantage. The entities within LOFAR should be aware of
each other, or at least of the surrounding ones.

2.1.2 Multi-sensor fusion
The use of multiple sensors to replace a single, more expensive one is already
becoming more mature. It was first discovered when a very expensive sensory part of
a NASA rocket engine failed time after time during testing. To increase the durability
it was replaced by multiple cheap sensors and in combination they achieved the same
performance as the former expensive sensor, while being much more reliable. Even if
a couple of sensors fail the system remains functional. And by using more sensors,
accuracy can even be greater, because the system noise is different for all of them.
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The data at each sensor is of lower quality, but combined with all other sensors the

quality surpasses that of a more accurate sensor. This principle forms the basis of the

LOFAR telescope; while most current telescopes have very expensive receivers, often

cooled by nitrogen to decrease system noise, LOFAR will use relatively cheap

elements. Making use ofdistributed computing the underlying mathematical part will

be tackled, to reach better accuracy than would be the case in a telescope with fewer,

more expensive antennas.

But multi-sensor fusion comes at a cost: computational power. The enormous amount

of computing power needed for the fusion of the data streams is equal to the most

powerful super-computer in existence.

Health index from individual sensors Health index: combined sensor information
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Figure 5: Effectsof multi-sensor fusion in a Xerox copierdiagnostics system 1171

Figure 5 clearly shows that the low quality data of the individual sensors (on the left)

results in a useful answer, once it is combined (right). On the left you can see that

most of the individual sensors show little difference in a normal functioning and a

compromised system.

Also important in multi-sensor fusion is the placement of sensors. Algorithms have

been tested by S. S. Iyengar of the Louisiana State University for the Department of

Defense to study the optimal placement of the sensor grid [5]. The optimal placement

of sensors for mitigating RFI could be different than the optimal distribution for

interferometry.

2.1.3 Co-operating agents
To make the problem of mitigating interference a simpler one, a divide-and-conquer

strategy has to be followed. In order to have the stations operate as autonomous as
possible the use of agents is advisable. Agents are little software programs which take

care of a specific task. In the case of the mitigation problem in LOFAR agents can be

used to create models of the interference and by collaborating with their counterparts

at other stations the parameters of the model can be successfully determined.

Software agents are already common good nowadays and lead to novel concepts that

ease the construction and maintenance of complex networks [1]. But the use of agents

for RFI mitigation is quite new and a lot of research will be needed in order to have

proper functionality and good performance. A new direction called "Flow
Computing" on basis of the massively parallel manipulation of image sequences is

advocated by Roska [12].
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2.2 Structure of a Vision
The plan is to build a telescope consisting of some 150 stations, with about 80
antennas each. This amounts to a total of 13 thousand antennas, measuring from 10 to
90 MHz. At each antenna 16 smaller receivers/antennas will be located to do
measurements from 110 to 240 MHz. So there will be an even more astonishing 230
thousand small antennas. All these signals will be processed at station-level and at a
central processing site to result in an image with very high detail.

2.2.1 Antennas
Some 80 low-frequency dipole antennas and 1280 high-frequency dipole antennas
will be located at every of the approximately 150 LOFAR stations. These 13 thousand
low-frequency dipoles operate from 10 MHz to 90 MHz and the 230 thousand high-
frequency ones from 110 MHz to 240 MHz. The high- and low-frequency antennas

are not used simultaneously. A frequency range in which an observation will take
place is to be selected in advance. Measurements do not take place from 90 MHz to
110 MHz because these frequencies are crowded by FM radio broadcasts. These
signals are too strong to make any useful observations.

The functional composition of the antenna receiver is shown in Figure 6. After the
signal is received by the antennas it will be fed into a mixer, which amplifies the
signal and down samples it to a more useable frequency (that is, within the range of
the AD converter). A switch & band selector will select a range of max 32 MHz from
either the low-frequency antennas or the high-frequency parts. Which frequencies are
selected is part of the observation and equal for all stations.

2.2.2 Station processing
The selected frequency range will be converted to digital by a 64 MHz AD converter
working with a maximum of 14 bits per sample. How many bits will eventually be
used for representing the signal is still to be determined.

After converting the signal to the digital domain there's finally no more worry about
signal loss. The first step in cleaning up the signals and reducing the amount of data is
the sub-band separation; here the 32 MHz range will be divided into 128 bands of256
kl-Iz each. This separation will take place by applying a (Fast) Fourier Transform or
some other method. To split the signal into these sub-bands an integration time of
4*1O seconds is needed.

From these initial 128 sub-bands 16 will be selected for further processing. When
making this selection the requirements for the observation and the amount of RFI in
the sub-bands is taken into account; the selection made is the same for all stations, so
it is possible that a sub-band is clean at most stations, but very crowded in a few of
them. The goal is to have a selection of sub-bands that has as little global interfering
sources present, but local RFI isn't dealt with until a later stage.

The 16 256 kHz wide sub-bands (or channels), amounting to a total of 4 MHz will be
divided into 1 kHz sub-bands. To obtain these 4096 channels an integration time of 1

ms (lO second) is needed (1 second divided by the channel width of 1000 Hz).

16



2.2.3 Beam forming
After this pre-processing per antenna, the data streams of all station antennas (80 low-

frequency or 1280 high-frequency dipoles) will be used for beam forming. The virtual

dishes are pointed in a direction by the beam forming process. This is done by shifting

the signal phase of the different antennas and then adding them together. In the

LOFAR station 2 to 8 beams will be formed for every of the 4096 channels.

When forming beams with multiple antennas, sensitivity is largest in the direction you

want to look at. However, sensitivity doesn't drop to zero in the other directions.
There are multiple off-axis directions that are received as well; these are called side-

lobes. They are usually pictured as in Figure 8.
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LOFAR is all about information. There are different data models which have to be

kept up-to-date. These models are essential for the processing of the numerous data

streams emerging from all 13 thousand antennas.

2.3.1 Data Models
Not directly hardware related, but essential to the LOFAR system, are the used data

models. The parameters stored in the database are split into three models as said

before: the global sky model (GSM), environmental model (EM) and instrument

model (IM).

The global sky model will become a huge database containing all observed radio

sources on the sky. Initially it will be filled with an available set of bright well-studied

sources, but once LOFAR is up and running it will be updated with newly detected

sources by the LOFAR telescope itself. Eventually it is thought that about 200 million

sources will be stored in the database; with 100 or more attributes per source, this

database easily passes a terabyte in storage. This database is outside the scope of my

research.

The instrument model consists of all parameters of the approximately 243 thousand

antennas (230 thousand low-frequency and 13 thousand high-frequency dipoles), like

the gain and the phase. These parameters are to be used in the self-calibration of the

telescope (in combination with the global sky model) and for station processing as

well. However it is unlikely that it will be stored in a database. More likely they will

exist as local process variables at the processing locations.

The environmental model contains the RFI data used for mitigation. The RFI signals

have to be parameterized to be stored in the database. The kind of parameters needed

to characterize the signal depends on the mitigation algorithm, for which they serve as

input.

izo 60

Figure 8: Side-lobes occur in beam forming

2.3 Information Processing
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The database containing the environmental model could either be stored at the stations

or at the central processing site, but that depends on the requirements of the detection
and mitigation algorithms.

2.3.2 Correlation
The correlation process takes the beams from all 150 stations and feeds them into a
correlation matrix. The result is that signals simultaneousiy received by all stations
(extraterrestrial source) are still present and the signals that are only present at a
couple of stations (local source) disappear. However distant RFI sources like satellites
will still show up afier the correlation process. At the correlator the integration time
remains 1 millisecond.

2.3.3 Integration and self-calibration
Once the signals are correlated the massive data stream will be integrated over I
second to increase the sensitivity and decrease the amount of data. The remaining data
will be stored permanently.

Also this data will be used for the self-calibration of the telescope because of the
periodically changing ionosphere. Approximately every 10 seconds or so, the
ionosphere propagation characteristics change, which causes the phase delays at
different antennas to change. However it is finally proven to be possible to reverse
this effect by adjusting the gains and phases which the antennas are shifted over when
forming beams.
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2.4 The Problem
One of the main problems of LOFAR is the enormous amount of data that is
generated at the antennas. If all this data has to be transported to the Central
Processing site 200 gigabit/s has to be transported per station. To reduce this number
it is necessaiy to lose as much unnecessary information as possible. Because the
signals of interfering sources are of little or no interest to the astronomers it should be

mitigated as early as possible.

Of course the data is still very coarse at station-level, but by collaborating when
shaping the RFI models with the neighboring stations it should be possible to remove
the RFI at station-level. If the RFI is effectively removed, it is perhaps possible to
achieve a 10-100 times reduction in transported data.

In the following chapter mitigation techniques are discussed in their current state and

what is necessary for LOFAR.
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Chapter 3: Removing interference
Separating Iwo signals can be easy as in separating music and voice, but

it can also be very df/icult as in separating music and music. Think of
isolating a violin in an orchestra. Discussed is how this separation goes in
theory and in practice.

When a radio signal is received by the telescope a plotted graph of field strength
against time will look as shown in Figure 11. As you can see it is very hard to obtain
useful information directly from this graph. However by applying a Fourier
Transform to the signal it is possible to plot a spectrum (power against frequency);
this spectrum shows the occupancy of different frequencies over a certain amount of
time (Figure 12).
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Of course this graph only shows what the signal looks like for a very short period of
time. By pasting many such graphs behind each other (adding a third dimension, time)
you get a spectrogram, in which you look at multiple spectrums from above, with
colors visualizing the power levels at different frequencies and times (Figure 13).

In a spectrogram it is easier to spot radio and television broadcasts or other radio
communication.
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3.1.1 The Information Channel
The channel through which information reaches a telescope is beyond the control of

the astronomer. Before an interstellar signal hits the sensors it has often crossed

thousands of light years through space; although atoms are fewer than in the best

man-made vacuum the amount of atoms between earth and a star is quite large due to

the sheer distance to the source. And even worse is the earth's atmosphere. It alters

the signal quite a lot. It is like looking through green glasses; if you wouldn't know

any better you would think everything around you is green.

So you have to have a reference in order to reconstruct the original image as good as

possible. The part of the channel outside our atmosphere is approximately equal for

all of the LOFAR sensors, but the path through the atmosphere certainly isn't. In

order to determine the characteristics there has to be some overlap between the

sensors of LOFAR. That way, the channel's parameters can be estimated with better

accuracy.

3.1.2 Source Separation
Source separation is a much studied field, because there are many appliances in which

it is needed. When tiying to follow a conversation in a crowded room your brain first

filters out all frequencies outside those of speech. All conversations being held in the

room remain. After that, filtering out only one of the voices is much more complex.

The way your brain does it, is by using multiple sensors, namely both ears and eyes.

By using two ears you can determine the direction of sounds.

This is an extra property on which the brain can perform some filtering. In

combination with visual information you are quite able to make a conversation with

someone in a crowded room. When trying to talk with someone in very loud music,

you can help your brain a little by pressing you finger on your ear. This filters out the

higher frequencies, which makes it easier to hear the lower ones of speech (speech is

usually somewhere between 1 and 3 kHz).

For LOFAR something similar is needed. The signal of interest and that of an
interfering source have to be separated in order to lose the unwanted signal. As seen

in the previous example it pays of to use multiple sensors. However these sensors are

of the same kind in LOFAR. Perhaps it would be useful to have various kinds of

sensors just to detect interference. However, this would likely increase cost too much;

besides that, you've got one of the most powerful detectors at you disposal so it is

probably not necessary. Later on the various techniques used in mitigation are

discussed in detail.

Douglas Jones of the Beckman Institute, University of Illinois has done much research

concerning source separation. An overview of the group publications with special
relevance to hearing aids can be found in [9]. As seen in Figure 14 good results are

possible. In the case of LOFAR much better results can be acquired, because much

more than 2 sensors are used.

3.1.3 Echo Cancellation
Through space astronomical signals will nearly take the same path, but once they

enter the atmosphere reflections can have a signal follow multiple paths at the same

time. This reflection or echo has to be removed from the signal in order to construct a

decent image.
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Figure 14: Source separation, Douglas Jones at Beckman Institute

The original signal and the echo aren't exactly alike, because they have followed
other paths through our atmosphere, but there are enough similarities to recognize one

as being the echo of the other.

In the development of software radio, for the U.S. military, echo cancellation is a big
issue. Long range radio communication, which makes use of the reflective properties
of the ionosphere, suffers from echoes. To reduce or cancel the echo, Joseph Mitola
III, has done extensive research on the subject for the Department of Defense [10].

3.2 A signal from afar
Like light pollution in optical astronomy, radio measurements are negatively affected
by Radio Frequency Interference (RFI). The unwanted radio signals are emitted by
satellites, mobile phones, radio stations. And in addition to these radio communication
signals, computers and other equipment can emit signals unintentionally. To decrease
RFI, astronomers have to work together with manufacturers of this equipment to make
sure their products don't emit radio waves outside their intended frequencies (or for
computers not to emit at all). However, while this is workable for satellite equipment,
it is impossible to have this effect, called spillover, completely eradicated from
electronic equipment.

In order to continue to do observations in the future, research in mitigation techniques
has taken a flight in recent years. The purpose is to have the effects from the
interference cancelled from the incoming signal, so the astronomical signal is clean of
any unwanted signals.
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From Figure 15 it is apparent what the effect of interference is on astronomical
observations. These images are made from observations by the VLA. The image on
the right is affected by interference from a satellite present at approximately 22
degrees from the star, visible on the right, while the left image is free of RFI. The
successful removal of RFI is divided into three steps: detection, classification and
removal.

3.2.1 Detecting interference
To distinguish RFI from an astronomical signal can be a complex task. If interference
is strong it is easy to classify it as being man-made, because the interstellar signals are
vely, very weak. However, because LOFAR is so sensitive radio signals from distant
sources are also detected and these are very weak as well.

The achievements of source separation can be used in this case. The difficulty in the
case of LOFAR lies in the unknown form of the astronomical signal. In contrast, the
interfering signals are usually well-known and thus easier to recognize.

There are several methods to classify a signal as interference. Most of them try to
estimate the power of a signal (over a longer period); based on the power level alone a
lot of interference can be detected.

3.2.2 Classification
To remove the RFI as good as possible a model should be formed; in order to do this
the interfering source has to be classified. This way a model can be chosen for which
the parameters can be estimated. Once the RFI is modeled it can be subtracted from
the received signal.

Characteristics of the signal that can be determined are modulation type, direction of
arrival and perhaps the information itself (reconstruction of a digital signal). To
determine these characteristics you should already have selected a model, based on
the classification of the signal. The determination of the parameters are quite easy if
the RFI isn't on top of another signal, but in that case it isn't even necessary to make a
model, as explained in the following section. Otherwise the parameter estimation can
be quite difficult.
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3.2.3 Removing interference
Once the RFI is detected and classified, the methods of removal can be ordered in

three major categories: filtering, excision and canceling. The three alternatives can be
chosen on basis of the overlap of the freq-time-space regions of the signals that have

to be separated.

When the freq-time-space region of the source of interest and the RFI emitter are
disjoint one can easily get rid of the interference by filtering. This means that
everything outside the region of interest is suppressed. Of course, the receiver and
surrounding electronics have to be properly shielded in order to perform as expected if
a strong interferer is close. Otherwise the signal can be distorted even when the
interferer emits outside the frequency of interest. While filtering used to be
implemented by analog technology, nowadays it is a task of the computer.

It gets trickier when the freq-time-space regions of the object of interest and the
interfering source are close to one another, but not yet overlapping. In that case
excision is a possibility. The interference is cut away from the signal; however this is
only possible for a fraction of the time. If the duration of interference exceeds a
certain threshold it can't be discarded anymore.

The third option is that of canceling. It is the most difficult one because the
interference has to be reconstructed through use of a model and parameteresthnation;
once this is done it can be subtracted from the original, which significantly increases
the quality of the actual signal of interest. The focus of solving the mitigation problem
lies in this form of removing interference.

3.3 The role of mitigation
The mitigation of RFI has multiple goals. Most important is of course to be able to
construct a correct image of the stars (or other sources) you're observing. But if that
would be the only goal, the mitigation could take place at the Central Processing site.
The second goal is to minimize the amount of data that has to be transported from the
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stations to CP. In order to do this, the mitigation has to take place at an earlier stage in
the data path. Preferably this is done before the data leaves the station.

There is a certain hierarchy to be detected in the forms of RFI LOFAR has to deal
with. This hierarchy is based on the location, where interference occurs. Depending
on the number of stations that have to deal with a single interfering source, different
actions have to be taken. The RFI models can be unified by the affected stations,
because of the redundancy (overlap) of the sensors.

3.3.1 Local noise
RFI is called local when it impacts only one station at a time. It can be either a
stationary source or a moving object. The station has to deal with both kinds itself, but
if it moves towards a neighboring station the model (if one is constructed) can be
forwarded.

3.3.2 Regional noise
Much more interesting is the regional noise. This means there are more than one
stations affected by an RFI source. To construct a proper model all the affected sites
have to share their information. On basis of this information, software agents at these
stations have to unify their models to a single one. On basis of this unified model
mitigation will be much more effective.

3.3.3 Global noise
The most important form of global noise is the ionosphere. All stations are affected by
it, and have to mitigate its effects. The effect is different for all stations, so perhaps
the model unification can be split into clusters. This self-calibration isn't a central
issue in this thesis, but perhaps it can be dealt with in a similar way as other global
RFI.

Like the ionosphere, satellites can affect all stations. And because the signal from the
satellite passes through earth's atmosphere it has to be dealt with in a similar way as
the ionosphere. Just as is the case with regional noise, the agents have to agree on a
model for these global interfering sources.

3.4 Implication and Validation
As seen in this chapter the information channel, through which the signals we're
interested in reaches our sensors, is beyond our control; the channel has to be
characterized to be able to mitigate its effects. There are three different levels of
interference: local, regional and global.

The model unification will be discussed in the fifth chapter, but first we'll take a look
at databases, in order to determine what they are required to do in the LOFAR
telescope, regarding the mitigation process.
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Chapter 4: A database for RFI mitigation
Databases can be a solution to our problems, but there are several
drawbacks that have to be looked at. Again timing issues are to be looked

at.

The first relational databases were developed by IBM in the 1960's and 70's; Ted
Codd, an IBM employee, published the first paper about such databases in 1969 [18].
The 'System R' group was formed to develop a relational database management
system (R-DBMS); the group created the language SQL (Structured Query
Language). They weren't however the first group to have a commercially available R-
DBMS; this was accomplished by Honeywell in 1976. The first relational database
system based on SQL was made by Oracle in the early 1980's.

4.1 Aspects of databases
Because there are several fields where relational databases are not very practical, like
medicine, multimedia and high energy physics, research was started on the
possibilities of object oriented databases. The first object oriented database
management systems (OODBMS) appeared at the start of the 1990's from companies
like Objectivity. These allowed users to create their own data types, for example in

health care systems to store medical records, for example.

4.1.1 Transparency
There are many forms of transparency possible in a database system; if the addressing
of data is transparent it isn't necessary to know where data resides in the system. This
is called distribution or naming transparency. The naming convention is global and to
the end-user it is invisible whether data resides at site A or B.

Replication transparency takes care of the implementation details of replication in the
system. If this isn't transparent, then the user application has to take care of how many
copies are used and where they are stored.

And to make sure multiple fragments are visible as one relation the database system
should definitely provide fragmentation transparency.

4.1.2 ACID
ACID stands for Atomicity, Consistency, Isolation and Durability; these are
properties a database has to comply with in order to be useful. Atomicity — a

transaction on the database has to be all or nothing; if the transaction doesn't finish,
its changes have to be rolled back. Consistency — a transaction has to take the
database from one consistent state to another; so it has to fulfill the integrity rules and
to prevent concurrent transactions to cause inconsistency. Isolation — concurrent
transactions shouldn't be aware of each others internal states; if they have overlapping
read and write sets, concurrency control should make sure that both transactions are
working on valid data. Durability — if a transaction commits, its changes should
persist; if the database crashes after a commit the recovered database should reflect
the transaction and if failure occurs before commit the database should be restored to
the point before the transaction.
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4.1.3 Fragmentation
To increase availability of the data it is possible to fragment the tables of the database
and place them at different locations. Fragmentation can be horizontal, vertical or a
combination of both.

When horizontally fragmenting the data from a table, it is split into multiple pieces of
one or more rows. This can be done by row number, or by the contents of an attribute.

If the fragmentation is done vertically the table is split within the columns; however to
be able to put the pieces back together, the different fragments have to have an extra
attribute which connects them (a primary index).

4.1.4 Replication
To make the database more reliable, replication is a very useful mechanism. If you
replicate tables or fragments at other physical locations the data is still available if one
of the servers crashes, for example. Again there is a choice to be made. The
replication can be full or partial.

With full replication the tables or fragments are copied to every location; however
when the database is often written to this can negatively affect the performance of the
database.

In that case it is better to partially replicate the database. The parts are only copied to
one or a few other locations, resulting in much better write performance and almost
equal robustness in case of failure.

4.2 Distributed versus centralized
Research in distributed databases was first started to connect existing databases to
each other. But probably more advantageous was the fact that database systems could
become more scalable than before. To increase the transactional power for centralized
database systems the mainframe platforms had to be replaced by more powerful ones.
But with a distributed system you could just add a couple of servers to increase
storage and/or transactional volume.

Maybe even more important is to increase availability and reliability. Nowadays large
companies depend on their database solution to be working non-stop. Minutes of
downtime can be very costly, not to speak of longer outages. And loss of data has to
be avoided at all costs. Distributed databases can provide in these properties. However
a lot of new problems are introduced when distributing the data, which have to be
solved.

To keep track of all data used in the RFI detection and mitigation processes it is useful
to have them stored in a database. It also makes it a lot easier to store and retrieve the
correct data than would be the case when the data is stored in separate files and
variables.

In order to have access to all the data at once it is preferable to have one database for
all mitigation data instead of separate databases for every station. But if the database
would be centralized at the Central Processing site, perhaps the data delivery will be
to slow. A distributed database is perhaps the answer to these problems. It can store
the data at the stations, but at the same time provide a monolithic view of the database
making it easier to query the database.

28



To gain better insight in where to place the database system we should take a closer
look at the kind of actions performed on it. Making use of timing diagrams the
communication between the mitigation processes and the database can be visualized.
This way the delays while processing and transmission in different configurations can

be compared.

Figure 17 : example timing diagram

Figure 17 can easily be explained: the 3 vertical lines represent the different entities,
between which interaction takes place. In this case, they are two LOFAR stations and
the Central Processing site. The arrows between them represent the interaction /
communication between the sites and the blocks are the delays, caused by
transmission or processing. In this configuration the database resides at CP and thus
several transmission delays are introduced.

Figure 18 : Centralized database
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Figure 19 : De-centralized database

Figure 20: Replicated database, transparent
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There are a couple of different configurations we'll be looking at in the next chapter:
The centralized version, as seen in Figure 18; the decentralized database as shown in
Figure 19; finally, Figure 20 and Figure 21 show the distributed database, with
differences in transparency. If transparent, the communication of the processes takes
place with the local database, which if necessary gets its data from another database.
The process has to communicate with the database where data resides directly in the
non-transparent configuration. There are some minor differences to be considered,
which can dramatically improve performance.

4.2.1 Centralized
The following three figures show the delays introduced when using a centralized
database system at the Central Processing site.

Central
Station A Processing Station B

Figure 22 Centralized db, request from B

Central
Station A Processing Station B

(0)
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—
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qjy
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Figure 23 Centralized db, request from A

Central
Station A Processing Station B

Tr.$m—

Figure 24: Centralized db, request from CP

As seen in Figure 22 the first delay is caused by updating the database from one of the
stations. This delay can easily be computed, by dividing the distance between the
station and CP by the speed in the glass fiber, for example: 150 km / 300 000 km/s /
1.6 = 0.8 ms where 1.6 is the refractive index of the glass fiber (the speed of light
inside the fiber is the speed of light in vacuum divided by the refractive index).
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Of course the transmission delay will be dominated by the network equipment
connecting the fibers and computers with each other. But the 0.8 ms is the bare
minimum for a station 150 kilometers away from the CP site.

Once the update is made, every station process querying the central database faces at
least twice the transmission delay. Added to this transmission delay is the processing
delay of the database system. Nowadays these delays are usually in the order of
milliseconds, but they are expected to decrease in the years to come by having more

powerful hardware to run the database system. Station A requesting its own data and

CP making a request are presumably the most common situations. They can be seen in

Figure 23 and Figure 24.

4.2.2 Distributed
The second option is to distribute the database on all stations and CP; all data is
replicated on other locations for increasing reliability and availability. The delays for
requesting data decrease dramatically, but update delays are considerable, because
every update has to be cascaded to every copy of the data.

Station A
CeflttBI Station B

ProcessingL1 D

upe
I

Update

request request request

data dMa dMa

Figure 25: distributed db

As can be seen in Figure 25 the update delay is quite large; however, requesting data
doesn't suffer from any transmission delay. Only the query processing delay has to be
considered. However, regarding the read/write ratio of the mitigation database (many
writes) the update delay is probably to large and a better option is a de-centralized
database.

4.2.3 De-centralized
When the databases are located at the stations, close to where the data is generated the
timing diagrams are as follows:

Figure 27 clearly shows one of the problems with the de-centralized approach. If one
of the stations needs data from another station, it has to go through CP to the other
stations, which doubles the transmission delay. In comparison to the centralized
solution, the timing diagrams for a request from CP and a request from station A are
swapped as seen in Figure 26 and Figure 28.
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At first sight, this solution doesn't look much better or even worse than the centralized
database. However, it is possible to decrease the transaction delay in the case of an
access to a neighboring station's database, by making a direct connection between
these stations. The result is shown in Figure 29. The direct connection comes at an
extra cost, but these inter-station connections can be very useful for model unification,
which will be discussed in the following chapter.
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4.3 Database diversity
As seen in the timing diagrams all three options have their advantages and
disadvantages. Leaning towards the de-centralized database, we'll take a quick look at

the situations where different database solutions are used.

4.3.1 Real-Time performance
Whether we use a centralized or de-centralized solution a choice has to be made if a
real-time database is used. Of course it is useful to have a limit on the amount of time
it takes the database to process a query, but it doesn't guarantee us the interference
will be mitigated in time. The model unification, which will be needed, whether it is
handled by the database (very unlikely) or by software agents, is the real problem
regarding time. It is questionable whether the mitigation process can be bounded by

time limits. It is probably inevitable to have some form of buffering in the data

processing chain.

4.3.2 Data farms and marts
Data farms are actually large databases, where the central problem is the management
of data. The distributedness of the data isn't inherent to the system, like it is in
LOFAR, but it's only a way to solve a reliability or performance problem. In LOFAR
the problem we're dealing with is how to deal with RFI mitigation best. So, the
comparison with data farms isn't very useful, except for concluding we shouldn't look

their way.

4.3.3 Agent-based collaboration
The real problem at hand isn't a database problem, but how to construct useful models
to mitigate the interference that pollutes the received signals. Not to complicate
things, by using database solutions which require much expertise and introduce new
problems, it is best to have simple databases at the locations where data is generated.
These databases have much better predictability, which is something you need for a
complex instrument as LOFAR. The RFI models used in the mitigation process
should be constructed by software agents, communicating with the local database and
corresponding agents at neighboring sites.

4.4 Database requirements
The centralized and distributed database solutions are probably not very likely to
solve our problem. The answer to the mitigation problem is probably not to be found
in the database, but in the model unification. In order to agree on the model
parameters an agent-based solution, which takes care of the communication between
the different databases is the way to go.

A de-centralized database solution is most likely to work in this case. Every station
has control over its own data and the RFI models are to be unified by collaborating
agents. This view corresponds better to the divide-and-conquer strategy problems
should be dealt with in a hierarchical architecture like LOFAR.
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Chapter 5: Combining the database with LOFAR
Taking a look at the RFI model unflcation we can work towards a
solution for the mitigation problem, instead of the database problem,
which isn 't a real problem.

Looking back at the other chapters it is now possible to combine the four topics; we
discussed radio astronomy, the LOFAR telescope, RFI mitigation and database
technology. As seen in those chapters, the problem we're looking at isn't really a
database problem; increasing the quality of the data and decreasing the amount of data

that has to be transported, by mitigating interfering signals is our real problem. This
isn't a problem that will be solved by choosing the right databases, but needs a good

look at it from a more conceptual level.

5.1 LOFAR database needs
We really need a database to store data generated by the stations, on basis of which a
decent model for interfering signals can be constructed. The database doesn't
construct this model itself, so there is really no need for the database to communicate
with other databases. The real work of model unification is performed by software
agents, intermediating between the data generated by different stations.

5.1.1 Data redundancy
As seen in the section about multi-sensor fusion, redundancy in the LOFAR telescope
offers us a chance to have different stations, affected by the same RFI source,
collaborate on making a model of this interference. Of course, this redundancy isn't
accidental, because it is needed for constructing an image from the data, which is the

actual goal of the telescope.

The redundancy also makes the telescope more robust, with respect to failureof one
or more stations. Of course, the central processing site remains its weak spot.

5.1.2 N-version modeling
Because the LOFAR sensors have some overlap it is possible to construct a better
model of an interfering signal by using the data generated by these sensors. To
maintain the robustness introduced by the data redundancy, the agents in charge of the
model unification should be adaptive; this means, they should unify a model with all
other stations affected by the same RFI source. If one of the neighboring stations is
offline due to failure or maintenance, an agent shouldn't block, but construct the
model with the remaining stations. As a result stations remain as autonomous as
possible.

5.1.3 Throughput
Besides increasing the quality of the data, the secondary objective of the RFI
mitigation is to decrease the amount of data. This should be done as early as possible
in the data path to keep transport costs at a minimum.
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5.2 Unification
The real problem in the mitigation process is that of the model unification. It is a very

complicated problem, but a divide-and-conquer strategy should make it easier.

Constructing the model itself is difficult, but the real difficulty lies in how the agents
know which stations are affected by the same interference as well. The agents will
probably have to communicate constantly with their neighbor's in order to be aware
of the state of the surrounding stations and their interference.

5.2.1 Unifying concepts over an hierarchy
For proving the concept of model unification I have studied a

4th order RC filter. First
all responses to different inputs were determined in order to know how the signals
react on certain input. When applying an interfering source to the circuit the signals

looked as follows:

Figure 30: interfering source in a 4th order RC filter

From the signals it is possible to make a rough estimate of the frequency of the
interfering source. We take a look at a response graph of the circuit when a signal of
this frequency is applied in a fully controlled environment:

Figure 31 : 'ramp'-response of the circuit (100 Hz input signal)

Combining the information from Figure 31 and the known variables of the RC filters
it should be possible to reconstruct the effect of the interfering source on each sensor.
In Figure 32 you can see what the reconstructed signals should look like. However,
these are made by subtracting the clean signals from the interfered ones.
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Figure 32: reconstruction of an interfering source

Once the effects of the interfering source are reconstructed, it is possible to subtract
this from the incoming signals to get the versions stripped of its interference.

Figure 33: clean signals after subtraction of RFI

The reconstruction of the sharp bends in the signals will prove very hard, so a slight
softening of the original signal could be seen in this case.

5.2.2 Processing locations
In order to have a better idea of the requirements for the database system we have to
take a closer look at the LOFAR telescope and its processing locations for RFI
mitigation. In Figure 34 you can see a comprehensive overview of the data streams
inside the LOFAR stations and Central Processing core. The quantities are expressed
by variables, because most of them aren't determined yet and perhaps shouldn't be

this early on.
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2,65*10S*fl, bits/s

k) 8 beams * 4096 channels *
210 samples/s * nk bits * 2
polarizations * 2 (complex
representation) =

2,62*10$*flk bits/s

m) 120 remote stations *
2,6210i'.. bits/s =

3,15f01flk bits/s
n) 40 virtual core stations *

2 62*10$*n.. bits/s =
j,05*fOlO*flk bits/s

a) 160*160/2 visibllitles *
2,6251055n.. bits/s =3,36*f0flkbitS/I

p) 20*160/i visibilities *
2,6210 5nfr bits/s =

4,19*lOhl*flk bits/s

Positions where mitigation methods
can be applied:

1 sub-band selection
2 blankIng
3 blankIng, spatIal filtering
4 blankIng, spatIal filtering
5) blanking

Detection can be done at all these
positions.

Figure 34: LOFAR data path

The variables seen in Figure 34 are still to be determined, but they depend on the
amount of compression possible on the data streams, but especially on how well the
mitigation process improved the quality of the data at that point. If RFI signals, that

are much stronger than the system noise of the antenna, are removed, only the system
noise with little peaks remains. This data can be represented by much less bits than
the original signal, which leads to a direct reduction in data, without loss of signal.
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5.2.3 The mitigation hierarchy
As seen in the sections about local, regional and global noise, a hierarchy can be

detected in their mitigation.

lob.l model
uflabOfll—4

local model --------- local model 4—--—-- local model

4

local model 4——— local model local model(C -)

Figure 35: Unification of RFI models

In Figure 35 you can clearly see the local, regional and global models; in case of the
regional and global interference there should be a form of model unification, while
local interference doesn't warrant a need for that. In this case the sensor or perhaps
station should make a model by itself and when necessary pass it through to
neighboring stations.

- .---
local model 4 0

Figure 36: Unification of models, coupled with LOFAR topology

In Figure 36 we try to couple the unification hierarchy with the LOFAR network. The
location of the model unification is shown at a level above the participating entities;
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however, the unification itself actually takes place between these entities. The most
elegant solution would be to have all processing with respect to the model unification
at station-level; this increases robustness and is more in the spirit of the divide-and-
conquer strategy.

5.3 Conclusion
While at first it perhaps looked like the database itself was the problem, we now
reached the conclusion it is only part of the problem and of minor importance. More
important is the unification of the RFI models. The stations should deploy
collaborating agents to agree on the parameters of the models used for interfering
sources. If multiple stations agree on the parameters of these models, the unwanted
signals can be removed from the data. This can lead to a reduction in data, which is an
important reason to perform the mitigation early on in the processing of the data
streams.

Which database is used in combination with these agents is of relative small
importance. A real-time database is perhaps not necessary, because chances are the
model unification itself can't be done real-time. An embedded database with good
performance is probably sufficient. Reliability and predictability are likely to be more
important than its performance.

A de-centralized database solution will be best in case of the RFI data in LOFAR.
This means every station gets its own database, which doesn't directly communicate
with the other databases. The indirect communication between the databases is the
responsibility of the agents in charge of the model unification.

For the unification of the RFI models a divide-and-conquer strategy is a way to make
the problem more approachable. The software agents, responsible for the model
unification, should be aware of the surrounding stations, in order to know when to
communicate about an RFI signal and when to be satisfied with the local model.
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Intentionally left bleak
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