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Abstract

In modem mobile phones, images, animations and sounds are often used. The sizes of
the images, animations and sounds and the numbers of them grow as new types of
mobile phones are developed. This means that the amount of memory needed to store
the images, animations and sounds gets larger. However, the amount of storage space
and processor capacity available in an embedded system like a mobile phone is
restricted.
A way to reduce the memory space the images, animations and sounds take, is to store
them in a compressed form. A method is needed to store images, animations and
sounds compactly and be able to decode them fast on an embedded system.
The principles of image compression and methods of performing image compression
are discussed. These methods are compared to each other. A method is selected and
implemented. This method consists of a Haar wavelet transform, followed by
thresholding and uniform quantisation. The result is coded using run-length encoding,
followed by Huffman encoding. Preceding the transform, a conversion from RGB to
YUV is done. The implementation supports the use of transparency masks. The
implementation includes a file format, which is used to put the data of an encoded
image in a file.
An evaluation of the implemented compression method is made. The effects of the
parameters of the implementation are discussed. A way is given to choose a set of
parameter values. Test results are presented for different images.

Sa menvatting

In moderne mobiele telefoons worden plaatjes, animaties en geluiden veel gebruikt.
De plaatjes, animaties en geluiden worden groter en hun aantallen nemen toe met de
ontwikkeling van nieuwe types mobiele telefoons. Dit betekent dat de hoeveelheid
geheugen die nodig is om de plaatjes, animaties en geluiden op te slaan toeneemt.
Echter, de hoeveelheid geheugenruimte en processorcapaciteit die beschikbaar is in
een embedded systeem als een mobiele telefoon is beperkt.
Een manier om de geheugenruimte die de plaatjes, animaties en geluiden innemen te
verkleinen, is hen op te slaan in een gecomprimeerde vorm. Een methode is nodig om
plaatjes, animaties en geluiden compact op te slaan en hen snel te kunnen decoderen
op een embedded systeem.
De principes van beeldcompressie en methoden om beelden te comprimeren worden
besproken. Deze methoden worden met elkaar vergeleken. Een methode wordt
geselecteerd en geImplementeerd. Deze methode bestaat uit een Haar wavelet
iransformatie, gevolgd door drempeling en uniforme quantisatie. Het resultaat wordt
gecodeerd met behulp van run-length codering, gevolgd door Huffman codering.
Voorafgaand aan de transformatie wordt een conversie van ROB naar YUV gedaan.
Dc implementatie ondersteunt het gebruik van transparantiemaskers. De
implementatie bevat een fileformaat, dat wordt gebruikt om de data van een
gecodeerd plaatje in een file te zetten.
Van de geImplementeerde compressiemethode wordt een evaluatie gemaakt. De
effecten van de parameters van de implementatie worden besproken. Een rnanier
wordt gegeven om een set van parameterwaarden te kiezen. Testresultaten worden
gepresenteerd voor verschillende plaatjes.
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Chapter 1
Introduction

The subject of this thesis is compression and decompression in embedded systems, in
particular in mobile phones. Images, animations and sounds take a large amount of
memory space in a mobile phone. However, the amount of memory space in an
embedded system like a mobile phone is restricted. The company ICT wanted. a
method to compress the images, animations and sounds in a mobile phone. ICT
contacted the Department of Mathematics and Computing Science of the University
of Groningen to formulate a description of a graduation project. This description
included the selection of a compression method and its implementation. During the
project, I performed the selection, design and implementation of an image
compression method. I also made an evaluation of the compression method using test
results.
The thesis starts with a description of the problem in chapter 2. In this chapter also an
overview of the problem domain is given. In chapter 3 the principles of image
compression and several methods of image compression are discussed. The methods
are compared to each other and one method is selected to be implemented. Chapter 4
gives a detailed description of the selected image compression algorithm. Chapter 5
discusses the implementation of the image compression method. This implementation
is evaluated with test results in chapter 6. The conclusions and future work are given
in chapter 7.
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Chapter 2
Problem description and problem domain

2.1 Problem description
Mobile phones are equipped with more and more advanced functions. In modern
phones, images, animations and advanced sounds are often used. Also those images,
animations and sounds are getting better in quality and bigger in size. This means that
the amount of memory space needed to store those images, animations and sounds is
getting larger. It also takes more processor capacity to process them. However, the
amount of storage space and processor capacity available in an embedded system like
a mobile phone is restricted. This is, because the costs of the memory and the
processor used in the mobile phone need to be as low as possible.
Much memory space in today's mobile phones is used for images, animations and
sounds that are fixed in the phone. These images, animations and sounds cannot be
changed by the user of the phone and are called resources. These resources are used in
the user interface of the phone and for example are start-up or shutdown animations,
menu icons and ring sounds. It is important that these resources take as little as
possible storage space. A way to reduce the amount of memory the resources take is
$tQr thcin stored resoui sat then decQrnpresed
when the phone uses them. Decompressing the resources, however, takes additional
processor power, compared to reading uncompressed resources. When more processor
capacity is needed, then the time, which is needed to put for example an image on the
display, gets longer. It has to be prevented that the user has to wait too long.
Therefore, this additionally needed processor power has to be as small as possible.
Now, we want to select or design (a) compression method(s), which efficiently stores
resources. This method has to fulfil the following requirements:
• The compression method has to store the resources as compactly as possible.
• The decompression of the resources is done by the mobile phone, with its

restricted processor capacity and memory space. The resources have to be
decompressed fast. This means that the complexity of the decompression
algorithm has to be low.

• The compression of the resources is done by a PC. Here, processor capacity and
memory space are not an issue. Therefore, the method does not have to be
symmetrical, concerning the complexity.

2.2 Problem domain
In this section, an overview of the problem domain is given. First, some important
parts of the internal hardware of a mobile phone are discussed. After this, an overview
is given of screens and user interfaces of mobile phones. The last part is about the
usage of sounds in mobile phones.

2.2.1 Mobile phone internal hardware
The cost and the power consumption are two important aspects of a mobile phone.
The costs of manufacturing a mobile phone have to be as low as possible. The power
consumption also has to be as low as possible, in order to maximise the time for
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Chapter 2. Problem description and problem domain

which the phone can operate on the battery. More processor capacity and memory
space generally lead to higher costs and more power consumption. Because of this,
mobile phones have got restricted memory space and processor capacity available.

2.2.1.1 Memory
The memory in a mobile phone is generally divided in two categories: flash memory
and RAM (Random Access Memory). Flash memory is a non-volatile type of
memory, in which data is stored that has to stay in the memory even when the phone
is turned off and there is no power supply. RAM is volatile memory, from which data
vanishes when the power is turned off.
In the RAM of a mobile phone, the phone's operating system stores temporary data.
In the flash memory, however, the operating system itself and the software controlling
the hardware of the phone is stored. Also the resources of the phone are stored in the
flash memory. The resources are the images, animations and sounds used by the user
interface of the phone. Beside the resources, also other data can be stored in the flash
memory by the user of the phone, like phone number, names, messages, images and
ring tones. Because the problem concerns images, animations and sounds that are
stored in the phone as resources, the amount of flash memory is most important.
In each mobile phone, the amount of memory is the result of a balance between the
costs of the memory and the requirements of the phone. So the amount of memory
varies with different types of phones. Currently, in a simple phone the amount of flash
memory is around 32 or 64 Mbit. In more advanced phones, this is around 128 Mbit.
In some newest types of phones, it is around 256 Mbit. In general, the amount of
memory in a mobile phone doubles every year. A substantial part of this amount is
used for the resources. How much is used for the resources, also varies with different
types of phones. A simple phone has got a screen with a relatively low resolution and
colour depth. Such a phone requires less memory for the resources than a more
advanced phone with a screen with a high resolution and colour depth. Because of the
growing requirements on resolution and colour depth, the memory stays a restriction
in the storage of the resources, in spite of the growing amount of memory in a mobile
phone.

2.2.1.2 Processor
The processor used in mobile phones often is a processor specifically designed for the
use in mobile phones. The core is a 16- or 32-bit CPU (Central Processing Unit)
design for embedded purposes, running at a clock frequency of about 30 MHz to more
than 100 MHz in the newest types. The core often is a RISC (Reduced Instruction Set
Computer) design. A RISC processor only supports a minimum amount of basic
instructions. Instructions performing complex operations, which can also be
programmed in software, are not included in the instruction set. This results in a small
chip and a relatively simple processor.
The core generally is accompanied by a DSP (Digital Signal Processor) and several
units for dealing with the sound processing and GSMVGPRS2 (mobile
communications standards) data. The DSP is a processor specifically designed for
processing digital signals, as GSM/GPRS data streams and audio data streams.

'GSM: Global System for Mobile communication
2 GPRS: General Packet Radio Service
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Chapter 2. Problem description and problem domain

2.2.1.3 Internal structure
In Figure 2.1 an overview is given of the internal structure of a mobile phone. The
RAM often is divided in internal RAM, which is included in the processor, and

external RAM. The SIM (Subscriber Identification Module) card is a card provided by
the operator of the mobile phone network. On this card there is a chip, which interacts

- with the mobile phone-and-if which- data-from-the-operator and--from-the- user--is
stored. The radio transceiver takes care of transmitting and receiving the GSMIGPRS
radio signals.

2.2.2 Usage of images and animations
To determine some properties of images and animations which will be compressed, a
survey of the usage of images and animations in mobile phones at present and in the
future is given. First, an overview is given of the resolutions and colour depths of
screens in mobile phones. After this, an description follows of the user interfaces
which are used in mobile phones.

2.2.2.1 Screens

By considering the resolutions and colour depths of the screens used in mobile
phones, it is possible to derive which properties images and animations used in these
phones will probably have. For example, an image displayed on the screen as part of
the user interface in general will not have a higher resolution and colour depth than
the screen itself. So by knowing the usual resolutions and colour depths of screens in
mobile phones, maximum resolutions and colour depths of images and animations
used in interfaces can be determined.
At present, the screen resolutions and colour depths used in mobile phones varies
quite much. The most simple mobile phone uses a monochrome (1 bit) screen with a
resolution of horizontally circa 100 pixels and vertically 50 to 60 pixels. More
advanced phones have got screens with a colour depth of 12 bits (4096 colours) and
sometimes a resolution of horizontally 120 to 130 pixels and vertically 130 to 160
pixels. High-end phones have got screens with a resolution of horizontally circa 176
and vertically circa 220 pixels and a colour depth of 16 bits (65536 colours).

7
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Chapter 2. Problem description and problem domain

In the future, the resolution will grow further to 240 x 320. The colour depth will go
to 18 bits (262144 colours) or even more.
In Table 2.1 an overview is given of the sizes in bits of (uncompressed) images that
are screen-filling at different resolutions and colour depths.

Image resolution Colour depth Image size in bits

100x60 1 6000

130x 130 12 202800

130x 160 12 249600

176x220 16 619520

240x320 18 1382400

Table 2.1

It can clearly be seen that the full-screen image size increases substantially as the
screen resolution and colour depth increase for newer generations mobile phones.

2.2.2.2 User interfaces
Usability of mobile phones is becoming more important. Because of that, in the user
interfaces of mobile phones, more and more images and animations are used. In the
past, menu items were displayed only by using text. At present, text is still used, but it
is supported by images and animations in the form of icons. The advantage of images
is that they are recognisable more quickly by the user than text. The user can get to
know the menu items by looking at the text. When the user knows the menu structure,
he/she can navigate through the menu quickly by looking at the icons corresponding
to the menu items.
In the future the usage of images in user interfaces will increase. As the resolution and
colour depth of the screen increase, the resolution and colour depth of the icons and
other images in the user interface increase. Also, to make icons more recognisable,
more and more animations are used. Animations consist of multiple images displayed
one after each other. These developments result in images for menus taking more and
more memory space.
Another usage of images is as wallpapers, start-up animations and shut-down
animations. A wallpaper is an image used as a background filling the screen of the
phone. Start-up and shut-down animations are full-screen animations, shown when the
phone is turned on or off. It is obvious that these images and animations take a lot of
memory space. Because the screen resolutions and colour depths will increase and the
animations will probably consist of more frames, these images and animations will
need even more memory space in the future.
A possible development in the future is the personalisation of the user interface. There
will be more possibilities for users to adapt the user interface to their personal taste.
Users can for example choose from several themes. Every theme can contain its own
set of menu icons and animations, its own wallpaper and its own text colours. Even
more personalisation is possible when users can choose an icon from a list and assign
it to a certain menu item. In this way, a user can compose a personal set of icons for
the menu items.
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Chapter 2. Problem description and problem domain

2.2.3 Usage of sounds
The sounds which are used in newer mobile phones are becoming more sophisticated.
The most simple sounds consist of beeps of certain frequencies. In this way, it is
possible to form ringing tones or melodies.
In more advanced phones, polyphonic tunes are used. These tunes are played by a
synthesiser using samples. The files of these tunes, in general in the MID! (Music
Instrument Digital Interface) format, specify which notes are played at which time and
which samples are used. Also several effects can be applied. At present, mobile
phones can play 16 to 40 voices at the same time.
In the newest phones, also (sampled) sounds in wave format are used. This can be in
uncompressed or compressed forms.
Sounds consisting of beeps and polyphonic tunes do not take very much memory
space. Sounds in wave format generally are much larger, even when they are
compressed.

2.2.4 Conclusion
The amount of memory and the processor capacity grow steadily as new types of
mobile phones are developed. However, the sizes of images, animations and sounds
used in the user interfaces of mobile phones also grow steadily. Also, the number of
images, animations and sounds in a mobile phone grows, so the amount of memory
needed gets larger. It can be concluded that also in the future in mobile phones, the
use of images, animations and sounds remains restricted by the amount of memory
and the processor capacity. An efficient conpren mcthd can nw_an4 i'Jhc
future be useful in handling this problem.
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Chapter 3
Comparison and selection of image
compression methods

In this chapter, the principles of image compression and several different methods of
performing image compression are discussed. After this, these methods are compared
to each other. Then it is concluded which methods are most suited to be implemented.

3.1 Image compression

3.1.1 Principles
Image compression is used to reduce the relatively large sizes of image files. In Figure
3.1 the process of image compression is shown.

compression decompression
original image

________________

compressed — reconstructed
file — image file image file

Figure 3.1: Image compression

The process starts with the original image file. The image is then compressed,
resulting in a file which, when the compression algorithm is successful, has got a
smaller size than the original image file. This file can now be stored or transmitted.
When the image needs to be displayed, the compressed file is decompressed. The
result is the reconstructed image.
There are two ways to express how much the file is compressed. The first one is the
compression ratio, which is computed as follows:

compression ratio = originalfile size / compressed file size

The second way is the number of bits per pixel (bpp) of the compressed image, which
is computed as follows:

bpp file size / number ofpixels in image

When compared to the bpp of the original image, the bpp of the compressed image
gives the degree of compression. In fact, the bpp of the original image divided by the
bpp of the compressed image is the compression ratio.
For example, when the original image has got 8 bits per pixel and the compressed
image has got 0.5 bit per pixel, then the compression ratio is 8 / 0.5 16.

10



Chapter 3. Comparison and selection of image compression methods

3.1.2 Lossy and lossless compression
There are two categories of compression: lossy and lossless compression. A lossless
compression is a compression where the reconstructed image is exactly the same as
the original image. This means that for each pixel, the bit values are equal. All
compression methods which are not lossless, are lossy. With a lossy method, the bit
values of the pixels of the reconstructed image are not exactly the same as the bit
values of the pixels of the original image. In other words, there is a certain amount of
loss when using a lossy compression method. This loss depends on the compression
ratio. A good lossy compression method limits the visual loss which is perceived by
the user. Some lossy compression methods offer the possibility to control the
compression ratio. In this way, the visual loss can be varied, for example between a
near lossless and a severely distorted reconstruction. Then a balance between small
file size and good image quality can be achieved.

3.1.3 Structure of compression methods
In compression methods, generally three steps can be distinguished. In Figure 3.2, the
compression process is shown.

The first step is the transformation. Then follows the quantisation step. The last step is
the coding. Compression methods can use one, two or all three of these steps.
However, the order of the steps is always the same.
In the decompression process, the same steps are performed in reverse order.
A description of these steps follows next.

3.1.4 Transformation
In this phase, the image is transformed from pixel values into other expressions. In
many cases, the image is expressed in certain basis vectors. The pixel values of the
image are transformed into coefficients of these basis vectors. The reason for this
transformation is that the quantisation step can be performed much better on the
coefficients of the basis vectors than on the pixel values. This step is reversible
without loss of information. There are several possible transforms, which will be
discussed below. There are hybrid image compression methods in which different
transforms are combined, for example a combination of fractal encoding and a
wavelet transform.

3.1.4.1 Discrete Cosine Transform
The Discrete Cosine Transform (DCT) is a transform from the spatial domain (the
pixel values) to the frequency domain. This new domain consists of cosines with
increasing frequency. The result is a series of coefficients of the cosines. The first

11
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Chapter 3. Comparison and selection of image compression methods

coefficients belong to cosines with a low frequency and the last belong to cosines with
a high frequency.
Generally, before this transform is performed, the image is segmented into blocks of
for example 8 x 8 pixels. The transform is then performed on the individual blocks.
The cosine coefficients are computed for each block. This is done, because when the
transform would be performed on the whole image, the memory needed would be
very large. This method is therefore a form of block transform coding.
The image coding standard JPEG segments the image in blocks of 8 x 8 pixels and
then performs a DCT on these blocks.

3.1.4.2 Wavelet Transform
The Wavelet Transform is a transform from the spatial domain to the wavelet domain.
Wavelets are small waves of limited duration. These wavelets can be used to split a
function, for example an image, into two parts: a coarse description and a detailed
description. The coarse part is described by the so-called scaling function and consists
of the approximation coefficients. The detailed part is described by the wavelet and
consists of the detail coefficients. By combining the coarse part and the detailed part,
the original function can be reconstructed. This separation makes it possible to make a
distinction in the importance of the coarse part and the detailed part. For example,
storing the coarse description of an image can be made more important than storing
the fine description of an image.
The splitting of a function in a coarse part and a detailed part is called the
decomposition. After performing this one time, the decomposition can be repeated on
the coarse part (the approximation coefficients). Then a second decomposition level is
added. In this way, a function can be decomposed recursively using several
decomposition levels.
Certain wavelets are nonzero only on a compact interval of the function domain, in
contrary to for example cosines. This property is very useful for image coding.
The image is not segmented into blocks before the transform, in contrary to the
process of the DCT. This means that the transform is applied to the whole image at
once.
An example of an image coding standard which uses a wavelet transform, is JPEG
2000.

3.1.4.3 Fractal encoding
In fractal encoding, the image is transformed into descriptions of relations between
different parts of the image. Many parts of an image can also be found somewhere
else in the image, possibly after performing some operations like scaling, rotation and
changing the brightness. During the transformation, the image is segmented into
blocks (ranges). Then, for each block (range), another part (domain) of the image is
searched which is similar, possibly after performing some operations. Only the
translations and other operations are stored by the encoder.
When the encoded image is decoded, the stored operations are applied to an initial
image, which is stored in the decoder and is the same for every encoded image. The
stored operations are iteratively applied. For each iteration all operations are
performed. With each iteration the reconstructed image becomes more similar to the
original image. When the operations cease to change the reconstructed image, the
decoding is finished.

12



Chapter 3. Comparison and selection of image compression methods

3.1.4.4 Predictive coding
With predictive coding, the pixel values are predicted by using the values of
surrounding previous pixels. The error between the predicted value and the real value
of the pixel is encoded. A simple technique is Differential Pulse Code Modulation
(DPCM). Here, for every pixel the difference between the pixel and the pixel before it
is encoded. More advanced methods use more surrounding pixels. Predictive coding is
used in some advanced lossless image compression methods, for example the lossless
image coding standard JPEG-LS.

3.1.4.5 Contour encoding
When contour encoding is used, contours or objects are extracted from the image. The
image is then described in the forms and positions of contours or objects. This only
works well with images consisting of simple graphics using few colours.

3.1.4.6 Finite automata
Image coding using finite automata is partly similar to fractal encoding. The image is
segmented into non-overlapping blocks (subimages). Then each block (range) is
encoded using subimages from the domain pool. This is done by using linear
combinations of the domain images. In contrast to fractal encoding, no operations like
scaling or rotation are performed. The encoded image is stored in the form of a
Weighted Finite Automaton (WFA). In this automaton, the states represent different
parts of the image. The transitions between the states represent the relations between
the different parts of the image._The_weights represent the values of the pixels.
Ritivfñjjchrésj.h has been

3.1.5 Quantisation
In the quantisation step, a data reduction is performed. In this step, lossy compression
is achieved. In lossless compression methods, there is no quantisation step. Two forms
of quantisation are discussed next.

3.1.5.1 Scalar quantisation
This quantisation is performed on scalars. There are two ways to perform scalar
quantisation. The first is to discard all values which are below a certain threshold. In
this way, only the coefficients from the transformation step are stored, which are
important enough.
The second way is to store only the most significant bits of the values. In this way, the
number of colours in an image is reduced.

3.1.5.2 Vector quantisation
The quantisation can also be performed on vectors. Here, a code book is used. This
code book is a set of common blocks of pixels. Then, for each block of pixels in the
image the most similar block from the code book is chosen. In this way, a block of
pixels is reduced to a value which refers to a certain block in the code book. The
amount of loss which occurs in this step, depends on the number of blocks in the code
book. Generally, vector quantisation is used without a preceding transformation step.

3.1.6 Coding
In the coding step, the file of values from the preceding steps (below called the input
file) is represented in a form as compact as possible. The purpose is to decrease the
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Chapter 3. Comparison and selection of image compression methods

number of redundancies in the data. This is done in a lossless way, so this step can be
reversed without loss of data when decompressing the image. In some lossless
compression methods, this is the only step where data compression takes place.
Several methods of coding are discussed below. Sometimes different methods are
used after each other in the coding step. For example, often Huffman encoding is
applied after run-length encoding.

3.1.6.1 Run-length encoding
Run-length encoding is the simplest form of coding. It replaces a set of repeated
values by only one value, combined with the number of occurrences of the value. For
example, the string "aaaaa" is replaced by "5a". It is obvious that the encoded string
takes less space than the input string.

3.1.6.2 Huffman encoding
When Huffman encoding is performed, for each value the number of occurrences of
that value in the input file is determined. Then a codeword is assigned to each value.
This codeword is short (consisting of a low number of bits) when a value occurs often
in the file. The codeword is long (consisting of a high number of bits) when a value
occurs rarely in the file. The encoded file consists of the codewords corresponding to
the values in the input file. A large part of the file consists of values which occur
often. These values are encoded using codewords which consist of a smaller number
of bits than the values in the input file. In this way, the file size is reduced. Even when
values which occur rarely are encoded using codewords which consist of a larger
number of bits than those values consist of in the input file, the overall encoded file
size is smaller than the input file size.

3.1.6.3 Arithmetic encoding
In contrary to Huffman encoding, where a codeword represents one value in the input
file, in a file encoded using arithmetic encoding, one codeword represents a sequence
of values from the input file. The codeword here is a number on the interval of 0 to 1.
Before encoding, the probability of a value is determined by the number of
occurrences of the value in the input file. Then to each value an interval between 0
and 1 is assigned, from which the width corresponds to its probability. When
encoding, the algorithm starts with the interval [0,1]. Then the algorithm for each
value in the input file recursively narrows the interval to the subinterval which
corresponds to the interval assigned to the value to be encoded.
For example, when the string "bab" is encoded, the probability of "a" is 1/3 and the
probability of "b" is 2/3. Then the interval [0,0.33] is assigned to "a" and the interval
[0.33,1] to "b". When the first "b" is encoded, the starting interval [0,1] is narrowed to
[0.33,1]. When the "a" is encoded, the interval is narrowed to [0.33,0.55]. When
finally the second "b" is encoded, the interval is narrowed to [0.40,0.55]. The string
"bab" can now be encoded by a number in the interval [0.40,0.55]. When this number
uses as few bits as possible, then the string is encoded in a codeword of minimal
length. Because of this, arithmetic encoding is an optimal coding method.

3.1.6.4 Golomb-Rice encoding
When Golomb-Rice encoding is used, a value from the input file is encoded in one
codeword, like Huffman encoding. The probability of all values in the input file is
determined. Then those values are arranged in descending order of probability. In this
order increasing integers are assigned to the values starting with 0. Then the integer
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corresponding to the value is encoded. The coding of the integer is split in two parts.
The least significant bits are binary coded. The most significant bits are unary coded.
Golomb-Rice encoding is most efficient for a exponentially decaying probability of
the increasing encoded integers.

3.1.7 Data organisation
In some image compression methods, one can add an extra step between the
quantisation and the coding step. This step can be called the data organisation step and
deals with the way the data is stored.

3.1.7.1 Zig-zag scan order
An often used form of data organisation is the zig-zag scan order. Here, the
coefficients of the transformation are stored in order of the frequency of their basis
vector, the lowest frequency first. This order has got the form of a zig-zag line, when
displayed in a two-dimensional matrix of the coefficients. In the quantisation step, the
coefficients with values below the threshold are thrown away by setting them to 0.
Often, those coefficients are next to each other. This results in long runs of 0's in the
zig-zag scan. These runs of 0's can then be efficiently encoded using run-length
encoding.

3.1.7.2 Zero-trees
Another method of data organisation is the use of zero-trees. Here, the coefficients of
the transformation are stored in trees. In the root the coefficient of the basis vector

hildren store the coefficients of basis vectors
with higher fineness. The deeper in the tree, the higher the fineness of the basis vector
corresponding to the stored coefficient.
The coefficients which are thrown away by setting them to 0, generally correspond to
basis vectors with high fineness. Because of this, it often occurs that a sub-tree
consists of 0's only. This sub-tree can then be stored as a zero-tree. Only the root of
the zero-tree has to be stored. In this way, the thrown away parts of the tree with
coefficients are stored efficiently.

3.1.8 Progressive coding
Progressive coding or multiresolution coding stores the image in increasing detail. At
the beginning of the file, only the coefficients of the basis vectors with the lowest
fineness are stored. After that the coefficients of higher fineness follow, until all
coefficients are stored.
The advantage of progressive coding is that it is possible for the decoder to decode the
image only up to the resolution or detail needed. When the needed resolution or detail
has been reached, the decoder can just stop reading the file. This is faster than
decoding the complete file and then bringing the resolution down to the desired level.
Also it becomes possible to display the image progressively while the image is
decoded. Then, first an image of a low resolution or detail is displayed, followed by
images of higher resolutions or detail, until the complete file is decoded and the image
has got the maximum resolution or detail.
A method to store image data progressively is pyramid coding. This method stores the
data in the form of a pyramid. In the top of the pyramid the data with the lowest
resolution or detail is stored. In every layer below in the pyramid data with a higher
resolution or detail is stored. In every layer the difference with the upsampled data of
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the layer above is stored. Because every layer depends on the layer above, this is a
form of hierarchical coding.

3.2 Comparison and selection
In order to determine which methods are the most useful to implement, the different
methods are compared with each other for each step in the compression process. This
comparison is done using two criteria. The first is how well the method contributes to
a high compression ratio. The second is the decoding complexity. The scores which
are assigned to these criteria are, in increasing order: --, -, 0, +, ++. For example,
when a + is assigned to the compression criterion, this means that the method
contributes well to a high compression ratio. When a - is assigned to the decoding
complexity criterion, this means that the method has got a high decoding complexity.

3.2.1 Transformation
In Table 3.1, a comparison of the transformation methods is made.

Method Compression Decoding complexity

Discrete Cosine Transform + +

Wavelet Transform -H- +

Fractal encoding ++ -

Predictive coding + +

Contour encoding -- +

Finite automata ++ -

Table 3.1

The Discrete Cosine Transform is the most used transform at present. The usage of
the Wavelet Transform is increasing. A disadvantage of the Discrete Cosine
Transform is the segmentation of the image in blocks. Especially at a high
compression ratio, it is possible that the blocks do not connect well to each other.
When that is the case, the borders between the blocks are visible in the reconstructed
image. Because the image is not segmented into blocks, this problem does not occur
when the Wavelet Transform is used. Another advantage of the Wavelet Transform is
that the wavelet functions which generally are used, are non-zero on a short interval,
in contrary to the cosine functions of the Discrete Cosine Transform. Because of this,
the Wavelet Transform is somewhat more fit to encode sharp edges in the image.
Because of the reasons above, the images compressed using the Wavelet Transform
are generally of better quality than images compressed using the Discrete Cosine
Transform [1, 2]. The complexity of the Wavelet Transform does not differ much
from that of the Discrete Cosine Transform.
With fractal encoding and finite automata, also high compression ratios can be
reached [3, 4]. The ratios are generally not higher than with the Wavelet Transform, at
equal image quality [5]. However, these methods have got a higher complexity than
the Discrete Cosine Transform and the Wavelet Transform. Especially the encoding
complexity is very high.
Advanced forms ofpredictive coding can achieve moderately high compression ratios
[6]. Contour encoding only works well with images consisting of line drawings using
few colours. Other images generally compress very badly.
Fractal encoding and finite automata are too complex to be implemented here and are
therefore abandoned. Because all sorts of images have to be encoded, contour
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encoding is not useful either. The Wavelet Transform is more useful than the Discrete
Cosine Transform and predictive coding, because of the higher compression ratios.
Therefore the Wavelet Transform is chosen to be implemented.

3.2.2 Quantisation
In Table 3.2, a comparison of the quantisation methods is made.

Method Compression Decoding complexity
Scalar guantisation -H- ++
Vector guantisation ++ +

Table 3.2

Scalar and vector quantisation contribute to high compression ratios in lossy
compression methods. The complexity of both methods is relatively low. When vector
quantisation is used, some complexity is added by the use of a codebook.
Scalar quantisation is usually used after the Wavelet Transform. Because of this and
its simplicity, scalar quantisation will be used in the implementation.

3.2.3 Coding
In Table 3.3, a comparison of the coding methods is made.

Method Compression Decoding complexity
Run-length encoding - - H

Huffman encoding + 0

Arithmetic encoding ++ -

Golomb-Rice encoding + +

Table 3.3

The complexity of the simple technique run-length encoding is very low. The
achievable compression ratios are not very high, however. The achievable
compression ratios of Huffman and Golomb-Rice encoding are high. Especially
Golomb-Rice encoding has got a relatively low complexity. Arithmetic encoding
achieves the highest compression ratios possible. However, the complexity of
arithmetic encoding is quite high. [7]
Arithmetic encoding is too complex for this implementation. The most appropriate
and usual methods are run-length encoding and Huffman encoding used after each
other. Alternatively, Golomb-Rice encoding can be used.

3.2.4 Data organisation
In Table 3.4, a comparison of the data organisation methods is made.

Method Compression Decoding complexity
Zig-zag scan order + +
Zero-trees ++ +

Table 3.4

At some added complexity, the zig-zag scan order or zero-trees increase the
compression ratio. Especially zero-trees form an efficient method to store the
coefficients. [1]
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Zero-trees can be added in the implementation and are the most appropriate in
combination with the Wavelet Transform.

3.3 Conclusion
The compression method that will be implemented uses the Wavelet Transform in the
transformation step. The Haar wavelet will be used, because of its simplicity. The
decoding complexity can then be kept low. The resulting coefficients are quantised
using scalar quantisation. As the final step, these values are encoded using mn-length
encoding followed by Huffman encoding.

18



Chapter 4
Image compression algorithm

This chapter discusses the different parts of the image compression algorithm that has
been chosen to be implemented. In Figure 4.1, the structure of the compression
algorithm is shown.

The input of the algorithm is a bitmap containing an image. This is a two dimensional
array (matrix) for a greyscale image or a three dimensional array (matrix) for a colour
image. The values in this bitmap are the intensities of the pixels in the image. For a
colour image, these intensities are given for the colours red, green and blue (RGB)
separately.
The-image is processed consecutively by-the different steps of-the compression
algorithm: the pre-processing, the transformation, the quantisation and the coding.
A coded image can be decompressed by the decompression algorithm, of which the
structure is shown in Figure 4.2.

The steps are performed in reverse order: the decoding, the inverse transformation and
the post-processing. There is no inverse quantisation step, because the data reduction
of the quantisation cannot be made undone.
In each of the following sections, a step of the algorithm will be discussed. First, the
pre- and post-processing are described, then the transformation and the inverse
transformation, followed by the quantisation and finally the coding and decoding.

4.1 Pre-processing
The pre-processing step is the first step in the compression algorithm. Here, the image
is converted from ROB pixel values to YUV pixel values. This conversion is only
done for colour images, not for greyscale images.
In the input bitmap, the colour of the pixels is stored as three intensities: the intensity
of the colour red, the intensity of the colour green and the intensity of the colour blue.
These are the ROB pixel values. On the display, the colour of each pixel is composed
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Figure 4.1: Structure of the compression algorithm

Figure 4.2: Structure of the decompression algorithm
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of the specified amounts of red, green and blue light. In this way, mixing red, green
and blue can compose every colour.
Research has shown that the human eye can see considerably more detail in the
brightness of an image than in the colours of an image. This means that the brightness
information in an image is more important than the colour information. When
performing a lossy compression on an image, more can be discarded of the colour
information than of the brightness information. To be able to do this, the brightness
and the colour information of an image have to be separated.
In the algorithm, this separation is done by the conversion of the RGB colour space to
the YUV colour space. The YUV colour space, also called the YCbCr colour space, is
one of the most suited colour spaces for use in image compression [8]. In the YUV
domain, each pixel has three values, Y, U and V. Y is the luminance, which is the
brightness of a pixel. U is the blue chrominance and V is the red chrominance. The
chrominance is the colour information of a pixel. Because the U and V components
are less important for the human eye than the Y component, the U and V components
can be quantised more than the Y component.
The conversion takes place in the following way [9]:

Y 0.299 0.587 0.114 R

U = —0.1687 —0.3313 0.5 G

V 0.5 —0.4187 —0.0813 B

4.2 Post-processing
When decompressing a coded image, the YUV pixel values have to be converted back
to the RGB pixel values. Therefore, the post-processing with a conversion from YUV
toRGB is the last step in the decompression algorithm. Again, this conversion is only
done for colour images, not for greyscale images.
This computation is the inverse of the computation of RGB to YUV and takes place in
the following way [9]:

R 1 0 1.4o2oyY
G = 1 —0.3441 —0.714111U

B 1 1.7720 0

4.3 Transformation
After the pre-processing, the transformation takes place. The transformation makes
the image data more suited to quantise. In the algorithm, the Haar wavelet transform
is used. The pixel values are transformed to coefficients of Haar wavelets.

4.3.1 Wavelets
Wavelets are small waves of limited duration. They form a mathematical tool for
hierarchically decomposing functions. Such decomposition splits a function into two
parts: a coarse description and a fine description. A decomposition of a function can
be useful for analysing or editing the function. A decomposed function also can be
stored in an efficient way. This last application is used in image compression using
wavelets.
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1(x)

Figure 4.3

Now, consider a piecewise-constant function on the interval [0, 1), for example the
one in Figure 4.3. This function can be seen as a sequence of coefficients of a certain
length. This can be, for example, a one-dimensional image. The sequence of
coefficients is then a sequence of pixel values. This sequence can be thought of as a
vector. The function from Figure 4.3 can then be thought of as vector (9, 7, 3, 5).
All possible functions or vectors form a vector space V. The vector space V contains
all possible vectors of length 2'. For example the vector (9, 7, 3, 5) is an element in the
vector space V2. Every vector in V1 is also contained in V+j. For example, the vector
(9, 7, 3, 5) in V2 is contained in V3 as (9, 9, 7, 7, 3, 3, 5, 5). This means that the vector
spaces are nested:

V0cV1cV2c•

0
00

__________________________

I I I

0 112 I

Figure 4.4: The box scaling function band the
Haar wavelet .v

Now, a basis is needed for each vector space. Then, each vector in the vector space
can be described with a combination of the basis functions. In wavelet theory, these
basis functions are called scaling functions ç& For example, a simple basis for V is
given by the set of scaled and translated "box" functions:

Ø1(x)=Ø(2x—i)

where

Ii

0 otherwise
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The box scaling function is shown in Figure 4.4. By scaling and translating the box
function, for example a basis for V2 can be formed. The four box functions forming a
basis for V2 are shown in Figure 4.5. Then, every vector in V2 can be described with a
combination of these four box functions.

Li
2 i

_____________

Figure 4.5: The box functions forming a basis for V2

Next, a new vector space t3 can be defined as the orthogonal complement of V in

Then, W', is the space of all vectors in V+j that are orthogonal to all vectors in V.

Orthogonal means that the inner product of two vectors or functionsf g E V is equal

to 0:

(f, g) := Jf(x)g(x)dx =0

The vectors in 14' can be thought of as a means for representing the parts of a vector in
V+1 that cannot be represented in V. So every vector in V+, can be described by a
vector from V, (the coarse part) combined with a vector from W (the detailed part). A

basis for the vector space W, can be formed by a collection of functions, called
wavelets Lp This basis of W, together with the basis of V, forms a basis for V+. Also,
every basis function of W, (wavelet) is orthogonal to every basis function of V
(scaling function). The scaling functions describe the coarse part of a vector and can
be combined with the wavelets i,v, which describe the detailed part.
The wavelets corresponding to the box functions are known as the Haar wavelets:

where

I forO�x<l/2
forl/2�x<l

0 otherwise

The Haar wavelet is also shown in Figure 4.4. This Haar wavelet also can be scaled
and translated. The four Haar wavelets forming a basis for W2 are shown in Figure
4.6.
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Figure 4.7: The Daubechies D4 scaling Figure 4.8: The Daubechies D4 wavelet
function
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Figure 4.10: The Daubechies D8
wavelet

Some wavelets perform considerably better in image compression than the Haar
wavelet, concerning image quality and compression ratio. However, the Haar wavelet
has been chosen to be implemented, because of its simplicity. With the Haar wavelet,
it is possible to keep the number of floating point computations in the decoding as low
as possible. Most decoding computations can be done with integers, which is faster
than computing with floating point numbers. When a less simple wavelet would be
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Figure 4.6: The Haar wavelets forming a basis for W2

The Haar wavelet is not the only wavelet. There exist many more, less simple,
wavelets. Some of them are well suited for image coding. Well known are the
Daubechies wavelets. Examples from the Daubechies wavelet family are shown in
Figure 4.7, Figure 4.8, Figure 4.9 and Figure 4.10. The Haar wavelet is the lowest
order Daubechies wavelet.
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used, then the use of floating point computations would be necessary in the
transformation.

4.3.2 Wavelet transform
Again, take the example vector (9, 7, 3, 5), corresponding to the functionf Express
this function in the box basis functions in V2:

f(x) = cb (x) + c (x) + cØ (x) + cØ3 (x)

Or, when using vectors:

9 1 0 0 0

7 20 21 20 20
3

=0
1 0

5 0 0 0 1

With the coefficients cf filled in, it becomes:

9 1 0 0 0

7 0 1 0 0
=9 +7 +3 +5

3 0 0 1 0

5 0 0 0 1

A graphical representation is shown in Figure 4.11.

/x) 9x

+7x

+3x

+5x

II
II
II
II

Figure 4.11

Now, express the vector in the basis functions in Vi and Wj:

f(x) = cçb (x) + :: (x) + dyi (x) + dtj4 (x)

Here, cf is the approximation coefficient, belonging to the scaling function Ø'. d,' is

the detail coefficient, belonging to the wavelet '. When using vectors, it becomes:
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This can be split:

(9')(l 1c
7) — 1 — 1Ad
(3'(1 I

15)1 —lAd:

Now, the values of the coefficients can be computed like this:

11(c)(1 1 (9)(8
td)11 —1) 7) ! _! 17)1

2 2

1 1"3j4
d:) i —i) s[ ! —i 5)—1

2 2)

/1x)8x I I

+4x I I

+Ix

+-Ix

r1r]
Figure 4.12

Here, the coefficients are averaged and the difference is computed. The first two
coefficients (9, 7) are taken. Then the average is computed, 8. This is the first
approximation coefficient. Also the difference between the coefficients (9 and 7) and
the average is computed: (9-7)/2 = 1. This is the first detail coefficient. The same is
done for the second pair of coefficients (3, 5). When the approximation coefficients
are put after each other, followed by the detail coefficients, the result is: (8, 4, 1, -1).
This process is called the wavelet transform or the wavelet decomposition. This can
also be represented graphically, as shown in Figure 4.12.
Now, a second decomposition level can be added by expressing the vector in the basis
functions in Vo, Wo and Wi. The coefficients corresponding to the basis functions in
Wi are already known. Therefore, the wavelet transform is applied only to the
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approximation coefficients (8, 4). Averaging and differencing yield (6, 2). See Figure
4.13.

f(x) = cø: (x) + dy4 (x) +di/I (x) + d1v (x)

/(x)6x I I

+2x

+Ix

Figure 4.13

Now, the final result is: (6, 2, 1, -1). This is the Haar wavelet transform of (9, 7, 3, 5)
with two decomposition levels.
The wavelet transform can be seen as a filter bank, as shown in Figure 4.14.

HHH

HHG

HG

G

In filter H, the approximation coefficients are computed, resulting in a low-resolution
part. The detail coefficients are computed in filter 0, resulting in a high-resolution
part. Therefore, H is a low pass filter and G is a high pass filter. The results of the two
computations are then downsampled (L2). This means that the number of samples is
reduced by factor 2. This is repeated recursively on the approximation coefficients,
depending on the number of decomposition levels. In Figure 4.14, a transform with
three decomposition levels is performed.
In Figure 4.15, the result of decomposition of a vector is presented graphically.

HHH HHG HG G

Figure 4.15: Decomposed vector
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4.3.3 Two-dimensional wavelet transform
Images are two-dimensional. Because of this, there is a two-dimensional wavelet
transform. First, the (one-dimensional) wavelet transform is performed horizontally
on every row of the image, row by row. Then, the wavelet transform is performed
vertically on every column of the result, column by column. After this, the result is a
two-dimensional wavelet transform with one decomposition level, see Figure 4.16.

H
H

G
H

H
G

G
G

Figure 4.16: Two-dimensional wavelet
transform with one decomposition level

To get a two-dimensional transform with two decomposition levels, the procedure is
repeated on the approximation coefficients (in the upper left quarter). See Figure 4.17.
This type of two-dimensional wavelet transform is called the non-standard
decomposition. This type is used in the algorithm. In the standard decomposition,

HH HG
HH HH
HH HG
HG HG

G
H

H
G

G
G

Figure 4.17: Two-dimensional wavelet
transform with two decomposition levels

which is not used, the transform is performed first on every row for all decomposition
levels. Then the transform is performed on every column for all decomposition levels.
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As an example of a two-dimensional wavelet transform of an image, see Figure 4.18
and Figure 4.19. Figure 4.18 displays the image. Figure 4.19 displays the two-
dimensional Haar wavelet transform of the image with two decomposition levels. In
this figure, the dark detail coefficients are negative and the light detail coefficients are
positive.

4.4 Inverse transformation
In the decompression algorithm, the wavelet coefficients have to be transformed back
to pixel values. This is done in the inverse transformation step.
The original values can be reconstructed by combining the approximation and detail
coefficients. To get the original values back from the Haar wavelet transformed
example (6, 2, 1, -1), the inverse Haar wavelet transform is performed.
In the first level of the reconstruction, the first approximation and detail coefficients
are taken: 6 and 2. Then the inverse transform is computed by adding the detail
coefficient and its opposite to the approximation coefficient: (6+2, 6-2) = (8, 4). In the
second level of the reconstruction, this is repeated on the approximation coefficients
(8, 4) and the detail coefficients (1, -1): (8+1, 8-1, 4+-i, 4--i) = (9, 7, 3, 5). Now the
original vector has been reconstructecL
This process can also be seen as a filter bank, see Figure 4.20.

HHH

HHG

HG

G

28

Figure 4.18: Original image Figure 4.19: Haar wavelet transfOrmed
image

I

Figure 4.20: Filter bank for an inverse wavelet transform
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Here, an inverse transform with three reconstruction levels is performed. First, the
input coefficients are upsampled (12). Then, the inverse filter H1 transforms the
approximation coefficients. The inverse filter transforms the detail coefficients.
These two results are summed to get the approximation coefficients for the following
reconstruction level. These steps are repeated for each level. The number of levels in
the reconstruction is equal to the number of levels in the decomposition. After the last
level, the original signal has been reconstructed.
This inverse transform is performed two-dimensionally. For each reconstruction level,
first the (one-dimensional) inverse transform is performed vertically on every column
of the image. Then it is performed horizontally on every row.
More about wavelets and filter banks can be found in [10] and [11].

4.5 Quantisation
After the data has been transformed to the wavelet domain in the compression
algorithm, the quantisation can take place. A data reduction is achieved by discarding
information, contained in the coefficients. In the algorithm, two types of quantisation
are used: thresholding and uniform quantisation. They are performed after each other:
first thresholding, then uniform quantisation.

4.5.1 Thresholding
Thresholding, also called dead zone quantisation, is performed only on the detail
coefficients of the transformed image. A threshold is determined, below which all
detail coefficients are discarded.Becausedetai1 coefficient& can be negative, the
absolute value of the detail coefficients is used. For example, when the threshold is set
on 2, all detail coefficients with a value between -2 and 2 are discarded. In the
algorithm, when a coefficient is discarded, it is assigned a value of zero. When there
is a relatively high number of zeroes in the quantised image, these zeroes can be
coded very efficiently. This leads to a high compression ratio. In Figure 4.21,
thresholding is presented graphically.

The idea behind thresholding is that small detail coefficients represent small variation
or detail in the image. When this variation or detail is left out, humans will see no or
not much difference. So using thresholding, the information in the transformed image
can be reduced, while keeping the decrease in image quality small.
A higher threshold will lead to a higher compression ratio, but a lower quality of the
reconstructed image. By varying the threshold, the desired balance between
compression ratio and image quality can be searched.
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4.5.2 Uniform quantisation
Uniform quantisation rounds the coefficients into buckets. This type of quantisation is
applied to both the approximation and the detail coefficients. The whole range of
values is divided uniformly into buckets of a certain width. For example, a value

range of [0, 40) can be divided into buckets of width 4. This results in 10 buckets. The
first bucket has range [0, 4), the second [4, 8), the third [8, 12) and so on. Now all

values falling in a certain bucket are quantised or rounded to the same value. For
example, the value 4 is quantised to 6, 3.5 is quantised to 2 and 10 is quantised to 10.
Detail coefficients can be negative. For a good quantisation, the buckets have to be
symmetrical around zero. This ensures that zero stays zero after quantisation and that
the quantisation is the same for negative and positive coefficients. It is prevented that
an offset is introduced. In Figure 4.22, uniform quantisation is shown graphically.

When the bucket width is small, the average difference between the quantised value
and the original value will be small. Then the viewer will see no or not much

difference between the original and the quantised image.
Because for every bucket only one value is used, the set of used values becomes much
smaller after quantisation. The data can now be coded more compactly, which means
a higher compression ratio.
A higher bucket width will lead to a higher compression ratio, but a lower quality of
the reconstructed image. By varying the bucket width, the desired balance between
compression ratio and image quality can be searched.
Of course, thresholding and uniform quantisation can be combined. Then, the
threshold and the bucket width can both be varied to find a good compression ratio
and image quality. However, when you want to use thresholding, the threshold has to
be higher than the half of the bucket width. Otherwise, the dead zone falls within one
bucket and the thresholding does not have any effect. In Figure 4.23, the combination
of thresholding and uniform quantisation is shown.
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Figure 4.23: Combination of
thresholding and uniform quantisation

4.6 Coding and decoding
After the quantisation step in the compression algorithm, the coding is performed.
Here, the quantised coefficients are coded compactly in a bitstream. How compact
this bitstream will be, depends on the quantisation. The stronger the quantisation is,
with a high threshold and a great bucket width, the smaller the bitstream will be. In
the coding step, two types of coding are performed after each other: first run-length
encoding, followed by Huffman encoding. In the decoding step of the decompression
algorithm, they are performed in reverse order: first Huffman decoding, followed by
run-length decoding. These two coding types are explained next.

4.6.1 Run-length encoding
First, the coefficients are run-length encoded. The two-dimensional matrix of
coefficients is read column by column or row by row to get a one-dimensional vector.
For example, consider the matrix in Figure 4.24. The matrix is read column by
column to get the shown vector.

821

___________________

* 1813171214191115141
7I9Ij,4

Figure 4.24: Reading the input matrix

In the vector, runs of repeated values are searched. For example, in the vector (3, 2, 5,
5, 5, 5, 8) there is a run of 5's of length 4. Such a run can be coded efficiently by
storing the value (5) only once, combined with the length of the run (4). Now only
two values (5 and 4) have to be stored, instead of four. In this way, compression can
be achieved.
The output of the run-length encoding of the algorithm consists of a values vector and
a counts vector. In the values vector, the values themselves are stored. In the counts
vector, the lengths of the runs and blocks are stored. There are two different coding
situations:

• The input is a block of varying values, without a run of a repeated value. For
example, the vector (9, 4, 2, 6, 4, 1). This input is coded by storing the values
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Chapter 4. Image compression algorithm

of the vector in the values vector. The length of the block, 6, is then stored in
the counts vector.
The input is a run of a repeated value. For example, the vector (3, 3, 3, 3, 3).
This is coded by storing a 3 in the values vector. The length of the run, 5, is
stored in the counts vector.

A distinction between storing the length of a block of varying values and the length of
a run of a repeated value has to be made. A possibility is using positive values for the
length of a block of varying values. Negative values can then be used for the length of
a run of a repeated value.
In Table 4.1, some example input vectors and output vectors are shown.

Input Output
Values vector Counts vector

(9, 4, 2, 6, 4, 1) (9, 4, 2, 6, 4, 1) (6)
(3, 3, 3, 3, 3) (3) (-5)
(6, 3, 2, 5, 5, 5, 5, 8) (6, 3, 2, 5, 8) (3, -4, 1)
(2, 2, 2, 9, 7, 4, 7, 7, 7, 7) (2, 9, 7, 4, 7) (-3, 3, -4)

Table 4.1

The reason for the separation in a values vector and a counts vector is, that the
probability distribution generally is different for the values and for the counts.
Because of this, it is better to perform the Huffman encoding separately for the values
and the counts.
In (transformed) images, there often are planes of equal colour. These can be coded
efficiently with the run-length encoding. In this way, compression is achieved.

4.6.2 Run-length decoding
While run-length decoding, the original vector is reconstructed from the values vector
and counts vector. This can be done straightforwardly. A block of varying values is
copied to the output vector. A run of a repeated value is decoded by adding the
repeated value as many times to the output vector as is indicated in the counts vector.
The output is written to a two-dimensional matrix in the same way as the input was
read by the run-length encoder.

4.6.3 Huffman encoding
After the run-length encoding in the compression algorithm, the Huffman encoder
codes the values vector and counts vector separately. The Huffman encoding consists
of two steps. First, the Huffman table is constructed. Then, the actual coding can be
done.

4.6.3.1 Huffman table
•
Before Huffman encoding can be performed, the Huffman table has to be constructed.
This is done separately for the values vector and counts vector. This results in two
separate Huffman tables: the values table and the counts table.
First, for every possible value in the used range of the input vector, the number of
occurrences or frequency is determined. Consider the following example vector of
length 10:

(4, 2, 5, 2, 1, 3, 2, 1, 4, 4)
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Table 4.2 displays the number of occurrences of each value.

Value Number of occurrences
1 2

2 3

3 1

4 3

5 1

Table 4.2

In order to make the Huffman table, first a Huffman tree has to be constructed. To do
this, place every value in a separate leaf node. Then, sort the table so that the number
of occurrences is in ascending order. See Table 4.3 and Figure 4.25.

Node Number of occurrences
3 1

5 1

1 2

2 3

4 3

1Th11

Table 4.3 Figure 4.25

Then, take the first two nodes (rows) from the table. Here, these are the nodes 3 and 5.
They are the nodes with the lowest numbers of occurrences. Now, make a new node, -
1, which has the nodes 3 and 5 as its children. Remove the nodes 3 and 5 from the
table and replace them with the new node -1. The corresponding number of
occurrences becomes the sum of the numbers of occurrences of the nodes 3 and 5.
Then, again sort the table. See Table 4.4 and Figure 4.26.

Node Number of occurrences
-1 1+1=2
1 2
2 3

4 3

Table 4.4 Figure 4.26

Again take the first two nodes from the table and repeat the whole process. Now, a
new node -2 is made. See Table 4.5 and Figure 4.27.

Node Number of occurrences
2 3

4 3

-2 2+2=4

Table 4.5 Figure 4.27

Repeat the process two times. First, see Table 4.6 and Figure 4.28. Then, see Table
4.7 and Figure 4.29.
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Node Number of occurrences
-2 4

-3 3+3=6

Table 4.6

Node Number of occurrences
-4 4+6= 10

Figure 4.28

Table 4.7 Figure 4.29

Take the tree from the last step. Now, assign the bit value 1 to every branch from a
parent node to its left child node. Assign the bit value 0 to every branch from a parent
node to its right child node. See Figure 4.30.

Figure 4.30: Huffman tree

This tree is called the Huffman tree. The root of this example tree is the node -4. Now,
the codeword for every value is formed by the bit values (0 or 1) of the branches on
the way from the root to the corresponding leaf node. See Table 4.8.

Value Codeword
1 10

2 01

3 111

4 00
5 110

Table 4.8: Huffman table
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This is the Huffman table. To every value a codeword is assigned, consisting of a
number of bits.
The length of a codeword (the number of bits) depends on the number of occurrences
of the corresponding value. The more a value occurs in the input, the shorter the
codeword is.
Another property, which the codewords have, is the prefix property. This means that
no codeword is the prefix of another codeword. This ensures that, while Huffman
decoding, one codeword cannot be confi.ised with another codeword.

4.6.3.2 Encoding
Huffman encoding of the input vector is straightforward. For every value from the
input vector, the corresponding codeword is stored in the output vector. In this way,
the data is encoded into a bitstream.
Again, consider the example vector:

(4,2,5,2,1,3,2,1,4,4)

Now, for every value in the vector, add the corresponding codeword from the
Huffman table to the output. This results in:

(001011110101110111 1l0ll10l00l00)

The codewords are separated by a I which is only for readability and is not stored.
This bitstream has a length of 22 bits; When the- input vector would be- coded in the
normal way, at least 3 bits per value would be needed. This results in a length of 30
bits. So here, the Huffman encoding has reduced the number of bits needed from 30 to
22. In this comparison, the space needed for the storage of the Huffman table is not
taken into account.
Values that occur often in the input are coded with codewords that are shorter than the
codewords of the original data. So a large part of the data can be coded more
compactly in the output than in the input. Values that occur rarely are coded with
codewords that possibly are longer than the codewords of the original data. However,
because these values occur rarely, this will not have a big effect on the output size. In
general, the output size is substantially smaller than the input size.
In the algorithm, the values vector and the counts vector are coded separately. This
results in two separate bitstreams: the values bitstream and the counts bitstream.

4.6.4 Huffman decoding
The Huffman decoder decodes the bitstream using the accompanying Huffman table.
The first bits of the un-decoded input stream are matched against the codewords in the
table, to find the corresponding value. This value is then added to the output vector.
Then the decoder continues with the next bits of the input stream.
Because of the prefix property of the Huffman codewords, there always is only one
codeword that matches the first bits of the un-decoded input stream.
In this way, the values bitstream is decoded using the values table. This results in the
values vector, which can then be passed to the run-length decoder. The counts vector
is decoded using the counts table, resulting in the counts vector.
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Chapter 5
Implementation

A description of the implementation of the algorithm will be given in this chapter. The
sections treat the following subjects: the implementation of the compression, the
implementation of the decompression, support for transparency, compression without
transformation and quantisation and finally the file format.

5.1 Compression
In Figure 5.1, the overall structure of the implementation of the compression
algorithm is shown.
The input of the implementation is an image bitmap. The implementation uses an
internal representation of 8 bits per pixel for greyscale images or 24 bits per pixel for
colour images. Because of this, the pixel values in the bitmap have to be within the

range 0 - 255.
The output is a file in which all encoded data is put together.
The image is processed by the implementation, consisting of different parts, displayed

in the figure. These parts will be discussed in the following sections. The
implementation has a number of parameters: decomp_levels, threshold_y,
threshold_u, thresholdv, bucket_width_y, bucket_width_u and bucket_width_v.
These parameters also will be discussed in thefollowing sections.

5.1.1 Conversion from RGB to YUV
For colour images, first the conversion from RGB pixel values to YUV pixel values is
performed. The equation for this conversion is given in section 4.1. When that
equation is used, U and V have values in the range -127.5 to 127.5, while Y has
values in the range 0 to 255. Because the following steps of the implementation

expect values in the range 0 - 255, the U and V ranges are shifted to 0 - 255:

Y 0.299 0.587 0.114 0

U = —0.1687 —0.3313 0.5
H

G + 127.5

V 0.5 —0.4187 —0.0813)1B 127.5

This computation is performed for every pixel, using floating point operations. The
resulting matrix contains floating point values.

5.1.2 Two-dimensional Haar wavelet transform
The next step is the two-dimensional Haar wavelet transform. For colour images, this
transform is performed on the Y, U and V components separately.

5.1.2.1 Two-dimensional decomposition
In Figure 5.2, the process of the two-dimensional Haar wavelet transform is shown as
a function in pseudocode.
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Figure 5.1: Structure of the implementation of the compression algorithm
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function (out, stepvectorx, stepvectory) - hwt2d(in, decouip_levelI)

Nx - width of in
Ny - height of in

Out - in

while ((Nx > 1) or (Ny 1)) and (decoisp_levels s 0)

add Nx to stepvectorx
add Ny to stepvectory
if Nx 1

if Nx is even
for current_row — 1 to Ny

uae function hwt to perform Hear wavelet transform on the row
out(1 to Nx, current row)

end
else

for current_row - 1 to Ny
use function hwt to perform Hear wavelet transform on the row

out(l to Nx, current_row), extended with out(Nx, currant_row);

do not store the resulting last zero
end

end
end
if Ny 1

if Ny is even
for current_column - 1 to Nx

use function hwt to perform Hear wavelet transform on the column
out(current_column, 1 to Ny)

end
else

for current_column 1 to Nx
use function hwt to perform Hear wavelet transform on the column

out(current_column. 1 to Ny), extended with out(current_column, Ny);
do not store the resulting last zero

end
end

end
if Nx s 1

if Nx is odd
Nx - Nx • 1

end
Nx - Nx I 2

end
if Ny 1

if Ny is odd
Ny • Ny + 1

end
Ny - Ny / 2

end
decomp_levels deconip_levela - 1

end

Figure 5.2: Two-dimensional Haar wavelet transform

There are two inputs: the image matrix in and the number of decomposition levels
decomp_levels. There are three outputs: the transformed image matrix out,
stepvectorx and stepvectory.

The two variables Nx and Ny store the width and the height of the part of the matrix

that will be transformed. This is the part of the matrix containing the approximation

coefficients, in the upper left corner. In the first decomposition level, the whole image

is transformed. Therefore, Nx and y are initialised with the width and height of the
image.
Then, in a loop the decomposition is performed as many times as is stated in
decomp_levels. The parameter decomp levels is a parameter of the complete
implementation, which can be set by the user.

For every decomposition level, the values of Nx and Ny are added to the vectors
stepvectorx and stepvectory. In this way, these two vectors describe the
decomposition of the image. The vectors stepvectorx and stepvectory are outputs
of the implementation, which are stored in the encoded image file. The decompression
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implementation needs stepvectorx and stepvectory for the width and height of the
matrix to be inverse transformed for every reconstruction level.
The actual transform is performed first on every row of the approximation coefficients
by the function hwt (see the next section). Then it is performed by the function hwt On
every column of the result. After this, one decomposition level is completed.
The (one-dimensional) wavelet transform divides the transformed data in a half of
approximation coefficients and a half of detail coefficients. Because the data is
divided in two halves, the data vector has to be of even length. The consequence is,
that, depending on the number of decomposition levels dl, the width and height of the
image have to be divisible by 2d1 When, for example, 3 decomposition levels are
used, an image can only be coded when its width and height are dividable by 8. This
is an undesirable restriction.
To solve this problem, a row or column to be transformed of odd length is treated
differently from a row or column of even length. When a row or column is of odd
length, it is extended with a copy of its last value to get a vector of even length. For
example, the vector (4, 6, 2, 9, 3) of length 5 is extended with a copy of its last value,
3, to get the vector (4, 6, 2, 9, 3, 3) of length 6. When this vector is transformed, the
result will have zero as its last value. This is, because the last two values of the input
vector are equal. Then no detail has to be stored, so the detail coefficient zero is stored
as the last value of the transformed vector. This last zero can subsequently be left out.
In this way, the resulting transformed vector has the same length as the input vector.
Now, an image of any size can be transformed.
Before the implementation proceeds to the next decomposition level, Nx and Ny are
divided by two. Then, the next decomposition level will be perfomid on the -

approximation coefficients.

5.1.2.2 One-dimensional Haar wavelet transform
On every row and column of the matrix of approximation coefficients, the one-
dimensional Haar wavelet transform is performed. In Figure 5.3, the one-dimensional
Haar wavelet transform is shown as a function in pseudocode.

function out — hwt(in)

N length of in

for i • 1 to N/2
out(i) • (in(2i — 1) • in(2i))/2
out(N/2 + i) — (in(2i - 1) - in(2i))/2 127.5

end

Figure 5.3: One-dimensional Haar wavelet transform

In a loop, the function processes all pairs of input values, in(2*i - 1) and in(2*i).
For each pair of input values, the average and the difference are computed. The
average is the approximation coefficient, which is stored in the first half of the output
vector: out (i). The difference is the detail coefficient, which is stored in the second
half of the output vector: out (N/2 + 1).

The detail coefficients normally can be negative or positive. In this implementation,
the range would be from -127.5 to 127.5. Because in the implementation values in the
range 0 - 255 are used, the detail coefficients are shifted by adding 127.5.

39



Chapter 5. Implementation

Also here, the computations are performed using floating point operations, resulting in

floating point values.

5.1.3 Thresholding
After the transform follows the thresholding, which is performed on the detail
coefficients only. The threshold, below which the detail coefficients are discarded, is
specified by the user. The user can do this separately for the transformed Y, U and V
components by setting the parameters threshold_y, threshold_u and threshold_v. The
value of these parameters stands for a percentage of the value range. Because the
thresholding looks at the "absolute" value of the detail coefficients, here the value
range is 0 - 127.5. This is, because for negative detail coefficients the first halfof the

total value range 0 - 255 is used and for positive detail coefficients the second half.

So, for example, a threshold parameter value of 10 % corresponds to a threshold of 10

% x 127.5 = 12.75. Then, all detail coefficients between -12.75 (represented by 127.5

- 12.75 = 114.75) and 12.75 (represented by 127.5 + 12.75 = 140.25) are discarded.
The discarded detail coefficients are set to zero, which stands for no detail. Zero in the
implementation is represented by the value 127.5. In Figure 5.4, the thresholding of
one coefficient value is shown in pseudocode.

if abs(in — 127.5) tbreshold/100*127.5

Out — 127.5
else

out • in
end

Figure 5.4: Thresholding

Here, in is the input coefficient and out is the output coefficient.
When no thresholding is wanted, the threshold parameters are set to 0 %.

5.1.4 Uniform quantisation
Next is the uniform quantisation, which is performed on all coefficients
(approximation and detail). Also here, the bucket width is specified by the user. The

user can do this separately for the transformed Y, U and V components by setting the
parameters bucket_width_y, bucket_width_u and bucket_width_v. Also the value of
these parameters stands for a percentage of the value range. Here, the value range is 0

- 255. The pseudocode of uniform quantisation is shown in Figure 5.5.

out — ceil(ceil((in - 127.5) / (bucket_width/100*255) - 0.5) • (bucket width/100*255)) + 128

Figure 5.5: Uniform quantisation

Again, in is the input coefficient and out is the output coefficient. The function ceil
rounds a value to the nearest higher integer.
First, 127.5 is subtracted from in to make the quantisation symmetrical around zero.
Then the result is divided by the bucket width. Subsequently, 0.5 is subtracted also to

get a symmetrical quantisation. The result is rounded. The value is then multiplied by
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the bucket width and again rounded to an integer. Finally, 128 is added to let the
values fall within the range 0 - 255 again.
As said, the resulting matrix consists of integers from the range 0 - 255. This limits
the number of possible values to at most 256, which makes it possible to code the data
compactly. Because of this, it is not possible to quantise the data into more than 256
buckets. Also, the representation of zero, 127.5, is rounded to 128.
In this implementation, the threshold parameter has to be higher than the
bucket_width parameter to have an effect.

5.1.5 Run-length encoding
The run-length encoding is performed as explained in section 4.6.1. The matrix with
coefficients is read column by column. For colour images, first the Y matrix is read,
then the U matrix and finally the V matrix. The Y, U and V matrices are combined
into one vector. This input vector is processed value by value. The run-length encoder
searches blocks of varying values and runs of a repeated value. The result is one
values vector and one counts vector for the whole image.
Because the values in the resulting vectors have to be in the range 0 - 255, the

distinction between storing the length of a block of varying values and the length of a
run of a repeated value has to be made within that range. In the implementation, a
value c in the counts vector has the following meaning:

0 � c � 127: indicates a block of varying values of length c+1

128 � c � 255: indicates a run of a repeated value of length c-126

This means that a block of varying values cannot be longer than 128. A run of a
repeated value cannot be longer than 129. When a block or run exceeds the maximum
length, the block or run is ended and a new block or run is started.
The run-length encoder does not end a block of varying values for a run of a repeated
value of length 2. This would take more space than a continued block of varying
values. For example, consider the input vector (4, 7, 2, 5, 5, 8, 9). When stored as one
block of varying values, the resulting values vector is (4, 7, 2, 5, 5, 8, 9) and the

counts vector is (6). When stored as a block of varying values, followed by a run of
two 5's and finally again a block of varying values, the values vector becomes (4, 7,
2, 5, 8, 9). The counts vector becomes (2, 128, 1). The last way of storing takes one
value more and thus is less efficient. For a run of a repeated value of length 3 or more,
the run-length encoder always ends a block of varying values.

5.1.6 Generating the Huffman tables
Before the Huffman tables can be generated, for every value in the values vector and
the counts vector the number of occurrences is determined. This is done for the values
vector and the counts vector separately. Then also for the two vectors separately, the
Huffman tables are generated: the values table and counts table. These tables are
created as described in section 4.6.3.1.
In the implementation, for every image to be encoded, two tables are generated and
stored. Another possibility is using two fixed tables for all images. An advantage of
fixed tables is that the tables have to be stored only once instead of for every image. A
disadvantage of fixed tables is that they are much less adapted to the properties of
individual images. Fixed tables can be useful when the images to be encoded are
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similar or share a large number of properties. However, in this implementation it has
been chosen to give each image two tables.

5.1.7 Huffman encoding
The Huffman encoding is performed as described in section 4.6.3.2. The encoding of
the values vector is done using the values table, resulting in the values bitstream. The
encoding of the counts vector is done using the counts table, resulting in the counts
bitstream. The counts bitstream is then put after the values bitstream to form a
combined bitstream. To be able to split the combined bitstream in the decompression,
the lengths of the two bitstreams are stored.

5.2 Decompression
Figure 5.6 shows the structure of the implementation of the decompression algorithm.
The input is an encoded image file. The decompression algorithm gives as the output
an image bitmap, in which the pixel values are within the range 0 - 255.
The decompression implementation has no parameters to be set by the user. The parts
of the decompression implementation are discussed in the following sections.

5.2.1 Huffman decoding
First, the combined bitstream is split into the values bitstream and the counts
bitstream, using the stored lengths of the two bitstreams. Then the bitstreams are
decoded like it is described in section 4.6.4. The values bitstream is decoded using the
values table, producing the values vector. The counts bitstream is decoded using the
counts table, producing the counts vector.

5.2.2 Run-length decoding
The run-length decoder works as described in section 4.6.2. The decoder writes the
output to the matrix column by column. For colour images, first the Y matrix is
written, then the U matrix and finally the V matrix.

5.2.3 Two-dimensional inverse Haar wavelet transform
After the run-length decoding follows the two-dimensional inverse Haar wavelet
transform. For colour images, this inverse transform is performed on the Y, U and V
components separately.

5.2.3.1 Two-dimensional reconstruction
In Figure 5.7, the process of the two-dimensional inverse Haar wavelet transform is
shown as a function in pseudocode.
There are three inputs: the input matrix in, stepvectorx and stepvectory. The
output is the inverse transformed image matrix out.
The width and the height of the part of the matrix to be inverse transformed have been
stored in stepvectorx and stepvectory for each reconstruction level. These
reconstruction levels are performed in the reverse order of the decomposition. The
number of reconstruction levels is equal to the length of stepvectorx and
stepvectory.
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Figure 5.6: Structure of the implementation of the decompression algorithm
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function Out - ihwt2dCin, stepvectorx, atepvectory)

Out • in

tx - length of stepvectorx
ty - length of stepvectory

while (tx > 0) and (ty > 0)
mx - stepvectorx(tx)
my • etepvectoxy(ty)
if my>l

for current_column — 1 to mx
if my is even

use function ihwt to perform inverse Hear wavelet transform on the column
out(current_column, 1 to my)

else
use function ihwt to perform inverse Hear wavelet transform on the column

out(current_column, 1 to my), extended with the value 128;
do not store the resulting last value

end
end

end
if mx 1

for current_row = 1 to my
if mx is even

use function ihwt to perform inverse Hear wavelet transform on the row
out(l to mx. current_row)

else
use function jhwt to perform inverse Hear wevelet transform on the row

out(l to mx, current_row), extended with the value 128;
do not store the resulting lest value

end
end

end
tx tx - 1

ty = ty - 1

end

Figure 5.7: Two-dimensional inverse Haar wavelet transform

The actual inverse transform is performed first on every column of the coefficients by
the function ihwt (see the next section). Then it is performed by the function ihwt On
every row of the result. After this, one reconstruction level is completed. Then, this is
repeated in a loop for every reconstruction level.
When the column or row to be inverse transformed is of odd length, it is extended
with the detail coefficient value 128, resulting in a vector of even length. This is the
representation of zero, meaning no detail. Now, this vector can be inverse
transformed. The last two values of the results will be equal. Then, the last value of
the result can be left out.

5.2.3.2 One-dimensional inverse Haar wavelet transform
On every column and row of the matrix to be inverse transformed, the one-
dimensional inverse Haar wavelet transform is performed. In Figure 5.8, the one-
dimensional inverse Haar wavelet transform is shown as a function in pseudocode.

function out - ihwt(in)

N - length of in

for i — 1 to N/2
out(2*i — 1) = in(i) + (in(N/2 + i) — 128)
out(2i) — mCi) — (in(N/2 + i) — 128)

end

Figure 5.8: One-dimensional inverse Haar wavelet transform
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In a ioop, the function processes all approximation coefficients in (i) and the
accompanying detail coefficients in(N/2 + i. From the detail coefficient value 128
is subtracted to obtain the actual (negative and positive) detail coefficient value. Then
the detail coefficient is added to and subtracted from the approximation coefficient.
Now, a pair of output values, out (2*i - 1) and out (2*i), is obtained.
These computations can be performed using integer operations. The results are all
integer values. A processor performs integer operations generally much faster than
floating point operations. The use of integer operations instead of floating point
operations in the decompression algorithm ensures fast decompression.

5.2.4 Conversion from YUV to RGB
For colour images, the conversion from YUV pixel values to RGI3 pixel values has to
be performed after the inverse transform. The equation from section 4.2 is used, but
first the U and V values have to be shifted down by subtracting 127.5. Then the
equation becomes:

R 1 0 1.4020 Y

G 1 —0.3441 —0.7141 U—127.5

B 1 1.7720 0 V—127.5

This computation is done for every pixel. This conversion is the only place in the
decompression implementation where floating point operations are used. The
resultirig 1GB àFui ire rounded to irijá1ii& Thug the oi.iiut óf Thu
conversion consists of integer values.

5.2.5 Limiting of the value range
As the last step in the decompression implementation, possible values below 0 are set
to 0 and possible values above 255 are set to 255. Rounding errors can cause these
values a little below 0 or a little above 255. This step ensures that the values in the
decompressed image matrix are within the range 0 - 255.

5.3 Transparency
The implementation supports the use of transparency masks. A transparency mask is a
binary matrix of the same size as the image, which indicates whether a pixel is
transparent. When a pixel is transparent, not the colour of the pixel itself is shown, but
an "underlying" colour. The user can turn on the support for transparency when
needed.

5.3.1 Compression
When the user wants to use transparency, he/she defines a certain pixel colour (RGB
or greyscale value) as the transparency colour. All pixels in the input image having
this colour are then transparent when the image is displayed. In the compression
implementation, a transparency mask is made, which stores for every pixel whether
the pixel is transparent.
The transparency colour often is a colour that differs much from the "normal" colours
in an image. It is possible that after decompression the transparency colour shows up
in non-transparent pixels at the edges between transparent and non-transparent parts
of the image. In order to prevent this, before compressing the image, the colour of the
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transparent pixels is substituted by an average colour. This colour is the average
colour of all non-transparent pixels. After the transparency mask is made and the
substitution of the colour of transparent pixels, the image is compressed like an image
without transparency.
The run-length encoder of the implementation compactly encodes the transparency
mask. Because the transparency mask is a bit matrix, the resulting transparency mask
values vector can be seen as a bitstream. The transparency mask values vector and the
transparency mask counts vector are both stored.

5.3.2 Decompression
The implementation first decompresses the image like an image without transparency.
After that, the transparency mask values vector and the transparency mask counts
vector are run-length decoded. This results in the transparency mask that was made by
the compression implementation. Now, the transparent pixels are reconstructed at
exactly the same positions as in the original image. This reconstruction of the
transparent pixels is done by setting them to the transparency colour.
It is possible that some non-transparent pixels accidentally get the transparency colour
in the decompressed image. The colour of such a pixel is then substituted by a
replacement colour, defined by the user.

5.4 Compression without transformation and quantisation
An extra feature of the implementation is compression without transformation and
quantisation. Here, the transformation, quantisation and YUV conversion steps are left
out, while the rest of the compression process stays the same. The encoding step is
thus directly performed on the untransformed and unquantised image.
This compression method always is lossless. Therefore, it is especially suited for
compressing indexed images, although it is possible to use it for RGB images also. In
indexed images, the pixel values are not RGB values, but indices from a colour table.
In this colour table, to every index an RGB colour is assigned. In such images, only a
limited set of colours is used. In this way, the number of bits per pixel can be low.
Typically, 8 bits per pixel are used in indexed images.
Because the pixel values are indices, they have to be reconstructed exactly by the
decompression implementation. The transformation and quantisation steps of the
algorithm assume that pixel values represent intensities. In general, not all pixel
values can be exactly reconstructed when using the transformation and the
quantisation of the implementation. Therefore, the transformation and the quantisation
are not suited to use in the compression of an indexed image.
When compressing a transparent image using this method, a transparency mask is not
needed. This is because the lossless compression ensures the exact reconstruction of
pixels with the transparency colour.

5.5 File format
In the implementation, it is possible to store the output data of the compression
together in one file. This file can then be read by the decompression implementation.
This section describes the file format that is used.
In Table 5.1, all parts of the file are shown. The order in the table is the same as the
order in the file. In the first column is shown which compression output is stored. The
second column divides some outputs into parts. The third column shows the size
within the file of the stored part.
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Output Part Size Comments
stepvectorx length I byte

contents 2 bytes per
decomposition level

stepvectory length 1 byte
contents 2 bytes per

decomposition level
image type I byte
values table depth

vector
256 bytes The lengths (in bits) of all

Huffman codewords in the
table, in order of
corresponding value.

codewords the sum of the
lengths of the
codewords

The Huffman codewords in
the table, in order of
corresponding value.
Combined in one bitstream.

counts table depth
vector

256 bytes The lengths (in bits) of all
Huffman codewords in the
table, in order of
corresponding value.

codewords the sum of the
lengths of the
codewords

The Huffman codewords in
the table, in order of -
corresponding value.
Combined in one bitstream.

length of values
bitstream

3 bytes Expressed in bits.

length of counts
bitstream

3 bytes Expressed in bits.

coded image size of the bitstream Bitstream, in which the image
is encoded.

transparency
mask values
vector/bitstream

length 3 bytes Expressed in bits. Only for a
transparent image.

contents size of the bitstream Only for a transparent image.
transparency
mask counts
vector

length 3 bytes Expressed in bytes. Only for a
transparent image.

contents size of the vector Only for a transparent image.

Table 5.1: File format

The image type is one of the shown possibilities in Table 5.2:
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Image type Greyscale/colour/indexed Transform and
guantisation

Transparency

0 greyscale yes no

1 colour yes no

2 greyscale/indexed no no

3 colour no no

4 greyscale yes yes

5 colour yes yes

6 greyscale/indexed no yes

7 colour no yes

Table 5.2: Image types

The second column of the table shows whether the image is a colour or
greyscale/indexed image. The third column indicates whether the image has been
transformed and quantised and the fourth column shows whether the image is

transparent.
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In this chapter, an evaluation is made of the implemented image compression method.
Tests are performed using several images. First, the performance measures are given.
After this, the effects of the parameters of the algorithm are discussed. Then, a way is
shown to choose optimal parameter values. Finally, results are presented for different
images.

6.1 Performance measures
The performance of the implementation is measured in two ways: the compression
ratio and the Peak Signal to Noise Ratio (PSNR).
The compression ratio expresses how much the image file is compressed and is
defined as follows:

compression ratio = originalfile size / compressedfile size

The higher the compression ratio, the smaller the encoded file.
The Peak Signal to Noise Ratio (PSNR) in decibels (dB) expresses the quality of the
decoded image, compared to the original image. It is defined as follows:

MSE = E(f(ij) - F('ij),)2 IN
PSNR =20 log jo(255 / 'fSE)

In this definition,f(ij) is the original image and F(ij) is the reconstructed image. The
summation is over all pixels. N is the number of pixels of the image. First, the Mean
Square Error (MSE) is computed. Then, from the MSE the PSNR is computed. The
number 255 is the range of the pixel values.
For colour images, the PSNR is computed separately for each RGB component. Then
the average of these three values is computed to get the final PSNR.
The PSNR is an objective image quality measure. Although it is well fit to use in a
comparison, the PSNR does not always reflect the image quality as perceived by a
person. A subjective image quality measure can express this human perception. Such
a measure is determined by asking people to give scores to reconstructed images and
then taking the mean of these scores for every image.

6.2 Effects of the parameters
In this section, the effects of varying the values of the parameters of the
implementation are shown. These are the following parameters:

• threshold_y: the threshold below which the detail coefficients of the
transformed luminance (Y) image are set to zero

• threshold_u: the threshold below which the detail coefficients of the
transformed blue chrominance (U) image are set to zero

• threshold_v: the threshold below which the detail coefficients of the
transformed red chrominance (V) image are set to zero
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• bucket_width_y: the width of the buckets to which the coefficients of the
transformed luminance (Y) image are "rounded"

• bucket_width_u: the width of the buckets to which the coefficients of the
transformed blue chrominance (U) image are "rounded"

• bucket_width_v: the width of the buckets to which the coefficients of the
transformed red chrominance (V) image are "rounded"

• decomp_levels: the number of decomposition levels
The threshold and bucket_width parameters are expressed as a percentage of the value
range.
The results are obtained by performing tests. In the tests, a set of images is used for
the input. All following results are the average of the results of encoding each image
in the test set. The set consists of 17 images. They are all RGB colour images, with 24
bits per pixel and vary in size from 124 x 52 to 192 x 128. About half of the set
consists of photographic images. Artificial graphic images form the other half. The
first 9 images shown in the results table in section 6.4 are part of the test set.

6.2.1 Effects of thresholding
First, this section shows the effects of the value of the threshold parameters on the
compression ratio and the PSNR. In this test no uniform quantisation takes place. The
number of decomposition levels is 3. Threshold_y, threshold_u and threshold_v are
kept equal. Figure 6.1 shows the compression ratio versus the value of the threshold
parameters.
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Figure 6.1

Clearly, the compression ratio increases steadily, when the threshold is increased.
Figure 6.2 gives an overview of the PSNR against the value of the threshold
parameters, from the same test.
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The PSNR decreases as the threshold increases. The PSNR decreases fast when the
threshold is low. As the threshold increases, the decrease of the PSNR gets slower.
As the threshold increases, more coefficients are thrown away. This explains that the
quality of the image decreases. Because fewer coefficients have to be stored, the
compressed file size decreases. It can also be concluded that the quality of the
reconstructed image decreases, when looking at-the example decoded images in
Figure 6.3. For these examples, no uniform quantisation is used and the number of
decomposition levels is 3. The original image is 128 x 128 pixels and 24 bits per
pixel.

As the threshold increases, block artefacts appear in the reconstructed image. The
reason for this is that with a higher threshold, less small details are stored by the
coefficients.
The exact compression ratio and PSNR, which result from a certain parameter value,
are dependent on the image that is encoded.

6.2.2 Effects of uniform quantisation
Now, the effects of the value of the bucket_width parameters are shown. In Figure 6.4
and Figure 6.5, the compression ratio and the PSNR are plotted versus the value of the
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bucket_width parameters. Bucket_width_y, bucket_width_u and bucket_width_v are
kept equal here. No thresholding takes place. The number of decomposition levels is
3.
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Figure 6.4
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Figure 6.5

These graphs look the same as the graphs where the threshold is changed. This can be
explained by the following. As the bucket_width increases, fewer values are available
for the coefficients. The image can be encoded more compactly, so the compression
ratio increases. Because the rounding error gets larger, the quality of the reconstructed
image decreases. This can also be concluded from the example decoded images in

Figure 6.6. For these examples, no thresholding is used and the number of
decomposition levels is 3. The original image is 128 x 128 pixels and 24 bits per
pixel.
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Here also block artefacts appear in the reconstructed image, when the bucket_width is
large. This can be explained by the increasing error when the bucket_width gets
larger.

6.2.3 Effects of the number of decomposition levels
In the Figure 6.7 and Figure 6.8, the effects of the number of decomposition levels are
shown. The compression ratio and the PSNR are plotted versus the number of
decomposition levels. The other parameters have the following (example) values in
this test:
threshold_y = threshold_u = threshold_v = 2.5 %
bucket_width_y = bucket_width_u = bucket_width_v = 1.5 % -
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number of decornposftion levels
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Figure 6.7
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Figure 6.7 shows that the compression ratio increases as the number of decomposition
levels increases. The reason for this is, that with a higher number of decomposition
levels, a larger part of the transformed image consists of detail coefficients. Only
these detail coefficients are "thresholded". The higher number of "thresholded"
coefficients explains the higher compression ratio for a higher number of
decomposition levels.
Figure 6.8 shows that the PSNR decreases quite linearly when the number of
decomposition levels is increased. This has the same reason as the increasing
compression ratio. The number of "thresholded" coefficients increases for a higher
number of decomposition levels, which results in a decreasing quality of the
reconstructed image.

6.3 Choosing values for the parameters
Before compressing an image or a set of images, values for the parameters have to be
chosen. In this section, it is described how this can be done.

6.3.1 The number of decomposition levels
First, the number of decomposition levels is chosen. To do this, Figure 6.9 is used,
displaying the PSNR against the compression ratio of the test from section 6.2.3. The
numbers next to the data points are the numbers of decomposition levels.
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It is not directly clear from this graph which number of decomposition levels is best to
choose. This depends on the importance for the user of the compression ratio,
compared to the importance for the user of the PSNR. This can be expressed by
combining the compression ratio and the PSNR into one expression:

PSNR / compression ratio = c

Now, the user can choose the constant c. A higher c means more importance for the
PSNR and a lower c means more importance for the compression ratio. For example,
take c = 4.88. The corresponding line then can be plotted in the graph, see Figure
6.10.
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The optimal number of decomposition levels for the given c is defined by the point
where the two lines cross each other. Here, the optimal number of decomposition
levels is 3.

6.3.2 Luminance and chrominance
The threshold and bucket width can be adjusted separately for the luminance and the
two chrominance components. The human eye is less sensitive for chrominance than
for luminance. Because of this, the quantisation of the chrominance components can
be larger than the quantisation of the luminance component.
The image quality measure PSNR does not treat the chrominance components
differently from the luminance component. So the PSNR does not take into account
the difference in sensitivity of the human eye for luminance and chrominance.
Therefore the PSNR is not suited to use in tests to determine optimal ratios of the
luminance and the chrominance parameters.
When determining a ratio of the luminance bucket width and the chrominance bucket
widths, the coding step of the algorithm has to be taken into consideration. For
efficient coding, the chrominance coefficients have to be rounded to values also used
for the luminance coefficients. This means that the chrominance bucket widths
(bucket_width_u and bucket_width_v) have to be a multiple (1 x, 2 x, 3 x, ...) of the
luminance bucket width (bucket_width_y).

6.3.3 The threshold versus the bucket width
Now values for the threshold and the bucket width parameters have to be chosen. A
possible way to do this is to plot the PSNR against the compression ratio. Figure 6.11
shows the results of the test from section 6.2.1. The numbers next to the data points
are the values of the threshold in %. Figure 6.12 shows the results of the test from
section 6.2.2. Here, the numbers next to the data points are the values of the bucket
width in %.
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Also here, the user can choose a constant c in the equation PSNR / compression ratio
= c. Then the corresponding line can be drawn in the graphs and threshold and bucket
width values can be chosen.
With this method, the threshold and the bucket width are chosen separately from each
other. In order to choose the threshold and the bucket width at the same time, another
-method can be used; Here, a test is performed in which the threshold and the-bucket
width are varied both. The following (example) conditions hold for the test:

2 x threshold_y = threshold_u = threshold_v
2 x bucket_width_y = bucket_width_u = bucket_width_v
decomp_levels = 3

The test is performed on the set of images described in section 6.2. The resulting
three-dimensional graphs are shown in Figure 6.13 and Figure 6.14.
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Now, the PSNR can be fixed on a value of which it is known that the visual image
quality is acceptable, for example 30 dB. Then the combinations of values of the
threshold and the bucket width can be determined that result in the chosen PSNR (30
dB). See the plot in Figure 6.15.

Figure 6.15: Values of thresholdy and bucket_widthy, resulting in a PSNR of
30 dB

Then a three-dimensional graph is made, displaying the compression ratio only for the
parameter values shown in Figure 6.15. This can be seen as a selection of Figure 6.13.
Interpolation is used in the graph to be able to make a finer selection, see Figure 6.16.
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Figure 6.16: Selection for PSNR = 30 dB

When looking at this graph from two sides, it is possible to see a maximum, see the
arrows in Figure 6.17 and Figure 6.18. This maximum is the maximal compression
ratio that can be achieved for a PSNR of 30 dB. As shown in the graphs, this maximal
compression ratio is about 8.7. The maximum is achieved for the indicated parameter
values: bucket_widthj' = 1.4 % and thresholdj = 3.0 %.
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The conclusion is that for an average PSNR of 30 dB the optimal parameter values
are: threshold_y = 3.0 % and bucket_width_y = 1.4 %. The chrominance parameters
have the following values:

threshold_u = threshold_v = 2 x 3.0 % = 6.0 %
bucket_width_u = bucket_width_v =2 x 1.4 % = 2.8 %

While these values were determined_byperformingtests with a set of ies, this
procedure can also be followed for a single image. In this case the user uses a
different set of parameter values for each image, instead of the same set of parameter
values for each image.

6.4 Results
In this section, results are shown for different types of images, of different sizes.
Three sets of parameter values are used. These values have been determined in the
way described in the previous section. Parameter set 1 has been determined for an
average PSNR of 33 dB, set 2 for an average PSNR of 30 dB and set 3 for an average
PSNR of 27 dB.
The results are shown in the following table. All images are RGB images of 24 bits
per pixel. The first column shows the original image and the next columns the images
after compression using the three parameter sets. For every compressed image the
compression ratio and the PSNR are given.
Each image also is compressed using (lossless) run-length encoding. In this way, the
performance of the implemented compression method can be compared to the
performance of the simple compression method run-length encoding. The
compression ratio resulting from run-length encoding is shown in the table as "RLE
c.r.".
The implemented compression method has the possibility to compress an image
without performing the transformation and the quantisation. This type of compression
is lossless. For comparison, the compression ratio resulting from this type of
compression is shown in the table as "n.t.n.q. c.r." (no transformation, no quantisation
compression ratio).
There are three images in the table that use transparency. In these images, the magenta
coloured pixels are transparent.
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101 x 36 pixels; transparent compression ratio 3.12 compression ratio = 3.98 compression ratio = 5.00
RLE c.r. 1.66 PSNR = 33.72 dB PSNR = 30.36dB PSNR = 27 34dB
n.t.n.g. cr. 1.72
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For most images, a compression ratio can be achieved considerably higher than using
run-length encoding. The compression ratio resulting from compression without
transformation and quantisation is much lower than the compression ratios resulting
from the complete compression method. However, for most images it is higher than
the compression ratio of run-length encoding.
For small images (of a small number of pixels) the implemented compression method
performs worse than for larger images. The reason for this is the space the Huffman
tables take in the file. The two tables take at least 257 bytes each. The smaller the
image, the larger the relative overhead the Huffman tables cause. In some cases, the
compression method performs worse than run-length encoding or the image file gets
larger (the compression ratio is under 1). In these cases, it may be better not to use the

implemented compression method.

6.5 Compression of indexed images
Indexed images, using a colour table, are not suited to compress using the
transformation and quantisation, see section 5.4. Only lossless compression methods
can be used. The images in the following table are all indexed, 8 bits per pixel. The
images are encoded using the implementation of compression without transformation
and quantisation. The resulting compression ratio is shown as "n.t.n.q. c.r.". For
comparison, also the compression ratio resulting from run-length encoding is given as

"RLE c.r.".

Here also the Huffman tables cause a large overhead. The implemented compression
method performs worse than the run-length encoding. The reasons for this are the
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small image sizes and the relatively large areas of one colour in the images. For some
larger and less simple images the implemented compression method without
transformation and quantisation performs better, see the previous section.

6.6 Conclusions
The compression implementation can achieve considerable compression ratios, while
keeping an acceptable image quality. The user can experiment with the parameters to
find optimal values for an image or a set of images. The user can let the parameter
values depend on the importance of the compression ratio versus the importance of
the image quality. In cases where lossless encoding is needed, for example when
encoding an indexed image, it is possible to leave out the transformation and
quantisation. However, then the achieved compression ratios are lower than when
using the transformation and quantisation. Small images (small icons) are less suited
or not suited for encoding with the implemented compression method.
Sometimes it is possible to decrease the number of bits per pixel of an
(uncompressed) image. Then, from an image using 24 bits per pixel, an image is
derived using only 16 or 12 bits per pixel. When the encoded image file size is
compared to the file size of the 16 or 12 bits per pixel version of the image, the
compression ratio will be lower than when the encoded image file size is compared to
the file size of the original image of 24 bits per pixel. To be exact, when the image is
stored using 16 bits per pixel, the compression ratio will be 16/24 = 2/3 times the
compression ratio of the comparison with the file size of the original image of 24 bits
per pixel. Or when the image is stored using 12 bits per pixel, the compression ratio
will be only the half of the comprison iiiio of the comdson with the file i1zOf
the original image of 24 bits per pixel.
The difference between the performance of the implemented compression method and
run-length encoding is dependent on the properties of an image. When an image has
large areas of one colour, run-length encoding can compress this image very well. The
difference between run-length encoding and the implemented compression method
then will be smaller.
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Conclusions and future work

7.1 Conclusions
A compression algorithm has been selected and implemented, suited for use in an
embedded system, more specific in a mobile phone. First, an overview of the problem
domain has been given. The amount of memory and the processor capacity grow as
new types of mobile phones are developed. The sizes and numbers of images,
animations and sounds used in mobile phones also increase. Therefore, a way is
needed to efficiently store these images, animations and sounds.
The principles of image compression have been discussed and an overview has been
given of different methods that can be used in image compression. These methods
have been compared. A method has been selected, which can compactly store images
and of which the decoding complexity is low. The compression method consists of a
Haar wavelet transform, followed by scalar quantisation in the form of thresholding
and uniform quantisation. The result is coded using run-length encoding followed by
Huffman encoding. Preceding the transformation, the RGB pixel values of the image
are converted to YUV pixel values. The decompression method performs these steps
in reverse order.
The chosen algorithm has been implemented, together with support for transparency
in images. The implementation includes a file format, which makes it possible to store
the encoded image in a file. In this way the file sizes of the uncompressed image and
the encoded image can be compared. An extra feature in the implementation is
compression without transformation and quantisation. This way of compression is
especially suited for indexed images.
An evaluation has been made of the implemented compression method. The effects of
different values for the parameters have been discussed. Then, a method has been
described to choose values for the parameters in order to get the desired compression
ratio and image quality. Results for several example images have been shown, using
different sets of values for the parameters. The compression implementation can
achieve considerable compression ratios, while keeping an acceptable image quality.
In general, the achieved compression ratios are significantly higher than the
compression ratios resulting from run-length encoding. Indexed images can be
encoded without using the transformation and the quantisation. Small images are less
suited to encode with the implemented compression method. The difference between
run-length encoding and the implemented compression method depends on the
properties of the image. For images with large areas of one colour, this difference will
be smaller. When looking at the compression ratio, the difference in the file sizes of
the original image of 24 bits per pixel and a possible 12 or 16 bits per pixel version of
it has to be taken into account.

7.2 Future work
In several areas, future work can be done to improve the algorithm or the
implementation.
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Integer wavelet
The possibility can be researched of using a wavelet transform that is completely
implemented in integers. In the current implementation, floating point operations
are used in the transform. The resulting floating point numbers are rounded to
integers. The inverse transform then works with integers. When the transform
only uses integers, the algorithm can completely be implemented in integers,
except for the YUV conversion.

• Fixed point operations
The floating point operations can be replaced by fixed point operations. In fixed
point numbers, the binary point is fixed, contrary to in floating point numbers.
Fixed point operations generally are performed much faster than floating point
operations.

• Implementation in an embedded system
The decompression algorithm can be implemented on an embedded system to
measure whether the decompression implementation is fast enough.

• Support for animations
Support for animations can be added. A simple way to do this is to put multiple
encoded image frames in one file. A more advanced way is to encode the first
frame completely and encode only the differences between the frames for the
following frames.

• Quantisation adapted to decomposition level
The quantisation can be adapted to the decomposition level the coefficients
belong to. For example, the detail coefficients of the first decomposition level can
be thresholded or quantised more than- the detail coefficients of- the- -second
decomposition level.

• Higher order wavelet
A higher order wavelet can be used, for example a higher order Daubechies
wavelet. This can lead to considerably better image quality, with a given
compression ratio. However, more operations are needed in the (inverse)
transformation, making the implementation slower.

• Another coding method
Another coding method can be used, for example arithmetic encoding or
Golomb-Rice encoding. Arithmetic encoding gives a better compression, but also
increases the complexity of the algorithm.

• Zero-trees
The coefficients can be organised in zero-trees (see section 3.1.7.2). This will
generally increase the compression ratio.

• Compression of sounds
The implemented method compresses images. It can be adapted for the case of
sound signals.
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