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INTRODUCTION

In man's quest to understand the human mind, many questions are in need of
an answer. These questions range from fundamental philosophical ones, as for
instance: \Vhat is it for something to 'have a mind' ?" (Kim, 1998) , to very
specialised ones, like: Which brain areas will be activated during a fearful
experience? (Reinders, 2004a,c). This thesis explores methods addressing
the latter sort of questions, rather than the former.

Today the human brain is generally acknowledged to be the seat of the
human mind and therefore it is studied intensely. If we want to understand
the functioning of the human brain, we must at least know how certain areas
in the brain, i.e., brain areas, communicate to develop a flow of information
through the brain. More specifically, we should search the causal relationship
between activated brain areas while a subject performs a certain task. In
other words, we want to know how one brain area influences another: this is
called effective connectivity.

In this graduation project, an approach for this effective connectivity was
developed, through estimating connection values between brain areas by a
genetic algorithm (GAs, Mitchell, 1996). This method, called connectivity
estimation by genetic algorithm (CEGA) is able to estimate effective connec-
tivity from functional magnetic resonance imaging (fMRI) data. Although
there are existing methods for estimating effective connectivity (e.g. Friston
et al., 2003; McIntosh and Gonzalez-Lima, 1994), they suffer from serious lim-
itations. For instance, they cannot be used in an exploratory way, because
they are only capable of estimating a model of those parts of the brain that
the researcher thinks likely to be involved in the performance of a specific
task. This implies that those methods are restricted to usage in a verifying
way, while the newly developed method CEGA can guide researchers to fresh
theories of the functioning of the brain. More specifically, CEGA does not
rely on an experiment specific model, i.e., only including a limited number
of brain areas, but gains advantage by using a generally applicable model
which covers the whole brain. Because such a generally applicable model
is larger and more complex than an experiment specific model, the needed
computational power to estimate the effective connectivity will increase. To
address this issue, the estimation is performed by using a genetic algorithm
(GA).

In this master's thesis, an overview will be given of the theory needed to
grasp CEGA. This includes the neuroimaging technique fMRI and various
concepts like brain areas and effective connectivity. Two existing techniques
for the estimation of effective connectivity will be discussed. The limitations
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of these existing methods are posed as a motivation for the development of
the CEGA method. Subsequently, CECA will be introduced and successively,
the results of CEGA applied on an attention study with fMRI data will be
presented. Finally, results will be compared with the results of an existing
method on the same data.
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THEORY
The Human Brain
The human brain is a complex network of interacting neurons, linked to each
other with axons and dendrites. A neuron is a cell that receives information
and transmits information to other cells by the exchange of chemicals. The
neuron consists of dendrites, a cell body and an axon. Dendrites receive in-
formation, which is transmitted to the cell body. The axon sends information
from the cell body to other neurons in the brain, or to cells in other parts of
the body. The cell body is largely responsible for the neuron's metabolism.
Individual neurons sustain specialised functions. This specialisation is char-
acterised by a differentiated response, i.e., output signal, on receiving certain
input signals. Neurons with a different specialisation produce a different
output signal(Kalat, 2001b).

Although, individual neurons support specialised functions, the activity
of a single cell has little meaning (Kalat, 2001a). Specialised neurons work
in groups devoted to sustain the same function; these groups cooperate and
form a functional network to carry out a certain task. Because neurons with
equal input/output properties are located closely, they are often referred to
as brain areas (Talairach and Tournoux, 1988). The division of the brain in
brain areas is based on the definitions of Brodmann areas.

Korbinian Brodmann was a German anatomist who was able to identify
almost 50 brain areas in the early 20th century, known today as Brodmann
areas. He distinguished the areas by the difference in architectural properties
of the neurons, like size, shape and packing density. Research has shown
that difference in function of neurons often coincides with a difference in
architecture (Martin, 1996). This thesis will deal with the analysis of brain
functions on this level of interacting Brodmann areas.

A widely used method to study the brain is to set up an experiment with
predetermined stimuli, or so-called conditions. During such an experiment,
the actions performed by the subject are recorded (Sternberg, 1966). Re-
searchers performing experiments mostly view the human brain as an input-
state-output system (Norman, 1968). The input to the brain are (predeter-
mined) stimuli, as for example light or sound, measured by the senses. The
out puts can be actions that manipulate the world outside the body, as for
instance pressing a button, but can also be a change in the internal state of
the body.

Although such methods provide answers to many questions, in the end,
their outcomes may not be satisfactory. Such methods principally treat the
brain as a black-box and cannot be used to provide information about its
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internal processing and organisation. Fortunately, today it is possible to
open the black box and carry out measurements of the internals of a living
brain. Through these measurements researchers aim to reveal the brain's
internal functioning.

Measuring the Living Brain: fMRI
There are many methods to carry out measurements on the living brain
(see for reviews: Momjian et al., 2003; Horwitz and Poeppel, 2002). This
thesis will focus exclusively on one such method, namely functional magnetic
resonance imaging (fMRI) (Worsley and Friston, 1995). When neurons are
active they consume energy. Energy consumption requires the provision of
glucose and oxygen via the blood. Hemoglobin carries the oxygen in the
blood, which is released to active, i.e., energy and oxygen consuming, cells.
FMRI is able to measure the difference between oxygenated hemoglobin and
deoxygenated hemoglobin due to their different magnetic properties (Thrner,
1994). FMRI can measure the changes in blood oxygenation levels, which
reflects the amount of activity in a brain area. Therefore, fluctuations of
these levels over time, are captured in the blood oxygenation level dependent
(BOLD) response, and correlate with neuronal activity (Frackowiak et al.,
1997; Arthurs and Boniface, 2002).

When an fMRI scan is made, a three-dimensional image is constructed
by performing a series of measurements. This image consists of many small
cubes, the so-called voxels. Each voxel contains a value from one measure-
ment, representing the BOLD response in the corresponding part of the brain
as covered by that voxel. Due to this correlation between BOLD response and
neuronal activity, fMRI allows the researcher to visualise which parts of the
brain are active during an experimental task. The BOLD response emerges
within a few seconds after a change in neuronal activity, i.e., constraining
the temporal resolution of fMRI (Howseman and Bowtell, 1999).

Functional Organisation of the Brain
On the basis of the definition of a brain area, the functional organisation of
the brain is founded on the concepts of functional segregation and functional
integration (Büchel and Friston, 1997a). Individual groups of neurons, which
execute a certain function, can be distingnished from other groups of neurons
that execute a different function: this is referred to as functional segregation.
However, as mentioned before, these functionally segregated groups of neu-
rons, i.e., brain areas, need to interact to produce behaviour: this integration
of functional information emerging from different segregated brain areas is
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called functional integration. This integration is only possible when the func-
tionally segregated brain areas have a direct or an indirect connection to each
other. The connections mediating functional integration can be studied on
the basis of two definitions: functional connectivity and effective connectiv-
ity (for definitions, see Friston, 1994). Functional connectivity explores only
the correlation of observed activity between brain areas. In contrast, to de-
termine whether a mediating connection sustains information between two
brain areas, one must turn to effective connectivity. Effective connectivity is
defined as the influence one neural system exerts over another, either at a
synaptic or cortical level (Friston, 1994).

Estimating Effective Connectivity
For the estimation of effective connectivity two models are important: the
neuroanatomical model and the mathematical model. The neuroanatomi-
cal model describes which connections between areas are present and also
states their direction or bi-directionality; there cannot be effective connec-
tivity without direct or indirect anatomical connectivity. The mathemati-
cal model describes the nature of the connections from the neuroanatomical
model. To estimate how one brain area influences another, the neuroanatom-
ical model can be combined with the mathematical model to calculate the
connection strengths (Büchel and Friston, 199Th; Büchel et al., 1999).

The validity of both the neuroanatomical and the mathematical model
determine the validity of effective connectivity. Among several validity is-
sues, construct validity and predictive validity can be distinguished (Friston,
1994). Construct validity considers the accuracy of the anatomical connectiv-
ity model. Detailed information of anatomical connectivity can be obtained
from non-human primates (e.g., Stephan et al., 2001).

Predictive validity describes how well the mathematical model of effective
connectivity is capable to predict the activity changes in the brain areas
as included in the neuroanatomical model. These predictions can be made
by fitting data to the model of the connection strengths, i.e., the model of
effective connectivity. (Friston, 1994).

Within the framework of effective connectivity, a researcher aims to find
the causal relations between brain areas, which are involved during the per-
formance of a certain task. In reaching these aims, four different situations
can emerge, which are presented in Figure 1.
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Figure 1: The four situations in which a researcher aiming to find an ef-
fective connected functional network can be (adapted from Reinders, fOOb).

• Situation I: This is the desired situation. The researcher knows which
brain areas are involved and how they are connected, in other words,
the neuroanatomical model is known. Moreover, the researcher knows
the nature of the connections between the involved brain areas, i.e., the
mathematical model. By combining these models the effective connec-
tivity in the functional network is determined.

• Situation II: In this situation the researcher knows the nature of the
connections, i.e., the mathematical model, but the neuroanatomical
model is still unknown, because the involved brain areas are not known.

• Situation III: The areas from the functional network involved in the
subject's behaviour are known, but the nature of the connections be-
tween them is unknown. So, the neuroanatomical model is known, but
the mathematical model is not.

• Situation IV: Neither the involved areas nor the existence or nature of
the connections between them are known to the researcher.

Statistical Parametric Mapping

When the researcher starts in situation IV there are several paths take to the
desired situation I. The most commonly used path is to proceed from situa-
tion IV to situation III by using statistical parametric mapping (SPM). SPM
tries to fit neuroimaging data to the so called general linear model (GLM)
(Friston et al., 1995). This model is constructed from the experimental con-
ditions. However, it is also possible to include other measured parameters,
i.e. covariates, in the GLM.

After the construction of the GLM, SPM calculates the parameters. For
an optimal fit to the data the CLM needs to explain the variance in that data.
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The effects of a specific experimental condition can be investigated by setting
a contrast on the parameter estimates of the CLM. Setting a contrast results
in a set of intensity values revealing a number of statistical local maxima.
These local maxima indicate the parts of the brain which are significantly
activated by the specific experimental condition(s).

After the SPM analysis, the researcher has gained information about the
involved areas, but does not know how their activation is mediated. To
reveal the mediating connections, i.e., to advance to the desired situation I
from situation III, the effective connectivity values need to be estimated.

Structural Equation Modelling

Structural Equation Modelling (SEM, McIntosh and Conzalez-Lima, 1994)
is a method, which provides a mathematical model to estimate effective con-
nectivity given a neuroanatomical model. SEM is in fact a linear regression
model of the connection strengths. The neuroanatomical model must be
created by the researcher, therefore construct validity must be taken of in
account when using SEM. Usually, the neuroanatomical model is constructed
from the areas found with SPM combined with information from anatomical
connectivity studies (e.g., Stephan et a!., 2001).

Dynamic Causal Modelling

A dynamic causal model (DCM, Friston et al., 2003) models the connection
strengths between a selected set of brain areas, i.e., a mathematical model
as SEM is. However, DCM is able to estimate effective connectivity with the
possibility to detect non-linear and dynamic interactions. These dynamic
interactions are represented as changes in connection strengths during the
experiment.

The central idea of DCM is to treat the brain as a computational input-
state-output system. The input is deduced from the information provided by
the researcher about the experimental design. The output of the DCM is the
predicted BOLD signal for each brain area in the neuroanatomical model.
The parameters of a DCM are the connection strengths between the areas
in the functional network, i.e., the neuroanatomical model, which must be
provided by the researcher as with SEM. By estimating these parameters,
the model is fitted to fMRI data, providing the neuroanatomical model is
accurate. The model's parameters allow the strength of a connection to vary
over time and therefore the effect of an experimental condition on a certain
connection can be investigated with this method.

DCM models the BOLD signal by first modelling the neuronal activity in
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the areas included in the neuroanatomical model. The neuronal activity of
an area can be influenced in two ways. First, it can be influenced directly by
the input, e.g., a visual stimulus changes the neuronal activity of the primary
visual cortex. Second, the neuronal activity of an area can be influenced by
other areas connected to it. The influence of a certain area on another area
is determined by the strength of the connection between both areas. This
connection strength is a model parameters in DCM.

In DCM the neuronal activity in each brain area of the neuroanatomical
model is captured in a state variable. This state variable can be calculated
by a matrix multiplication, involving three matrices. This three matrices
represent (i) the connection strengths, (ii) the non-linear changes in the con-
nection strengths, these non-linear changes are also referred to as modulatory
effects, and (iii) the direct effects of inputs, i.e., experimental conditions.

The change neuronal activity for each area over time can be represented
by the state variable vector , which can be calculated by the following
formula:

z= (A+>ujBi)z+Cu

This formula models the neuronal activity in N brain areas during an
experiment with M conditions. While the subject was performing the exper-
imental task, the amount of L fMRI scans were made.

• is a LxN-matrix, each element of represents the change of neuronal
activity in a certain time-step in one brain area of the neuroanatomical
model.

• u is an LxM-matrix representing the designed input per experimental
condition; an example of u is given in Figure 2.

• A is an NxN-rnatrix representing the connection strengths between the
areas. This A-matrix informs on how much a certain brain area influ-
ences another during the whole experiment.

• B is an NxNxM-matrix. This B-matrix represents for each condition
the change in the connection strength due to this condition, i.e., the
modulatory effects.

• C is an MxN-matrix. This C-matrix represents for each designed con-
dition the direct influence of this condition on each of the areas, i.e.,
the change in activity due to its input, i.e., the direct effects.
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Figure 2: An example of the designed inputs of a DCM model. Every
graph represents the stimulus input corresponding to a condition from the
the experiment. For more information on the specific experiment from which
these inputs are taken, see the Data section on page 23.
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The rest of the state variables serve the second model, which transforms
the activation z into the BOLD signal. This is done by the balloon model
(Buxton et al., 1998; Friston et a!., 2000), which is a biochemical model for
the dynamic changes of the BOLD-response.

As mentioned before, the researcher needs to provide a neuroanatomical
model. This model consists of a selection of brain areas and the connections
between the brain areas hypothesised to exist. The researcher also needs
to define the brain areas which receive direct input. Finally, the researcher
has to specify the connections of which the conditional influence, i.e., the
modulatory effects, are to be investigated. The selection of brain areas for
DCM is being made by choosing local maxima from an SPM. Finally, the
A, B and C matrix are estimated by the expectation maximisation (EM, see
appendix B) algorithm (Dempster et al., 1977). This is a search algorithm
that uses a provided first estimate and opt irnises this estimate until it can-
not be improved anymore. In complicated problems, different chosen first
estimates usually lead to different results. Therefore, often multiple runs are
performed with different first estimates.

In DCM the first estimate, for the EM-algorithm is made on basis of
constraints that secure the stability of the model. For instance, there is a
constraint in DCM which secures that neuronal activity cannot diverge ex-
ponentially to infinite values (Friston et aL, 2003). Although, performing
multiple runs with different first estimates is considered advisable when us-
ing the EM-algorithm, in DCM only a single run of the EM-algorithm is
performed.
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AIMS
In this graduation project, the possibilities of using artificial neural networks
(ANN, Haykin, 1999) for the estimation of effective connectivity are explored.
Although, a method for estimating effective connectivity using ANN already
exists in the form of DCM, it has some serious limitations. Therefore, a new
method, called connectivity estimation by genetic algorithm (CEGA) will
be presented. This method is meant to overcome the limitations of DCM.
Although in some ways it is similar to DCM, it differs in many other aspects.

Limitations of DCM

Experiment Specific Neuroanatomical Model

The main limitation of DCM is that it cannot be used in an exploratory
way. This is due to a number of reasons of which the most important one
is that the researcher needs to provide DCM with a detailed experiment
specific neuroanatomical model. Consequently, DCM only estimates those
connections which the researcher expects to be there, for instance based on
anatomical information. Although this seems sufficient for many situations,
the selection of participating regions can be quite arbitrary, which could lead
to the omission of areas that are of overriding importance to the explanation
of the subject's behaviour during the experiment. Moreover, there are situ-
ations in which regions, excluded from the model, can explain variation in
the activation of areas within the model.

Model Construction Based on Linear Estimation

The solution to this problem seems simple: include a more complete set
of regions and connections in the DCM. Although tempting, it cannot be
done easily, since every region needs to be picked carefully on basis of local
maximum of an SPM. A potentially important region for the involvement
in effective connectivity might even not be detected by SPM, and therefore
excluded from DC\I's analysis, because SPM uses a linear model to look
for explained variance. This is a serious problem since the most interesting
information for the estimation of effective connectivity is of a non-linear na-
ture. Using this non-linear information, DCM estimates how the connections
strengths are influenced by the experimental conditions, i.e., the modulatory
effects.
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Biologically Implausible Shape of Brain Areas

Another shortcoming in DCM is that it defines every region by its coordi-
nates, size and shape which must be regular, i.e., sphere or cube. Since most
real brain areas do not have a regular shape - the visual cortices are good
examples of areas with an irregular shape - this can lead to two problems:
first, the regular shape may cover only a part of the brain area, and therefore
not ail variance in this area is captured. Second, the area may cover space
outside the brain area and introduce variance not caused by this area. Both
situations lead to a lower signal-to-noise ratio, which has a negative influence
on the plausibility of the results.

Disadvantages of EM

Finally, the time and memory required to estimate the model, with the EM al-
gorithm, will rise exponentially by the number of connections (Penny, 2004).
Thus the computationability of a more complete model, i.e., many regions
included, would become a problem. Moreover, the EM estimation can end
in a local maximum, so the effective connectivity model is not optimal in its
explanation of the data.

Connectivity Estimation by Genetic Algorithm
The newly developed method CEGA intends to provide a solution to go di-
rectly from situation IV to the desired situation I, seen in Figure 1. This is
a significant departure from existing methods like DCM, which assume that
involved brain areas are provided by the researcher. The total procedure to
find an effectively connected functional network will be non-linear. There-
fore, the linear step to find regions of interest, i.e., going from situation IV
to III before going to situation I, usually performed by SPM, is rendered
superfluous. CEGA tries to find both the involved regions and their mediat-
ing effective connectivity in one non-linear procedure. A generally applicable
neuroanatomical model is the key to CEGA. This neuroanatomical model
is combined with the mathematical model adapted from DCM and a better
search procedure than EM. This way, CEGA aims to be a method capable
of estimating effective connectivity, without the limitations of DC\I.
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CEGA
Outline of CEGA
To avoid the mistake of constructing an incomplete model, e.g., an important
connection is omitted, CEGA's neuroanatomical model should be generally
applicable and as complete as possible. More specifically, a more or less
complete set of brain areas will be included and a grand connection matrix
(GCM), based on a large amount of anatomical information, will be provided.
Together, the brain areas and the GCM, which describes which areas are
connected, form the neuroanatomical model used in CEGA.

The mathematical model of DCM, with the A-, B- and C-matrices rep-
resenting the connections, will be used in CEGA. A more capable search
algorithm than EM, namely genetic algorithms (GA), will be used to esti-
mate the model. A GA is used to lower the probability of being trapped in
a local maximum, as well for keeping the model computable in a reasonable
time.

Signal Extraction
The neuroanatomical model consists of all 47 Brodmann areas and the con-
nections between them. To obtain a set of BOLD signals from those 47
Brodmann areas, for each fMRI scan every voxel from that scan will be
classified as being part of a specific Brodmann area according to a digital
brain atlas. Subsequently, the activation of the voxel will be added to the
total of that specific Brodmann area. By using a digital brain atlas, the
BOLD signals are constructed on basis of a realistically shaped Brodmann
areas. Consequently, no contaminating variance is introduced due too the
unrealistic shapes of brain areas as may happen in DCM. The current signal
extraction method assumes that the brain imaging data is in accordance with
the Talairach brain atlas (Talairach and Tournoux, 1988). This is obtained
by spatial normalisation, i.e., warp them to a template which is in atlas space
(Ashburner and Friston, 1999).

The extraction programme was implemented on basis of information ob-
tained from the Talairach Daemon1 (TD, Lancaster et a!., 2000). This is a
database server on the internet for querying and retrieving data about the
structure of the human brain. In principle the extraction programme could
use the TD online when an internet connection is available on the computer
running CEGA. However, for time efficiency reasons the information was
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Figure 3: A schematic view of the presented method to estimate effective
connectivity. In this scheme the square boxes represent information, while
the rounded boxes represent the processes using this information. See the text
for explanation of the specific items.

downloaded and stored in a file, so it can be accessed locally. This was done
by querying the TD server with the coordinates from a 3-dimensional grid
covering the whole brain, subsequently the results were stored in the local
atlas file.

In this manner, every voxel is classified and is divided to one of the forty-
seven Brodmann areas in the left or the right hemisphere. Nevertheless, there
can also be voxels that belong to no area at all; these are ignored. All voxels
of one area in one scan are added to each other and form a point in a BOLD
signal of their area, which results in 47 x 2 = 94 BOLD signals. Since only
the relatively high frequency information is usable to the estimation method,
the 94 BOLD signals are detrended and high pass ifitered (see Figure 4).
Finally, the BOLD signals are scaled, through dividing them by a constant
value, to allow comparison of the results of CEGA to existing methods.
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Figure 4: In the first graph the signal from Brodmann area 20 as it is
extracted from the scans obtained over time is shown. The second graph
shows the same signal after detrending and in the third graph the high pass
filter is applied as well.

The Grand Connection Matrix
Direct or indirect anatomical connectivity is a prerequisite for effective con-
nectivitv. because a brain area needs a physical medium to exert influence
over another. Therefore, a matrix is needed that describes which Brodmann
areas are anatomically connected. Because this matrix aims to be a complete
description of the anatomical connectivity information between all Brodmann
areas, it will be named: the grand connection matrix.

There are no anatomical connection studies that cover the whole hu-
man or non-human brain. Most anatomical connectivity studies cover a
selection of areas from a, mostly non-human, brain. Fortunately, there is
a database available on the internet called "collation of connectivity data
on the macaque brain"2 (CoCoMac) (Stephan et al., 2001), in which many
results of connectivity research in the macaque brain are stored and can be
searched effectively. Anatomical connectivity information from a non human
primate is used because of the complete lack of such anatomical information
for humans, due to methodical and ethical restrictions (Stephan et al., 2001).
By using the CoCoMac database the grand connection matrix, representing
connections between all Brodmann areas, was constructed.

The BOLD Model
CEGA produces predictions of the neuronal activity, but fMRI measures
the BOLD signal. Therefore, a conversion is needed from neuronal activity
signal to a BOLD signal. In order to do this, the BOLD model is used. As
opposed to DCM. which uses the balloon model (Buxton et al., 1998) to
model the BOLD signal, CEGA uses a BOLD model based on an impulse
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Figure 5: A Haemodynamic Response Function(HRF), h'"(t) with H
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response function, called the haemodynamic response function (HRF). This
function is derived from the work of Wink (2004) and can be represented by
the following formula:

— JHsin()e*), if t > L
Par " 1

lo, otherwise

The parameters of this function used in CEGA are H(eight) = 6, D(ilation)
= 4, P(eriod) = 3, L(ag) = 2 (see Figure 5), Wink (2004) indicated these
are good values. Although this model of the BOLD response could be used
to estimate the parameters (H, D, P and L) per brain area (for details, see
Wink, 2004), in CEGA they are kept constant for the whole brain.

Now the actual conversion of the neuronal activity signal to the BOLD
signal takes place by convolving the HRF with the neuronal activity signal
as can be seen in Figure 6.

Estimation by a Genetic Algorithm
For the estimation of the connection matrices, CEGA uses a genetic algorithm
(GA, see appendix A, Mitchell, 1996). A GA is a search procedure which is
modelled on the mechanisms of natural selection (Buckles and Petry, 1992).
Solution candidates, i.e., the three matrices A, B and C representing the
connection strengths, are coded in chromosomes, which are grouped in a
population. The chromosomes in the population are evaluated and receive a
fitness value; a higher fitness value means that the chromosome contains a
better solution candidate. A selection of chromosomes is made on basis of
their fitness value. The selected chromosomes reproduce via the exchange
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Figure 6: The upper graph shows an example of a signal, representing the
average firing rate of the modelled brain area, generated by the the mathe-
matical model. The lower graph shows this neuronal signal convolved with
the HRF; this is the model's prediction of the BOLD signal.

of coded information and sometimes random mutation. This way, a new
generation is created which should have a higher average fitness value than
the current population and which will be the population in the next iteration
of the algorithm. This process is iterated until a certain stop criterium is
reached; this can be for example a predefined maximum fitness value or a
number of iterations.

An advantage of a GA over EM, which is used in DCM, is that the
memory needed by a GA does not increase exponentially with the number of
connections to be estimated, as it does in EM. This is important, because in
the generally applicable model used in a CEGA estimation, there are many
connections that need to be estimated. In fact, EM is unable to complete an
estimation of the generally applicable model in a reasonable time.

A real value encoding is used. For CEGA, this means that the A-, B- and
C-matrix are stored directly into the chromosome. To select the chromosomes
that will reproduce, a tournament selection method is used. A tournament
selection means that two chromosomes are picked from the population and
their fitness value is calculated. Based on a random drawn number, either the
fitter or the less fit individual will be selected. In CEGA the fitter individual
has a probability of 0.75 to be selected against a chance of 0.25 that the
less fit chromosome will be selected, but this is a parameter that can be
changed. The value of 0.75 was chosen because the selection will then contain
chromosomes with both high and low fitness values, although chromosomes
with high fitness values will form the majority of the selection. This way, the
fitness value generally will increase during the iterations of the GA, but the
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diversity in the population will be maintained. This diversity is important,
because diversity results in a broader search, i.e., more of the solution space
will be searched in. The variable representing the probability that the fitter
individual will be selected is called the tournament comparison value in this
thesis. This process is repeated until the number of selected chromosomes is
equal to the size of the population.

At the start of the GA, the population will be randomly initialised.
The reproduction in CEGA is meant to combine the good properties from
two chromosomes. In order to reach this goal, crossovers, i.e., exchange of
coded information between chromosomes, are obtained by exchanging con-
nection matrix elements via a chess board pattern as can be seen in Figure 7.
Crossovers will be performed with a certain probability, so it is possible for
a chromosome to enter the next generation unchanged. To attempt further
exploration of the solution space, new genetic material should be introduced
into the population. This is done by random mutation, which is performed
by adding a random number from the range [—0.15,0.15] to an element of a
connection matrix. Random mutation is performed with a certain probability
per matrix element.

The fitness value of a chromosome is calculated by taking the mean abso-
lute difference per estimation point between the predicted and the real BOLD
signal from the data. The resulting value is negated, therefore a higher error
will result in a lower fitness value. The fitness value (F) per predicted signal
can be calculated by the following formula:

N

• j is a vector of length N, where N is the number of time points in the
predicted BOLD signal.

• j5 is an element of ji it contains the amount of predicted BOLD signal
in time point i.

• d is similar to j5, but it contains the amount of BOLD signal from the
real data instead of the prediction by CEGA.

Some readers might notice that the fitness value in CEGA is equivalent to
the Hamming distance divided by —N, between and d in an N-dimensional
space.
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Figure 7: The reproduction process in CEGA. From the population (I) a
number of chromosomes (Si) are selected on basis of their fitness value. These
chromosomes contain the three weight matrices from the mathematical model
(II). In this example, the reproduction of the chromosomes S2 and S6 is only
shown for the B-matrices of both chromosomes. With a certain probability a
crossover takes place in which the matrices from both selected chromosomes
exchange weight values according to a chess board pattern (III). Then the
matrices are mutated with a certain mutation probability per matrix element
(IV); this results in some elements being changed randomly. Although this
process is only shown for the B-matix, Step III and IV are performed on all
three weight matrices in the chromosome. Finally, the chromosomes, with
the changed weight matrices, are placed in the next generation, which will be
the population in the next iteration of the CA (V).
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METHODS
This methods section is divided into two major parts. In the first part, a
series of analyses will be presented in which CEGA's performance is tested
on a DCM, i.e., an experiment specific neuroanatomical model including
only a few brain areas. This is done for two reasons: (i) this way it can
be determined whether CEGA is principally capable of estimating effective
connectivity. Moreover, (ii) the results of CEGA applied to a DCM model
can be compared directly to DCM's results on the same model and the same
data. Therefore, the first part initially will present a DCM analysis on fNIRI
data; subsequently, the CEGA analyses on the same data and with the same
model will be presented.

In the second part of this section, the experiment will be discussed in
which CEGA is used as it is meant to be used. In other words, CEGA is
applied to the generally applicable model, i.e., including all 47 Brodmann
areas in the neuroanatomical model, instead of an experiment specific model
consisting of a few brain areas. Unfortunately, the results from this experi-
ment cannot be compared to DC\I's results directly, because DCM cannot
estimate such a large model as the generally applicable model. Another rea-
son why a direct comparison is impossible is because not all areas in the
DCM model are Brodmann areas and the generally applicable model, for the
moment, only includes Brodmann areas.

Hence, in the first part, CEGA will be applied to a DCM in order to val-
idate whether CEGA can estimate effective connectivity and to compare the
results to DCM. In the second part, CEGA will be applied to the generally
applicable model in order to test whether effective connectivity can be esti-
mated using such a large model. However, before describing the experiments,
the data used to validate CEGA will be introduced.

Data
A thoroughly verified data set was needed for the validation of CEGA. The
data used in a category study as performed by Mechelli et al. (2003) orig-
inally acquired by Ishai et al. (1999, 2000) met this criterium. These data
are publicly available via the fMRI Data Center3. Unfortunately, even af-
ter intensive contact with the author, their reported results could not be
reproduced.

Subsequently, the usability of another data set publicly available on the

3http://www.fmridc.org
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internet4, which was acquired by Büchel and Friston (1997c), was explored.
This data of an attention study has also been used in the validation of the
DCM method (Friston et a!., 2003), and is provided with a high signal-to-
noise ratio. Reported outcomes (Friston et al., 2003) could be reproduced this
time, and therefore the data appeared to be well suited for the validation of
CEGA. The details of the study of Büchel and Friston (1997c) are described
below.

fMRI Data Description

Several electro-physiological and neuroimaging studies indicate that the pro-
cess of attention to visual motion increases the responsiveness of the motion-
selective cortical area (V5) and the posterior parietal cortex (PPC). These
activation changes might be a direct consequence of a change in connectivity
between the participating cortical areas (Büchel and Friston, 1997c).

A 2-Tesla Magnetom VISION (Siemens, Erlangen) whole-body MRI sys-
tem equipped with a head coil was used in this experiment. Contiguous
multi-slice Ti-weighted fMRI images (TE = 40 ms; 90 ms/image; 64 x 64
pixels [19.2 x 19.2 cm]) were obtained with echo-planar imaging (EPI) using
an axial slice orientation. A T-weighted sequence was chosen to enhance
the BOLD contrast. The effective repetition time was 3.22 seconds (adapted
from Büchel and Friston, 1997c).

In this experiment subjects were asked to look at a white dot on the centre
of a screen during all conditions. In the 'motion' conditions, 250 white dots
moved radially from the fixation point in random directions towards the
border of the screen and disappeared when they reached it.

Before the actual scanning started, the subjects were exposed to the stim-
ulus in five trails. During each trail the speed of the dots was reduced and the
subjects were asked to report these changes in speed. However, during the
scanning the speed changes were eliminated, without informing the subject.
The experiment was divided into four conditions: 'fixation', 'attention', 'no
attention' and 'stationary'. During the 'fixation' condition only the white
dot in the centre was visible. During the 'attention' condition the radiating
dots were visible and the subjects received the 'detect changes' instruction.
The only difference in the 'no attention' condition was the instruction: the
subjects were asked to 'just look'. Between the different trails there was a
stationary condition during which 250 non moving dots were displayed (for
more details, see Büchel and Friston, 1997c).

4http://www.fll.ion.ucl.ac.uk/*penny/datasets/attentjon.htmj
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Table 1: In this table the names of the cortical areas involved in the attention
study (Blichel and Friston, 1997c) are listed together with the acronyms that
are used in this thesis to refer to these areas. A general description of the
function of the areas according to Martin (1996) is found in the last column.

Name Acronym Function
primary visual cortex Vi vision
motion-selective cortical area V5 motion eye, movement
posterior parietal cortex PPC visuomotor, perception
prefrontal cortex PFC thought, cognition and planning

CEGA Applied to a DCM
First a DCM analysis is performed on the fMRI data described above. The
results of this analysis can then be compared directly the the results of CEGA
on the same data.

The DCM Analysis

Previous work (Büchel and Friston, 1997c; Friston and Büchel, 2000) estab-
lished a hierarchical backward modulation of effective connectivity. Hierar-
chical backward means as much as: from the areas further away from the
area receiving the stimuli to the areas closer to the area receiving the stimuli.
Such hierarchical backward connections are also referred to as top-down con-
nections, in contrast to bottom-up connections, which are connections with
the opposite direction, i.e., going away from the area receiving the stim-
uli. Modulation is a change in effective connectivity due to the experimental
conditions.

The main use of this data in this thesis is to quantify the strength of
the top-down connections from PFC to PPC and from PPC to V5, but the
modulation of the bottom-up connection Vi to V5 is estimated also.

In order to construct the dynamic causal model (DCM), a statistical para-
metric map (SPM) had to be constructed first, because with SPM the areas
activated by the experimental conditions can be found. Normally, only those
activated areas are included in a DCM model. The SPvl is generated from
the data and the GLM, in which three conditions were included: 'Photic',
Motiori and 'Attention'. The BOLD signal needed by DCM to make its
estimates is created by selecting local maxima from the SPM within respec-
tively Vi, V5, PPC and PFC (see Figure 8). All four areas are defined
as a sphere with a radius of 6 mm. Subsequently, a DCM is constructed
by bi-directionally connecting Vi and V5, V5 and PPC, PPC and PFC.
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location of regions

Name Voxe LOCatIOn (mm)

Vi 26 0 -93-3

V5 27 -26-813

PPC 15 -24-7254

PFC 15 -513324

Figure 8: The locations of the regions involved in the attention model.

Furthermore, the 'Photic' condition is directly connected to Vi. DCM was
instructed to estimate the modulatory effects, i.e., change in effective con-
nectivitv due to the experimental conditions, of the bottom up connection
from Vito V5 and of the top down connections of PPC to V5 and PFC to
ppc.

Experiment 1: CEGA's Estimation of the DCM

To verify that CEGA can actually estimate effective connectivity, CEGA
first will be applied to the DC\I model that was estimated as described
above. This in contrast to how CEGA is meant to be used, namely using
the generally applicable model to explain the data, instead of an experiment
specific model, such as a DCM model. However, the results of this experiment
can be compared directly to DCM's results on the same data.

In contrast to DCM, CEGA is not a deterministic algorithm, i.e., the
solution is generated from random numbers. As a consequence, CEGA can
produce different results in different runs on exactly the same data. There-
fore, the stability of the algorithm, i.e., whether the variation in solutions
generated by different runs is not too high, should be considered. To address
this issue of stability CEGA is run thirty times with the same data in this
experiment, where one run means a totally new estimation of the data.

Because it was not known in advance how many iterations the estimation
of this DCM model would require to reach a good solution, i.e., the fitness
value does not increase anymore for several iterations, the thirty times the
algorithms were run were divided into three groups of each ten runs of respec-
tively 400, 800 and 1200 iterations. In each of the three groups of 400, 800
and 1200 iterations, half of the runs were performed with a mutation prob-
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Table 2: This table summarises the settings of CEGA used in the first
experiment. In this experiment, CEGA is applied to a DCM model to test
whether CEGA is capable of estimating effective connectivity and because the
results of DCM and CEGA can then be compared directly.

Experiment 1
objective determine whether CEGA is capable

of estimating a DCM model
number of runs 30
number of iterations per run 400, 800, 1200
population size(N) 30
mutation probability (Pm) 0.1, 0.01
crossover probability (Pc) 0.6
tournament comparison value (k) 0.75

ability pm = 0.01 and the other half with p = 0.1. The higher mutation
probability is to test whether CEGA will benefit from a more exploratory
setting. In contrast, when the results of the lower mutation probability would
prove better, this means that CEGA profits more from exploitation (for more
information about exploitation/exploration, see appendix A). The crossover
probability was set to Pc = 0.6 and the tournament comparison value was set
to k = 0.75. The population had a size of N = 30. The settings of CEGA
are summarised in Table 4.

Experiment 2: CEGA's Estimation with a Constant C-matrix

To address the issue of stability, another experiment is performed in which
CEGA is applied again to the same DCM model. However, in this experi-
ment, the elements of the C-matrix are kept at a constant value. This means
that the exact values in the C-matrix need to be specified in advance. It is
hypothesised that this can result in less variance in the results, because much
variance can be introduced by allowing the elements of the C-matrix to adapt
to different values. When for example the C-matrix of a solution candidate
which produces a good fit of the data changes, the rest of the connections
is able to undo this effect by changing their connections too, to make the
prediction fit again.

Thus, the elements of the C-matrix are kept at a constant value. More
specifically, the direct effect of the input at Vi will be set to 0.5.

This experiment consisted of twenty runs of each 400 iterations, because
the previous experiment had indicated that this number of iterations was
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Table 3: This table summarises the settings of CEGA used in the second
experiment. In this experiment, CEGA was applied again to the same DCM
model, but now the elements of its C-matrix were kept at a constant value,
in order to lower the variance in the results.

Experiment 2
objective determine whether CEGA produces

more stable results when the values
of the C-matrix are kept constant

number of runs 20
number of iterations per run 400
population size(N) 30
mutation probability (pm) 0.1, 0.01
crossover probability (pc) 0.4, 0.6
tournament comparison value (k) 0.75

sufficient. Four different settings were tested in this experiment, namely a
crossover probability of Pc = 0.4 and Pc 0.6 with mutation probabilities of
pm = 0.01 and p = 0.1.

Experiment 3: CEGA Compared to Random Search

When using a GA the researcher should always concern himself with how
well this GA performs in comparison to a random search. The reason of this
is that when the GA does not produce much better results than a random
search, there is no good reason to use such a complicated algorithm as a GA.

In random search, the evaluation of a parameter set can be done more ef-
ficiently. Often the parameters will cause the model to exceed normal values
for neuronal activity. In such cases, the BOLD signal does not have to be
calculated any more and the result can be discarded directly, because the fit-
ness value of previous estimates are not used in random search. That is why
in this experiment the random search method is allowed to perform 30,000
evaluations, as opposed to only 30 x 400 = 12,000 (the population size mul-
tiplied by the number of iterations) evaluations in the CEGA experiments.
Because theoretically a random search algorithm can gness directly or very
quickly an optimal solution in a small number of evaluations not representa-
tive for the average number of evaluations that finding such a solution would
take, the random search algorithm is run twenty times in order to lower the
probability of a lucky guess.
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Table 4: This table shows the settings and the objective for the third exper-
iment in which CECA is compared to random search.

Experiment 3
objective determine whether a random search

will perform as good as CEGA
or even better

number of runs 20
number of evaluation per run 30,000

Experiment 4: CEGA Using the Generally Applicable
Model
In the final experiment, CEGA will be used as it is meant. CEGA is used
without an experiment specific neuroanatomical model, as in DCM, but with
the generally applicable neuroanatomical model. By using this generally
applicable model, CEGA hopes to overcome the limitations of DC\I, i.e.,
the construction of a neuroanatomical model is prone to error and does not
allow a exploratory approach.

CEGA will be tested on the same data as used in the DCM analysis, but
the results of this experiment cannot directly be compared with the results
of the DCM analysis. This comparison is impossible because some areas in
the neuroanatomical model of the DCM are not Brodmann areas. However,
the quality of the estimation will be judged by observing how well CEGA is
able to predict the measured BOLD signals.

In the final experiment, the data from the forty-seven Brodmann areas
in the left hemisphere were included in the model. The data from which
these forty-seven BOLD signals are extracted is the same data as used in the
previous experiments. Furthermore, all connections from the grand connec-
tion matrix were allowed to be estimated. Because of the better results of the
second experiment, the elements of the C-matrix were kept constant again at
one input of 0.5 into Brodmann area 17 (primary visual cortex, Vi). CECA
was initialised with a population size of N = 30, a mutation probability
Pm = 0.01, a crossover probability Pc = 0.4 and the tournament comparison
value was set to k = 0.75. The number of iterations in this experiment was
set to 30, 000.
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Table 5: This table summarises the settings of CEGA used in the fourth
erperiment using the generally applicable model.

Experiment 4
objective determine whether CEGA can

estimate effective connectivity
using the generally applicable model

number of runs 1

number of iterations per run 30000
population size(N) 30
mutation probability (Pm) 0.01
crossover probability (Pc) 0.4
tournament comparison value (k) 0.75

Table 6: This table summarises the experiments from which the results will
be presented in this thesis.

Experiment Goal
Experiment 1 determine whether CEGA can estimate

effective connectivity in a DCM
Experiment 2 determine whether the variance in

the solutions CEGA produces will
decrease when the values of the
C-matrix are kept constant

Experiment 3 determine whether CEGA can
outperform random search

Experiment 4 determine whether CEGA applied
the generally applicable model
can estimate effective connectivity

to
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RESULTS
CEGA Applied to a DCM
To compare the results of CEGA directly to DCM's results, CEGA was first
tested on a DCM. In order to make this comparison, first a DCM analysis
was performed and subsequently a CEGA analysis on the same data.

Dynamic Causal Modelling

The model and the exact results of the DCM-analysis of one subject, per-
formed to compare with the results of CEGA, are presented in Figure 9; they
show the modulatory effects as reported in Friston et al. (2003).

In this dynamic causal model (DCM), which was applied to the data
from the attention experiment (Büchel and Friston, 1997c), four areas are
hi-directionally connected (Friston et a!., 2003). Moreover, DCM was specif-

Figure 9: In this dynamic causal model (DCM), which was applied to the
data from the attention experiment (Biichel and Friston, 1997c), four areas
are bi-directionally connected (Friston et al., 2003). Moreover, DCM was
specifically instructed to estimate the modulatory effects, i.e., influence of the
conditions on a connection strength, from the connections Vi to V5, PPC to
V5 and PFC to PPC (for a definition of these areas see 8.
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Figure 10: The measured and predicted BOLD signals from DCM. &om
above to below respectively the measured and predicted BOLD signals from
Vi, V5, PPC and PFC are shown in the graphs.

ically instructed to estimate the modulatory effects, i.e., influence of the
conditions on a connection strength, from the connections Vi to V5, PPC to
\r5 and PFC to PPC (for a definition of these areas see 8.

The results match those found by Friston et a!. (2003). A strong modu-
latory effect is detected on the bottom-up connection strength between Vi
and V5 but there are also top-down modulatory effects between PFC and
PPC and between PPC and V5.

Experiment 1: CEGA's Estimation of a DCM

Now CEGA is tested on the same data and with the same DCM as the DCM
from above. Because it was not known in advance how many iterations the
estimation of this DCM model would require to reach a good solution, i.e., the
fitness value does not increase anymore for a couple of iterations, the thirty
times the algorithms were run were divided into three groups of each ten runs
of respectively 400, 800 and 1200 iterations. In each of the three groups of
400, 800 and 1200 iterations, half of the runs were performed with a mutation
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Table 7: Experiment 1: Statistics of the final fitness values of each ran,
i.e., new estimation of the model. In this table N is the population size
used by the genetic algorithm (GA). The value of Pm represents the mutation
probability per matrix element during the reproduction stage of the GA. The
two columns on the right of the table represent the mean fitness value at the
last iteration (Mean) over five runs and the standard deviation (SD) of these
fitness values.

Run N Pm Mean SD
1-5 400 0.01 -1.478 0.0173
6-10 400 0.1 -1.448 0.0091
11-15 800 0.01 -1.486 0.0591
16-20 800 0.1 -1.458 0.0095
21-25 1200 0.01 -1.455 0.0059
26-30 1200 0.1 -1.448 0.0204

Table 8: Experiment 1 Statistics of the connection strengths in the A-
matrix. For each connection, the mean connection strength (Mean) and the
standard deviation (SD) over the thirty times CEGA was performed on the
same data are shown in the second and the third column. In the last column
the results of the dynamic causal model (DCM) analysis on the same data
are shown for comparison.

Connection Mean SD DCM
Vi —* VS 0.07 0.71 0
V5 —* Vi 0.33 0.09 1.20
V5 — PPC -0.18 0.40 0.18
PPC —p V5 0.55 0.18 0.25
PPC — PFC 0.34 0.29 0.84
PFC —* PPC 0.97 0.21 0.74

probability pm = 0.01 and the other half with p = 0.1. The higher mutation
probability is to test whether CECA will benefit from a more exploratory
setting. In contrast, when the results of the lower mutation probability would
prove better, this means that CEGA profits more from exploitation (for more
information about exploitation/exploration, see appendix A). The crossover
probability was set to Pc = 0.6 and the tournament comparison value was set
to A' = 0.75. The population had a size of N = 30.

In Table 7 the statistics of the final fitness values of each run, i.e., new
estimation of the model, are shown. When this Table 7 is inspected, it can

33



0 100 200 300 400

Iterations

Figure 11: The fitness curve of run 4 of the first experiment in which CEGA
was applied to a dynamic causal model.

be seen that the 1200 iteration runs produced only slightly fitter individuals
at the end in comparison with the 400 iteration runs. Therefore, it can be
concluded that 400 iterations is enough for the estimation of this specific
DCM.

To judge the real performance of CEGA in the DCM, Table 8 will tell
us more. In this matrix a disturbing fact shows up, namely that the stan-
dard deviation of the connection strengths over the thirty performed runs of
CEGA, are quite high. This means that every answer, i.e., the estimated A-,
B- and C-matrix, is totally different.

However, when the BOLD signals predicted by CEGA are inspected (see
Figure 12) and also the fitness values, which tell how well the predicted BOLD
signals resembles the measured BOLD signal, they are not so different from
each other. Concerning the BOLD signals predicted by CEGA, one could
even argue that they are better than the BOLD signals predicted by DCM
(see Figure 10) because CEGA's predictions show more detail while DCM's
predictions look more smoothed. However, the stability of CEGA is doubtful
regarding the results of this experiment.

The explanation of the variance in the estimation results of this exper-
iment in which CEGA was applied to a DCM may lie in the fact that the
direct effect of the "Photic" conditions on Vi is not bound to any value.
When for example this direct effect of a model which produces a good fit of
the data changes, the rest of the connections is able to undo this effect by
changing their connections too, making the prediction fit again. This causes
the possibility of existence of many different sets of connection strengths
explaining the same data.
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Figure 12: The measured BOLD signals and CEGA 's prediction of it from
run 4 of the first eTperiment in which CEGA was applied to a dynamic causal
model. From above to below respectively the measured and predicted BOLD
signals from Vi, V5, PPC and PFC are shown in the graphs.

Experiment 2: CEGA's Estimation with a Constant C-Matrix

To overcome the problem of variance in the results due to a compensation
effect between the values in the C-matrix and those in the A and B-matrix
as described above, the direct effect in Vi was set constant to 0.5 in this
experiment.

This experiment consisted of twenty runs of each 400 iterations, because
the previous experiment had indicated that this number of iterations was
sufficient. Four different settings were tested in this experiment, namely a
crossover probability of Pc = 0.4 and Pc = 0.6 with mutation probabilities of
Pm°-°1 andpm=0.1.

Judging Table 9, it could be said that concerning the genetic algorithm
a more exploratory setting is favoured by CEGA, because the fitness values
with the mutation probability of Pm = 0.1 are slightly higher than those
resulting from running CEGA with a mutation probability of Pm 0.01.
A higher mutation probability means that more diverse solution candidates
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Table 9: Experiment 2: Statistics of the final fitness values of each run,
i.e., new estimation of the model. In this table, N is the population size
used by the genetic algorithm (GA). The value of pe represents the crossover
probability of one chromosome in the selection; Pm represents the mutation
probability per matrix element during the reproduction stage of the GA. The
two columns on the right of the table represent the mean fitness value at the
last iteration (Mean) over five runs and the standard deviation (SD) of these
fitness values.

Run Pc Pm Mean SD
1-5 0.6 0.01 -1.462 0.0059
6-10 0.6 0.1 -1.458 0.0015
11-15 0.4 0.01 -1.464 0.0057
16-20 0.4 0.1 -1.456 0.0004

Table 10: Experiment 2 : Statistics of the connection strengths in the A -
matrix. For each connection, the mean connection strength (Mean) and the
standard deviation (SD) over the twenty times CEGA was performed on the
same data are shown in the second and the third column. In the last column
the results of the dynamic causal model (DCM) analysis on the same data
are shown for comparison.

Connection Mean SD DCM
Vi — V5 -0.37 0.23 0

V5 — Vi 0.32 0.05 1.20
V5 —* PPC 0.51 0.12 0.18
PPC —* V5 0.02 0.21 0.25
PPC —* PFC 0.21 0.17 0.84
PFC —* PPC 1.00 0.07 0.74

will be explored, in contrast to a low mutation probability, which causes the
solution candidates coded in the chromosomes to be more similar to their
parents.

Indeed the results of CEGA are more stable when the elements of the
C-matrix are kept at a constant value. This increased stability can be con-
cluded from the decreased standard deviations in the connection strengths
mentioned in Table 10, opposed to the higher standard deviations in Table 8.
However, the mean connection strengths differ more to those of DCM than
they did in the previous experiment were the C-matrix was allowed to be
estimated by CEGA.
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Table 11: Erperiment : Statistics of the connection strengths in the B-
matrix. For each connection, the mean connection strength (Mean) during the
condition mentioned in the second column and the standard deviation (SD)
over the twenty times CEGA was performed on the same data are shown in
the second and the third column. In the last column the results of the dynamic
causal model (DCM) analysis on the same data are shown for comparison.

Connection Condition Mean SD DCM
Vi —* V5
PPC —* V5
PFC —+ PPC

Motion
Attention
Attention

1.88
0.23
0.25

0.29
0.08
0.10

0.57
0.22
0.24

There are differences in results between the first experiment in which
CEGA was applied to a DCM and the C-matrix was allowed to be estimated
and the second experiment in which CEGA was again applied to a DCM
but the C-matrix was kept constant. However, the predictions of the BOLD
response made by CECA from those two experiments (which can be seen in
Figure 12 and Figure 13) are very similar.

Since CEGA's predictions of the BOLD signals resemble the measured
BOLD signals quite well, the solutions CEGA provides must be valid solu-
tions.
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Figure 13: The measured BOLD signal and CEGA 's prediction of it from
run 16 of the second experiment in which CEGA was applied to the DCM,
but the elements of its C-matrix were kept at a constant value. From above
to below respectively the measured and predicted BOLD signals from Vi, V5,
PPC and PFC are shown in the graphs.
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Figure 14: CEGA 's results of run 16 of the second eTperiment. In this figure
the dynamic causal model from Figure 9 is shown, but with the estimated
values of CEGA.



Table 12: Experiment 8: Statistics of the connection strengths in the A-
matrix estimated by a random search algorithm. For each connection, the
mean connection strength (Mean) and the standard deviation (SD) over the
twenty times the random search was performed on the same data are shown in
the second and the third column. In the last column the results of the dynamic
causal model (DCM) analysis on the same data are shown for comparison.

Connection Mean SD DCM
Vi —+ V5 0.21 0.14 0
V5 — Vi 0.33 0.03 1.20
V5 —p PPC 0.10 0.07 0.18
PPC —* V5 0.59 0.13 0.25
PPC — PFC 0.11 0.09 0.84
PFC —* PPC 0.76 0.17 0.74

Experiment 3: CEGA Compared to Random Search

As mentioned before, the results in Table 9 show a better performance with a
high mutation probability. A more exploratory setting of the GA seems to be
profitable. It might even be questioned how useful the gradient information
is at all and consequently how much exploitation is worth in these model
estimations, i.e., the search algorithm estimates parameters close to already
known good candidate solutions. The peaks and the valleys in the error
landscape (see appendix B) might be so steep that we may be better off with
a random search. So, within this attention study a final experiment was
performed to answer this question.

A random search was performed to see whether the use of a GA can
be justified. The random search was allowed to do 20 runs of each 30,000
evaluations.

The results of the random search experiment are extraordinary. Although
the final fitness values were lower ( = —1.5142, U = 0.0069) than in the
CEGA experiments, the results are closer to each other, i.e., the standard
deviations of the connections strengths are low, as can be seen in Table 12
and Table 13.
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Table 13: Erperiment 3 Statistics of the connection strengths in the B-
matrix estimated by a random search algorithm. For each connection, the
mean connection strength (Mean) during the condition mentioned in the sec-
ond column and the standard deviation (SD) over the twenty times the ran-
dom search was performed on the same data are shown in the second and
the third column. In the last column the results of the dynamic causal model
(DCM) analysis on the same data are shown for comparison.

Connection Condition Mean SD DCM
Vi — V5
PPC — V5
PFC —+ PPC

Motion
Attention
Attention

0.93
0.33
0.41

0.07
0.23
0.26

0.57
0.22
0.24

0 200 400 600 800 1000 1200j4PYf
0 200 400 600 800 1000 1200
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0 200 400 600 800 1000 1200
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Data

Figure 15: The measured BOLD signal and the prediction of the random
search algorithm of the BOLD signal. These predictions of the BOLD signal
were made based on the connection strengths estimated in the 10th run of
the random search algorithm on the same data as the DCM analysis was
performed on. From above to below respectively the measured and predicted
BOLD signaLs from Vi, V5, PPC and PFC are shown in the graphs.
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Table 14: This table shows Hamming distances between the predicted and the
measured BOLD signals in the areas Vi, V5, PPC and PFC (for a definition
of these areas see Figure 8) for both dynamical causal modelling (DCM) and
connectivity estimation by genetic algorithm (CEGA).

Area DCM CEGA
Vi 810 1098
V5 292 331
PPC 310 313
PFC 364 353

CEGA vs. DCM

The conclusion of the results of the 16th run of the second experiment as
presented in Figure 14 could be the same as that of the DCM results. The
other runs showed connection strengths similar to those from the 16th run,
which can also be concluded from the low standard deviations in connection
strengths seen in Table 10 and Table 11.

The conclusion is that there is a strong modulation of the bottom-up
connection from Vito V5 during the 'Photic' conditions, and during the
attention condition the strength of the top-down connections from PFC to
PPC and from PPC to V5 increases. However, the numerical results differ.
If one compares the BOLD signals predicted by DCM to the BOLD signals
predicted by CEGA the following aspects attract attention. Remarkably, the
low peaks in Vi are not predicted by CEGA (see Figure 10 and Figure 13);
actually none of the generated models in both of the experiments predicted
them. Except for the low peaks, the predictions are quite accurate and
also match the DCM predictions. The detail of the predictions of CEGA
seems even slightly better than DCM's (see Figure 16). Using CEGA, the
estimation of the model in 400 iterations required half the time needed by
DCM and also used less memory. The comparison presented above is based
on visual inspection of the predicted BOLD signals of DCM and CEGA. To
make a precise comparison, the numerical difference between the predicted
BOLD signals and the measured BOLD signal has to be calculated for both
DCM and CEGA.

As can be seen in Table 14 DCM's prediction of the BOLD signal is
better in terms of Hamming distance between the predicted and the measured
BOLD signal in the three areas closer to Vi (where the visual stimulus is
received). In PFC, CEGA's prediction of the BOLD response is better.
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Figure 16: The upper graph shows DCM's prediction of the BOLD signal
in PFC; the lower graph shows the CEGA 's prediction of the BOLD signal
in PFC.

Experiment 4: CEGA Using the Generally Applicable
Model

In the final experiment, the data from the forty-seven Brodmann areas in the
left hemisphere were included in the model. The data from which these forty-
seven BOLD signals are extracted is the same data as used in the previous
experiments. Furthermore, all connections from the grand connection matrix
were allowed to be estimated. Because of the better results of the second
experiment, the elements of the C-matrix were kept constant again at one
input of 0.5 into Brodmann area 17 (primary visual cortex, Vi). CEGA
was initialised with a population size of N = 30, a mutation probability
Pm = 0.01, a crossover probability Pc = 0.4 and the tournament comparison
value was set to k = 0.75. The number of iterations in this experiment was
set to 30, 000.

The fitness values increased very slowly (see Figure 17); the total esti-
mation took about 2 days on a normal desktop computer. Unfortunately,
the results of this experiment cannot be compared directly to the results
of the previous experiments, since not all areas in the DCM are Brodmann
areas, e.g., V5 is not a complete Brodmann area, and DCM is not capable
of estimating the data using the generally applicable model. This makes it
difficult to interpret the connection strength that CEGA has estimated in
this experiment; however, they can be seen in Table 15. The predictions
CEGA made of the BOLD signals form a better basis for judgement about
CEGA's performance in this experiment.

Although the final fitness value of —7.4945 seems unsatisfactory, some of
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FiglLre 17: This graph shows the fitness curve of the final experiment using
the generally applicable model of CEGA.

the predicted BOLD signals did fit quite well, as can be seen in Figure 18.
The predicted signals of the areas not shown in these figures did not match
the measured BOLD signals judging by visual inspection. Table 15 shows the
estimated connections in the A-matrix with a strength bigger than 0.1 and
with connected areas in the group of areas where the signals did fit judging
by visual inspection.
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Table 15: This table shows the connections strengths from the A-matrix
estimated by CEGA using the generally applicable model applied to the same
data as used in the previous experiments. The first two columns mention the
source and the target areas. In the third column the connection strengths of
the connections from the source areas to the target areas are reported. Note
that only the connections are mentioned of which CEGA was able to predict
the BOLD signal in both source and target area. Also the connection strengths
had to have an absolute value bigger than 0.1.

Source Area Target Area Connection Strength
6 3 0.20
6 4 0.19
19 18 0.76
2 19 0.19
3 19 0.11
4 19 0.40
5 19 0.59
6 19 0.27
8 19 0.35
2 21 0.11
3 29 0.16
44 30 0.93
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Figure 18: This table shows the measured BOLD signals and CEGA 's pre-
diction of those BOLD signals from respectively Brodmann areas 1, 2, 3, 4,
5, 7, 17, 18, 20, 29, 30 and 43, when CEGA was applied with the generally
applicable model to the same data as used in the previous erperiments.
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DISCUSSION

This discussion consists of three parts. First, the discussion itself, in which
the numerical differences between CEGA and DCM will be addressed. This
is done by comparing the different methods CEGA and DCM use to find
the optimal solution, i.e., the search algorithms, and how DCM and CEGA
generate a BOLD signal from a neuronal signal. Subsequently, the hypothesis
that CEGA could deal with so called "cold spots" is explained. Following
this, some comments are made about the results of CEGA using the generally
applicable model,and a final remark will be made about the completeness of
the generally applicable model and the completeness of models in general.
The second part of this discussion will contain future perspectives about the
further development of CEGA. Finally, after a short summary of the reasons
why CEGA was developed, some conclusions will be made in the third part
of this discussion.

The numerical differences between the results of the CEGA and DCM
are considerable (see Table 10 and Table 11). This can be attributed to
several reasons. First, it should be noted that the BOLD response in DCM
is modelled by the balloon model (Buxton et al., 1998; Friston et a!., 2000),
while in CEGA it is modelled by an HRF (Wink, 2004). This is in fact
a linear approximation of the BOLD response, while the balloon model is
non-linear. But since the BOLD response is only weakly non-linear (Friston,
2004), it is very unlikely that this causes the large differences in results.

A more important point to consider is the different search algorithm used.
DCM uses an EM algorithm, which is known to find a local maximum (Demp-
ster et al., 1977). DCM starts the EM with an initial guess only based on
priors which cause the model to be stable and then follows a straight for-
ward hill climbing procedure (see appendix B). In general, a GA, which
CECA uses, provides better results, especially when the settings promote
exploration in favour of exploitation. The results presented in this thesis
indicate that a focus on exploration induces better results. The estimation
in CEGA is faster than that of DCM, which uses the EM algorithm, but
CEGA also seems less prone to end in a local maximum. Moreover, GAs are
often used in "idea models" (Roughgarden et al., 1996) rather than in precise
simulations. Since the focus of this thesis lies on a more exploratory method
for effective connectivity estimation rather than a quantifying method, as
DCM is, GAs seem to be the right technique to use.

It is hypothesised that CEGA is capable of dealing with so-called "cold
spots", which are areas that show no activity, although they are important
for the estimation of effective connectivity. For example, an area showing no
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activation is actively inhibited by another area. The connection responsible
for this inhibition, could be important to fully understand the functional
network in which these areas are embedded. Because a DCM model generally
will be constructed from areas that show activation in SPM, "cold spots"
will not be included in DCM models. In CEGA, these "cold spots" and the
connections attached to them will be modelled, because CEGA makes use of
the generally applicable model, instead of relying on a restricted selection of
brain areas.

An important point to consider is that modelling all Brodmann areas and
the connections between them does not make a complete neuroanatomical
model of the brain during the experiment. Obviously, this is because of the
lack of spatial detail that comes with the division of the brain in Brodmann
areas, but also because the experimental design is incomplete. For instance,
the subject experiences much more than only the designed inputs. Some of
these issues can be addressed by doing multi-subject studies, but some expe-
riences left out of the experimental design might be present in all subjects,
e.g., the mechanic sounds of the scanner. However, these problems may rise
in every neuroimaging study and are beyond the scope of this thesis. Never-
theless, scientists should be careful when thinking their models complete.

Although DC\I seems to perform slightly better on the estimation of de-
signed neuroanatomical models with preselected areas (judging by the Ham-
ming distances mentioned in Table 14), DCM cannot be used to estimate a
neuroanatomical model including all Brodmann areas as was done by CEGA
in the last experiment. For now, this leaves CEGA the only method capable
of doing connectivity research in an exploratory way.

The results of the estimation using the generally applicable model with
the data from forty-seven Brodmaiin areas are promising: in a relatively short
estimation (30,000 iterations, which took about two days on a desktop PC),
many of the predicted signals fitted quite well, judging by visual inspection.
Probably some tweaking of the GA parameters and more iterations could
improve these results.

Future Research
One of the problems which remains unsolved is the incomplete digital atlas.
Many experiments require brain areas to be involved which are not within
the group of the forty-seven Brodmann areas (for example V5 which was also
included in the DCM of the attention study, Büchel and Friston, 1997c). A
more detailed digital atlas could provide a solution to this problem.

The parameters of the HRF to model the BOLD response used in CEGA
can be estimated per brain area using the method introduced in the work
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of Wink (2004) to address the differences that exist between brain areas in
for instance blood supply. Because CEGA already makes use of the model
of Wink (2004), it should be possible to implement this regionally specific
model of the BOLD response. Possibly, this could enhance the results of
all fMRI experiments and therefore also of CEGA. This would be another
advantage over DCM, which makes use of the balloon model (Buxton et al.,
1998; Friston et al., 2000) to model the BOLD response, which is not a region
specific model of the BOLD response.

To improve the fit of the predictions of the BOLD signals on the data,
several changes to CEGA could be considered. For instance, the way the
fitness values are calculated can be adjusted. In this thesis, the fitness value
is based on the absolute difference between the prediction and the data. Of
course the well known mean squared error measure could be used. However,
a totally different approach would be not to look at the squared or absolute
difference between the predicted and the measured signals, but to calculate
the fitness value on basis of an analysis of spectral coherence. This would also
address the quality of the predictions concerning the relatively high frequency
information, rather than only rewarding the fit on a low frequency pattern.

Another adjustment to CEGA which could improve the results would be
to increase the realism of the mathematical model, i.e., how the predictions
are made given the connection strengths and the input. This model was
adapted from DCM and left unchanged in CEGA, but could probably use
improvement. For instance, the transfer function, converting the incoming
activity to the output activity in one modelled brain area, is now quite simple,
namely total input equals output. This transfer function could be replaced
by for instance a sigmoid function, which is often used in artificial neural
networks to restrict the output to stay in a certain range. Additionally, a
threshold could be introduced in the modelled brain areas, which causes such
an area to generate output only when the total input exceeds the threshold.
This could even be extended by allowing the modelled brain areas to build
up activity over a period of time, instead of directly passing it through.

To make CECA fully operable and to be able to judge its performance,
the C-matrix should be estimable without introducing much extra variance
in the results. For this, more experiments with CEGA have to be done.
These experiments should include: the estimation of the B-matrix using all
47 Brodmann areas, experiments with other data and experiments with both
hemispheres included in the neuroanatomical model. For the latter, more
connectivity information possibly need to be collected. A comparison with
a DCM study which has only Brodmann areas in its neuroanatomical model
would also help to judge CEGA's performance.

Finally, the interpretation of the results needs to be improved. In this
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thesis, the selection of areas of which the prediction of the BOLD signals were
good enough to attach any value to the connection strengths between them,
was done by visual inspection. However, some measure of probability that a
certain connection strength is really there should be developed, for example
on basis of analysis of spectral coherence of the predicted and the measured
BOLD signals in the connected areas. This probability together with the
connection strength can then be thresholded to provide the researcher with
a selection of significant connectivity data in an easy and reproducible way.

Summary

In this master's thesis, the connectivity estimation by genetic algorithm
(CEGA) method was presented to estimate effective connectivity by means
of an artificial neural network, serving as a model for the brain on the level
of interacting brain areas. Such a method, namely dynamical causal mod-
elling (DCM), already exists, but incorporates some serious limitations. For
instance, DC\I does not meet the prerequisites to be used as an exploratory
method. This problem can be attributed to several properties of DCM, as
for instance the reliance on an experiment specific neuroanatomical model
constructed by hand. Moreover, the search procedure used in DCM, i.e.,
expectation maximization (EM), is unsuitable for the estimation of models
with many areas involved as required by a more exploratory method.

These and other problems were addressed in this thesis. First, the selec-
tion of involved areas, e.g., by using statistical parametric mapping (SPM),
was rendered superfluous by automatically including all areas from a digi-
tal atlas and connecting them with generally applicable information about
anatomical connectivity. Furthermore, the estimation was carried out by a
genetic algorithm (GA), instead of EM, which is better suited for an ex-
ploratory method. CEGA should also be able to overcome DCM's tendency
to end in a local maximum.

Finally, making this method fully operable would require some more re-
search, especially on the field of creating a good generally applicable neu-
roanatomical model, i.e., atlas and connection matrix, but also on the final
interpretation of the data, which could probably be achieved by thresholding
certain statistics of the results.

Conclusion

Although CEGA is not fully operable yet, the results presented in this thesis
show that there is a future for this method. It is capable of generating a
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stable estimation of effective connectivity. Concerning the use of the gen-
erally applicable neuroanatomical model, it is absolutely possible to make
an estimation on basis of this model in reasonable time and the predictions
of the presented experiments look convincing. All things considered, CEGA
opens the way to a more exploratory approach of connectivity analysis.
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APPENDIX A: GENETIC
ALGORITHMS

A genetic algorithm (GA, Mitchell, 1996) is a search procedure modelled on
the mechanics of natural selection rather than a simulated reasoning process
(Buckles and Petry, 1992). Solution candidates are coded in chromosomes,
which are grouped in a population. The chromosomes in the population are
evaluated and receive a fitness value; a higher fitness value means a better
solution candidate. A selection of chromosomes is made on basis of their
fitness value. The selected chromosomes reproduce via the exchange of coded
information and sometimes random mutation. This way a new generation
is created which should have a higher average fitness value than the current
population and which will be the population in the next iteration of the
algorithm. This process is iterated until a certain stop criterium is reached;
this can be for example a predefined maximum fitness value or a number of
iterations.

Encoding
Each chromosome contains the information from which an individual can be
created. An individual can be seen as an operational candidate solution. The
information in the chromosomes can be encoded in several ways. Tradition-
ally, a binary encoding is often used where the chromosomes are bit strings
with a fixed length. It is still very common to use a binary encoding and a
large amount of existing GA theory deals with this type of encoding. Nev-
ertheless, for many problems it seems more natural to choose an encoding
which is closer to the kind of problem that needs to be solved.

For the encoding of neural network weights, real values are more practi-
cal than bit strings. Several empirical comparisons between binary encod-
ings and real value encodings have shown better performance for the latter
(Mitchell, 1996).

Selection
After the chromosomes have been assigned a fitness value, some are selected
for reproduction to form the next generation. There are many methods to use
for this select ion. The purpose of selection is that the selected chromosomes
will have a higher average fitness value than the entire population. This
way, the average fitness value, when other (reproduction) parameters are set
correct, will increase over generations.
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In search procedures in general and in GAs in particular two driving forces
are at work: exploitation and exploration. Exploitation is the refinement of
an existing suboptimal solution. Exploration can be viewed as making huge
jumps within the solution space in order to obtain a number of suboptimal
solutions which subsequently can be exploited.

Selection methods need to balance between exploitation and exploration.
When exploitation is overemphasised, the diversity of the population will
decrease and the chance of getting stuck in a local maximum is higher. When
exploration is overemphasised, the average fitness value will increase too
slowly.

Roulette Wheel Sampling

Roulette wheel sampling is a method in which the probability of a certain
chromosome to be selected is equal to its fitness value divided by the average
fitness value. The implementation of this can be described as a roulette wheel
spinning N times, where N is the number of chromosomes in the population.
Every chromosome is assigned a part of the circle proportional to its fitness
value. When the roulette wheel points at a chromosomes part of the circle
after a spin, it will be selected.

A major problem of this method is called premature convergence. On
the onset of a GA with a randomly initialised population, the differences
between the fitness values can be very large. This can result in a small group
of chromosomes selected many times; this way the diversity will be very low
and the emphasis lies to much on exploitation. In the later generations, when
the variation in fitness values has become very low, the exploitation will be
too low.

Rank Selection

In order to prevent to premature convergence, one could turn to rank se-
lection. Rank selection works the same way as Roulette Wheel Sampling,
but differs in that the part of the circle assigned to each chromosome is pro-
portional to its rank instead of its fitness value. Thus, before the actual
selection, the chromosomes are ranked according to their fitness value. This
method keeps the same balance of exploitation and exploration during the
whole run of the GA.

Tournament Selection

Rank selection requires sorting the whole population on fitness, this can be
computationally very expensive. Tournament selection has the same constant
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balance between exploitation and exploration as rank selection has, but does
not require the sorting.

Two chromosomes are randomly selected from the population and also a
random number r is drawn. When r < k, where k is a predefined constant,
e.g., k = 0.75, then the chromosome with the highest fitness value is selected.
Otherwise, the chromosome with the lowest fitness value is selected. Both
chromosomes remain in the population, so they can be selected again.

Reproduction

In the process of reproduction, two goals need to be achieved. First, the
good properties in several individuals need to combine to reach exploitation.
Second, new genetic material must enter the population to reach exploration.

Crossover

In order to mix the good properties of several individuals, crossover can be
done on their chromosomes. Crossover takes two chromosomes and exchanges
them partly. \Vhen we represent the chromosomes x and y as a sequence of el-
ements (x1 ci,) and (yl, ...y,), this exchange can take place in several ways.
For instance a random number r can be drawn, called the crossover point,
and then the new chromosomes, called offspring, can be (x1, ...Xr, Yr+i, Yn)
and (yi, ...yr,Xr+i,Xn). Although the random number r introduces some va-
riety, it might disrupt an organisational scheme in the chromosome. When
such a scheme exists a researcher can choose to set a predefined crossover
point. Another possibility is to have more than one crossover point. Mostly,
crossover takes place with a certain probability, therefore it is also possible
for chromosomes to enter the new generation unchanged.

Mutation

The most common way to introduce new genetic material in the population
is mutation. Generally, after the crossovers have been done, every element
in every chromosome has a chance of mutation. In the case of a bit string
encoding this mutation will mean a flip of the bit, but in the case of real
value enco(Iing there are more options to choose from. It is possible to set
the element to a random value or to invert its value. Another possibility is
adding a random number from the range [—r, rJ to the value of the element.
When r is not too large, this lays a stronger emphasis on exploitation, instead
of the more common use of mutation which is exploration.
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Table 16: Some parameters needed in genetic algorithms.

Parameter Symbol example value
population size N 30
tournament comparison k 0.75
crossover probability Pc 0.6
crossover point c 5

mutation probability pm 0.01
mutation range [—r, r] [—0 .3, 0.3]

Parameters
The reader of this appendix might have noticed that there are many parame-
ters that need to be defined before the GA can start running. Table 16 gives
an overview of the parameters needed for the methods in this section.

The example values in the table are commonly used values but can never
be adopted to other problems without questioning. In fact, choosing the
right parameters is often considered the most difficult part of setting up a
GA. So, how are they chosen? Of course a GA could determine the best
parameter values for a certain problem, but besides being computationally
quite expensive, this renders the problem in a recursive nature: what are the
right values of the parameters of second GA to determine the right parame-
ters of the first GA? Fortunately, we know what the general effect is of most
parameters. A bigger population size N for instance means more exploration
instead of exploitation, the same holds for the mutation probability p. For
the tournament comparison value k and the crossover probability Pc, it is the
other way around: increasing them generally will lead to more exploitation
and less exploration.
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APPENDIX B: EXPECTATION
MAXIMIZATION

Expectation Maximization (EM) (Dempster et a!., 1977) is an iterative algo-
rithm to discover maximum likelihood estimates of parameters from a probal-
istic model given the data. The variables underlying this model are unknown,
i.e., latent variables.

With each iteration of the EM algorithm, two steps are performed: the
expectation step (E-step) and the maximisation step (M-step). In the E-step,
the expected values of the latent variables are computed, which is in fact a
rating of an estimated candidate solution. Successively, the M-step, given
the model and the data, calculates the maximum likelihood estimates of the
parameters - which were set to the expected values from the E-step. This
means the algorithm will try to find a new estimate, not too different from
the previous estimate but slightly better.

For example. a model consisting of two parameters needs to be estimated,
i.e., the optimal parameters need to be found, so the model will explain the
data. When the first estimate is made, the expectation value, i.e., rating,
can be represented as the height of a point in a landscape, which is often
called the error landscape. The rest of the heights in the landscape are still
unknown, but when another estimate, which is near the previous estimate,
is made, this height is known as well. When the new estimate is higher than
the previous estimate, it will be likely (under regularity assumptions), that
the next point in the same direction, will be higher again. EM is known as
a hill climbing algorithm, so it will make estimates it concerns likely to be
better (higher in the landscape). When for some time no better estimate
can be found, the algorithm will conclude it has already found the optimal
solution and will stop searching. This is called convergence. Although, this
way, the algorithm will always reach a peak in the landscape, it does not
have to be the highest peak. Such a peak, which is not the highest, is called
a local maximum.

The EM algorithm can be summarised as follows (adapted from Ramon
et a!., 1995; Navidi, 1997). In this algorithm a desired optimal (multi dimen-
sional) parameter 'y in space F needs to be found. Q(-y-y) can be seen as a
function which rates the estimate y of 'y in iteration step k; a higher rating
means a better solutions to the problem.

• (a) Obtain a preliminary estimate, say, of -y.

• (b) Set k := 0.
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• (c) Evaluate Q(yfryk) (expectation step).

• (d) Determine a value of the generalised parameter vector, 'Y(k+l) say,

such that Q('th(k+l)) > Q(YI'Y) for all y E F (maximisation step).

• (e) If convergence has occurred, stop; Y(k+1) is our estimate of y. Oth-
erwise, go to (f).

• (f) Set k := k + 1 and go to (c).

It is very important to have a good first estimate Yo• After this first
estimate, EM will only climb the hill, meaning that when 'Yo is not very
precise and the error landscape is complicated, i.e., has no regular shape,
EM may end in a local maximum. The EM algorithm assumes the initial
value is not too far from the maximum (Navidi, 1997) and therefore often
several runs with different 'yo are performed to increase the probability that
one of them is close enough to the optimal parameter set y.
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SUMMARY
Today the human brain is generally acknowledged to be the seat of the human
mind and therefore it is studied intensely. If we want to understand the
functioning of the human brain, we must at least know how certain areas
in the brain, i.e., brain areas, communicate to develop a flow of information
through the brain. More specifically, we should search the causal relationship
between activated brain areas while a subject performs a certain task. In
other words, we want to know how one brain area influences another: this is
called effective connectivity.

In this graduation project, a method to measure effective connectivity
was developed, called connectivity estimation by genetic algorithm (CEGA).
This method is able to estimate effective connectivity in an exploratory way,
using functional magnetic resonance imaging (fMRI) data. In CEGA, the
effective connectivity is represented by connection strengths in an artificial
neural network of brain areas. These connection strengths are estimated by
predicting the underlying neuronal activity in brain areas. CEGA will try to
estimate the connection strengths in such a manner, that the predictions of
the underlying neuronal activity in the brain areas will resemble the neuronal
activity as measured with fMRI.

Current existing methods for estimating effective connectivity cannot be
used in an exploratory way. They rely on a model constructed by hand of
that part of the brain that the researcher thinks likely to be involved in the
performance of the task specified. This means that the activity in the brain
will only be predicted for those areas selected by the researcher. On the
contrary, CEGA does not rely on such a selection of brain areas, but uses a
more complete set of brain areas to estimate effective connectivity.

More specifically, CEGA uses a generally applicable model, which in-
cludes brain areas across the whole brain. The parameter estimation compu-
tationabilitv of such a large model is optimised by using a genetic algorithm
(GA). A GA is a search procedure based on natural selection and is better
capable of estimating large and complex models than more standard search
procedures, which are used in the existing methods to estimate effective con-
nectivity.

In sum, this thesis shows that where existing methods are restricted to
the use in a verifying way, CEGA can guide researchers to fresh theories of
human brain functioning.
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