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Preface

This thesis is not what I intended it to be but I refuse saying nothing ever is. When I attended
Karin Zondervan's colloquium a year and a half ago, regarding her model of one of Karmiloff-
Smith's experiments, I was struck by a feeling something was not right. I intended to make it
right. My research proposal for this thesis was optimistic and promised a clear and implemented
answer to right that wrong.

After a couple of months reading, pondering and 'virtually implementing' all kinds of meth-
ods to get ACT-R to develop, I had to give up; my ideas were unimplementable. Of course I was
devastated; on the one hand I was convinced my ideas were alright but on the other hand they
were incompatible with ACT-R, which I thought was pretty right too (although not as right as my
own ideas of course). These troubles led to the more theoretic nature of this epistle.

Whatever the value of my work, I want to thank Karin Zondervan and Fokie Cnossen for
I their useful comments and kindness. I always returned from a meeting with them a happier and

smarter person. I also want to thank Hedderik van Rijn for reading and evaluating my thesis,
together with Fokie. I wish them all the best of luck.

I would like to thank many other peoples, for having supported or influenced me either
during the writing of this thesis or before, but that might not be academically justifiable, so I
won't.
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Chapter 1

Introduction
1!

In this thesis I will try to give a layout for computational models of development. This introduc-
tionary chapter will give you an idea of what I mean by that and why it is important.

Why Computational Models? In my view, a computational model is a computer simulation of
an entity's behavior regarding a certain activity or task. When a computational model is accurate,
it displays results similar to the entity performing the activity or task. Models in general, and also

ii
computational ones, try to explain or predict the phenomena that occur when the modeled entity
performs the activity or task and preferably does both. So there are three things to consider, the
entity, the activity and the phenomena. A model may also focus on just a part of an activity, in
which case the relation with the whole activity should be described extensively, since the truth of
the bigger picture not only depends on its parts but also on their coexistence.

Now that I have defined computational models I can sum up four answers to the question
"why computational models?". First, a computational model, rather than 'just' a model has the
potential to give precise predictions, predictions that can be validated quite easily by comparison
with empirical data. On validation, a precise prediction strengthens the model more than validation
of a less precise prediction would (following [Kuipers, 2001, section 7.1.2.1]).

Second, a computational model of cognition, since it is already a computer program, facilit-
ates Artificial Intelligence applications more than a non-computational one does.

Third, as for understanding what is going on, computational models allow the researcher to
inspect at any time the state of the model, even as it is computed. This gives insights in not only

I

,
what happens, but also in how it is done. This sort of inspection is often not possible with the
modeled entity without interfering with the activity. For human subjects (the modeled entity in
this case) there are several means of inspection. For instance, one can use neuro-imaging technics

I

like EEC, fMRI, CT or PET to measure the activity of (areas in) the brain. These technics however
are not always applicable. Precise methods like fMRI, CT and PET require the subject to lay very
still in a tube in a machine, which is only possible if the experiment does not require the subject

I
,

to move or even talk extensively. EEGs on the other hand allow a subject to move around, but
I give images that are unfit for identifying individual brain areas in detail. Furthermore, a picture

of the activity of the brain doesn't show what the subject thinks.

• So, lest we can translate the activity of (a pattern of) neurons to meaning, neuroimages are
not very informative with respect to the actual content of 'the picture of a thought neuroimaging
technics are quantitative rather than qualitative. The model by Taatgen and Anderson described

I
in Section 4.2 is a good example of how a computational model can reveal what is really going on.

Another way of inspection is by verbal protocol. In this paradigm, a subject constantly
informs the researcher of his/her reasoning. This kind of inspection is clearly only possible if

I
the subject can talk, thus excluding young children. Furthermore, a subject in a verbal protocol
paradigm is forced to perform the task consciously, otherwise the activities cannot be verbalized.

I
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While a lot of tasks require conscious control. there can be subtasks that do not. In the verbal
protocol paradigm however, these unconscious subtasks are forced to be performed consciously,
which interferes with the normal way the task would be performed.

Third, the computational aspect demands precise definitions of (data) structures, mechan-
isms and the like. This forces the researcher to think before being able to do anything with the
model, which isn't a bad thing. The apparent drawback of computationality is that assumptions
(wild guesses about the truth) may be necessary for an imp'ementation . This is not so bad as
it looks, since all assumptions that are made in order to allow the computationality, would be
implicitly let free in a non-computational version of the model. At least, with the assumptions
being made. they arc explicit choices, hopefully grounded and in any case not ignored or denied.
In other words, they are still problems, but at least they are recognized problems.

Why Development? Development as a phenomenon is ill-defined. Theories of development
can differ in many ways and generally they do. Theories can focus on explaining differences
between people or they can focus on generalities. They can do this in several different ways, using
performance measures as the thing to explain, or as the thing to explain something with. A theory
can focus on what happens inside the mind, on what happens outside the mind or what happens in
between. It can focus on development in general, or on a domain such as language or mathematics.
Theories differ in their description, if there is one, of the structures of knowledge and how they
are changed, a theory may assume redescription of knowledge or accumulation or a combination
thereof. A newborn may be seen as anything from a tabula rasa to a fully equipped knowledgebase.
Development niav be seen indifferent of the environment or totally depending on it. Anything is
possible in theory. The important point that I want to make here, is that for any of the above
extremities, and for anything in between, there is some evidence and a good reason. Some theories
of development will be discussed in Chapter 2.

\Vliy study such an ill-defined subject? The first reason for studying development is that it
is a necessity for understanding cognition because it gives insights in how the mind does its doing,
thereby shedding light on what it does, namely thinking. This is important for both psychology,
for understanding the human mind, and for artificial intelligence, for creating a computer system
that is capable of performing a range of cognitive tasks. Secondly, in current models of cognition,
development is both underrepresented as the topic of investigation and often represented wrongly.
I feel that development deserves more attention as it could enrich models of cognition. Some
of these models, all of which are implemented in the ACT-R architecture, will be the topic of
Chapter 4.

What About This ACT-R You Mentioned? ACT-R [Anderson, 1976, Anderson, 1983,
Anderson, 1990, Anderson & Lebiere, 1998], as described in more detail in Section 3.3, is a compu-
tat ional model of the human mind. The activities it concerns are those related to memory, learning
and percepto-motoric interaction with the environment. It can be extended with task-models in
order to model observable phenomena and as such it is a framework or architecture, rather than
a regular model. This implies that ACT-R cannot be tested directly but always needs additional
information in order to be tested. A model-extended instance of ACT-R thus tests both the hy-
potheses implied by ACT-R and those implicated by the additional information. The additional
information is usually referred to as a model in ACT-R. Models of development, implemented in
ACT-R, will be discussed in Chapter 4, where their assumptions will be compared with those of
ACT-R and with those of some theories of development (Chapter 2).

But What Does It Mean? What does it mean to 'give a layout for computational models
of development'? In the subsequent chapters I will describe more extensively various theories
of development, existing architectures of cognition (ACT-R, ANNs and Soar), some models of I

I
I
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development that are implemented in ACT-R and I will try to explain why these do not as yet
go together. I will then describe my attempts to find a way to incorporate development more
fundamentally into ACT-R. This all will lead to the layout; given theories of development and
architectures for cognition, what should a combination of the two fields look like?
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I Chapter 2
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Theories of Development

II In this chapter some theories of development will be discussed. Theories of development have at
least one thing in common besides their topic: their vagueness, a problem Newell identified more
generally for all psychological theories [Newell, 1990]. Of the various theories that try to explain
developmental phenomena, I will discuss Piagetian constructivism and Karmiloff-Smith's Repres-
entational Redesccription theory. Piaget has earned a place in every epistle regarding development
by placing it on the psychological agenda. Besides extensive research results Piaget offers an el-
egant description of what he thinks arc the building blocks and mechanisms of the mind. The
Representational Redescription theory is in part based on Piaget's constructivism. However, the
RR theory does not reject innate predispositions and modular (thematically grouped) knowledge.
I discuss the RR theory because it focusses, like Piagetian constructivism, on development in its
approach to describe intelligence, an approach I feel has been neglected in cognitive architectures.

In this chapter, I will first try to outline what development is about. After that I will discuss

J
Piaget's view and Karmiloff-Smith's view towards development.

2.1 Development of What?
Development can mean a lot of things: change in behavior, change in knowledge, change in brain

I

structure, change in strategy. It is clear that change has something to do with development, but
what changes, and what change is useful to incorporate in a theory of cognition? My focus will be
on the general mechanisms of development of the mind, not on the changes of the medium lodging

i the mind (the brain) or on the specific content of the mind (e.g. knowledge domains).

I
To understand this choice, it is necessary to understand what I mean by 'the mind'. Figure 2.1

gives a sketch of the important factors and their interaction. In this figure, the environment and

I

maturation influence the brain and the brain influences the environment and itself. The mind
is an abstraction of the activity thus generated. How does this justify excluding maturation?
Maturation as a biological process influences the mind by influencing its concrete form; the brain.
Such an influence by maturation can be incorporated in a description of the mechanisms of the

I
mind without direct reference to that influence or without taking that particular influence as a
solitary thing. For example, if one theorizes that development for the mind is the restructuring of

• knowledge, a view compatible with that of Piaget and Karmiloff-Smith (see sections 2.2 and 2.3),

I then this restructuring (in the mind) might well be facilitated by maturation (in the brain) but
whether it is or not does not matter if one describes development in terms of changing knowledge.

I

If this is hard to see, consider the following parallel in which we are concerned with air and its
properties, such as temperature, pressure, proportions of gasses etc. When a balloon, which is
an air container, gets old, some gasses (nitrogen for example) may escape through it and the air

I
mixture inside the balloon changes. Since we are concerned with the air, not the balloon, we want
to know how having less nitrogen influences the properties of the air (for instance, it's specific

1
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14 CHAPTER 2. THEORIES OF DEVELOPMENT

heat capacity). The balIoons aging may have caused nitrogen to escape but it can stay out of
the description of the effects. Although it is not entirely false, saying that the aging of a balloon
changes the specific heat capacity of the air inside it makes little sense. Along the same lines,
aging may cause the brain to change which in turn changes the mind. The changes of the mind
can be described without reference to the changes of the brain.

environment mind brain blodynamicsI
maturation

Figure 2.1: Environment, Maturation, Brain and Mind

Justifying the exclusion of theories focussing on the environment goes along similar lines. To
quote Klahr: "whatever the form of the external environment, the information processing system
itself must ultimately encode, store, index and process that environment" [Klahr, 1989, p. 138].
Of course, the environment provides a lot of information to the brain but what matters is what
the brain does with the information and what the brain does constitutes the mind.

Before discussing some theories of development I will present my definition of development.
This definition is focused on knowledge, not on behavior, because in order to model behavior, one
must model the knowledge that underlies it. As such, an explanation focussed on behavior is just
a part of an explanation focussed on knowledge.

Development is the whole of processes that change knowledge in such a way that the possib-
ilities for understanding and action —mental or physical— are increased. As such, development is
not due to mere accumulation of knowledge but it does profit from it.

In Figure 2.1 development in this sense is (part of) the round arrow to and from the brain.I take learning and development to be quite different processes. In my view, learning results in
specific knowledge while development produces abstractions or generalizations'.

What to Look for Because the goal of this thesis is to give a layout for computational models of
development, the theories discussed will be viewed from an implementation-facilitating perspective.
\Vhen looking at a theory of development from such a perspective, one must try to see the following
six elements:

1. main focus \Vhat does the theory strive to describe exactly?

2. the larger picture Which claims and predictions are extractible from the theory?

3. data structures What kinds of knowledge does the theory identify?

4. mechanisms Which data-changing mechanisms are described by the theory?

5. initial knowledge What is supposed to be known when development starts?

6. source of new knowledge Where does a mechanism get input?

'This view is in line with that of Piaget and Karmiloff-Smith, although they do not elaborate on the subject.

I

I.1

input I output internal
activity
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These elements will not be pointed out in the following sections but they will be discussed.
At the end of Chapter 3 there will be a section in which constructivism and RR are compared
using this list and the Architectures of Cognition discussed there.

2.2 Piagetian Constructivism

2.2.1 Introduction
I Piaget's theory (see [Vuyk, 1981] for an overview of Piaget's work) is about how knowledge develops.

Originally he focussed on development from birth to adolescence, but later on he extended his

I
theory to incorporate development in adult life and in scientific discovery as well. The high level
of generality is one of the major characteristics of Piaget's theory. Piaget is general in explaining
both child development and scientific development and in focusing on similarities between subjects

1
rather than differences.

I A major notion in Piaget's theory is that all knowledge stems from action. This notion is
quite distinctive since many theories assume a rather large portion of initial knowledge but fail to
explain its origin. Piagetian development starts at birth, at which point a child has some innate
reflexes and is also capable of random movements. From then on, the child discovers the world
by interacting with it. Objects, such as pillows, sounds and parents, are gradually described by
the interactions one has with them2. The child subsequently discovers itself as the one doing —
causing— the interactions. An important kind of knowledge is logicomathematical knowledge, which
includes things like causality and set inclusion. Whereas other knowledge describes objects or

I
, interactions, logicoinathematical knowledge describes properties of the world, rather than those of

particular objects or relations. Logicomathematical knowledge is important because construction
of logicomathematical concepts initiate stage transitions (see below).

Another important assumption by Piaget is that of construction. When Piaget philosophized
about the nature of knowledge he found that every structure is a composition of structures. This
holds for biological systems as well as for knowledge systems: everything we know is a composition

I
of things we knew before. This notion has implications for the way knowledge is described (the
data-structures), as well as for the way knowledge acquisition is described (the mechanisms).
Structures and mechanisms will be discussed in more detail in Section 2.2.2.

I
A third central notion of Piaget's Constructivism is equilibration, which concerns the mechan-

isins by which knowledge is acquired and develops. Construction (the process) has two components,
assimilation and accommodation, which are regulated by equilibration. Assimilation is the 'taking

I
in' of an object into a structure whereas accommodation is the changing of a structure when it

I assimilates an object. For instance, a new toy bear fits into the structure for bears, the object
'new toy bear' is assimilated by the structure 'bear' and is thus interpreted as a toy bear. The

I
assimilation of the new bear triggers the accomodation of the existing structure for bears. For
instance when the new toy is black while all other bears were brown, the structure for bears is
accommodated to include black bears. Proper development needs assimilation and accommodation

I'
to be in equal proportions. If assimilation were prominent, all objects would be interpreted ac-
cording to the best fitting structure, but nothing new would be learned since structures would not
be changed. If accommodation were prominent, structures would adapt constantly, yielding a very

I broad but vague frame for interpretation. There has to be an equilibrium between assimilation
I and accommodation for development of knowledge. Section 2.2.2 deals with equilibration in more

detail.

I
For Piaget, these three notions —interaction, construction and equilibration— imply the ex-

istence of stages in development. A stage is a period of relative stable performance over all do-
mains due to relative stable structures. Stages come in a fixed order, although the ages at which

j 2An 'imitation reflex' plays a role in some of these interactions.

I

I
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16 CHAPTER 2. THEORIES OF DEVELOPMENT

transitions between two stages occur might differ slightly from individual to individual or from
environment to environment. Stages are implicated by the constructional nature of knowledge and
development is the necessarily stage-wise discovery of these constructs. Stages differ in complex-
ity of structures. At first, all a child can comprehend is transformations, that is, the whole of
action, subject and object. Later on, actions are separated from subject and objects, making the
action internalized. The action becomes an object itself, upon which actions can be performed
at a higher level. Piaget usually distinguishes between four stages: the sensorimotor stage, the
pre-operational stage, the concrete operational stage and the formal operational stage. According
to Piaget, there is not a single transition process between two stages. For instance, the transition
from the sensorimotor stage to the pro-operational stage differs from the transition between the
pro-operational stage to the concrete operational stage. Nevertheless, the atomic commonalities
are more important than the superficial differences.

2.2.2 Structures and Mechanisms

This section describes Piaget's view towards data structures and the mechanisms operating on
them (points 3 and 4 of the list on page 14). Piaget identified structures as the unit of knowledge,
so structures are his data type. The mechanisms operating on structures and causing development
and stages are assimilation, accommodation and equilibration.

The following paragraphs describe structures and their appearance through the stages, as
well as the mechanisms and how they combine.

Structures

During development structures change and new structures are formed because the mind adapts to
the environment. Piaget characterizes "a structure as a system of transformations, which —as a
system (in contrast to the properties of its elements)— includes laws and is conserved or enriched by
the very interplay of its transformations" ([Piaget, 1986, p. 5] as quoted in [Vuyk, 1981, p. 53])3.

A structure of knowledge does not differ from a structure of a building or a structure of Lego
in that it is composed of elements (Piaget's interactions), has a form (Piaget's system) and as a
structure is more than the sum of its parts.

Structures contain elements and relations between those elements. A structure's elements
can be perceptions, memories, concepts, operations, structures or "any objects whatsoever in
mathematics or logic". Relations can be spatiotemporal, causal, implicative etc.

As an example, let's take a look at the structure for addition. As all knowledge, addition
stems from physical actions, in this case 'joining together'. In the first (sensorimotor) stage, joining
does not exist, the world is just one big place in which objects can be moved but no groupings
are deliberately made. In the subsequent pro-operational stage joining exists but is just that: a
putting together of a certain type of objects with appreciation of the objects as belonging to the
same group. In the next (concrete operational) stage, the concept of number is developed from
counting and the combination of 'joining' and 'number' results in a structure for addition; the
mental joining of abstract numbers. At the formal operational stage, the process of addition can
even be taken apart from number, for instance, in adding mathematical functions.

Structures develop from stage to stage. That what provides content (elements) at one stage,
might provide form (relations) at another. For the example above, the element at the sensorimotor
stage (the action of moving a certain object) provides the relations for a grouping of objects at
the pro-operational stage: grouping is performed by reiterative moving. We will now take a look
at how structures are manifested in each stage.

3Piaget us structure, system and scheme somewhat interchangeably, I will stick to structure.
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The Sensorimotor Stage During the first stage of development, the sensorimotor period from
0 to approximately 1 years of age, children's behavior is characterized by centration (egocentricity
in earlier versions of Piaget 's theory). For the child, objects, including the child itself, do not exist
separately from the rest of the observable world. A typical structure at this point is the one for
'grabbing the bear', in which the perception of 'bear' is tightly linked with the action 'grabbing'.
See Figure 2.2 for a depiction of the structures.'Grabbing a bear' is at this point as separated
from 'tossing the [same] bear' and the similar 'grabbing the pillow' as 'sucking a thumb'. Any
knowledge at this point is a whole of subject, object(s) and action.

The Pre-Operational Stage The uncoupling of object, action and subject initiates the pre-
operational stage (1 to 7 yrs.). At this stage, structures can represent separate objects (e.g. 'the
bear'), actions (e.g. 'grabbing') and the subject. In Figure 2.2 this is depicted by the second
layer of forms; objects and interactions are separated. Actions that are internalized this way are
understood to have a sort of 'direction' and form the basis for concrete operations, the mark of the
next stage.

A typical structure at the pre-operational stage is the simple internalized action: a system of
transformations —at this stage; body movements— that no longer incorporates the objects it applies
to. Another typical type of structure is that representing an object; a system of interactions that
describe the possible actions for that object, thereby describing the object itself. The roundness
of an object, for example, is described in terms of being rollable.

the bear

Figure 2.2: Structures in the pre-operational (top) and concrete-operational stage (bottom).

The Concrete-Operational Stage In the third stage (7 to 11 years), internalized actions are
supplemented with their inverse. A structure is formed that includes an action and the means of
undoing that action. Grabbing is associated with releasing, picking up with putting down.

During this stage, conservation (which existed only for objects in a limited way) is applied
to number, mass, area, liquid, and solid volume, in that order.

Furthermore, structures are formed that represent facts and laws as the result of abstractions
of known structures. Take for example the law that says that releasing an object causes it to fall.

'I
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The Formal-Operational Stage The la.st stage is that of formal operations. At this stage
(from approximately 11 years of age) transformations can be subject to other transformations,
that is, actions can be used as objects. For instance, it is possible to think about an action
without performing the action. Or, even more abstract, it is possible to thing about the properties
of a transformation (such as addition) without coupling that transformation to objects (such as
abstract numbers or concrete objects). At this point, actions can be performed mentally because
the need for a physical object to project an action onto has been eliminated.

Intermezzo on Stages The above age division seems quite strict. Although this might have
been the correct interpretation when Piaget borrowed the idea of stages [Vuyk, 1981, p. 190] he
changed his view to a less static interpretation. While a lot of research has been directed at
identifying stages or classifying children's behavior as belonging to a certain stage, this normative
interpretation was not Piaget's intention. Piaget saw stages more as a necessity, implied by the
nature of knowledge, than as a predetermined path implied by the physical properties of the brain
or a 'plan of development'. In other words, Piagetian stages are phenomena rather than laws. Since
this has not always been understood, and even Piagct's writing isn't very clear on the subject, I
will try to leave the exact nature (implicative or normative) of stages out of the discussion and
focus on the description of the stages, not their status.

It must be stressed that stages are found in different experimental settings by both Piaget
and others. Piaget seemed quite confident about the boundaries of the stages, indicating what
stage a child should be at at a certain age. The critique and counterexamples on this strict division
have been numerous, with reports of data indicating children to be at stages they shouldn't be in
for years. In general, the experiments by Piaget and his close followers support his strict division,
while experiments where more or other parameters are manipulated than there are in Piaget's
work indicate the same order of stages but another age-division.

Mechanisms

The mechanisms of development that change the above structures are assimilation and accom-
modation. They are controlled by a more abstract process called equilibration. Assimilation and
accommodation always go together. Assimilation is the taking in' of something into a structure,
accommodation is the adaption of a structure to that which it assimilated.

The mind develops best if there is an equilibrium between assimilation and accommodation.
A mind that only assimilates does not change. A mind that only accommodates changes constantly
and hence does not learn to generalize. Equilibration takes care of proportioning assimilation and
accommodation.

According to Piaget, assiniilation and accommodation combine to form three different types
of knowledge change. The simplest form of equilibration is the assimilation of an object into a
structure and the accommodation of the structure. For instance, when a toy bear is assimilated
into the 'bear' structure and the structure is accommodated to that particular bear. This type of
equilibration interprets reality and adapts to it.

The second type of equilibration involves the reciprocal assimilation and accommodation of
two structures, for instance, eye-hand coordination is the reciprocal assimilation and accommod-
ation of the structures for eye coordination and that for hand coordination.

The most advanced type of equilibration involves the integration of differentiated structures
and is a combination of the previous two types. First, a structure is differentiated due to ac-
commodation; whenever an accommodation is required a copy is made of the original structure
and that copy is accommodated. All these accommodates are then combined by assimilation of
each other, yielding a structure that is more general. This type of equilibration is often found in
scientific research when a theory is adopted by several researchers, each transforming the theory I

I
I.
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slightly. A more general and more precise theory is formed when a brave researcher decides to
collect the varieties and unifies them. Another example is addition being understood to apply to
mathematical functions too, a generalization of regular number addition.

2.2.3 Concluding

According to Piaget, all knowledge is derived from action. Newborns have the ability to generate

(
random movements and they have some innate reflexes. From these random movements and
reflexes more deliberate and complex behavior is constructed. During development, a child goes
through four stages. Knowledge is initially constructed from interactions with the environment.
Interactions provide the child with a means to describe objects and actions in the environment.
The internal description of objects and actions can be used to describe general properties of
objects and actions and logicomathematical 'laws'. Both behavior and development are caused
by equilibration. Equilibration is composed of two complementary processes: assimilation and
accommodation. Assimilation relates objects in the environment or internal structures to (other)
internal structures and interprets them. Accommodation changes the interpreting structure to

better
interpret the interpreted structure.

Constructivism suffers from vague descriptions of processes on one hand, while it is abund-
ant in experimental justification for its claims. \Vhile the precise interpretation of assimilation,

f
accommodation, equilibration and structures (let alone schemata, shemes and systems) remains
vague, Piaget's strict stage division is not. I think, in line with Karmiloff-Smith, that a stagewise
interpretation of development is too strict and untrue to knowledge itself as it implicates radical

F
changes over any and all 'domains' simultaneously. If stages and transitions between them are im-
plications of the nature of knowledge then why must they be domain independent when knowledge
itself is not? In my vicw, development is a general, gradual and constant redescription of low-level
knowledge to higher-level knowledge. Piaget's processes of assimilation and accommodation may
provide useful mechanisms for a computational model of development, but as in any system, equi-
librium should emerge out of the chaos, rather than be a driving force. I think Piaget is quite right

about
the construction of all knowledge through interactions and, like Piaget, I think imitation is

important at birth and maybe even throughout our whole lives. I do think however that structures
and assimilation and accommodation are not quite enough for conscious, controlled action. Some
form of activation of structures might provide the missing piece.

2.3 Representational Redescription

2.3.1 Introduction

Karmiloff-Smiths representational redescription theory [Karmiloff-Smith, 1992] describes cognitive
development from a stance between (Fodor's) nativism and (Piaget's) constructivism. The process
of representational redescription, the core of the theory, is the single process of development that
transforms one level of description of knowledge to an other, more explicit, one. The more explicit
knowledge gets, the more open it is to consciousness, verbal report and transfer between domains.
The representational redescription process is domain general but its timing may vary from (micro-)

domain to (micro-) domain. The representational redescription model is not a stage model like
Piaget's constructivist model, but rather a phase model.

Representational Redescription takes knowledge through a maximum of four levels: the
implicit level I and the explicit levels El, E2 and E3. Knowledge gets more explicit as it is
redescribed into a higher level. Although all knowledge has the potential to be redescribed into all
higher levels, not all knowledge actually gets there. Knowledge in some microdomain may never
reach level E3, or even E2. When knowledge is redescribed into some higher level the lower-level
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version is not altered or removed: different levels of explicitness coexist.
This chapter will describe the process of representational redescription — RR in short — and

the model to which it belongs. This includes descriptions of the different levels of knowledge. At
the end of the section you will find a subsection dedicated to what I feel are the good and the bad
things in representational redescription.

2.3.2 The Representational Redescription Model

The representational redescription differs from both Piaget's constructivism, where all knowledge
has to be constructed, and Fodor's nativism, in which prespecified modules exist that are 'filled
in' during development. Karmiloff-Smith argues that at birth there are no modules. There are
however some predispositions that may even be domain specific.

Modules are formed as the product of —what is generally called- skill-learning. Karmioff-
Smith calls this process modularization and it causes knowledge to be more encapsulated, less
accessible, less flexible but also more automatic and faster.

Representational redescription goes the other way, producing less encapsulated and more
accessible knowledge. During development, knowledge is aqcuired and it is redescribed into in-
creasingly accessible formats.

Level I representations are redescribed into level El representations, which are redescribed
into E2 representations which lead to E3 representations. But where do level I representations
come from? For any (micro-) domain, the first phase of development is acquisition of knowledge.
The representations that are acquired during the first phase are domain-specific, "bracketed" and,
upon acquisition, do not alter existing representations. For instance, when a child first learns the
words 'boy' and 'boys', they are two completely different things. Although the child behaves as if
he/she knew that a group of several instances of 'boy' are called 'boys' the child is not aware of
this regularity. While 'boy' may mean "exactly one male kid", 'boys' may denote something like
"several masculine children". The apparent similarity is not yet apparent to the child; that 'boys'
means "several instances of 'boy" is not noted yet.

Knowledge is redescribed once it is stable. The process of redescription is reiterated three
times at most, yielding ever more explicit representations of the knowledge embedded in the original
level-I representations. Although the formats of knowledge at levels I. El, E2 and E3 differ, the
redescription process that moves knowledge from one level to another is one and the same.

2.3.3 Levels of Representation

The representational redescription model identifies four levels of representation. Although the
actual knowledge embedded in the representations is roughly the same, properties of the knowledge,
like accessibility, are not. This section describes the properties of the different levels of knowledge.

I
Level-I representations The lowest level of representation of knowledge is the level-I represent-
ation. Level-I representations are not the product of representational redescription. Rather, they

1are "representational adj unction" that specify input/output relations. Development —or learning—
at this point is data driven. In Karmiloff-Smith's words (p. 20): "representations are in the form of
procedures for analyzing and responding to stimuli in the external environment". The information
in these representations is "bracketed", which means that the component parts that build up the
information are not separately available. This also means that no links can be made between two
representations: the representation of 'boy' is not linked in any way to that of 'boys', although the Jtwo notions denote almost the same concept. New representations are just added to the existing
stock. Since the contents of representations are not extractable there is no way to link something
new to something old.
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At the point of having stable level I representations. "behavioral mastery" is reached. Be-
havioral mastery is successful performance on a task, but lacking any flexibility (e.g. being able
to play a whole piece on the piano but lacking ability to start playing somewhere in the middle).

Level-El Representations When knowledge described in level-I format is redescribed, level-
El knowledge is formed. Knowledge at this level is not bracketed anymore, and relations between
representations can be represented. For instance, at this moment a child knows something about
the regularity between 'boy' and 'boys' and might even know something about plural forming by
attaching an -s to a word.

The knowledge at this level is an abstraction from the knowledge present at the implicit
level. It has lost niany details but also allows for a more flexible use of the knowledge. The
generalities of the level-El representations allow for violations to input. This is apparent in pretend
play and overgeneralization occurring at this time. Knowledge in El format is not consciously
available. Although a child may act as if it knows a plural-s rule (e.g. saying 'sheeps'), it cannot
state that rule. From findings like this, Karmiloff-Smith concludes that the difference between
implicit/explicit is not the same as that between unconscious/conscious.

With the generalized knowledge of level-El representations, behavior sometimes decreases
owing to overgeneralization. An example is the above 'sheeps' in ste&l of the previously learned
(and used) 'sheep' for multiple sheep. With level-El representations, behavior may be less suc-
cessful than with the former level-I representations, sometimes giving rise to so-called U-shaped
learning.

Level-E2 Representations From level E2 on, representations arc available for conscious access.
Karmiloff-Smith distinguishes between conscious access and verbal report. Knowledge that can be
verbalized is also consciously accessible, but not all we are conscious off can be verbalized. For
instance, pictures or diagrams are often used to exemplify things that are hard or impossible to
describe with words.

Karmiloff-Smith further posits that E2 representations are coded in a format similar to the
El representations they stem from. Upon redescription, El spacial representations yield E2 spacial
representations .

At this point performance is back to (or better than) the level it was with behavioral mastery.
In Karmiloff-Smith's words: "internal representations and external data are reconciled" (p. 20).

Level-E3 Representations At the highest possible level knowledge is finally verbalizable.
When representations are redescribed into level-E3 format they are so in a 'cross-system code',
a single "language for thought". Karmiloff-Smith does not elaborate on how words (essential for
verbal report) are associated with concepts in this format, i.e. whether words are the representa-
tion or are part of it. The above E2 spacial representation is now redescribed into a verbalizable
representation (as is any type of E2 representation).

2.3.4 The Representational Redescription Process

The RR models posits the reiterative redescription of knowledge representations. This means that
there is one single process that is responsible for all developmental changes (the redescription into
the next level). This one single process is applied to and creates different knowledge formats (levels
of description/explicitness).

I'nowledge representations must be stable before they can be redescribed. Stable means well-
known and with confirmation outweighing counterexamples. The stability prerequisite explains

4Karmiloff-Smith does not explicitly state that from level I to level E2 the representational code stays similar,
although this seems right to assume.

I



(I
22 CHAPTER 2. THEORIES OF DEVELOPMENT

why not al knowledge reaches level E2 or E3: knowledge that does not reach stability cannot be
redescribed and will not be redescribed into the next level format.

Karmiloff-Smith does not give a detailed description of how the RR process works, as she
does not give detailed descriptions of the formats of knowledge which would facilitate such a
description. The one thing Karmiloff-Smith does stress is that the RR process takes any piece of
knowledge and turns it into something more explicit, thereby opening it up for use with knowloedge
it had nothing to do with before. The RR process is an internal source of change, meaning that it
independent of feedback or explicit instruction; in a way it is creative.

2.3.5 Concluding

The RR theory celebrates the reiterative re-representation of knowledge into ever more explicit
formats. Representation is not bound to specific ages, only to properties of the knowledge that
is represented. Although representation writes the same knowledge into another format, it can
cause changes in behavior, for better or worse. This is caused by changing the accessibility of the
knowledge while it is redescribed into a more open and explicit format. More open knowledge is
more prone to interfere with other (possibly conflicting) knowledge. Redescription is an 'internal'
process, it is fundamental to the human mind and (as far as the process, rather than contents, is
concerned) not dependent on the (learning) environment.

The Representational Redescription theory is far from complete. Although its general claims
are grounded in empirical evidence they are so partly because the theory gives much space for
interpretation. The major notions, reiterative redescription and levels of explicitness of knowledge
however are appealing for their simplicity (combined with plausibility of course) and consequently
their possibilities for implementation. The division of knowledge into four levels looks more like a
descriptive theory than a prescriptive theory. Therefore, the RR theory might not be as easy to
implement as it looks in the first place because it (leflhles what one must find after construction
rather than what one must construct.

1

I
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Chapter 3

Architectures for Cognition

Architectures of Cognition are theories about human intelligence and behavior that can be used
to implement specific task models. As such, architectures of cognition have something to say
about perceptual systems, motor systems and central cognition. The latter includes descriptions
of the data structures and mechanisms as they are theorized to be used (at some abstract level)
by humans. Architectures impose constraints upon implemented models that are thought to be
the same constraints as those which human cognition has to deal with.

Archit'ctures come in several flavors, one distinguishing feature is whether the arcbite(ture
is symbolic or subsymbolic. Symbolic architectures have symbolic representations of knowledge,
usually facts and rules. For instance, an architecture's input systems may produce the 'fact' that
a red square is perceived whereupon rules are selected that describe what can be done with it.
Architectures that do not use symbols (or constructions thereof) use strengths between nodes to
represent knowledge. Nodes have a level of activation similar to that of neurons and activation is
spread through associations between nodes. A single node does not represent anything meaningful,
it is the combination of activation of nodes that means something. On the other hand, if meaning is
distributed small changes (of nodes or connections) will not alter the meaning (or function) much;
subsymbolic systems are robust. Models in symbolic architectures are usually easier to interpret
but the brain (which provides the cognition to be modeled) is not a symbolic system, providing
an argument in favor of subsymbolic architectures.

Architectures (;an also be classified by there level and type of parallelism. A serial architecture
does one thing at a time1 and only when it finishes that thing it proceeds. Parallel architectures
can perform multiple operations at one time but, since most output systems (e.g. a hand) can do
only one thing at a time. there has to be some mechanism that converts parallelism into serialism.
Any (partially) parallel architecture has to provide a way to handle this bottleneck.

In this chapter I will discuss a purely subsymbolic architecture, namely Artificial Neural
Networks, a purely symbolic architecture, Soar and an architecture that is both, namely ACT-R.

3.1 Artificial Neural Networks

3.1.1 Introduction

Artificial Neural Networks2 (ANNs) can be trained to perform almost any mapping. The level of
success depends on the network's topology and the quality of the training. Artificial Neural Net-
works have successfully been trained to work on constraint satisfaction problems, content address-
able memory, control tasks, data compression, diagnostics, forecasting, multi-sensor data fusion,

'Serial architectures are usually symbolic, although subsymbolic serial architectures are possible, e.g. Hidden
Markov Models.

2Think about these three words for a while. ANNs are precisely what they are called.
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optimization, pattern recognition and risk assessment. Especially successes with ANN-controlledrobots and software agents and ANN memories (so—called content addressable memories) have ledmany to believe that ANNs can be used to model intelligence. And since ANNs are biologicallyinspired and in a way mimic the working of the brain, why wouldn't they?

3.1.2 The Components of an ANN
Artificial Neural Networks are composed of artificial neurons. The first artificial neuron was pro-posed by McCulloch and Pitts in 1943 [McCulloch & Pitts. 1943} and it was a simple two-statebinary threshold type of neuron with both excitatory and inhibitory inputs [Patterson, 1996].These neurons were capable of performing basic Boolean logic functions (AND, OR, NOT). Net-works of McCulloch-Pjtts neurons were thought to be proper representatives of the brain but beforea network could perform its task, all threshold values would have to be set manually; the networkcouldn't learn.

Figure 3.1: A Simple Neural Network

Figure 3.1 depicts a simple Artificial Neural Network. Neurons in a network are connectedto each other. Usually networks have a layered structure. Input neurons receive some input matrix—a 2 x 1 matrix in the case of Figure 3.1 — and make it available to a hidden layer (there is just onehidden layer in Figure 3.1). Outputs from the hidden layer neurons go to another hidden layer orto output neurons (only one in the network in Figure 3.1). MCullochpjtts neurons are adaptedby adjusting a threshold value but usually the weights on the connections between neurons arechanged when the network is learning.
The first general learning method was derived from Donald Hebb's description of a biologicalsystem that related learning to neuronal change. He stated that when neuron A "repeatedly andpersistendly takes part in firing" neuron B then the connection from A to B is strengthened[Hebb, 1949]. Today, many forms of Hebbian learning are in use. Another often used form oflearning is backpropagation. This learning algorithm looks at the error in the networks outputand tries to find the cause of the error. Starting at the output layer it changes weights to eliminatethe error. These changes are the error of the previous layer's weights, and so on. This way, theerror at the output is propagated back to the input, slightly altering the weights in the networkthereby minimizing time networks overall error.

There are more learning algorithms for neural networks (like winner-takes.all methods) butthese are kept out of this discussion.
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3.1.3 Using an ANN to Model Intelligence?

There are several reasons why not to use Artificial Neural Networks to model intelligence. Although
ANNs superficially look like the brain, there are several important differences that make them
unsuitable as models of the brain and especially as architectures of intelligence.

First, an artificial network the same size as the brain is necessary to model all of the brains
abilities because the computational power of artificial neurons is equal to that of biological neur-
ons. However, ANNs with as much neurons and connections as the brain have never worked
and will probably never show stable behavior within reasonable (training) time. Because of this
contradiction, ANNs are not the vehicle of choice to model all of human cognition at once3.

Second, biologically plausible learning lacks computational power, while powerful learning
lacks biological plausibility. ANNs that were trained on intelligent tasks (such as language com-
prehension) usually learned to do so using a supervised learning paradigm. This contrasts to the
way humans learn these tasks. Backpropagation, fur instance, has never been found to occur in
the brain, simply because there can be no information flow from a dendrite to an axon, which
would be required in order to propagate the error back through the network. Hebbian learning on
the other hand is biologically plausible. But Hebbian learing in its true sense and other forms of
correlative learning do not do well on learning intelligent tasks. Recognition tasks and self-learned
classifications can be achieved with Hebbian learning, but cognition is far more than classification.

Third. ANNs require training before they can become functional. After training they are
fixed arid they stop learning. This is not what cognition is about — cognition is about flexibility
and never stopping to learn. Another problem related to learning or functioning arises when a
network memorized its training, instead of generalizing over it. During training and testing the
network performs well while it fails during 'the real thing'.

In my opinion, ANNs do not offer some key qualities required of an architecture for cognition.
There are the contradictionary elements such as being biologically inspired (the connected neurons)
but biologically implausibility on the other hand (learning methods). Another reason for rejecting
ANNs as a model for cognition is the inaccessibility. When a network has learned its task, it is
impossible to understand how it does its doing (especially in larger networks required for reasonably
complex tasks). It is hard or even impossible to give meaning to values or vectors somewhere in
the trained network. For models of cognition, observable elements that mean something are highly
desirable. Furthermore, although ANNs are very flexible in what they can possibly learn, they can
learn a very limited number of tasks simultaneously.

3.1.4 Concluding

Although Artificial Neural Networks may not be the tool with which to build central cognition,
they can be deployed quite successfully when mimicing perceptual systems. ANNs can be good
feature abstractors and classifiers. This is quite what (biological) neural networks do in the visual
and auditory systems (e.g. Fukushima's cogitron and neocogitron networks used for modeling the
biological visual system [Fukushirna, 1975, Fukushima & Miyake, 1982]).

The important difference between input systems and central cognition that justifies the
application of ANNs on input but not on central cognition is that the potentials of input systems
are limited (probably by evolution) while the potential of central cognition is almost unlimited. I
rejected ANNs as cognitizers partly because they are either learning or functional, but not both.
In the case of perceptual systems, this does not matter since evolution has taken over most of
the learning and fine-tuning happens during a relatively brief period early in life after which the
perceptual systems are relatively fixed.

If AXNs are used for perceptual systems, the problem is to define the 'language' in which

3A 'divide and conquer' method suffers from the 'coexistence of parts-problem' mentioned on page 9.
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the perceptual systems will communicate with central cognition. Of course, such an ANN suffers
from the same inaccessibility as any ANN, but at the bridge between perception and cognition
meaning may be defined in terms convenient for modeling central cognition.

3.2 SOAR

3.2.1 Introduction
Soar4 [Newell, 1990, Laird et al., 1987, Rosenbloom et al., 1992] started off as an architecture for
(not necessarily human) intelligence and was extended to be a unified theory of cognition, applying
to human intelligence. The architecture is purely symbolic and offers a data structure and a hand-
ful of mechanisms that allow modeling of cognitive tasks. For Soar, intelligence equals rationality,
which means using all available knowledge to achieve a goal. As a consequence Soar does not forget
what it has learned, even when that learning turns out to be faulty. All permanent knowledge in
Soar is represented in productions (rules), never as declarative knowledge (facts). Soar chooses
between procedures by means of preferences (accept/reject, better/indifferent/worse), rather than
strengths (as ACT-R does). An important characteristic of the Soar architecture is that everything
happens in a problem space. In Soar, to think is to find a path through a problem space. By search-
ing through the problem space and applying operators, the current state changes and, eventually,
the (implicitly present) goal is reached.

3.2.2 How SOAR Works

How SOAR Knows Long-term memory in Soar consists of productions only. A production
is a condition-action pair that fires —does its action— when its conditions are met. Soar has
no long-term declarative memory. When their conditions are satisfied by the current situation,
productions alter the contents of the working memory but only by adding elements5. The contents
of working memory (WM) reflect what is known about the current working environment. As such
\VM contains information such as perceptual (input) information, motor (output) information and
information that is used and produced by the productions in the long-term memory.

How Soar Accomplishes a Task Soar has a Working Memory (WM) and a Long-Term
\Iena)ry (LTM). Figure 3.2 shows how Soar's memories cooperate. In working memory Work-
ing Memory Elements (WMEs, pronounced "wimmies") reside, WMEs are the input and output
of productions and percept omotor systems6. Long-term memory houses productions. Productions
are condition-action pairs that have the capability of adding elements to working memory when
their conditions are met by working memory.

By reiteratively going through the so-called elaboration/decision cycle, Soar changes working
memory, the environment and itself, and achieves its task. In the elaboration phase productions
may put new \VMEs into working memory. Productions fire in parallel. When the contents of
working memory are such that a production can instantiate itself with the WMEs in working
memory, it fires and adds more WMEs to working memory. When all productions have fired that
can fire, the elaboration phase ends (this is called quiescence).

The parallel/serial bottleneck in Soar is located between the proposition and application
of operators. Productions fire in parallel in the elaboration phase and multiple operators may
be proposed. After the elaboration phase Soar must choose between the proposed operators and
select a single one.

4Soar was once an acronym for States, Operators And Results.
5To functionally remove an element, a rejection preference for that element is added to working memory.
6Soar's WM is similar to ACT-R's buffers. But Soar's WM has no limits on size.
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Figure 3.2: Soar's cognitive system: perception, cognition and motor systems.

The decision procedure compares operators. All working memory elements (except pref-
erences themselves) have one or more preferences associated with them. A preference indicates
how desirable a WME is. In the decision phase Soar chooses between the proposed operators
by comparing their preferences. The best operator is the single one that has a higher preference
than the other operators. Sometimes this distinction isn't clear, for example when there are two
operators that are both 'acceptable'. In this case, Soar finds itself in an impasse, and creates a new
problem space to resolve the impasse. Within the new problem space, the elaboration/decision
cycle is reiterated until the impasse is resolved. At that point, a new operator or preference is
created in the problem space in which the impasse first occurred. Soar 'sees' this at the beginning
of a cycle and goes on with problem solving in the original problem space in which the resolved
impasse occured. The substates and WMEs created by the impasse are deleted, as they are no
longer needed. The results of the impasse live on in the space in which the impasse occurred.

How SOAR Learns Soar learns every time it resolves an impasse. It chunks the results of every
substate. Chunking is the formation of a new production that does exactly what the productions
in the substate did. The actions of a chunked production are the WMEs that were added by the
substate and that were used to resolve to impasse. The conditions are those WMEs that were
in working memory at the time the impasse occurred and that were used to resolve the impasse.
Chunking can be seen as a way of creating a shortcut, the subspace arid its associated states and
operators being the long way round. When Soar is presented with the same problem later on, it
can use the new production to resolve the impasse before it occurs.

3.2.3 A Short Example of Running SOAR

Lefs take a look at a classical Soar task, the blocks world of Figure 3.3. In the blocks world, a
couple of blocks (typically three, so that's what we will use) are on a table and need to be stacked
in a certain order. The blocks are labeled A,B and C and in this example the goal is to have A on
B, B on C and C on the table (denoted [A/B/C]). The initial state is [A/B,C]7.

7That is, A on B, B on the table and C on the table as well.
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Figure 3.3: The Blocks World

If
As Soar begins its task, it looks at working memory and long-term memory to select those

productions in LTM that match the contents of \Vi\I. In this case, there are productions that state:

1. if PROBLEMSPACE BLOCKS WORLD and STATE=[A/B,C] then [A/B]-[A,B] is a GOOD thing
todo

2. if PROBLEMSPACE=BLOCKSWORLD and STATE=[A/BC] then [A/B,C]-[C/A/B] is a NOT-
SO-GOOD thing to do

3. if PROBLEMSpACEUNKNOWN and INPUT contains BLOCKS then BLOCKSWORLD is a
GOOD value for PROBLEMSPACE

The first two productions will be of use later on since they do not yet fit the current state
of working memory: Soar does not know what problem space it is in. Production 3 on the other
hand fits and it fires. All productions that fit the current working memory contents fire, but in this
case only production 3 applies. Firing productions that fit working memory is called elaboration
and when no production can fire a halt called quiescence is reached. Quiescence is the onset
for the decision phase and in the case of this example the decision is whether or not to execute
PROBLEMSPACEBLOCKSWORLD Since the only thing said about this operation is that it is
GOOD, Soar will do it. The next elaboration phase dawns. Now we have a problemspace, but still
no state so productions 1 and 2 still do not apply. The state is found similar to the problemspace
and infers STATE=[A/B,C] from perceptual WMEs. In the next elaboration phase production 1
and 2 apply so there are two candidate operators: [A/B]-[A,B] and [A/B,C]-[C/A/B]. The decision
phase has to figure out which is best and looks at the preferences (that's how the is a X thing to do
bit is called). Operators with rejecting preferences are discarded, so we are left with production
1, which is deemed 'good'.

Soar will find its way to a solution if it has all the appropriate productions. Let's take a look
at development, and what the appropriate productions are that Soar needs.

3.2.4 Development in SOAR

Since Soar does everything in problem spaces, development in Soar must have something to dowith them too. For Newell and his coworkers, development is about finding better ways to do
something when negative feedback is recieved [Newell, 1990, section 8.2]. Since Soar initially
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was an architecture for artificial intelligence and only later on one for cognition, development is
looked for in Soar, rather than put into it. Therfore, the process that construct new ways is
chunking, the short-cut mechanism. Finding better ways to do something is, in Soar terminology,
all about error recovery. Problem spaces provide one type of error recovery; it is possible to search
a path in a problem space and back up to find another path. A second type of error recovery
is provided by the use of preferences; when something is erroneous a rejection preference can
prevent it from being used ever again. Learning in Soar involves chunking within a problem space.

I
Development, as a consequence, is achieved by placing the developing problem space in a —meta—
problem space that provides the room for development. Behavior generated in this problem space
can be overruled by generating rejection preferences for subspaces that produced the henceforth
unwanted behavior. Special productions in the 'development space' provide this functionality. So,
in order to show development in the sense of improving behavior, Soar must enclose it's normal
learning in a problem space dedicated to rejecting things that are learned within it upon negative
feedback.

3.3 ACT-R

3.3.1 Introduction

f In this section I will describe the biggest player in the field of cognitive architectures: ACT-
W [Anderson, 1976, Anderson, 1983, Anderson, 1990, Anderson & Lebiere, 1998]. The acronym

I

ACT-R stands —or once stood— for Adaptive Control of Thought, Rational and what these words
mean for ACT-R will be clarified below. But first, I will give a general description of ACT-R's
purpose and background.

J

ACT-R is an architecture of cognition. It aims at being a theory about human cognition
and an environment for implementing models of human behavior regarding a specific task. ACT-R
has gone through a lot of revisions but started of with a theory of human associative memory

J

[Anderson & Bower, 1973] with the addition of a production system. As a result there are two
kinds of symbolic structures in ACT-R: declarative (fact) structures called chunks and procedural
(rule) structures called productions. Chunks and productions will be discussed below.

J
A layer of subs ymbolic computations was added to the theory of declarative and procedural

memory which described the activation of chunks (declarative knowledge) and utility of productions
(procedural knowledge). A chunks activation determines two things: whether it is retrieved and

J
how long it takes to retrieve the chunk. The utility of a production reflects the (estimated)
desirability of it firing. Subsyrnbolic computations guide the application of the symbolic part of
ACT-R.

These are essentially the components of ACT-R today: declarative memory, procedural
memory and subsymbolic computations on both (activation and utility). The system thus far
described handles central cognition but not perceptual and motor systems. The addition of a
perceptual and motor system based on EPIC [Kieras & Meyer, 1994] (another architecture for
cognition, focussing on perceptual and motor systems) filled the gap9.

' The Information Flow in ACT-R ACT-R has a number of buffers that contain the elements
currently in focus. Productions and the environment (through the perccptornotor systems) 'com-
municate' through the buffers. For instance, the visual system sends information to the visual

J
buffer (object under focus) and to the visual-location buffer (location under focus). Similarly, the
retrieval buffer contains the chunk in long-term declarative memory that is under focus. Action

8Version 5.0 to be precise.
9ThiS ACT-R is called ACT-R/PM.
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takes place by placing an 'order' in the appropriate buffer, e.g. placing a move-left-hand chunk in
the motor buffer.

Retrieved information is not put into a working memory, which is often seen as a special
part of the mind or brain. In fact, there is no thing called a working memory in ACT-fl. Working
memory is related to active chunks and the limits on their activation. For more information see
[Anderson & Lebiere, 1998].

3.3.2 The Symbolic Level

As said above, there are two types of structures in ACT-R: chunks and productions.

Chunks Chunks are closely related to facts. A chunk might state that [2+3=5] or [a COW isa
MAMMAL]. That chunks arc no real facts is easily shown by perfectly good chunks that state
[2+3=6]. A chunk is something the model takes for a fact. Chunks have slots. Slots are identifier-

value pairs like addendl=2 and sum=5. Slots are the key to the retrieval of a chunk. Getting

information from long-term declarative memory into the retrieval buffer requires (partial) specific-
ation of what is to be retrieved. For instance, the chunk

ADDITION-FACT14

ISA ADDITION-FACT

ADDENT1 2

ADDENT2 3

SUM 5

can be retrieved using any of its slots or a combination thereof. Asking for a chunk with
ATTEND1: 2 produces amongst others the required chunk, as would asking for a chunk with SUM:
5 do. Slots are the key to the independence of direction exhibited by declarative memory: any
clue goes.

Productions Productions have a direction. They contain a condition side (also known as the
Left Hand Side or LHS) and an action side (Right Hand Side or RHS). The following production
contains roughly the same knowledge as the chunk above.

PRODUCTION2+3

=GOAL>

ISA ADDITION-FACT

ADDENT1 2

ADDENT2 3

==>

=GOAL>

SUM 5

During each cycle (approximately 50 ms.), all productions' conditions (LHS) are checked
against the contents of the buffers. All matching productions may potentially fire, but whether
or not they do is determined by their utility. Only the production with the highest utility fires
and the production's action side (RHS) is executed, altering the contents of buffers. In ACT-fl,
all productions must test for at least one slot: the goal. A productions without a goal test is
unthinkable (and impossible due to ACT-R's implementation). Besides a goal test, a production

can test for various perceptual buffers and for the contents of motor buffers (to inspect the status
of a motor command). Furthermore, a production can test for the contents of the retrieval buffer.

•1
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The retrieval buffer is filled with a chunk from long-term declarative memory upon a retrieval
request from a production that fired.

When ACT-R is to achieve a goal, that goal must first beplaced in the goal buffer. Once the
goal-chunk is there, productions get control. By constantly applying a production that matches

1

the buffer state and that has highest activation, hopefully ACT-R achieves its goal.

3.3.3 The Subsymbolic Level

I It may now be clear that subsymbolic computation decides what happens. The idea behind
the subsymbolic level in ACT-R is that the environment shapes behavior. Through subsymbolic

J

computation, ACT-R acts iii a way that is most rational (adapted) with respect to the context.
Whether the candidates are chunks as in the case of retrieval (and forgetting) or productions in
determining which production may fire (and which proved to lead to failure). A good match is

q always the first step but subsymbolic computation is no less important. What determines a chunks
I activation and a productions utility?

Activation A chunk's activation is first determined by how often and how recently it was used.
According to Anderson's Rational Analysis [Anderson & Matessa, 1990], chunks that are often
used have higher probability of being used in the future and chunks that were used recently may

4
be needed again in a short time.

I The second determining factor for chunk activation is context. Chunks are associated with
other chunks. Activation of the associated chunks leads to activation of the associating chunk.

The first factor, base level activation, decreases over time. The second factor, associative
activation, changes as the goal changes.

)
Utility Production utility reflects a productions usefulness in the current context. Utility is
expressed as a cost/benefit equation. The unit in the equation is time. A production that will
probably lead to a quick solution has a lower cost than a production with lower probability of
success or leading to a less quick solution. The chance of success of a production is learned
by ACT-R as the ratio between previous successes and failures in achieving a goal while that
production was involved. The exact formulas can be found in [Anderson & Lebiere, 1998, Ch. 3].

1 3.3.4 Learning

I
There are several kinds of learning in ACT-R. Subsymbolic learning was briefly described above
and will therefore not be elaborated on. Symbolic learning is quite a diffcreiit thing and can be
divided into symbolic declarative learning and symbolic procedural learning.

Symbolic Declarative Learning Chunks originate from one of three sources: they were put in
the model by the modeler, they were the contents of perceptual buffers or they are popped goals.

1 When a goal is achieved the goal-chunk is permanently added to declarative memory, from where
it can be retrieved for subsequent use. The addition chunk shown earlier could for instance be used
to retrieve the answers to 2 + 3, 3 + 2, 5 — 2 and 5 — 3. That is, if the model contains productions

J
that 'know' how to use old addition goals for other problems.

Symbolic Procedural Learning Symbolic procedural learning is called proceduralization and
is the combining of two consecutive productions'°. Firing the resulting production in stead of the
two old ones clearly speeds things up. It is not always possible to combine consecutive productions.

I

For instance, when the first production initiates a motor action and the second production tests

'°Thinkofit as(A- B)+(B-4C)(A C).

I
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if the initiation is complete, the two cannot be combined. However, if the first production does
a retrieval request and the second production does something with the information retrieved, the
two can be combined into one production with the retrieved chunk 'built in'. This way, declarative
knowledge representation shifts to procedural knowledge representation.

3.4 Comparison

Now that I have discussed three architectures, Artificial Neural Networks, Soar and ACT-R, and
I (two theories of development, Piagetian constructivism and Representational Redesccription, a

choice can be made as to which will be combined. Let us take a look at architectures first, followed
by theories of development.

IFrom Section 3.1 it may already be clear that ANNs will not win the competition. From
an modeling point of view, ANNs do not offer the accessibility that is one of the reasons for
using models of cognition. From a biological and implementational point of view, ANNs are either

Ibiologically plausible or implementable, but not both. I think that ANNs may well be used for
the construction of input systems, especially because of their feature abstraction capabilities. In
modeling central cognition however, we would want a more accessible architecture, one that has
more abstract components but makes up for it with constructional simplicity. A good thing about
ANNs is that adaptation is fundamental to them, as it is to human mind.

The only learning mechanism in Soar is chunking, which provides quantitative improve-
ments. To improve qualitatively, Soar relies on explicit feedback. Development in Soar can only
be implemented as a deliberate process that seeks efficiency. Piaget and Karmiloff-Smith however
characterize development as automatic (as the result of interactions) and "not a drive for eco-
nomy". It seems that Soar is not the most obvious candidate to use for modeling either theory of
development.

ACT-R will provide the architectural framework that I will use in my attempt to model
development. Since ACT-R is a hybrid architecture it offers both transparency and flexibility. The
RR theory does not specify structures and mechanisms as Piaget's constructivism does, therefore
the RR theory is more compatible with ACT-R than Piaget's constructivism is. Piaget's structures
are incompatible with ACT-B because Piaget distinguishes only one type of structure for knowledge
while ACT-R specifies two: productions and chunks.

In the subsequent chapter I will describe models implemented in ACT-R that involve devel-
I Iopmental phenomena.
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Chapter 4

I

Computational Models of
Development

I

In this chapter three models of developmental phenomena will be discussed. Although the models
are all implemented in ACT-R, they show considerable differences. These differences, I argue, arise
out of the absence of true developmental mechanisms in ACT-R.

I

4.1 Gradual Adjustment of Parameters

I

4.1.1 Introduction

This section describes the models created by [Jones & Ritter, 1998] who wanted to investigate

I
whether growth of working memory and increased visual accuracy are what development is about.
The task modeled, the Tower of Nottingham, is a three dimensional puzzle with 21 pieces.

To investigate development one can start with a child model and see if it can transform

I
into an adult model but this is not what Jones and Bitter did. They created an adult model
and adjusted several parameters in ACT-R and the Nottingham Interaction Architecture (which
handles input and output with the simulated environment). Jones and Bitter made three child

J
models, intended to model 7-year olds' behavior. The changes made were: reducing working
memory size, reducing visual accuracy and doing both.

The Tower of Nottingham puzzle consists of 21 blocks in 6 layers and resembles a pyramid.

I
The top layer consists of one block, the lower layers consist of four blocks. The four blocks in a
layer have holes and pegs and fit together in only one way. Except for size, all layers are identical
(except the one-block top layer). Adults put the puzzle together in about 80 seconds, the time-
per-layer decreases slightly for higher layers. Seven-year old children complete the puzzle in about

1
214 seconds and the first two layers cause them the most problems'.

Analysis of video-tapes of the experiment shows that adults never try to combine blocks of

I

different sizes and they check if lines on the blocks are flush, thereby checking if the blocks are
connected in the right way. Adults never repeat errors. Children on the other hand do not check
every step they take and sometimes repeat errors they made. These facts suggest that children
have difficulties in (visual) search and memorizing what they just did.

I
'Both the adults and the children had one familiarization trial before the experiment was conducted. The children

were given assistance during familiarization.

I
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4.1.2 The Models

Jones and Ritter chose to start with a model of adult behavior and cripple it to acquire a child
model. The adult model contains 264 production rules, which is quite a lot2. The model has, trough
the Nottingham Interaction Architecture, one simulated eye with fovea (focus point), parafovea
(area immediately around the fovea) and peripheral regions (around the parafovea). Input is noisier
for objects located farther from the focus point. For output, the model has two simulated hands
with which to search blocks, pick them up, combine them or put them down. The adult model
gave a good fit with subject data, which showed a slight increase in speed on a layer by layer basis.
During the simulation, the model could learn new chunks and more accurate predictions of the
success of productions. Although learning could account for a slight speed up on a layer-by-layer
basis, I suggest it is more probable that reduced latencies for higher layers are due to the lower
number of blocks to choose from (which is consistent wit Ii research on visual search).

Three child models were constructed from the adult model: one with decreased accuracy of
vision, one with decreased working memory size and one with both adaptations.

For the first child model, the noise level of parafoveal vision was increased. Empirical evidence
suggests that children find it difficult to select blocks of the same size. Although a layer by layer
graph of the recorded times of this model showed a shape comparable to that of 7 year olds, the
model performed the task about twice as fast as the children. The prediction that the model
would try to combine blocks of different size was proven wrong. Jones and Bitter suggest that

p

when foveal vision is equally crippled the model might provide a closer fit to the data.
The second child model (of which actually two versions were tested) featured a decreased

working memory size by an increased retrieval threshold, increased decay rate and decreased num-
ber of visual items that can be active simultaneously. These adaptations are the same as those
for modeling individual differences in working memory size as used in [Lovett et al., 1997]. Unlike
Soar. ACT-R does not have a special thing called working memory. In .ACT-R, working memory is
perceived as those chunks in memory that exceed the retrieval threshold: elements active enough to
be used by productions. Jones and Bitter chose to impair the model with limited working memory
capacity because children are known to 'search with replacement' on the Tower of Nottingham
task, i.e. children tend to make the same mistake again, while adults never do this. The model
was unable to match the data. The layer-by-layer analysis showed that a small decrease in working
memory size provided a curve with roughly the same shape but with a time scale different from
the data. The larger decrease in working memory size that was also tested provided a curve that
was inconsistent with the data in shape and similar overall latency.

The third model featured the combination of decreased visual accuracy and working memory.
This model also failed to match the data.

4.1.3 What is Wrong

The ideas implemented by Jones and Ritter are questionable for three reasons. First, the assump-
tion behind this way of addressing the question of "what is development?" is that children are not
limited in the amount and type of knowledge they have, but in means to apply the knowledge. At
the start of the simulation the child models have the same chunks and productions as the adult
model has but they have trouble applying them. This assumption does not usually hold, and it
does not in this particular situation. When this assumption is extended to younger children (i.e. 3
year olds have even more limited visual accuracy and working memory but the same knowledge) the
assumption becomes even more unlikely. Clearly some things are learned and some understanding
of the world is acquired during those years one is struggling to become an adult problem solver.

Second, whether visual accuracy is a factor in the differences between children and adults on

2A model for solving the Tower of Hanoi by [Anderson & Douglass, 2001] for instance contains just 28 rules.

1
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this task could be tested by having subjects perform the task is a simulated environment (probably
' the same environment the model uses). When noise is added to the blocks presented in this way,

adults performance would be expected to degrade to the performance of children and childrens
performance would degrade with a factor linearly depended on the amount of noise added since

I
the display on the screen and the noise added by the children's impaired vision is likely to be
independent. To assume that children have limited cognitive ability is one thing, to assume they
have limited sight is yet another. Since the simulation did not provide solid proof I think it is a

I
bit early to assume development is mainly an improvement of senses. This should have, and could
have, been tested using a different paradigm.

Third, the true capacity of working memory is 'determined' by two factors: number of

I
elements and complexity of elements. Jones and Ritter concerned number of elements (or size)
only. Working Memory (WM) and Short Term Memory (STM) are related terms, and in some
interpretations they are identical. STM capacity was investigated by Miller who found that in

I
general STM could contain 7 ± 2 chunks at one time, where a chunk is an arbitrary unit of
information [Miller, 1956]. In these paragraphs I will use the terms \VM and STM interchangeably,
since they are interpreted interchangeably by Jones and Bitter.

I
Millers findings contradict the work of Jones and Ritter. According to Miller, working

memory size (and hence STM size) is relatively fixed but complexity of content is not. Jones and
Ritter assume that complexity of content is fixed and size increases with development. I think,

I
in agreement with Miller, that a change in working memory size is not a factor of development,
rather the increased complexity of elements is. This opinion is also in line with developmental
psychologists like Piaget and Karmiloff-Smith (Chapter 2).

In conclusion, as impossible as it is to make doug from bread, it is impossible to make a
child model by changing an adult model. A better approach to finding developmental processes
using computational models is to make a minimalistic child model and let it develop. ACT-R does

I
not offer a set of parameters that can be changed to simulate development.

1
4.2 Generalization by Proceduralization

4.2.1 Introduction

I
This section describes Taatgen and Anderson's ACT-R model of learning the English past tense

- [Taatgcn & Anderson, 2002a] .The past tense is learned between approximately age 2 to 5. Since in
English there are regular and irregular verbs, mastering the past tense is a mixture of memorizing

J
(irregulars mostly) and generalizing (regulars). Memorizing (retrieval) has the advantage of being
relatively quick. A regular rule has the advantage that it can be applied to new verbs, such as
unknown verbs in the native tongue, verbs from another language or verbs derived from other word
types (such as nouns). Learning the past tense takes years, involves abstraction (the regular rule)
and children typically receive no feedback or simply ignore feedback. For these reasons, mastering
the past tense qualifies as a developmental task'.

I
Taatgen and Anderson's model uses a set of highly abstract rules derived from general

purpose strategies to learn English past tenses. Specialization of the abstract rules creates the
necessary past-tense knowledge. Specialization is done by proceduralization, the procedural learning' mechanism in ACT-R 5.0. This model was one of the first models to use the new production
learning mechanism3.

I
Learning the Past Tense Learning the past tense typically involves a U-shaped learning curve
for irregular verbs. When children start to use past tenses, their performance is quite good. Later
on they tend to treat irregular verbs as if they were regular, e.g. go*goed. After a period of

I 3The model used ACT-R 4.0 with additional code.

I

I



erroneous inflection performance recovers from this overgeneralization and returns to the former
level. This high-lower-up again curve resembles a U-shape, hence the name.

U-shaped learing Power Law of Practice

Because in learning tasks performance normally rises (often referred to as the Power-Law
of Practice) and does not degrade. the U-shape is peculiar and needs an explanation. Figure 4.1
shows the two curves. One explanation, the so called 'dual-representation explanation', states
that past tenses are memorized and a general rule is learned simultaneously. In stage one of the
U-shaped curve, performance is good because children either retrieve the proper past tense from
memory or they do nothing at all (they use the present tense). This way, all past tenses will be
correct, assuming that the past tenses the children learned from their environment are correct. In
the second stage, where performance has dropped, the general rule prevails. In stage three the rule
is applied only when retrieval fails. The questions that rise are: how is the general rule learned,
why is retrieval dominant and why is retrieval tried before the general rule?

4.2.2 The Model

The past tense model starts of with no declarative knowledge of verbs. It will gradually receive
correct forms and store these as declarative structures, reflecting the correct forms children hear
from their environment (e.g. parents). The model implements three strategies for producing a
past tense given the present tense of a verb. The strategies are:

1. Attempt to retrieve the correct answer from declarative memory (retrieve strategy or simply
retrieval).

2. Attempt to generate an answer by analogy (analogy strategy).

3. Use the present tense instead of the past tense (zero strategy).

A goal to produce the past tense of a verb looks like this (NIL indicates an unknown value):

PAST-TENSE-GOAL 12

ISA PAST

OF WALK

STEM NIL
SUFFIX NIL
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Figure 4.1: a U-shaped learning curve and the Power Law of Practice.
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The retrieval strategy consists of one production that simply searches for the answer in

I
declarative memory.

The analogy strategy consists of two productions:

I
RULE ANALOGY-FILL-SLOT

IF the goal has an empty suffix slot

and there is an example in which the suffix has a value

THEN set suffix of the goal to the suffix value of the example

RULE ANALOGY-COPY-A-SLOT

I
IF the goal has an empty stem slot and the of slot has a certain value

I and in the example the values of the of and stem slots are equal
THEN set stem to the value of the of slot

The first rule makes an analogy based on the suffix. For regular verbs the suffix is 'ED' and

for irregular verbs it is BLANK'. The second rule analogizes by copying the present tense into
the past tense stem. This is correct for all regular verbs and some irregular verbs (like hit-hit).
A correct regular verb is formed by analogy if both production rules are applied and a regular
example is retrieved on which to base the analogy. Basing the analogy on a irregular verb results

I

in zero-strategy behavior.
As said above, initially the model can not use the retrieval and analogy strategies because

there are no examples to retrieve or use for analogy. So, in the first phase, the model will produce

I
present tenses when asked for a past tense. For the model this is an error but when children do
this it is likely to go unnoticed. When the model has learned and produced a few past tenses,
retrieval and analogy get a chance to fire. If a past tense can be retrieved it will be used, if it

I
cannot be retrieved the analogy strategy must do the task. The zero-strategy (which is applied
if both retrieval and analogy fail) will be used less and less because retrieval and analogy take
over. Analogy will use the past tense chunk with the highest activation. This will often be an

I
irregular past tense, since irregular verbs have high token-frequencies (there are more regular verbs
than irregulars but the irregulars are used more often). Having an irregular verb on which to base
analogy will result in zero-strategy behavior and the answers resulting from zero-strategy behavior

J
will pollute the pool of known past tenses. Since the environment brings in correct forms, the
pollution will, in the long run, be insignificant. When a regular verb is used for analogy, which
will happen because of noise in the activation of chunks, the model has the opportunity to learn

J
the regular past tense rule through proceduralization:

RULE LEARNED-REGULAR-RULE

I
IF the goal is to find the past tense of a word

and slots stem and suffix are empty
THEN set the suffix slot to ED

I

and set the stem slot to the word of which you want the past tense

This rule is a combination of the two analogy rules instantiated with a regular verb as a

' basisof analogy.

Regular verbs have low frequencies but most verbs are regular (in English). Eventually, the
regular past tense rule will be learned because every instantiation of the rule strengthens it. When

I
the regular rule is stronger than the analogy rule, all past tenses that could not be retrieved directly
arc treated with the regular rule production, which will amount to overgeneralization. After a
period in which more correct verbs are added from the environment, most chunks representing

I
correct past tenses are strong enough to be retrieved directly. At this point, the regular rule
becomes somewhat unnecessary, except for words that have (very) low frequencies. Luckily —or

I

I
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naturally- these are all regular verbs. At this point, performance is good and the U-shape is
completed.

With this model, Taatgen and Anderson showed that the U-shape typically found in past
tense learning is not so much the result of overgeneralization but rather of insufficiently memorized

past tenses. When a past tense cannot be retrieved, it is generated by the regular rule, so when
the regular rule is applied where it should not have been, this is caused by insufficient familiarity
with the correct form.

4.2.3 What is Wrong

The model assumes a general purpose strategy4 for making an analogy. However, the actual
production rules that implement the analogy strategy are not general purpose: they are applicable
to all past tense problems but to past tense problems only. A general purpose yet goal specific
strategy should not be allowed to exist, and here is why. Knowledge in ACT-R (declarative or
procedural) has to be one of two things: innate (at birth of the modeled entity) or learned. A
general purpose yet goal specific strategy cannot be learned without explicit instruction (which
is characteristic for development) since there is 1) no way to generate it by gathering a bunch
of examples, finding the regularity and including that knowledge in a strategy and 2) a goal
independent general purpose strategy cannot be transformed into a goal specific general purpose
strategy'5. This is because slot names would need to be available as data. The multi-purpose
parents of the two analogy-implementing productions necessary for this would be:

GOAL- INDEPENDENT-GENERAL-PIJRPOSE_ANALOGY_BY_FILL
IF the goal is of a certain =type

and has some slot named $name with unknown value
and there is a retrieved chunk of type =type
with slot $nanie having value value

THEN set slot $name of the goal to =value

GOAL- INDEPENDENT-GENERAL-PURPOSE-ANALOGY_BY_COPY

IF the goal is of a certain =type
and has some slot named $namel with unknown value
and there is a retrieved chunk of type type
with slots $namel and $name2 having indentical values

THEN set slot $name2 of the goal to the value of slot $namel of the goal

J

where $ and = indicate variable slotnames and values respectively. Variable slotnaxnes
however are not possible.

The other way of solving this problem is by using generic slotnaines like slot 1, slot2, etc.

as used by [van Rijn et al., 2000]. This method allows for limited generic analogy (or unlimited
with incredibly large numbers of productions) but violates core ideas of ACT-R like goal structure
and the idea that slotvalues are accessible through their role (which is why slots have names).
Concluding, there are no truly general purpose productions possible that can be transformed into
Taatgen and Anderson's analogy strategy-implementing productions.

Although the analogy productions could be innate (inborn), I think this is very unlikely. If
there is inborn knowledge of how to use analogy to discover a rule regarding past t'iisc production
then how much other 'how-to-use-analogy-to-discovera..rial&tdo..x' knowledge would be innate?

I I
4The term strategy denotes one or more production rules that fire subsequently.
5A strategy can also be compiled from a verbal statement, however, this is not applicable to development which

is an internal process.
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I think abstraction by specification somehow goes in the wrong direction. By assuming that
' generalization is the result of specialization of highly general rules there is no way to go beyond

generalized knowledge and meta knowledge would be out of the question. I argued that it is highly
unlikely that ACT-R can account for rules as used in the model discussed in this section.

4.3 Explicit Implementation of RR

I
4.3.1 Introduction
This section describes the attempt to combine a theory of development and an architecture of cog-

I
nition by [Zondervan & Ta.atgen, 2003]. The architecture Zondervan and Taatgen used is ACT-R
(Section 3.3) and the theory of development is the BR theory (Section 2.3). The model simulates
the playroom experiment [Karmiloff-Smith, 1992, pp. 54-60] concerned with French children's corn-

I
prehension of determiners.

4.3.2 The Experiment

I In the playroom experiment children look at two playrooms. One playroom belongs to a girl
(loll and the other playroom belongs to a boy doll. Each playroom contains several toys but the

I
aniounts arc carefully selected. If the girl doll has one toy of a certain type, the boy has several
and vice versa. During the experiment, questions directed at one of the dolls are presented to
the children, who must tell which doll is asked that particular question. There are two possible
questions: a request (in French) for a X, and a request for the X (X being a type of toy in the boy
doll's and/or girl doll's playroom).

In French, the definite article 'the' is 'la'6 and the indefinite article 'a' is 'une'7. A request

I
for the X is directed to the doll with exactly one X, a request for a X is directed to the doll with
several X-es.

Children of all ages perform well on the la-sentences. For une-sentences, children show a

I
U-shaped performance curve. According to Kanniloff-Smith, the U-shape in performance is caused
by the dual meaning of the French word une. Une is not only used as indefinite article, but also as
the numeral one. While tine used as an article would indicate multiple objects, une as a numeral

I
indicates exactly one object. When representational redescription has opened up the knowledge of
counting and article use, the two functions interfere. The counting-interpretation somehow wins,
and children start making errors.

1 4.3.3 The Model
The model relies on the assumption that people have a general strategy to learn new tasks. This

I
strategy is to determine what properties of the environment (dimensions) are important for the task
and to look for regularities in their values. The model also relies on the assumption that in order to
generate a response to a problem, people use the analogy strategy described on page 36. ACT-R's

I
production compilation mechanism produces generalizations of instances (by specialization of the
analogy strategy).

During t lie simulation, the model 'discovers' new dimensions. First, the model has knowledge

I
of one dimension only: number. The assumption is that children (up to age 3) are capable of judging
whether an object is alone or not (without necessarily being able to count the exact number of
objects). The dimension number can have one of two values: one or more.

I
At approximately 'age 3' the model gains access to the second dimension: focus after. This

dimension expresses what feature is the topic of conversation. The dimension has one of two values:

I
6or 'le' for masculine words, but the toys chosen were all feminine.

I
7or 'un' for masculine words.

I
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symbol, if the topic is an object, or amount, if the amount of objects is the topic of discourse.
The value symbol is used in the case of 'a X', amount is used for '(exactly) one X'. A problem
arises when using the french determiners. Whereas une X' indicates multiple objects of type X
with respect to the dimension number (one of the Xs), it points to exactly one object with respect
to the dimension focus after(the one X). Conversely, wanting to indicate one X points to the use
of 'la' with respect to dimension number with value one but to 'une' with respect to dimension
focus after with value amount. Using the knowledge of number and focus after only, the model
cannot distinguish between the two uses of the word 'une' (to introduce an X or to express the
amount of Xs) and performance degrades. In the experiment childrens behavior degraded to 29%,
winch shows there is some deliberate (but wrong) choice, rather than confusion (which would
lead to chance levels of performance at something near 5097c). In the model, this is implemented
using different (time/effort) penalties for the different types of wrong answers, which leads to some
extend to rule-like behavior as a consequence of production compilation.

At 'age 6' the model also uses the dimension focus before. The focus before enables the
model to distinguish between the two uses of the word une and performance rises, completing the
U-shape of the performance curve.

The U-shaped performance curve can be divided into three parts. Initially there is a period of
fairly good performance, then there is a period of degradation and finally a period in which per-
formance rises again. The RR theory explaines these three phases with four levels of (explicitness
of) knowledge. There are two types of change: change within a phase and change between phases.
Representational redescription happens between phases.

Zondervan and Taatgen claim that representational redescription occurs by production com-
pilation. Production compilation can show a U-shaped performance curve if the examples satisfr
one of two conditions: the pool of examples consists of regular fonns and irregular exceptions or
at certain times a new type of example or extra infonnation is released.

4.3.4 What is Wrong
In the model, knowledge does not get redescribed into more explicit formats, rather it is the
addition of new explicit knowledge that enables the application of productions that previously
could not fire. A new phase is started with the addition of new declarative knowledge. In other
words, a change between phases is accomplished by the addition of a dimension. Change within
a phase is accomplished by production compilation. The fact that in the simulation an external8
event —adding a dimension— rather than an internal process —as Karmiloff-Smith would have it—
causes change between phases refut Cs Zondervan and Taatgen s claim that production compilation
plays and important role in representational redescription. Production compilation works within
a phase, not between phases.

According to [Karmiloff-Smith, 1992, p. 19], degradation of performance in the second phase
is caused by "temporary disregard for features of the external environment". Clearly, taking note
of an extra feature, as is done in the simulation, is not temporary disregard.

There is something contradicting in Zondervan and Taatgen's mapping of RB's levels of
knowledge onto ACT-R's procedural and declarative knowledge. They state that the chunks added
with each new dimension are Level E2/3, the most explicit level9. One would expect the BR
process in ACT-R to be a process that makes (procedural) knowledge declarative, since BR is a
drive towards Level E2/3 at which point knowledge can be verbalized. Production compilation
however is a drive towards automaticity and procedures and does not facilitate verbalization.

8External and internal to the knowledge in this particular domain at that point in time.
9For Karmiloff-Smith, it is at level El that knowledge can be used in other domains [Karmiloff-Smith, 1992,

p. 57].

I

I
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In conclusion, the mapping of RR onto ACT-R as used by Zandervan and Taatgen is incorrect

I
for four reasons. First, production compilation causes change within a phase, whereas representa-
tional redescription happens between phases. Second, in the simulation the change between phases
is accomplished by an event rather than a process, which is not in line with the RR theory. Third,

I
the simulation does not feature phase changes as the result of an internal process. Last, in the
simulation, knowledge is not redescribed into more explicit formats, rather the simulation shows
that if more explicit knowledge is added, then behavior can change drastically.

I
4.4 Concluding

I In this chapter we have seen three models involving development and implemented in ACT-R.
The first model (Section 4.1) involved changing parameter values to model development. I argued

I

that development concerns changes in knowledge, rather than skill. When investigating such
changes in knowledge, peripheral skill (vision/motor skill) should not add degrees of freedom to
the interpretation of the model, as was the case in Jones and Ritter's models. I believe it is

I

important to realize that children are not little adults, and children's knowledge is not an impaired
version of adult knowledge.

The model by Ta.atgcn and Anderson (Section 4.2) showed that ACT-R's production corn-

I

pilation mechanism may provide the means to model a typical developmental process: learning
to use past tenses without feedback. However impressive, this model's implementation relied not
on a general strategy but on a tailored solution, only applicable to past-tense learning. A general

I

mechanism (such as learning or development) should not be task specific but should be a part of
the architecture, rather than the model.

Zondervan and Taatgen (Section 4.3) tried to combine Karmiloff-Smith's RR theory and

I
ACT-R. As such, their task model functioned as a vehicle for mapping RR's vocabulary onto
ACT-R's. I argued that, as with Taatgen and Anderson's model, this mapping was incorrect
because generalization should not be achieved by means of specification.

I I am vexed. I was convinced ACT-R was fairly complete when I heard of another elegant
theory, RB, which claims coverage of developmental processes. Both theories seem fairly sound

I
and ACT-R provides the means to test such things so why not combine the two? Zondervan and
Taatgen first put BR into ACT-R but in a way I thought was wrong. In this chapter I have
discussed what means ACT-R has for implementing development, which I defined on page 14 as

I
the whole of processes that change knowledge in such a way that the possibilities for understanding
and action -mental or physical— are increased. ACT-R has no complete set of such mechanisms.

In my view, ACT-R lacks a fundamental developmental process onto which to map the

I
RB process. Existing mechanisms are not sufficient to account for developmental artifacts such as
generalization, explicitation and explicit transfer of knowledge between domains. In the subsequent
chapter I will describe two fundamental processes that are based on RR and ACT-R.

I

1

I

I

I

I
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Chapter 5

I
Exploration of Possibilities

I

I In this chapter I will describe my attempts to implement the BR theory (Section 2.3) in ACT-
R. In order to achieve complete models of human behavior and possibly artificial intelligence, a
complete and precise architecture is needed. The most complete architecture today is ACT-R

I
(Section 3.3), which is why I will use it as a basis for implementing BR. Previous attempts to do
so (Section 4.3) have not led to a solution because ACT-R lacks a fundamental mechanism for
explicitation. Incorporating a developmental theory in ACT-R may shed new light on the existing

I mechanisms of ACT-fl, thereby possibly enriching ACT-R.

i
5.1 A Look Back and One Forward

Representational Redescription describes several concepts and so does ACT-R. A combination of

I
the two must map concepts of HR to ACT-R and vice versa. A core concept of the BR theory
is the existence of levels of knowledge: I, El, E2 and E3. Level I is the implicit level at which
knowledge is enclosed in procedures. Level El and E2 add explicitness and consciousness to the

I
knowledge. Level E3 is the extreme at which knowledge is verbalizable. A single mechanism takes
knowledge from level I upwards. Levels E2 and E3 are consciously accessible.

ACT-R differentiates between declarative (fact) and procedural (rule) knowledge. Produc-

I
tions are tied together by the goal they serve. Declarative knowledge can be placed in buffers,
which are tested for their contents by productions. Behavior is adapted to the environment by sub-
symbolic computations: activation and utility of chunks and productions are strengthened if they

I
are used. New declarative knowledge is constantly added to memory, originating from the input
systems or the goal buffer. New productions can be formed by a process called production compil-
ation which combines two consecutive productions, possibly incorporating retrieved information in

I
the new production which in effect creates a specialization of the old productions. Generalization
is also achieved by production compilation. A specialization of a highly general strategy provides
a generalization of the instances used by the strategy.

I The RR and ACT-R Constraints Both ACT-R and BR propose constraints on the explan-
ations of phenomena they offer. The following lists are minimalistic sets of those constraints.

I
Although my goal is of course to combine the whole of BR with the whole of ACT-R, it is more
feasible to start with a mechanism that satisfies (the larger part of) these sets and then to see
what can and cannot be combined.

I
The BR theory calls for one generic mechanism that redescribes knowledge in such a way

that

1. knowledge is generalized

I 2. knowledge gets more explicit

I

I
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3. • after one redescription, it can be used across domains and (over)generalizatjon occurs

• after two redescriptions, it is available to conscious access
• after three redescriptions it can be verbalized

4. the mechanism stops after being applied three times

ACT-R is more than a theory, it is an architecture. Therefore, the constraints posed by
ACT-R are more concrete. The most important constraints posed by ACT-R are

1. chunks link to other chunks via slot/value pairs

2. productions are one-way rules

3. old goals are stored in declarative memory

4. a production checks the contents of the goal buffer and possibly other buffers too

.5. multiple instantiations of the same chunk or procedure 'add up'

6. conscious access to knowledge requires that the knowledge is declarative and occurs in the
goal buffer of a firing production

In the previous chapter I argued that generalization by specialization is not the fundamental
process of development that is the core of the RR theory. In this chapter I will describe other
methods for generalizing knowledge and making it more explicit (reportable).

5.2 Production Decompilation
Based on these two lists, it seems most logical to map level Ito procedural knowledge and level E2/3
to declarative knowledge. If this is the case representational redescription goes from procedural
to declarative knowledge. Production compilation can incorporate chunks in the productions that
use them, in other words, goes from declarative to procedural knowledge. These are two opposite
directions so I propose a mechanism called 'production decompilation' (PDc). I assume that the
knowledge with which a (young child) model starts is procedural knowledge, possibly acquired byimitation.

The example that I will use relies on the assumption that children know the sequence of
counting words before they can really count. A minimalistic (and almost syntactically correct) setof productions implementing this behavior is

(p count_one
'''one' is the first number to pronounce''
=goal>

isa count
Context nil

+vocal>

]isa sound

value one

goal>

'This assumption is mainly inspired by Piaget's theory (Section 2.2). Currently there is no imitation process inACT-R. Possibly imitation or some other way of creating procedural knowledge is related to production compilationor Generalization by Specialization. However, as I argued in Section 4.2, I think CbS needs too specialized knowledge.

I
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context one)

(p count_two

'''two' is the number after 'one'''

=goal>

isa count

context one

=>

+vocal>
isa sound

value two

goal>

context two)

Representational redescription would redescribe these productions into more general ones,
and create chunks that contain counting knowledge. A generic production for all the steps of
counting needs variables to catch the similarity in structure and retrieval of chunks to fill them
with particular values. Based on these observations, PDc should do three things:

• store slot values in a chunk

• create two productions that request and retrieve the chunk and perform the action(s)

• replace identical slotvalues with a variable (variablization)

Regularities in productions are captured by the variablization step. Values of individual
cases are stored in a chunk. The chunk stores the relation between values and can (theoretically)
be used for other tasks. Thus, knowledge is generalized (in procedures) and gets more explicit (in
chunks).

If all values at the action side of the production are defined at the condition side there is no
need for a request and a retrieve production to achieve generalization. In this case, variablization
is sufficient and there is no need for a new chunk because values can be extrated from the goal or
the external environment. The slotvalues of ISA-slots do not need to be stored in a chunk since

ISA

ISA context value goal_pre goal j,ost action

SA4RS

Figure 5.1: A simple (1) and a complex (r) representation of the "count two" production.

the proposed method stores slot values in a 'flat' chunk. This means that the created chunk does
not point to chunks that themselves point to chunks, see Figure 5.1. A complex —not flat— chunk
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has greater expressional power but is less likely to be useful to other domains and is harder to
construct.

When slot values are identical by chance, the generality should not be stored. This is solved
by the hybrid nature of ACT-R. Because the variablization occurs by chance, there is also a
chance that values are different so that no variablization occurs. Differing values will (probably)
outnmnber identical values.

The PDc Algorithm

INPUT P : Production.

% Always variablization

-copy P to a new production TMP

—within TNP, replace identical slotvalues excepts ISA slots with variables

% If necessary, create a chunk and two productions to retrieve it.

—IF TMP contains a variable at its action side that does not occur on
the condition side THEN

'I. A chunk

-create a Chunk C of Type P.GoalType+'_f act' with all slotvalues

except ISA slots of P

X New productions

-create new Productions NEW1 and NEW2

-NEW1 . Condition=TMP. Condition
—NEW1.Action=retrieval request for chunk of type P.GoalType+'...f act'

and possibly other slots if they occur at NEW1's condition side.

-NEW2.Condition=retrieva]. of the chunk

-NEW2 . Action=TMP . Action
—delete TM?

-end

This algorithm will, applied to the 'count_two' production given earlier, produce the following
productions and chunk:

(pThP
=goal>

isa count
context one ;use as clue..

=>

+vocal>
isa sound

value =value ;..to retrieve this value..
goal>

context value) . . and this one

(chunkOl isa count_fact context one value two)

(p NEW1

=goal> ;from original production

isa count

context one

=>

+retrieval> ;added retrieval of chunk
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isa count_fact

I
value one)

(p NEW2

I
=goal> ;from original production

isa count

context one

I
retrieval> ;added retrieval of chunk

isa count_fact
context one

I
value =value ;+ variablization

=>

+vocal> ;from original production

I
isa sound

value =value ;+ variablization
=goal> ;from original production

I
context =value) ;+ variablization

And Now What? After one redescription the 'count...two' production was reformed into 'NEW1',

I 'NEW2' and 'chunkOl' above. Multiple redescriptions of the first production will strengthen the
new productions owing to ACT-R subsymbolic level, giving them a chance to fire. The chunk that
is created is available for tasks other than rattling off the counting sequence.

I The core of representational redescription is that knowledge gets reiteratively redescribed,
so it should be possible to re-apply the PDc algorithm to the new productions. This yields the

I
following, even more general productions:

(p NEW*NEW1

=goal>

I
isa count
context =context ;+ variablization

=>

1 +retrieval>
I isa count_fact

I
context context) ;+ variablization

(p NEW*NEW2

=goal>

I
isa count

context =context ;+ variablization
retrieval>

I
isa count_fact

context =context ;+ variablization
value =value

I +vocal>
isa sound

I
value =value
goal>
context =value)

I Because all values used at the action side are already defined at the condition side, no new

I

I
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chunk needs to be created. The environment and goal can provide this information.

the 'Model' and PDc after Two Redescriptions After applying PDc two times, further
decompilation is not possible. In .xEw*NE\v1 and .xE\\*NE\\2 all values that can be replaced
by variables are replaced by variables. The new set of productions is initially slower than the old
one but it is more general and there are chunks that can be used across domains expressing the
counting sequence declaratively.

Replacing re-occuring values with variables is not very recurrent; it can be repeated two times
at most. The chunks that are created open knowledge to other domains but there is a crucial
problem; the chunks cannot be retrieved without a reference to their type ('ISA count ..fact').
Because of this, it is possible that PDc creates several chunks (from different tasks) that are
identical but for their type. The RR theory celebrates the idea that if knowledge from different
domains is essentially the same (but for the type of task it is applied to), it gets redescribed into
one structure. PDc cannot do this. A way around this would be to use chunk types that are
generic, i.e. arbitrary names for newly created chunks, and checking if similar chunks already
exist. This, however, is contra good ACT-R practise where slot names have meaning2.

Because PDc creates flat chunks, it does not explicate how a (sub) task is achieved. This type
of explicitation is required for RR. A complex representation on the other hand would probably
not be usable across domains because different domains stress different relations between elements.
For instance, in addition and subtraction the same elements relate by different relations and should
yield the same chunk at some point. This requires that the relation is abstracted from its context.

Another problem is that the algorithm cannot discover that a sequence of productions all
serve the same purpose, that is, that they belong to one task. This is another type of generalization,
namely generalization over a sequence as opposed to generalization over instances.

5.3 Generalization over Sequences

In general, tasks are dividable into subtasks which, when performed in the right sequence with the
right parameters. constitute the whole task. A reaction task might, for instance, be composed of
search, recognition and pushing a button. In ACT-R this is not different. Behavior is composed
of the successive firing of productions, tied together by the goal which holds task-wide parameter
values and which is used in production selection. Productions do not necessarily form a subtask on
their own. Especially since ACT-R 5.0's buffer-based conception of all input, output and retrieval,
groups of productions that serve the same (low-level) purpose (e.g. a movement), rather than single
productions, form the lowest possible level of task identification. A retrieval is nothing without
a retrieval request, a manual action is nothing without a test for the manual state preceding it.
Conversely, a retrieval request without a production to do something with the retrieved chunk (or
with a retrieval failure) does not constitute meaningful, goal-driven, behavior. In ACT-R, goals
and the notion that all behavior occurs with respect to a goal imply that all behavior is composed
of such meaningful (sub)tasks.

The representational redescription theory states that before being able to verbalize, even
before being able to generalize, there is a period in which behavior is correct but encapsulated.
Translated to ACT-R vocabulary, behavior in such a state would be a strict succession of produc-
tions: correct but tightly bound to the higher goal. A more explicit version of the same knowledge
could for instance appreciate that certain subtasks are also used in other domains. For example,
visual search for a green square on a screen is basically the same as visual search for an inflatable
ball on the beach, except for parameters like color and size. It is this kind of generalization that I
will explore in this section: generalization over and explicitation of sequences.

2see also page 38.
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The Idea The Representational Redescription theory distinguishes levels of explicitness in know-
ledge. Explicitness is related to how general knowledge is and the amount to which it can be verb-
alized. To be able to perform a task and to really understand it are two different things. You may
be able to perform a task unconsciously but really understanding it means that you can explain
to someone else what you are doing and how you are doing it. According to the RR theory, such
understanding grows as a result of the HR process.

In ACT-R, knowledge can be procedural or declarative. Declarative knowledge is explicit
and deemed conscious if it occurs in the goal buffer. ACT-R's current learning mechanisms are
(from an abstract point of view) capable of transforming declarative knowledge into procedural
knowledge. Most ACT-R models start off with declarative and procedural task knowledge. The
decision whether something should be represented as declarative or procedural knowledge depends
on analysis of initial (human) knowledge and performance on the modeled task. Human learning
often involves following instructions. When learning from instructions, all initial task knowledge
is declarative. One ACT-R model that showed ACT-R can learn a task by following explicit
instructions is [Anderson, 2000].

Anderson's instruction based learning model shows that the same task-knowledge can l)e
represented procedurally and declaratively. The HR theory states that development involves turn-
ing implicit knowledge into explicit knowledge; discovering what implicit instructions underly a
behavior and making them explicit. This section describes my findings when trying to define an
ACT-R mechanism that creates instruction-like chunks from procedural knowledge, inspired by
the HR theory and [Anderson, 2000].

Figure 5.2 depicts a sequence of productions (the columns) and ways to derive chunks (the
circles) from them. The productions are tightly linked through their conditions and together form
a subtask. To make explicit what happens (or should happen) the information in the procedures
must be stored in a chunk. The two most apparent configurations are shown in Figure 5.2.

••------
-,o3

A A ' ID

Figure 5.2: Generalization and Explicitation of one Subtask

The configuration on the left uses one chunk to describe all three productions that make up
the subtask. The configuration on the right uses separate descriptions of each production and an
additional chunk to combine them, necessary for reference to the task as a whole. I will describe
the advantages, disadvantages and implications of both configurations, starting with the one on
the left.
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The Left Configuration In the left picture, the whole subtask is described with only one
chunk3. This chunk must store all relevant values used by the productions. Let's assume the three

productions carry out a visual search for a green object on the screen4:

(p productioni
goal>
isa goall

state start—search

=>

+vjsual—locatjon>
attended nil

goal>

state find—location

)

(p production2

=goal>

isa goall

state find—location

visual—locat ion>

+vjsual>

location visual—locatjon

goal>

state attend

)

(p production3

=goal>

isa goall
state attend

visual>
color green

=>

=goal>
state found—green—obj ect

)

There are three things to be done to accomplish the subtask; finding a location, finding an
object at that location and verifying the object complies to whatever condition it must comply to

3Slot values of this chunk are chunks too, but they are atomic, i.e. contain no references to other chunks
themselves. This chunk is what was previously called 'flat'.

4This example uses approximate ACT-R 5.0 syntax. The dots indicate more conditions or actions.

.1
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(in this case: being green). These three things are carried out by the three productions. One can

I
easily imagine a (flat) chunk that has this information in it. such as:

ChunkOO2

I
isa task-description
starting—from start—search
yielding found-green—obj ect

I
todol find—visual-location

todol—attended nil
todol—

I
todo2 find-visual

todo2—location visual—locationfrom_todol

todo2—

I
todo2

I

This chunk is relatively easy to read for humans5, and relatively easy to read by ACT-fl. as well if

ACT-R were to 'verbalize' its behavior (given special productions), so let's assume this chunk is
used in generalizing the sequence.

I
In order to actually perform the subtask using the descriptive chunk, productions are needed

that get specific information from the chunk and direct buffer activity. These are similar to the
three original productions but to have access to the chunk's slots, the chunk must either be the

I
goal of the new productions or be referenced by the goal6. Given ACT-R's learning mechanisms, it
would not be appropriate to use the chunk as the goal since this particular chunk —an instruction-
isn't meant to change; it is already complete and should not be reinforced when it is poppped as

I
a goal but when it is retrieved as an instruction. Concluding, the instructional chunk must be
referenced by the goals of the productions that decode the chunk and perform the subtask.

The initial productions' goal types (see page 50) indicated which (higher) goal (e.g. 'landing

I
a plane in an Air Traffic Control task') the subtask (in this case 'searching something green')
served. Now that we have gone through the trouble of describing the subtask, and refer to it in the
new goal, we would want to acknowledge that the subtask serves a subgoal of the higher goal and

I
we would want to have a description of the higher goal in terms of subgoals. This would require a
different redescription process for declarative knowledge, so there would be two processes, not one
as advocated by the RR theory.

I
How does this method do, when compared to the RR wish list? Explicitation is achieved

by creating a chunk, based on information in productions. The process is not reiterative because
productions that are created do not differ in functionality from those they are created from. There

I
is probably little generalization. The chunk that is created is not general (reusable) and neither
arc the productions that decode it. The only general knowledge added to memory by this method
is knowledge that is implicit to the method, e.g. switching from goal to subgoal and back. Ergo,

I
this method cannot generalize and does not qualify as BR process.

The one-chunk configuration is simpler, which is and advantage. It summarizes in one chunk
what happens in a subtask. The major disadvantage of this method is that it will probably lead

I
to very little generalization because specificity is retained, although in an other form: the chunk

51t reads: This is a task description of a task that starts with a start-search state and transforms it into a

I
found-green-object state. To do this, the first thing to do is to find a visual location that has not been attended
lately. Then, using the location just found, get a description of the object at that location and, when that is done,
check whether the object is green, if so, we're done."

6Keeping the chunk in the retrieval buffer would not be appropriate. This would exclude subtasks involving

I
retrieval from explication and, in general in ACT-R, the retrieval buffer is not the place to keep things at hand, that
is what the goal is for.

I

I
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in stead of productions. Getting ACT-R to generalize by forcing it to explicitate subtasks does
not work.

The Right Configuration In the right configuration of Figure 5.2 something similar to the
above method happens. This time however, a more complex chunk structure7 is created, in which
each production has its own instruction. This method can allow for more generalization than
the above method because it uses simpler 'atoms'. The three chunks that describe only one
productions' action, let's call them 'micro-instrutions', are more prone to be reusable, and so are
the productions that 'decode' them. If there are different versions of both the chunks and their
productions that are compatible, they might get mixed up, providing (over) generalization and
thus a developmental phenomenon we would like to see. But will it work?

In this configuration, as in the previous, the generalization/explicitation process must not
only generalize and explicitate but also retain a control structure to avoid (sub)tasks running
rampant. Micro-instructions can be connected to a production in three possible ways: as the goal,
as part of the goal or as retrieved instruction.

Micro-instructions as retrieved instruction will cause problems in tasks that apply to the
retrieval buffer themselves, so that is not an option.

Micro-instructions as the goal seems attractive since at this (micro-) level the (sub) goal is
noting more and nothing less than what is described in the micro-instruction. However, considering
ACT-R's subsymbolic learning mechanisms this would not be appropriate. When a goal is achieved
and is popped and an identical chunk already exists, the two chunks are united and the activity
of the old chunk is increased. The strength of this mechanism lies in the fact that, normally, goals
can gather different slot values as they are achieved. Micro-instructions however do not gather
values, they are already complete and should not be combined with an existing doppelganger8.

The last option, micro-instructions referenced by a goal is conceptually problematic too. It
requires that the explicitation mechanism creates t lie same type of goal if it explicates the same
kind of production. This would require the mechanism to discriminate between tasks, while it was
meant to be a task invariant process. ACT-R will encounter problems when its creates new goal
types, but it needs goal types in order to function. New goal types however are necessary for (the
RR interpretation of) development.

5.4 Concluding

In Chapter 4 I argued that ACT-R lacks fundamental mechanisms for development. Development
is about generalization of knowledge and about making explicit, understanding, what happens, as
argued by developmental psychologists like Piaget and Karmiloff-Smith. In this chapter, I have
coined two such mechanisms of development, based on the Representational Redescription theory
and ACT-R itself. At first sight, these methods might have looked promising, but their inevitable
failure pointed to an other problem of ACT-R: its rigidity. Rigidity in a theory is a blessing, because
it constraints the theory. The worst thing a theory can do is to make false predictions, something
that constraints help to prevent. The next worst thing is inability to predict and ACT-R cannot
satisfactory predict —model— developmental phenomena like generalization and explicitation.

If a mechanism is created within ACT-R9 that shows both explicitat ion and generalization it
must be because either a substantial part of ACT-R is overruled or the mechanism explicitly forces
explicit ation and generalization into being. A model explains something by reproducing it using

7See Figure 5.1 for a simple and a complex chunk.
8The doppelganger and the popped goal would in fact be the same chunk so the popped goal would reinforce

itself!
9That is, ACT-R 5.0.
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less abstract elements. Said hypothetical mechanism uses great effort to force these phenomena
into being, which does not explain development.
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Chapter 6

A Layout

In this chapter, I will discuss what I think is important to consider regarding architectures of
cognition and development and I will present a proposal of a data structure and some processes
that comply to that list of demands. Most items on my list are drawn from the previous chapters,
but some require that I discuss some points more elaborately, which I will do in the first section.
The next section will be about the proposal for a data structure and associated processes that
comply to that list and is inspired on the theories of development described in Chapter 2. In
tlic very last section of this thesis I will point out some things that have not yet been pointed
out, thereby prcscnting you, the reader, with more questions than answers after having read this
epistle.

6.1 Some More Considerations

Production Systems and Their Inability to Use Meta-knowledge Whatever their use
of cognitive architectures, cognitive scientists will probably agree that an artificial system that
is truly intelligent should have conscience. Whatever conscience is1, it has to do with knowing
what one does (and does not do) and what one knows (and does not know). Conscience involves
knowledge about knowledge. In trying to put developmental mechanisms based on the RR theory
into ACT-R I frequently used the term 'explicitation', which is the process of converting implicit
knowledge into explicit knowledge, making it available for conscience. Explicitation did not work
satisfactory in ACT-R, but why not? I think it didn't because production systems cannot have
meta knowledge.

ACT-R arid Soar are both examples of production systems. Production systems have two
types of memory: symbols and rules. You can think of symbols as passive knowledge and of rules
as active knowledge. In ACT-R the symbols are called chunks and the rules are called productions,
in Soar they are called WMEs and productions. Symbols can be atomic or, in some production
systems, can be composed of symbols. Rules follow an "IF condition(s) THEN action(s)" syntax.
The conditions and actions of a rule are sets of symbols or symbol patterns. Rules are usually
unidirectional.

In most production systems, symbols are semantically evaluable which means that the mean-
ing of a symbol is explicitly present in the symbol or its constituents. Rules on the other hand are
not semantically evaluable; their meaning is the activity they perform and it therefore depends on
something more than the symbols (or patterns) that are referred to in the conditions and actions.
The meaning of a rule is also dependent on the interpretation of the notion 'rule' and processes
(such as input, output, selection, learning) in the architecture. Although all production systems
use an IF-THEN sort of interpretation, this can be causal, implicative, based on some probability

'(Newell, 1990] used the words 'be self-aware and have a sense of self' to refer to conscience.
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etc. These factors, relevant for interpretation, are not represented in either symbols or rules and
thus are not part of the knowledge accessible to the production system. In other words; 'IF' and
'THEN' are not data, consequently they cannot be manipulated.

So why can production systems not have meta knowledge? Let's start with symbolic know-
ledge; what is there to know about the symbols you know? For atomic symbols nothing. Knowing
that you know a symbol simply asks that you try to use it and to know what it means requires
looking at the symbol itself, its meaning is enclosed in the symbol. For constructed symbols,
knowledge about their structure and the role of the symbols it is composed of can be useful meta
knowledge2. However, using non-semantic elements (e.g. ACT-R's slot names) in evaluating the
symbols' semantics would be abuse of the production systems' production syntax. Consider the
following analogy of a computer program with variables. The programmer gives variables arbitrary
names and the sole purpose of the name is to indicate the identity of the variable when the name
is used. The name of the variable is not important to the program. Good programming practice
dictates that a variable name indicates the purpose of the variable, but only to increase readabil-
ity; the variable name has no semantic value to the program. Likewise in cognitive architectures,
elements that are intended to serve the structure of the data (such as names, namespaces, pointers,
placeholders) should not be given semantic significance.

Rules are not semantically evaluable so meta rule-knowledge must be symbolic. Now, suppose
there exists a symbol that represents what there is to know about a rule. Consider the following
three points: one, a symbol cannot refer to a rule because rules are not symbols. Two, rules have
twu 'access points' for reference to symbols: their set of conditions and their set of actions. If a
rule refers to its meta symbol in any of the two sets then the meta symbol should also refer to
a meta symbol, which would either create a circle (if the meta symbol refers to itself) which is
not what the rule states. or an infinite string of referents, which results in an in-evaluable symbol.
Ignoring the reference3 when building the symbol would be equal to using non-semantic elements
to produce semantics. So, three, there cannot be a coupling between the rule and its meta symbol
and so the production system cannot know that the symbol and rule belong together; it cannot
have meta knowledge of rules.

The Initial Knowledge Question Re-phrased A question that is not addressed by ACT-
R and Soar is what knowledge one has at birth, or rather whether one has knowledge at birth.
For theories of development this is a big issue. Piaget states that newborns have no knowledge,
except for some reflexes and the ability to generate random movements, which can hardly be called
knowledge. According to Fodor, whose theory of development I did not discuss, there exist inborn
modules that are all but complete domain specific knowledge bases. Karmiloff-Smith takes a stance
between Piaget and Fodor. She assumes some domain specific predispositions but domains must be
filled in during development. The models I discussed in Chapter 4 presumed initial knowledge. The
Jones and Ritter model presumed specific and complete initial knowledge (which could be called
Fodorian), the other two models (Taatgen and Anderson, Zondervan and Taatgen) presumed initial
generic strategies that I argued were not so generic when implemented.

The initial knowledge question is whether we are born with some knowledge or totally devout
of it. Either way there has to be a way to store new information. Two types of mechanisms can
be distinguished: a mechanism that uses already stored knowledge to store new knowledge and
one that stores knowledge independently of already stored knowledge. The first type relies on the
assumption that there is some knowledge at birth. the latter does not need any assumptions about
inborn knowledge and allows both cases.

The 'use old knowledge or not' question is similar but not equivalent to the 'initial knowledge'
question but it is more useful. If a developmental mechanism exists at all ages, then it is likely to

2This is what I tried in Section 5.3 on the generalization of sequences.
3At which time the reference would be undefined but present, which is already a bit strained
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exist in the same form at birth. If people use what they already know to store new information

I
then that might be the mechanism newborns use to acquire knowledge and consequently some
knowledge needs to be inborn. If, on the other hand, we store new information independently
from what we know then newborns may do so too and nothing can be concluded about our 'initial

I
state'. Of course, a mixture of both options is conceivable too: two separate mechanisms to store
new knowledge implicating nothing about the initial state.

Both questions are hard to answer. I have replaced the question of innateness by the mech-

I
anisms question in an effort to facilitate an implemented theory of cognition that includes de-
velopment. In an architecture. data structures and mechanisms operating on them provide the
most important constraints. I think they should be the only source of constraints (other possible

I
sources being the programming language of the architecture, what is considered good modeling
practice, the limitations of the hardware, etc.)4. Therefore I think the mechanisms question is
more important (or useful) than the innateness question.

I
Maybe knowledge that is inborn is not 'biologically innate', that is, it was constructed as any

other knowledge gets constructed, but before birth. In that case a theory or architecture does not
have to specify innate knowledge as it supposes mechanisms and data structures fit for embryonal

I
to adult minds. This would be hard to test.

When a theory states that there is inborn knowledge it should specify that knowledge in
terms compatible with the architecture. Assuming no innate knowledge thus simplifies the the-

I
ory underlying the architecture. However, the loss of initial knowledge should be compensated
for by a learning mechanism. Since a learning mechanism should already be part of the theory
[Newell, 1990] this does not create a new problem.

Fact or Artifact A lot of phenomena constitute to our understanding of what intelligence is
about. While perceptual systems, motor systems and central cognition can at least be localized

I to some extend, less localizeable systems like long term memory, short term memory and working
memory are yet to be proven to exist as a system. On an even more abstract level learning and
development are mechanisms that may not even really exist (as an independent mechanism). I

I think a lot of phenomena may just be artifacts of more basic phenomena.
A theory's purpose is to account for phenomena. Such an account can be built in expli-

citly, usually if the theory is based on that phenomenon, or implicitly. The less pheiioinena an

I architecture accounts for explicitly (because it is built to do so) while being able to account for
more phenomena (because they are artifacts of the phenomena that are implemented directly) the
better. When a theory explicitly states how it accounts for a phenomenon, it is easy to explain

I the phenomenon using the theory. If, however, a theory does not give an explicit explanation, an
explanation must be found somewhere in the coexistence of explicit explanations. This tests if the
theory's parts can co-occur and with what success. Such a theory may prove to be more than the

I sum of its parts.
Some examples of artifacts in ACT-R, which give it much of its power, are working memory

size, associated with the retrieval threshold and the Power law of Practice which emerges from

I the subsyinbolic learning mechanisms. It is quite possible to base an entire theory on artifacts.
For instance, Piaget describes development as au artifact of behavior; development is the result of
assimilation and accommodation, which are mechanisms that essentially interpret the world and

I react to it, physically and mentally. Yet Piaget's constructivism is a theory of development, not
just of behavior.

I Goals are Overrated How many people are really spending time and effort staying alive (except
for those few Beegees enthusiasts)? Yet, when asked, most people will find 'staying alive' very

I
4Soft rtrictions should be imposed by the environment. This idea is called rational analysis. See for instance

[Anderson & Matessa, 19901

I

I
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important at any and all times. I think goals as currently used in production systems like ACT-R
are inventions of the mind, something to focus on just to help keeping focus. Goals, I think, are
not fundamental as they are in ACT-R, nor implicitly fundamental, as in Soar, they are inventions
of the (clever) mind, used as an aid to keep focus and help to understand and/or verbalize one's
actions.

How can I deny that some (if not all) behavior is intended?! Well, to be honest, I can't.
However, I do doubt goals are always as explicit and exclusive as they are usually taken to be. In
other words, I doubt they should be part of the architecture and seriously doubt they should be
part of a data structure.

ACT-R is not an architecture for all of cognition. It works great when applied to experimental
tasks or to some natural tasks in very specific domains. I think this is because ACT-R offers an easy
way to do a structured task analysis plus the tools to implement and test the analysis. The strict
separation between actions and facts, that between modalities and the strong bounds between
goals and productions are to be blamed for ACT-R's inability to model development and other
less intentional behavior.

6.2 Demands for Developing Architectures
I I

The list that I present in this section is a summary of questions that I discussed in the previous
part of this thesis. I doubt it is complete but I think the items on this list are important to a
model of human thought, an architecture of cognition.

1. Do not implement goals, support them indirectly.

2. Consider innate knowledge.

3. Consider everything an artifact unless truly impossible.

4. How does behavior emerge? Consider input/output, initial knowledge and behavior, serialism
in behavior.

5. Prefer one data type.

6. Define the data type(s).

7. In what way is data related.

8. Consider thc semantic evaluability of the data type(s).

9. Which mechanisms operate on the data, what do they do, when do they do it.

10. How abstract and precise will predictions be.

11. How well can data be inspected.

Items 1, no goals, and 8, semantic evaluability, have been discussed in the previous section.
With item 2 about innateness of knowledge, which was partly discussed in the previous section,
I mean that one must decide if there is such a thing as innate knowledge in one's theory. If so,
what is it an how rigid will it be implemented in the architecture. Assuming innate knowledge
or absence thereof may have implications for other parts of one's architecture. It's best if these
implications arc known and maybe dealt with or used beforehand. Niimnbrr 3 on the list (try to
consider everything an artifact) has also been discussed in the previous section, the bottom line
is that one should be as sure as possible about what is considered atomic. This choice greatly
influences the other items.
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An other thing one should consider beforehand is how knowledge causes behavior, item
4. Psychological experiments and research usually provide data about behavior, not about the
knowledge underlying the behavior so an architecture should be embodied, that is. equipped with
adequate input and output systems and ways to communicate with them.

Having only one data type (item 5) does not necessarily simplify an architecture. It forces a
more continuous view towards the ample dichotomies in psychology (conscience vs. unconscience,
procedural vs. declarative, explicit vs. implicit, etc.). If a difference cannot be expressed with
different data types, it must be expressed within the one type. Adding a parameter for every
conceivable dichotomy renders the data structure less usable (or true) every time a new dichotomy
is identified or two are proven to be depended. A judgment about a dimension defined by the two
values of a dichotomy must be made based on properties of the data structure that serve other
purposes too. Because such a judgment is most probably based on more than one factor a more
continuous spectrum of possible outcomes can be expected.

Really defining a data type poses new problems, which is why item 6 is explicitly present.
Number 7 refers to the organization of the total knowledge base; is data related to other data and
if so, in what way? Data may be organized as anything from independent facts to networks. The
mechanisms that operate on the data (item 9) may be constantly active, may be active for a piece
of knowledge when the knowledge is used, or maybe when it is not used. What mechanisms do, if
they act simultaneously on all knowledge or on a specific part of it are all important questions.

Items 10 and 11 about possibilities for predictions and inspection have to do with the scope of
the cl&ims possibly extractable from the architecture. Very precise predictions, say on a neuronal
level, may require incomprehensible data, but an easily inspected architecture may not be able to
generate precise predictions.

6.3 A Possible Formalization

6.3.1 Something to Cling to

Piaget's epistemology (theory of knowledge) addresses a lot of the items on my list in the previous
section, either explicitly or as a consequence of other parts of his theory. I will use Piaget's
descriptions of the components of the mind as a starting point in my description of a possible
conceptualization of a theory of development that complies to the above list because it uses a
small set of fundamental properties to account for a broad set of phenomena.

As I already wrote in Chapter 2, I do not agree with all of Piaget's theory. I think that in
stead of stages, which Piaget saw as necessary consequences of the nature of knowledge, develop-
ment follows phases. This is in agreement with Karmiloff-Smith's view. Contrary to both Piaget
and Karmiloff-Smith I think development (or any mindly mechanism) must not be confined to a
maximum number of times it can be applied. Rather I think rational analysis (i.e. the environ-
ment regulates, see for instance [Anderson & Matessa, 1 990}) must govern application of all such
mechanisms.

Piaget is quite abstract (vague) in his description of specific (implementable) mechanisms
and structures. This means that there is a lot of room left to implement these mechanisms and
structures but also that an implementation may need additional assumptions in order to work. In
this section 1 will attempt to formalize concepts described by Piaget so that sometime someone
may implement them. Piaget's epistemology is far from a complete model of human cognition,
although I believe it covers the majority of really important components.
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6.3.2 A Data Type and Its Accessors

In order to have just one data type, our type needs to be capable of action at some level. It must
also be semantically evaluable so all processes in the architecture should be carried out by the data
itself.

0

:0 .
.

INLETS BODY OUTLETS

Figure 6.1: The *structure data type

Since structures are, according to Piaget, compositions of structures, the data type (which
I will from now on refer to as *structure so I can write about the structure of a *structe) needs
references to other *structures which it is composed of. I will return to these references later
on. As I mentioned in Section 2.2.3 I believe Piagetian constructivism needs a subsymbolic layer,
so our data structure will contain functions and variables to manage the fluctuating demands of
the environment and adapt to it. To exercise control and initiate action a structure has outgoing
relations too.

Figure 6.1 depicts our *structure. Incoming relations are called inlets, functions and processes
are contained in the body and outgoing relations are called outlets. The diamonds at the end of
the inlets and outlets indicate the passive side of the relation, the arrows with circles attached at
the inlets are *structures that indicate the type of relation of the inlet. Outlets do not have types,
they are just excitatory connections. Outlets cannot be inhibitory because there is no relation that
could convert a positive activation (from the *structe) into a negative, inhibitory, contribution
to the referred *structures activation (see below).

structure relations Inlets are more than just pointers to other *structures, they are relations
with that other *strll(.ture There can be many sorts of relations and every *structure may at some
point be used to indicate the sort of relation other *structures have5. Outlets are not relations in
the same sense as inlets are, they are just excitatory connections with another structure. They are
one-way associational connections but not resources, as inlets are. Outlets allow for possible rule
like behavior and unconscious excitation of structures, which may lead to (unconscious) behavior.

Because there are two kinds of relations, there are three possible connections between two
*structures. These are shown in figure 6.2. At the top of figure 6.2 an inlet relation is depicted; the
right *structure pulls activation through the inlet relation from the left *structure In the middle
there is a outlet relation in which the left *structure pushes activation to the right *structure. At

5\Vhen this seems strange, consider the concept of, for instance, 'brother', which indicates a person who is your
sibling but also the relation you have with that person.
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the bottom the combination of inlet and outlet relations is depicted where both the right and the
left *structure contribute to the right *structure's activation.

Because an outlet is defined in the *structure that pushes activation to the receiving *struc
ture, the receiving structure is unaware of this activation source. Outlets allow for rule-like behavior
and unconscious or automatic control (as far as the receiving *structure is concerned).

activation A *stcture may be familiar, in which case it has a high base level activation (a term
adopted from ACT-R). Base level activation reflects a *structures past use so it should decrease
over time as a function of the number and moments of past uses and its current activation. The
current context (external or internal) may also add to a *strnctures activation; context activation
is drawn from the *structures referenced by a *structure's inlets and total activation is passed to the
*structures at the outlets. The three sources of activation thus are: base level activation, context
activation from inlets and context activation from *structures that have the current *strllcture in
their outlets.

Inlet relations can be excitatory or inhibitory. Outlets can only be excitatory. Activation of
a *structure at an inlet is converted by the inlet's relation *structure's activation passing function
which is a function that converts source activation of a referred *structure to an impact (which
can be positive or negative) it has on the referring *strncture.

input and output Inputs are basically outlets that do not come from a *strncture but from
the input systems. Each such outlet is connected to a *structure because otherwise it would not
be accessible. Outputs are outlets too, originating from their own *strncture, so that each one
is potentially accessible. Depending on the implementation of learning mechanisms, the minimal
required initial knowledge is either one huge fully connected *strncture that connects to all n
input *stru(:tures and to all m output *strl1(tures, so that another n + in relation *strnctures are
required (which may become semantically interesting later on), or, if there exist ways to generate
new structures when no existing *structure applies (or for any other reason), no *structures than

Figure 6.2: The three possible connections between two structures
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the above described input and output structures need to be present initially. This latter approach
would not be inline with Piaget's constructivism.

processes Several processes live in the body of a *structure. Besides the subsymbolic functions
and variables described above there are some symbolic processes. *Structures must be capable
of assimilating other structures and of accommodating to them (Piagetian construction). As I
remarked on page 19, I believe that stability should emerge out of chaotic processes and data
structures, rather than be a driving force. In line with rational analysis, I believe that the envir- Ionment will provide the (soft and changing) constraints that will create relative stability (until
the environment changes). The architecture's task then is to create a counter force: chaos. The
processes in the architecture must aim at change, while appreciating possible stability (the environ- Iment must be given the opportunity to stabilize the data pool). Piaget describes two processes that
are aimed at change while appreciating stability: accommodation and assimilation. A structure
accommodates when it assimilates another structure. ITo define the assimilation and accommodation processes, input and output relations must
be considered first. The fact that *structures must be capable of reciprocal assimilation and
accommodation must also be considered. I
semantics The meaning of a *structure is defined by the inlets and relations and outlets the
*structure has. Note that semantics may not be verbalizable at first because verbalization requires
knowledge of words6. The *structures structure however is by definition semantical evaluable by
the architecture itself because all knowledge that is represented by a *structure is represented in
that structure (and its constituents). Therefore there is no other limit to what an architecture
composed of *strllcturcs iiiay know, other than limits posed by the environment (such as availability
of that knowledge).

i
6.4 Concluding

In this thesis I described several theories, architectures and ACT-R models. I described my at-
tempts to put development in ACT-R in a fundamental way, which I argued development deserves.
In this last chapter I presented a (partial) list of demands an architecture must comply to in order
to show development and a short description of a possible data structure that may comply to that
list.

After having discussed all this, there are still lots of things I have said little about but
which are important for an architecture for artificial intelligence or cognitive modeling. I have
discussed but not conceptualized what conscience might be, what the often drawn distinction
between implicit and explicit knowledge is, and whether it is the same distinction as that between
procedural and declarative. As I argued before, most of these concepts may be just artifacts,
which would render a theory simpler and hence more likely true. Other important issues are time
experience, (the use of) language and what it means to, for instance, consciousness, awareness of
(un)certainty, input, output and the well-known parallel/serial bottleneck in behavior and how all
these phenomena may be implemented in one architecture.

One might ask oneself whether the theories I discussed in this thesis are true. If ACT-R has
the shortcomings I described in Section 3.3 how true can it be? If the RR theory of Section 2.3
is true, then why is it incompatible with ACT-R? Both ACT-R and RR use their own bulk of
empirical evidence but they cannot be combined. I think both ACT-R and RR (and many other

6j think the knowledge of the meaning of a word and the word itself are learned separately and at some point
(maybe when the word is learned, maybe later) linked to each other.
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theories) are probably approximately true in their own domain. While truth is a good thing,
the domain-specificity is not. One may wonder if such theories have any value in a domain that
includes both domains (say, total cognition) and I fear they have not, albeit they have been given
credit (in the models discussed in Chapter 4 for instance).

Modeling something as complex as the human mind poses a big problem: to model it cor-
rectly, detailed and hence incomprehensible elements must be used, but to model it comprehensibly,
simplistic arid incorrect elements are necessary. There is no comprehensible and correct way. One's
goals dictate the choice that is made: choose simplicity and get approximate results or choose cor-
rectness and get incomprehensibility. I do not like this problem, it forced me to abandon PDc
(Section 5.2) and generalization over sequences (Section 5.3) and will probably pose problems for
the proposed data structure of Section 6.3.

\Vhether one chooses to model the truth or a transparent but incorrect version of it, one must
be aware of the choice. Many ACT-R models for instance, especially the ones that use the ACT-R
theory to explain phenomena outside the scope of memory and human-computer interaction (for
which ACT-R was designed), tend to ignore (arti)facts that come unwantedly and overvalue those
that comply to expectations.

Having said that, my hopes are up and I believe someday, someone will present the ultimate
thinking machine, thereby shedding light on the mystique of the (human) mind and I am certain
that invention will be bluntly misunderstood and abused. C'est la vie.
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