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Abstract

Classification methods have been used in a variety of academic and
commercial applications such as image analysis, bio-informatics, medicine,
etc. One of those methods is Matrix Relevance Learning Vector Quantiza-
tion (MRLVQ). Original MLVQ minimizes the cost function by Stochastic
Gradient Descent based on a randomized sequence of single examples. We
investigate several more sophisticated optimization methods which make
use of the full cost function, i.e. all examples in every iteration step. And
compare performance with the Stochastic Gradient Descent method. Per-
formance is evaluated in terms of two example problems: the classification
of images in dermatology based on color information and the classification
of presence of a benign or malignant tumor of the adrenal.
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1 Introduction

Classification is a problem which people are dealing with for hundreds of years.
Since the rise of the computers, researchers proposed algorithms which could
perform the task of classification. Later the notion of Machine Learning came to
light where computer programs can be trained to become good classifiers for a
particular problem. Today many different solutions exist, but not one algorithm
exists that is perfect for every classification problem available.
One of these algorithms is Learning Vector Quantization(LVQ) as introduced by
Kohonen in 1997. LVQ is an intuitive and simple though powerful classification
scheme and has several advantages which makes it an appealing classification
mechanism. The advantages are that it creates prototypes which are easy to
interpret for experts in the field and that it can be applied to multi-class prob-
lems in a very natural way.
A key issue in LVQ is the choice of an appropriate measure of distance for train-
ing and classification. Recent advancements in the context of LVQ show great
promise in the field of classification.
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2 Related work

LVQ belongs to the class of distance-based classification schemes. Assume train-
ing data {ξi, yi}li=1 ∈ <N ×{1, . . . , C} is given, where N is the dimension of the
feature vectors and C is the number of classes. Each class has at least one
prototype which is characterized by his location in the feature space wi ∈ <N
and his corresponding class label c(wi) ∈ {1, . . . , C}. Classification is based
on a distance measure d ∈ < and is implemented as a “winner takes all”or
“nearest prototypes”scheme. A data point ξ ∈ <N is assigned to the class label
c(ξ) = c(wi) of the closest prototype i with d(wi, ξ) ≤ d(wj , ξ) for all j 6= i.
Learning aims at determining the positions of the prototypes in feature space
such that the training data is mapped on their respective class labels.

Adaptation of the prototypes is often guided by heuristic update rules e.g.
LVQ1 and LVQ2.1 [8] which move prototypes closer to (or away from) the data
points of the same (or different) class. Other LVQ-variants have been proposed
which can be derived from an underlying cost function. For example General-
ized LVQ (GLVQ) as introduced by Sato and Yamada [10] is based on a heuristic
cost function which maximizes the margin between the closest correct prototype
and the closest wrong prototype.

However all those methods make use of the squared Euclidean distance mea-
sure and therefore depends on the fact that the underlying structure of the
training data is also Euclidean. In Generalized Relevance LVQ (GRLVQ) [7]
a weighted squared Euclidean metric dλ(w, λ) =

∑
i λi(ξi − wi)2 with λi ≥ 0

and
∑
i λi = 1 allows for scaling of the different features. It is especially useful

in the case of heterogeneous, high dimensional data since it can account for
inappropriate scaling of the input dimensions.

An important extension of the above concept is Generalized Matrix LVQ
(GMLVQ) [12] which parameterize the distance measure with a full matrix Λ ∈
<N×N that can account for pairwise correlation between features. The new
metric reads as

dΛ(w, ξ) = (ξ − w)Λ(ξ − w). (1)

Λ has to be positive semi-definite for (1) to be a valid distance. This can be
achieved by substituting Λ = ΩTΩ with Ω ∈ <N×N . Hence, the distance reads

dΛ(w, ξ) =
∑
ijk

(ξi − ωi)ΩkiΩkj(ξj − ωj). (2)

The measure corresponds to the squared Euclidean distance in a coordinate
transformation Ω of the original feature space. This can be seen by rewriting
the distance to

dΛ(w, ξ) = (Ω(w − ξ))2.

The LVQ system is looking for the coordinate transformation of feature space
which is most appropriate for the given classification task. It is not restricted to
the original features anymore to classify the data, but is able to find alternative
directions in feature space i.e. linear combinations of the original features which
allows for better separation of the different classes.
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In Limited Rank MLVQ [3] the above method is extended to the use of a rect-
angular matrix Ω ∈ <M×N which transforms the original N-dimensional space
into a lower M-dimensional space. By choosing M = 2 or M = 3 a suitable visu-
alization of the high dimensional data is directly integrated in the LVQ classifier.

All LVQ systems can easily be extended to local matrices, which are attached
to prototypes, and allow for more complex decision boundaries.
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3 Concept and Realization

In this section we explain the commonly used stochastic gradient descent al-
gorithm for minimizing the cost function. We investigate several batch opti-
mization methods for minimizing the same cost function. The last subsection,
Section 3.3, describes an elegant way for direct comparison of the resulting
transformation matrices.

3.1 Stochastic Gradient Descent

All methods described in Section 2 make use of a Stochastic Gradient Descent
learning scheme to minimize the cost function (3). It is (not even) a first-
order optimization algorithm which takes steps of size α in the direction of the
negative gradient at a randomized single example. Several sweeps through the
dataset, the so-called epochs, are made before the algorithm converges to a
(local) minimum. There are different ways to make an appropriate choice for α
e.g. the line search method. In our experiments using the Stochastic Gradient
Descent we apply an adaptive learning rate schedule of the form

α(t) =
αstart

1 + (t− 1)∆α

where t is the current epoch. The initial learning rate αstart = 0.01 and the
decay parameter ∆α = 0.0001.
Batch gradient descent, i.e. determining the gradient over all samples, can
achieve a linear convergence − log ρ ∼ t under sufficient regularization, where
ρ denotes the residual error and t the iteration number. Stochastic Gradient
Descent is limited by the fact that it uses a noisy approximation of the true
gradient. Hence, it can only achieve a convergence rate of ρ ∼ t. [1]

Matrix learning in GLVQ is derived as a minimization of the cost function

E =

l∑
i=1

Φ(µi) where µi =
dΛ
J (ξi)− dΛ

K(ξi)

dΛ
J (ξi) + dΛ

K(ξi)
(3)

where Φ is monotonic function, e.g. the identity function Φ(x) = x which we
use in this paper. dΛ

J (ξi) and dΛ
K(ξi) are the distances from the data point ξi to

the closest correct and closest wrong prototypes, respectively.
In our research we used fixed prototypes which are set to the class conditional

means. Therefore learning reduces to the adaptation of the distance metric only.
To obtain the update rule of Ω for Stochastic Gradient Descent with respect to
(3), we compute the derivatives

∂µ

∂Ωmn
=

∂µ

∂dΛ
J

∂dΛ
J

∂Ωmn
+

∂µ

∂dΛ
K

∂dΛ
K

∂Ωmn
(4)

γ+ =
∂µ

∂dΛ
J

=
2dΛ
K

(dΛ
J + dΛ

K)2
(5)

γ− =
∂µ

∂dΛ
K

=
−2dΛ

J

(dΛ
J + dΛ

K)2
(6)
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∂dΛ
Q(w, ξ)

∂Ωlm
= 2

∑
i

(ξm − wQ,m)Ωli(ξi − wQ,i). (7)

where Q ∈ J,K refer to the index of the closest correct or closest wrong proto-
type. Hence, the matrix update reads as

Ωnew
mn = Ωmn − α

∂µ

∂Ωmn
. (8)

After each matrix update, Λ is normalized according to

C =
∑
i

Λii − 1 =
∑
mn

Ω2
mn − 1 = 0 (9)

to prevent the algorithm from degeneration.

3.2 Batch methods

Online learning schemes such as Stochastic Gradient Descent update the classi-
fier after each evaluation of a single example. Batch learning schemes i.e. offline
learning schemes make use of all examples before updating the classifier. In our
research we used more sophisticated optimization methods to minimize the full
cost function (3) with the nonlinear equality constraint (9). The Optimization
Toolbox for Matlab contains a suitable function fmincon (see also [9]) for solving
constrained Non Linear Programming(NLP) problems. The function provides
four different optimization algorithms from which the Trust-Region-Reflective
algorithm is not suited for our problem since it can only handle bounds and lin-
ear constraints. The other three algorithms are Active Set, Sequential Quadratic
Programming(SQP) and Interior-Point.
At the basis of all these algorithms are the Karush-Kuhn-Tucker(KKT) equa-
tions [5] which define necessary conditions for optimality of the constrained
problem. In convex constrained problems, which is not the case with our cost
function (3), the KKT equations are even sufficient conditions for a global so-
lution.
In contrast with Stochastic Gradient Descent all these methods explicitly uses
second derivative information of the cost function and can therefore achieve
quadratic convergence (− log log ρ ∼ t). To all algorithms an analytic gradient
of the cost function (3) and the constraint (9) can be supplied. For the cost
function this simply is the sum over the gradients of all data samples

∂E

∂Ωmn
=
∑
i

∂µi
∂Ωmn

. (10)

And the gradient for the constraint reads as

∂C

∂Ωmn
= 2Ωmn. (11)
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3.2.1 Active Set

The Active Set algorithm uses a Sequential Quadratic Programming (SQP)
method. SQP is an iterative procedure which models the Non Linear Problem
for a specific iteration by a Quadratic Programming (QP) subproblem. This
QP subproblem is formed by taking a local quadratic approximation of the ob-
jective function and a local affine approximation of the constraints. Therefore
an approximation of the Hessian of the Lagrangian function is computed by the
commonly used BFGS method. However, this QP subproblem can not be ana-
lytically solved. For solving this QP subproblem several numerical methods can
be used e.g. an Active Set method as described in [6]. In this iterative method
an active set is used for determining which inequality constraints are active at
the current point. Equality constraints are always in the active set while the
inequality constraints of the active set are updated at each iteration. The active
set is used to form a basis for the search direction in the QP subproblem. A
computed search direction will therefore always remain on the boundaries of
the active constraints. A unit step in the computed search direction is taken
if it does not violate the constraints. Otherwise, in the next iteration another
constraint is added to the active set. The solution of this QP subproblem is
then used as a start point of the next major iteration.

Note that this method is useful in the case of many inequality constraints
because in a N-dimensional space at most N inequality constraints are active.
This algorithm therefore is not very appropriate for our problem since we are
only using one equality constraint. However we do include the evaluation of this
algorithm in our experiments with a finite difference gradient and an analytic
gradient as specified in (10) and (11).

3.2.2 Sequential Quadratic Programming

This algorithm is very similar to the Active Set algorithm described in Section
3.2.1. At each major iteration a QP subproblem is generated which is solved by
another numerical method. This method is using linear algebra routines which
are more efficient in memory usage and speed than the active set routines.
Other advantages are strict feasibility with respect to bounds and robustness
to non-double results. If an affine local approximation of the constraints does
not lead to a feasible solution, then this method attempts a local quadratic
approximation of the constraints. We investigate the SQP algorithm with and
without an analytic gradient.

3.2.3 Interior-Point

The third and last method of the Matlab Optimization Toolbox is the Interior-
Point method [4] for solving a nonlinearly constrained optimization problem.
This method uses a logarithmic barrier function including a barrier parameter
to turn the original inequality constrained problem into a sequence of equality
constrained subproblems. It can be shown that when the barrier parameter con-
verges to zero, the sequence of solutions to the barrier subproblems converges
to a solution of the original NLP. Note that the initial barrier subproblem must
start with a strictly interior point. To solve the barrier subproblems, the algo-
rithm attempts a Newton step. If that fails, e.g. when the subproblem is not
locally convex at the current iteration, then a conjugate gradient step is taken.
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In our project we are only using equality constraints. Hence, this algorithm
probably does not use the logarithmic barrier function at all and simply reduces
to a Newton algorithm. We investigate this algorithm with

� a finite difference gradient

� an analytic gradient

� an analytic gradient and analytic Hessian

. For the last option we determine the Hessian of the Lagrangian function in
the next subsection (Section 3.2.4).

3.2.4 Analytic Hessian of the Lagrangian

In order to obtain the Hessian of the Lagrangian function we have to take the
second derivative of the cost function(3) and the constraint (9) with respect
to the omega elements. Because γ (5)(6) and the first order derivative of the
distance function (7) both depend on omega elements, the second derivative of
the cost function reads as

∂2E

∂Ωmn∂Ωop
=

∑
i

(
∂γ+

∂Ωop

∂dΛ
J

∂Ωmn
+ γ+ ∂2dΛ

J

∂Ωmn∂Ωop

)
(12)

+
∑
i

(
∂γ−

∂Ωop

∂dΛ
K

∂Ωmn
+ γ−

∂2dΛ
K

∂Ωmn∂Ωop

)
.

We compute the second order derivative of the distance function

∂2dΛ
Q

∂Ωmn∂Ωop
=

{
2(ξn − ωQ,n)(ξp − ωQ,p) if m = o

0 otherwise
. (13)

To obtain the derivative of the γ functions(5)(6) with respect to Ω elements(with
δ ∈ {+,−}), we use the chain rule to get

∂γδ

Ωop
=
∂γδ

∂dΛ
J

∂dΛ
J

∂Ωop
+
∂γδ

∂dΛ
K

∂dΛ
K

∂Ωop
. (14)

In (14) we need the derivatives of the γ+ function with respect to dΛ
j and dΛ

k .

∂γ+

∂dΛ
J

=
∂

∂dΛ
J

2dΛ
K(dΛ

J + dΛ
K)−2 =

−4dΛ
K

(dΛ
J + dΛ

K)3
(15)

∂γ+

∂dΛ
K

=
2(dΛ

J + dΛ
K)2 − (2dΛ

K ∗ 2(dΛ
J + dΛ

K))

(dΛ
J + dΛ

K)4
=

2dΛ
J − 2dΛ

K

(dΛ
J + dΛ

K)3
. (16)

Analogous the derivatives of the γ− with respect to dΛ
j and dΛ

k are

∂γ−

∂dΛ
K

=
4dΛ
J

(dΛ
J + dΛ

K)3
(17)
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∂γ−

∂dΛ
J

=
2dΛ
J − 2dΛ

K

(dΛ
J + dΛ

K)3
. (18)

The derivative of the distance function with respect to the omega elements (7)
is already given in Section 3.1. The second order derivative of the constraint is
simply 2 if there is derived twice with respect to the same omega element:

∂2C

∂Ωmn∂Ωop
=

{
2 if m = o and n = p

0 otherwise
. (19)

3.3 Canonical representations

The transformation matrices Ω are not uniquely determined. For instance the
distance measure is invariant under rotations in the feature space. Therefore
different initializations in the training process may yield different matrices Ω.
To compare the uniqueness of the resulting transformations Ω of the different
minimization methods we take the canonical form by taking the eigenvectors
v1, v2, ..., vM corresponding to the M (ordered) non-zero eigenvalues of Λ = ΩTΩ

where λ1 > λ2 ≥ ... ≥ λM and define Ω̂ as follows:

Ω̂ =
([√

λ1v1,
√
λ2v2, ...,

√
λMvM ,

])T
∈ <M×M (20)

As a convention, we choose the sign of vi such that the component of vi with
the largest magnitude is positive. This canonical representation allows the com-
parison of different transformations Ω.
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4 Evaluation and results

We evaluate the performance of the batch optimization methods on the Derma-
tology and the Adrenal data sets and compare results with the proven Gradient
Descent method. For validation we used 10-fold cross-validation where the data
set is split up into ten disjoint sets. Each class is equally distributed over the
sets. In every fold we use one set for testing and the other nine for training.
Every fold uses a different combination of nine sets for training on ten random
initializations of Ω. We initialize the transformation matrices Ω by generating
independent uniform random numbers Ωij ∈ [0, 1] and subsequent normalization
according to (9).

4.1 Dermatology data set

The Dermatology data set is a set of 211 data samples with 6 features each
and 4 classes. Each of the 211 images are manually assigned to one of the four
skin lesion classes by a dermatologist. The four lesion classes are called red,
white, blue and brown respectively and correspond to the relative color of the
skin lesions on the background of the surrounding healthy skin as can be seen
in Figure 1.

Figure 1: Image examples of the four skin lesion classes(taken from [2])

Features are extracted by manually selecting a healthy skin region and a lesion
skin region of the image. For an example see figure 2. The average RGB color
of both regions are computed and combined in a six-dimensional feature vector.
Note that these features only use color characteristics and therefore the classifier
cannot account for other characteristics e.g. the shape of the skin lesion.

4.1.1 Classification results

Here we present the classification results of the 10-fold cross-validation for every
optimization method performed on the dermatology data set. For the Gradient
Descent method we initialize the start parameter αinit = 0.001 and decay pa-
rameter ∆α = 0.0001 for the learning rate of the matrix. We set the number of
epochs to 450 which resembles the parameter settings used by Bunte et al. [2].
For the batch methods except the Interior-Point we set the maximum num-
ber of iterations to 1000 and the maximum number of function evaluations to
100 ∗ numberOfVariables. The Interior-Point is set to a maximum of 400 iter-
ations and the maximum number of function evaluations to 3000. The error
percentage bar plots in Figure 3 show that the error rate of the Active Set
method is highest which is not too surprising considering the fact that this
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Figure 2: Feature extraction (taken from [2]): a representative region of healthy skin
(green framed) and lesion skin (red framed) were manually selected.
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Figure 3: Classification error percentages for the dermatology data set.

method focuses on the boundaries of the feasible region. In our case the active
set contains one equality constraint in all iterations. Therefore this method is
not suitable for our problem as also described in Section 3.2.1. The classification
performance of the other methods show better results and the Interior-Point and
SQP methods show slightly better classification performance compared to the
Gradient Descent method. Note that using an analytic gradient for the Interior-
Point and SQP methods the classification performance is slightly better due to
the fact that a Newton approximation of a gradient is always less precise than
an analytic gradient and also has a higher computational cost.
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Also note that the best performing classification does not necessarily imply
that it also does the best job at minimizing the cost function. Table 1 shows
the average cost function outputs for the classification results of this experi-
ment. In this data set the relative differences in the outputs of the cost function
roughly correspond to the relative classification performance differences.

Average cost function output
Active Set -88.151
Active Set with analytic gradient -79.88
Gradient descent -99.23
Interior Point -103.81
Interior Point with analytic gradient -103.81
Interior point with analytic gradient and Hessian -103.72
SQP -103.81
SQP with analytic gradient -103.81

Table 1: Average output of cost function for the dermatology data set.

4.1.2 Convergence speed

The batch optimization methods evaluate all examples in each iteration step
for determining the descent direction. Stochastic Gradient Descent evaluates
one example at each update step and all examples in every epoch. We compare
an epoch with a iteration step in a batch method. The slope of the graph of
Interior-Point with analytic gradient method is steeper then the slope of the
graph of the stochastic gradient descent method as can be seen in Figure 4.
This is in accordance with the theoretical convergence speed as explained in
Section 3.
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Figure 4: Plots of the Gradient Descent and the Interior-Point with analytic gradient
methods where the cost function output is plotted against the number of epochs and
iterations, respectively.

Due to the incremental update steps of the Gradient Descent method it is an
approximation of the true gradient and never converges in the final phase. This
is one of the disadvantages compared to the more sophisticated optimization
methods.
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4.1.3 Sensitivity experiments

A 10-fold cross-validation is performed for every method where every fold trains
on 10 different initializations of Ω. To test how sensitive each method is with
respect to the different omega initializations and the different folds we compare
the relative standard deviations σinit and σfold of the Λ matrix.
The optimization methods are not very sensitive to different initializations: the
σinit for the Active Set algorithm is highest with σinit ≈ 5.5%, the Gradient
Descent method σinit < 2% where the batch methods have σinit < 0.1%. Also
using an analytic gradient helps to decrease the initialization sensitivity.
The σfold of the batch optimization methods are also lower than the Stochastic
Gradient Descent method, which means that they are less sensitive to different
training data than the Gradient Descent method.

4.1.4 Relevance matrix initialization

In our experiments we initialize the transformation matrices Ω by generating
independent uniform random numbers Ωij ∈ [0, 1]. Using this interval implies
that the initial transformation matrices will not contain any negative number
which could effect the end result. Therefore we conducted another series of
tests with the new initializations to see if it effects our end results. For the new
initializations we used to initialize the transformation matrices Ω by generating
independent uniform random numbers Ωij ∈ [−1, 1] and normalized according
to (9). We used the Gradient Descent and Interior-Point with an analytic gra-
dient for comparison of the new and old initializations. The outcome of this
comparison shows that the canonical form Ω̂ of both methods is almost identi-
cal. Also the sensitivity of both methods using the new initializations is roughly
the same as the sensitivity results using the old initializations. For the next data
set we use the interval [−1, 1] for the Ω initializations.

4.1.5 Canonical form comparison

The resulting transformation matrices are compared to see if the different meth-
ods come up with a comparable or a completely different transformation matrix.
In figure 5 we show the comparison of all the methods except the Active Set
method, which is left out because of the relatively poor performance, and the
methods without the analytic gradient because they showed comparable but
slightly less performance with the methods which do use the analytical gradi-
ent. Because the first vector of the canonical form corresponds to the biggest
eigenvalue and this value is by far of most importance we choose only to compare
the first vector of the mean canonical form Ω̂.

4.1.6 Computational costs

Stochastic Gradient Descent is often chosen as learning algorithm because of
the low computational cost. However the Interior-Point and SQP methods with
analytic gradient show comparable computational cost as can be seen in Table
2. Interior-Point and SQP methods with finite difference gradients perform
only slightly worse. An exception is the Interior-Point method with analytic
Hessian which has dramatic computational performance. An accurate hessian
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Figure 5: Canonical form Ω̂ first vector comparison.

requires much more computational effort, which does not result in much better
optimization. Note that this a relative low dimensional dataset of six features,
and thus the resulting Hessian contains 64 = 1296 values. In the case of high
dimensional data the resulting Hessian will grow very fast and the computational
performance will be worse.

Algorithm Process time
SGD, Interior-Point and SQP with analytic gradient 30s
Interior-Point 60s
SQP 75s
Active Set 75s
Active Set with analytic gradient 180s
Interior-Point with analytic Hessian 1800s

Table 2: Processing time of a single run for the different optimization methods.
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4.2 Adrenal data set

The Adrenal data set is a set of 147 data samples with 32 features each and 2
classes. The data features correspond to 32 steroid excretion values per patient.
The classes correspond to the presence of a benign or malignant tumor of the
adrenal. Unfortunately the data has some missing values. This is solved by
replacing the missing values by the class conditional mean values of the cor-
responding feature. In all cases the prototypes are fixed and initialized at the
mean of the corresponding training set.

4.2.1 Classification results

Again a 10-fold cross-validation is done where we use the same parameter set-
tings as for the methods as described in the Section 4.1.1. Table 3 shows the
comparison of the output values of the cost function for the different optimiza-
tion methods. Note that we left out the methods using an analytical Hessian
because of the computational costs as described in Section 4.1.6.

Average cost function output
Active Set -109.50
Active Set with analytic gradient -109.90
Gradient descent -116.12
Interior Point -103.96
Interior Point with analytic gradient -116.47
SQP -115.88
SQP with analytic gradient -116.46

Table 3: Average output of cost function for the adrenal data set.

Table 3 shows the costfunction output for all methods. The Interior-Point
and SQP methods with an analytic gradient are again among the best methods
according to the costfunction output. The Interior-Point and SQP methods with
a finite difference gradient show worse costfunction results in comparison with
the Dermatology dataset. In this high dimensional dataset the finite difference
gradient error grows faster. This could be a reason for the observed constraint
violation in the order of 101. Figure 6 shows the bar plots of the classification
error given by the 10 fold cross-validation.The Active Set method is included
in the presentation of the results due to the surprising outcome. It shows the
best classification performance despite having the worst costfunction output.
The bar plots in Figure 6 do not show the same correlation between the output
of the cost function and the classification performance as is the case with the
dermatology dataset as described in Section 4.1.1. The cost function introduced
by Sato and Yamada [10] may not be suited for this classification problem.

4.2.2 Convergence speeds

The convergence of the batch methods for the dermatology data set shows stable
convergence as seen in section 4.1.2. Figure 7 shows the output of the cost
function for the Interior-Point and Gradient Descent methods plotted against
respectively the iterations and epochs. The slope of the graph of Interior-Point
is again steeper than the slope of the graph of the Gradient Descent method.
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Figure 6: Classification error percentages.

This is in accordance with the theoretical convergence speed as explained in
Section 3.
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Figure 7: Plots of the Gradient Descent and the Interior-Point with analytic gradient
methods where the cost function output is plotted against the number of epochs and
iterations, respectively.

Note that the gradient descent method shows better convergence than in the
case of the dermatology dataset.

4.2.3 Canonical form comparison

In figure 8 we show the comparison of the Interior-Point, SQP and Gradient
Descent methods for the adrenal data set. Because the first vector of the canon-
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ical form corresponds to the biggest eigenvalue and this value is by far of most
importance, we choose only to compare the first vector of the mean canonical
form Ω̂. The first vectors of the canonical forms for the different methods are
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Figure 8: Canonical form Ω̂ first vector comparison.

fairly similar as seen in Figure 8 implying that the methods find a similar local
minimum in the problem space.

4.2.4 Removing the constraint

As described in Section 3.1 our equality constraint (9) is used for normalization
to prevent the algorithm from degeneration. The Active Set algorithm showed
best classification performance in this dataset, but had a large violation of the
constraint. We expect the equality constraint to be zero, therefore a large abso-
lute outputvalue of C corresponds to a large constraint violation. Note that vio-
lation of the constraint does not affect the output of the cost function. To check
if the algorithms without constraint show better performance we conduct an-
other 10-fold cross validation with a Broyden-Fletcher-Goldfarb-Shanno(BFGS)
Quasi-Newton method and the Stochastic Gradient Descent without normaliza-
tion on this data set. In the case of the Quasi-Newton method the constraint
violation was large(in the order of 103), but the validation showed similar perfor-
mance compared to the validation of the constrained problem. The Stochastic
Gradient Descent method without normalization did not violate the constraint
much(in the order of 1) and showed also similar performance compared to the
Stochastic Gradient Descent with normalization.
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5 Conclusion

In this thesis we propose different methods for minimizing the cost function of
GMRLVQ. The Gradient Descent method is currently the default method to use
with MRLVQ and shows promising results but may be argued as old-fashioned
or even simplistic. Comparison of the classifier performance of the newer batch
optimization methods with the Stochastic Gradient Descent method show that
the batch optimization methods have at least similar performance. In contrast to
the Stochastic Gradient Descent method which is dependent on how you choose
the learning rate and the number of epochs, the batch optimization methods do
not require such settings, but only have some less sensitive parameters to set a
stopping criterion. Not using a parameter for a learning rate could save a lot of
time otherwise needed for tuning the parameter for the MLVQ classifier to get
better performance.

Due to the higher degree of complexity the batch optimization methods have
higher computational cost at a iteration than the Gradient Descent method.
However because of faster convergence these speed differences stay relatively
small. Better convergence of the batch optimization methods in comparison
with Stochastic Gradient Descent also lead to less sensitiveness to the initial-
ization of the transformation matrix.

Among the batch optimization algorithms, SQP and Interior-Point with ana-
lytic gradient show the best performance in terms of output of the cost function
and computational cost. The Interior-Point with analytic Hessian performs well
in minimizing the costfunction, but has very high computational cost. Interior-
Point and SQP with finite difference gradient show slightly worse performance
in both output of the costfunction and computational cost. The Active Set
algorithm is the worst algorithm for minimization of the cost function while it
also violates the equality constraint. Altough the Active Set algorithm is not
suitable for this kind of optimization problem, a Matlab implementation prob-
lem could explain the bad performance.

The adrenal data set results show us that a lower output of the cost func-
tion does not imply a better classification performance. Note that this is basic
machine learning problem: minimizing a classification error can not be directly
translated into a (meaningful) costfunction.
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6 Future work

Multiple useful additions to the MRLVQ method have been proposed over the
last few years where it would be interesting to see if these extensions can also
be implemented into the batch optimization methods. Especially including pro-
totypes in the optimization problem could lead to unstable results. A solution
to this possible problem would be by sequentially solving both optimization
problems. For example by solving the prototype optimization problem with a
Stochastic Gradient Descent method, and subsequently solving the matrix rel-
evance optimization problem with one of the batch methods.

Other extensions such as rectangular matrices and regularized costfunctions[11]
to prevent overly strong feature selection could be implemented straightfor-
ward. Using local relevance matrices attached to the prototype would seriously
increase the optimization problem. However it would be interesting to see if
this extensions influences the performance in terms of speed and classification.

In this thesis we evaluated the perfomance on relative low dimensional datasets.
Calculation of hessian grows quadratically as explained in Section 4.1.6. There-
fore we expect that the performance of the batch optimization in comparison
with the Stochastic Gradient Descent drops when the dimensionality of the
dataset increases.
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[1] Léon Bottou. Stochastic learning. In Olivier Bousquet and Ulrike von
Luxburg, editors, Advanced Lectures on Machine Learning, Lecture Notes
in Artificial Intelligence, LNAI 3176, pages 146–168. Springer Verlag,
Berlin, 2004.

[2] Kerstin Bunte, Michael Biehl, Marcel F. Jonkman, and Nikolai Petkov.
Learning effective color features for content based image retrieval in der-
matology. Preprint, September 2010.

[3] Kerstin bunte, Petra Schneider, Barbara Hammer, Frank-Michael Schleif,
Thomas Villmann, and Michael Biehl. Limited rank matrix learning and
discriminative dimension reduction and visualization. September 2010.

[4] Richard H. Byrd, Mary E. Hribar, and Jorge Nocedal. An interior point al-
gorithm for large-scale nonlinear programming. SIAM J. on Optimization,
9:877–900, April 1999.

[5] R. Fletcher. Practical Methods of Optimization. John Wiley & Sons, 1987.

[6] Philip E. Gill, Walter Murray, Michael A. Saunders, and Margaret H.
Wright. Procedures for optimization problems with a mixture of bounds
and general linear constraints. ACM Trans. Math. Softw., 10:282–298, Au-
gust 1984.

[7] Barbara Hammer and Thomas Villman. Generalized relevance learning
vector quantization. Neural Networks, (15):1059–1068, 2002.

[8] T. Kohonen. Self-Organizing maps. Springer Berlin Heidelberg, 1997.

[9] The MathWorks. Optimization toolbox for matlab. http://www.

mathworks.com/help/toolbox/optim/ug/fmincon.html.

[10] Atsushi Sato and Keiji Yamada. Generalized learning vector quantization.
Advances in Neural Information Processing Systems, 8:423–429, 1996.

[11] P. Schneider, K. Bunte, H. Stiekema, B. Hammer, T. Villmann, and
M. Biehl. Regularization in matrix relevance learning. Neural Networks,
IEEE Transactions on, 21(5):831 –840, may 2010.

[12] Petra Schneider, Michael Biehl, and Barbara Hammer. Adaptive relevance
matrices in learning vector quantization. Neural Computation, (21):3535,
2009.

21


