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The usage of computers, mobile devices and smart appliances are becoming more and more an

integral part of our lives. This also affects the total footprint of energy consumption of the

Information Technology (IT) on global scale. Although a number of techniques have already

been developed to decrease the energy consumption through both hardware and software, there

is still a lot of room for improvement. This research focuses on improving energy consumption

on the software side of the IT, which is done by making use of design patterns.

The design patterns researched in this study are the Template Method, State and Strategy

pattern. By making use of open-source software applications, the energy consumption of these

design patterns are compared to non-pattern alternatives. The non-patterns used for this study

are the reversed form template method and conditional statements. The selected software ap-

plications are written in the Java programming language. To measure the energy consumption

of the software applications, the software energy consumption profiling tools PowerAPI, Jalen

and pTop have been used. This study is a case study that provides an in-depth comparison of

the results obtained from the profiling tools and the performance of the design patterns against

their non-pattern alternatives. This research also includes a discussion on the differences in

measurements taken from the granularity of process level and method level.

The results of this study show that the energy consumption of applications written in Java can

be measured effectively with Jalen and PowerAPI, which both have a very strong correlation to

pTop. The results show that there are significant differences between the energy consumption of

design patterns and their non-pattern alternatives. A general decrease of energy consumption of

17%(PowerAPI) and 24%(Jalen) was measured by replacing the Template Method with a non-

pattern alternative. As for the State/Strategy pattern, a general decrease of 53%(PowerAPI)

and 55%(Jalen) was measured making use of the alternative. By removing outliers from these

results for the State/Strategy pattern, the decrease in energy consumption was affected with a

change to 15, 4% and 31, 2% for the respective tools.
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1. Introduction

The usage of computers, mobile devices and smart appliances (such as televisions, fridges, etc.)

are becoming more and more an integral part of our lives. Recent reports show that the total

usage of mobile devices has surpassed the computer usage[1]. Even though the increase in

usage of mobile devices surpassed that of computers, it does not affect the growth of computers

and both continue to increase. These changes mean that the overall footprint of Information

Technology (IT) on the total energy consumption will increase globally, which also means an

increase in carbon dioxide released in the atmosphere.

Next to the growth in usage of devices, expected is that other technologies will also contribute to

this phenomenon, such as the Internet of Things (IoT)[2, 3]. This technology provides a way to

link physical objects (or things) to IT solutions. These links can be created through embedded

hardware and software, which is commonly done by making use of sensors and networking. This

linking enables objects to produce data and share it with other applications.

It is expected that the increase in usage of computers, mobile devices, appliances and linked

objects will increase the workload on network and data traffic, and therefore adding a bigger

workload on datacenters. Although some reports from 2011 state that the expected increase of

energy consumption of datacenters is lower than expected[4, 5], a study by Hintemann[6] shows

an increasing trend for datacenters in Germany, which is currently the country with most of the

datacenters in Europe. Currently, the energy consumption of datacenters alone reaches 3% of

the total global energy consumption[7]. Even though this is already a significant amount, the

energy consumption of computers is even greater than that, as is shown in research done by

Procaccianti et al.[8].

The main focus of this research is searching general ways to decrease the energy consumption of

IT infrastructure. The IT infrastructure has a large variety of hardware and software components

that may act differently in various setups. One common property is that almost all devices in the

IT infrastructure run software, which could be embedded or just regular software. In general,

software development can be divided into three different levels, which are the architectural, design

and code level. This study looks for possibilities for decreasing energy consumption within the

design level of software. Specifically, this study looks into the energy consumption through usage

of design patterns.

Before elaborating on this choice of this study, this section will continue with a discussion of the

energy consumption of the IT infrastructure. Once discussed, this discussion will continue with

the choice of design patterns, which are part of the software side of the IT infrastructure. This

discussion about design patterns is combined with a motivation for the choice of this research

subject. Finally, a small overview is given of the CGI company, which is the sponsor of this

research.
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1.1. Information technology and energy consumption

Concerns about energy consumption is not a new concept, since it is already clearly defined for

numerous uses. The most commonly known uses are energy performance labels and sustainability

certificates, for example households appliances, car emission, housing, etc. In the IT, these labels

do not yet exist, but can be found back in other forms, such as the datacenter green500 list[9].

This list is a ranking of the most energy-efficient supercomputers in the world. Although this is

not a real energy label, it encourages stakeholders to invest in more Green-IT solutions.

In recent years however, the topic of Green-IT is becoming more popular, which is shown in

a paper by Procaccianti et al.[10], where a significant yearly increase is given of the number

of papers written about Green-IT, Green Computing and sustainability. Next to these papers,

additional journals, conferences and workshops have emerged over the last few years, such as the

GREENS conference[11], IGSC[12] and Sustainable Computing[13] and etc.

Decreasing the amount of energy that is consumed by IT and increasing the sustainability has a

number of advantages, next to that it makes it cheaper and better for the environment. When

looking at the energy consumption of both the hardware and software of mobile devices, a great

advantage is the increase of battery life, which has been a struggle since the development of mobile

devices started. As for datacenters and computers, advantages in the form of sustainability

include less stress on the hardware components. However, disadvantages exist when using energy

efficient and sustainable solutions, but depend on each specific case. For example, one basic

hardware configuration for decreasing the energy consumption is through the use of Dynamic

Voltage and Frequency Scaling (DVFS). The voltage scaling is a technique for power management

in which the voltage used by a hardware component is either increased or decreased, depending

on the circumstances. Even though it is an effective way to reduce power consumption, it does

not necessarily have positive effect on the performance.

The growth of energy consumption within the IT is not something that can be changed within a

few years. This growth of energy consumption can be decreased by further improvement of the

energy efficiency of both hardware and software. This problem is partially solved by changes to

the hardware, drivers and operating systems. However, analyzing the full extent of the effects

of changes within software side of power consumption in the IT is a very large problem. This

is because there is a wide range of different kinds of software applications available, written in

different programming languages and other dependencies. Due to this variety, adjustments on

software to improve the energy consumption may also vary for different cases.

This research focuses on the software side of energy consumption in the IT infrastructure. There

are however a large number of topics that can be related to energy efficient software. When

looking at software development, changes can be made at any level: architectural, design or

code level. Next to software development, there are other topics that can be addressed, such as

software development processes, comparison of existing applications, and etc. At Architectural

level, the related work is mostly focused on DVFS in combination with estimations and/or

predictions and distribution of the workload by routing[14]. As for design, explorations have

been done of differences between applications with and without the usage of the designs and

2



energy efficient improvements of design, which can be found in Chapter 2 on the related work.

And finally for changes in code, a large number of different topics exist. Some of the most

common changes are by: multithreading[15, 16], source code changes(and/or refactorings)[17–

20] and algorithms[21–24]. To this extent, a number of models to improve the energy efficiency

of software have already been proposed[25, 26].

1.2. Design patterns and Motivation

As previously stated (Section 1.1), the focus of this research is on the software side of energy

consumption in the IT infrastructure. To be more specific, this research analyzes the impact

of design patterns on energy consumption. As shown in the previous subsection of energy

consumption of IT infrastructure, there are numerous different subjects that apply to software

and applications that could affect the energy consumption. Not only the selection of which

particular subject to research is a tough choice because there are so many different fields, it also

depends on other factors, such as feasibility, testability, impact and scope.

The main goal of this research is to investigate possibilities within the boundaries of energy

efficiency of software applications, which demands at least a certain impact factor. Therefore

the choice of focus for this research is design patterns, which is expected to have a great impact

factor, due to the properties of design patterns. As described by Gamma et al.[27], “Design

patterns are recurring solutions to common problems in a certain context in software design”,

and therefore not limited to specific, programming language or type of program, as long as they

are Object Orientated (OO). The main distinguishable feature of design patterns, is that they

are templates that can be applied to all types of software run on multiple platforms. These

platforms can vary from small devices to great datacenters, in which software can be found

that contain design patterns. Due to the property of design patterns being templates, there lies

a great probability of the design patterns using an excessive amount of energy because of it.

Therefore, this study looks into non-pattern alternatives to design patterns that could provide

for a more energy efficient solution. Even if the design non-pattern alternative does not prove

to be more energy efficient, it could provide additional insights.

The selected design patterns and their non-pattern alternatives need to be tested with commonly

used applications, such as open-source applications, to decrease the bias factor. These tests are

done by making use of one or multiple tools that enable the measuring of energy consumption

of software. Due to the impact factor, this study will focus on doing these tests with a software

written in a commonly used programming language. In an article by Cass[28], a recent popularity

ranking of programming languages has been presented. This ranking contains a top five with the

programming languages Java, C, C++, Python and C#. Since the programming language Java

is commonly used and is also platform independent, it will therefore be used in this research to

test the design patterns. This means that the open-source applications used for testing also need

to be written in Java. Additionally, the measuring tools for energy consumption also need to be

able to properly measure software written in Java.

3



The focus on design patterns in this research is limited to the design patterns described by the

Gamma et al.[27], which are described in their book. The main reason for this limit is due

to the expectation of that most of these patterns are commonly known by developers. If this

expectation is true, then it would suggest that these design patterns are applied more often than

other design patterns. Other design patterns do exist, but these are either less commonly known

or are coupled to a specific field, such as communication between applications. Since there are

quite a few design patterns, it is not feasible to make an analysis of all of them in one study.

Therefore, three patterns were chosen for further analysis that have not been extensively studied

yet with regards to energy consumption, which are the Template Method, State and Strategy

design patterns. The selection of these three design patterns is due to a lack of in-depth empirical

studies on these patterns. Additionally, these design patterns are known to be used often as

common practice, and therefore have a large impact. This property will contribute to finding

appropriate open-source applications for testing the energy usage of the design patterns.

To that extent, this study looks into non-patterns alternatives for the design patterns Template

Method, State and Strategy. However, the search of alternatives is not limited to the described

design patterns by Gamma et al.[27] and we therefore look at proposed alternatives from other

sources and studies. One source selected is Fowlers book of refactorings[29], in which an overview

is given of a wide range of refactorings for source code, by making use of design patterns. As

for other studies about alternatives for the design patterns, we look at a systematic literature

review by Ampatzoglou et al.[30], in which an extensive overview is given of these alternatives.

There are quite a few alternatives for the State[31–36] but not so much for the Strategy[37] and

Template Method[38] pattern. However, we will look more closely into the alternatives in Section

3 about Case Study Design.

1.3. Sponsorship

This research was sponsored by the company CGI (Conseillers en Gestion et Informatique)

through an internship. The company CGI provides global information technology consulting,

integration of systems, outsourcing, and solutions. CGI was founded in 1976 by Serge Godin and

André Imbeau and went public in 1986 with a primary listing on the Toronto Stock Exchange.

CGI has grown to a large company, where as of 2015, it is manifested in forty countries, has

around 400 offices and provides employment to around 68,000 people. The services that are

provided by CGI include application services, business consulting, business process services, IT

infrastructure service, IT outsourcing services, system integration services, and many more.

Through the sponsoring of research in many innovative fields, such as Green-IT, the company

CGI continues to search and contribute to state-of-the-art solutions. By sponsoring innovative

fields, CGI contributes to the research community and the future of IT in general. Additionally,

this sponsorship also allows for additional insights and possible opportunities in which CGI can

provide service.
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1.4. Outline

In Chapter 2, an overview is given of the related work about energy consumption in software,

design patterns and alternatives to design patterns. Chapter 3 describes the case study design,

which describes the research questions, what design patterns and non-pattern alternatives are

used, the tools used, which variables are collected and the methodology how to verify the results.

All the results are shown in Chapter 4, where an overview is given of all the results collected and

graphs that refine these results for the research questions. In Chapter 5 a discussion is given,

which elaborates on the effects and observations of the obtained results. An overview of all the

possible threats to this study is presented in Chapter 6. In the final Chapter, a conclusion is

given of the entirety of this research and an overview is given of possible future work.
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2. Related Work

In this section, we look into the related work about the effects of design patterns on power con-

sumption. This section begins with an overview of the work already done with design patterns,

in particular, we look into the initial consumption of design patterns, what patterns have been

already discussed and possible alternatives that have already been proposed. After discussing

the related work, this section will present an overview of how this research compares to the

related work. The related studies of design patterns and energy efficiency selected as related

work are all partially or entirely related to the design pattern originally proposed by Gamma et

al.[27].

In a paper by Bunse et al.[39] a case study is presented on the initial overhead of design patterns

compared to clean instances. In this context, clean software instances are instances in which

design patterns can be applied. To measure the energy consumption of clean instances and

design patterns, this study uses software designed for mobile devices. The design patterns

discussed in this study are the design patterns Facade, Abstract Factory, Observer, Decorator,

Prototype, and the Template Method. This initial exploration shows that each of these design

patterns has overhead when compared to their clean counterparts. Most of the patterns have a

relative small overhead, except for the Decorator pattern, which in this study consumes more

than double the amount of energy as its clean counterpart.

In research done by Sahin et al.[40] a more extensive investigation is done about the impact

of design patterns on energy usage. In particular, this study takes into account the feasibility,

impact, consistency and predictability of the behavior of design patterns and their alternatives.

In this research, fifteen design patterns were selected from three categories: creational, structural,

and behavioral. The creational design patterns discussed are the Abstract Factory, Builder,

Factory method, Prototype, and Singleton. As for the structural patterns, these are the Bridge,

Composite, Decorator, Flyweight, and Proxy pattern. Finally, the behavioral patterns that were

selected are the Command, Mediator Observer, Strategy, and Visitor. The preliminary results

show that by use of design patterns, the amount of energy used by an application can both be

increased or decreased. Additionally, this study shows that there are no relations between the

categories of the design patterns and the impact on energy usage. Finally, this research shows

that it is not possible to precisely estimate the impact of design patterns on energy consumption

when only considering artifacts on design-level.

Research by Cheng-Yen Lin et al.[41] provides both an exploration for possibilities to create

power optimization schemes for compilers and an analysis of two parallel design patterns. The

described power optimization schemes for the compiler is used to search for recurring patterns

within embedded multi-core programs and replace them with alternatives. Secondly, the design

patterns discussed in this study are two parallel design patterns, which are Pipe & Filter and
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MapReduce with Iterator. Alternatives used to optimize the parallel design patterns are respec-

tively rate-based optimization and early-exit power optimization. In this research, two multi-

threaded applications were evaluated, which are FIR and an application that provides image

recognition. Through experiments with these applications, the results show that the alternatives

provide a significant reduction in power usage.

In a paper by A. Litke et al.[42], an initial exploration is given of the energy consumption of

design patterns. This paper includes a general analysis of five design patterns and for which

the energy consumption and performance are described for three design patterns. These design

patterns have been tested by making use of six example applications written in C++. These

applications were first tested in their clean state where no design patterns is used, and then

as transformed with the related design pattern. The design patterns discussed are the Factory

Method, Adapter, Observer, Bridge, and Composite. For the design pattern Factory Method,

Adapter and Observer, differences are found between the original application and the new ap-

plication containing the specified design pattern. Since the Bridge and Composite pattern had

no significant effect as difference in power consumption, they were omitted for further analysis.

The results show that both the energy consumption and performance by making use of design

patterns do not impose a serious threat to energy consumption for the Factory method and the

Adapter pattern. However, a significant overhead was identified by making use of the Observer

pattern. Additional research is required to see if this is indeed a threat to energy consumption

in all cases in which the Observer pattern is used.

In a very recent paper by Adel Noureddine et al.[43], research was done of both a comparison

of the energy consumption of the overhead caused by design patterns and an exploration of the

effects of two design patterns. These two design patterns are the Observer and the Decorator

pattern, which were selected after reviewing the results of the a general comparison of overhead

of design patterns. The overhead of the design patterns Observer and Decorator show significant

differences compared to a clean solution. The effects that are researched in this paper are the

energy consumption of applications without, with, and have an optimized alternative for the

design patterns. The optimized solutions for the alternatives are integrated into the applications

by making changes to compilers, so that the optimizations are automatically processed when

compiling. This exploration shows that simple transformations to the Observer and Decorator

patterns are able to provide reductions in energy consumption in the range of 4.32% to 25.47%

for the design patterns Observer and Decorator.

Now that the related work to this study has been listed, the main differences between this study

and the related work can be compared. The comparison of studies is summarized in Table 2.1,

in which the following factors have been taken into account:

a) Comparison against non-pattern alternative (yes/no);

b) Addressed design patterns;

c) Uses real life systems (yes/no);

d) Number of (real life) systems used;

e) Number pattern instances analyzed;

f) Number of cases;

g) Level of analysis (process level, instance level, method-level).
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Table 2.1: Overview of related work

References (a) (b) (c) (d) (e) (f) (g)

[39] Yes 6a Yes n/a n/a n/a Process level

[40] Yes 15b No - 15 15 Process and

design-level artifacts

[41] No Pipe & Filter and

MapReduce with

Iterator

Yes 2 2 2 Process, Method and

Code level

[42] n/a Factory Method,

Observer and Adapter

(Bridge, Composite)

n/a 1 5 n/a Process level (CPU &

Memory)

[43] Yes Decorator, Observer No 11 11 11 Process level

This study Yes State, Strategy and

Template Method.

Yes 2 22 173 Process, Instance and

Method level.

a Facade, Abstract Factory, Template Method, Prototype, Decorator, Observer.
b Abstract Factory, Builder, Factory Method, Prototype, Singleton, Bridge, Composite,

Decorator, Flyweight, Proxy, Command, Mediator, Observer, Strategy, Visitor.

Therefore, the main contributions of this study with respect to state-of-the-art research are:

1. Exploration of energy efficient alternatives for the design patterns State, Strategy and the

Template Method.

2. Analysis of effects of replacing design patterns found within widely used open-source ap-

plications, by making use of non-pattern solutions.

3. Exploration on measurements based on method level.
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3. Case Study Design

In this section the case study protocol is described, which is designed according to the guidelines

of Runeson et al.[44], and is reported based on the Linear Analytic Structure [45]. This section

therefore begins with the research objectives and questions of this study. Once these subjects

are discussed, this section will continue by a showing the case selection process in combination

with the units of analysis. This section is then followed by an overview of how this study will

collect the data and how the pre-processing is organized. Finally, this section will present the

steps used for the data analysis and describes how the analyzed data relates to the predefined

objectives of this study.

3.1. Objectives and Research Questions

The goal of this study is defined in accordance to the Goal-Question-Metrics (GQM) approach

[46], which is to...

...analyze software projects for the purpose of evaluating design patterns and their alterna-

tives with respect to the effects on energy consumption from the point of view of software

developers in the context of open source systems.

Since there are quite a few design patterns, this study mainly focuses on the design patterns

Template Method, State and Strategy. These design patterns are compared in terms of energy

consumption with non-pattern alternatives. This comparison investigates the main factors that

cause the possible differences in energy consumption.

Based on the goal of this study, the following two research questions are defined:

RQ1 What tool or tools are appropriate for measuring the energy consumption of software

written in Java?

RQ2 What is the difference in terms of energy consumption, between a Template Method

pattern instance and its non-pattern alternative solution?

RQ3 What is the difference in terms of energy consumption, between a State/Strategy pattern

instance and its non-pattern alternative solution?

The first research question RQ1 is defined to validate the energy measurements obtained from

the measurement tools. The second research question RQ2 is aimed at both the alternative and

the design pattern Template Method, which is defined to compare the results of both different

patterns. Like the second research question, the third research question RQ3 and is aimed at

comparing a non-pattern alternative, but then for the design patterns State and Strategy. Both

the design patterns State and Strategy are used together in the same research question, since it

is expected that the alternative is applicable for both design patterns. This expectation is raised
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due to the fact that the design patterns can be considered equal in terms of the design structure

(which is described in Section 3.3.1).

The reason to search for an answer to research question RQ2 and RQ3 are the possible benefits in

terms of additional insights into the energy consumption of software. Since the design patterns

can be seen as templates, the answer to these questions may provide additional background

information to energy consumption. The non-pattern alternatives implied in these research

questions need to be complete alternatives, which means that they need to be able to fully

replace the design patterns, without the loss of any functionality.

3.2. Case Selection and Unit of Analysis

This study is defined as an embedded multiple-case study, in which open-source software (OSS)

applications are used as the main subject. Therefore, this study will contain multiple sub-units

to create the analysis. The units of analysis that will be used for this study are the methods

of pattern instances and will contain all relevant data needed to answer the research questions.

These units will include the energy measurements of both the pattern and non-pattern solutions.

Since OSS application will be used for the units of analysis of this study, a proper selection

of applications needs to be made. To select the appropriate applications for this analysis, the

applications have to:

(a) be written in the programming language Java;

(b) be either widely used or known applications;

(c) contain design patterns instances of either the Template Method or the State/Strategy

pattern.

The applications need to be written in the Java programming language, since the selection is

coupled to the limitations of the tools used to retrieve the design patterns (which can be seen in

Section 3.3.2). As for the second rule for selection, the applications have to be widely used or

known to increase the significance of this study by avoiding a possible bias. The last selection

rule is obvious, since it is not possible to do this analysis on applications that do not implement

the design patterns Template Method or the State/Strategy pattern, which are described in the

research questions.

The appropriate applications have been selected through search within related work and by

searching various websites for open source applications, such as GitHub[47] and SourceForge[48].

After this search in these different sources, two applications were selected for the analysis of this

study, which are JHotDraw[49] (v7.0.6) and Joda Time[50] (v2.8.3). JHotDraw is a Graphical

User Interface (GUI) framework written in Java that allows for the creation of technical and

structured graphical images. The development of this application is mainly focused for being a

exercise for application design, which contains most (if not all) of the well-known design patterns.

Joda Time is an Application Program Interface (API) that can be seen as a replacement for the

standard date and time classes provided in the Java programming language, providing better

quality and in-depth functionalities.
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The JHotDraw application is not so much selected for being widely used, however it is considered

a common benchmarking application for design patterns, which makes it a good candidate. This

application can be seen as a benchmarking application, due to the number of references in related

work to design patterns[51, 52]. Additionally, JHotDraw has a great architecture and contains

numerous design pattern instances, including the Template Method and State/Strategy patterns.

The second application selected for this research is Joda Time. This software application was

selected due to that this API is widely used and has a high rating on GitHub. Next to this

high rating, it has also been previously used in research done by Manotas et al.[53]. Just as

JHotDraw, the Joda Time API contains multiple design pattern instances and therefore would

be a suitable second application for this research.

3.3. Data Collection and Pre-processing

To answer the research questions stated in Section 3.1, a number of variables will be derived

(which are described in Section 3.3.7). These variables are divided into three different categories,

and are defined as follows:

– pattern instance identification information (V1 – V3);

– measurements of energy consumption on process level (V4 – V5);

– measurements of energy consumption on method level (V6 – V7).

These variables will be gathered for both the design pattern instances and for the methods

of each pattern. The pattern instance identification information allows for coupling the pattern

instances and the methods to the energy consumption measurements. These energy consumption

measurements are based on two sets, which are based on the granularity of the process and the

method levels.

This section proceeds with an overview of how the design pattern instances are detected, the

definitions of the patterns and alternatives, how the energy consumption is measured, and an

overview of all collected variables.

3.3.1 Detection of Design Patterns Occurrences

To detect the design patterns within each OSS application, a tool developed by Tsantalis et al.[45]

was selected. This tool[54] enabled the detection of all instances of twelve design patterns, which

is done by making use of the Similarity Scoring Algorithm (SSA). The twelve design patterns that

can be detected by this tool are the Adapter/Command, Composite, Decorator, Factory Method,

Observer, Prototype, Singleton, State/Strategy, Template Method, and Visitor. The extraction

of these design patterns is done through isolating the subsystems of a given application through

reverse engineering. By isolating the subsystems, the relationships between the elements of each

separate subsystem can be identified. Once these relationships between the elements have been

detected, they can be used by the SSA to detect the design patterns[45].
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This tool has previously been evaluated by multiple independent studies, such as Kniesel et al.[55]

and Pettersson et al.[56]. The results of these studies show that the performance, precision and

recall rates of this tool are positive. This tool was therefore selected for this study, since in

accordance to these properties the tool:

– provides detection of the main design patterns of this study, the Template Method and

State/Strategy;

– has acceptable performance, which was also described by Tsantalis et al.[45], also compared

to similar tools[55, 56];

– facilitates the pattern detection process within OSS applications.

However, the tool is limited to the programming language Java, since the similarity scoring is

done by making use of compiled class files of a Java application. When the pattern detection

tool is used, the results are compiled into one Extensible Markup Language (XML) file that

contains all the instances found of a given software application. The validation of these results

is done through manual checking the results with the source code of the application. This is due

to a minor probability that the detection of the design pattern through similarity scoring could

provide a false positive.

3.3.2 Design Patterns

As stated in the research questions, this study mainly focuses on the design patterns State,

Strategy and Template Method as originally described by Gamma et al.[27]. However, even

though these patterns are commonly known and widely used by software developers, they will

be explicitly be described to avoid any misinterpretations. By describing these design patterns,

it will provide an overview of the internal structure of the patterns. This internal structure will

then be used to discuss the State and Strategy patterns and why they are considered to be equal

in this study. A common factor of these design patterns is that they are all behavioral patterns,

whereas State and Strategy are object behavioral and Template Method is class behavioral. The

difference between object and class behavioral is that these categories are applied on different

levels within the application. Therefore, it depends on each pattern for which level they operate.

Each of the design patterns are described by making use of an example, after which a general

template of each pattern is shown, and finally an overview of the uses and consequences is given.

For each of the design patterns, graphs expressed in Unified Modeling Language (UML) and

source code examples are provided.

State

As its name implies, the State pattern allows for an object to change its behavior by switching

from one state to another. One classic example for the State pattern are traffic lights that turn

from green to yellow, yellow to red and red back to green, as shown in Figure 3.1. In this

example, the traffic light is the context class and the light colors are all the possible state classes.

The collection of all these states define the space in which the context (or traffic light) is able

to change its behavior. This behavior is implemented by each of the states separately, whereas

each state will contain its own implementation of possible behaviors (or functions).
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Figure 3.1: An example of the State pattern

The difference between the states is that each state is able to implement behavior particular

to itself. In this example, possible behaviors could be the functions turnToYellow, turnToRed

and turnToGreen. However, since each light can only switch to the next and there is only one

route, this can be simplified to switchNext. In Listings 3.1, some example code is given that

describes the UML diagram shown in Figure 3.1 into more detail. This example code shows that

the TrafficLight class controls the actual light states by passing an object of itself as parameter

to switch to the next state. Each light state uses that object to switch to the next state, by

making use of the Singleton design pattern.

Listing 3.1: Code example for State pattern.

1 public class TrafficLight{
2 private LightState currentLight;
3

4 public TrafficLight(){
5 currentLight = RedLight.getInstance();
6 }
7

8 public switchRequest(){
9 currentLight.switchNext(this);

10 }
11 }
12

13 public interface LightState{
14 public switchNext(TrafficLight tLight);
15 }
16

17 public class GreenLight implements LightState{
18 public switchNext(TrafficLight tLight){
19 // Turn to Green code.
20 }
21 }
22

23 public class YellowLight implements LightState{
24 public switchNext(TrafficLight tLight){
25 // Turn to Green code.
26 }
27 }
28

29 public class RedLight implements LightState{
30 public switchNext(TrafficLight tLight){
31 // Turn to Green code.
32 }
33 }

This example is one of many situations in which the State pattern can be used, which will now

be used to be translated into the template of the State design pattern. The context class has
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at least one state instance object(concrete state) that represents the current state of itself and

thus functions as a central interface for clients to communicate with, which is shown in Figure

3.2. This context delegates the handling of requests to its current state object. When the state

changes, the current object is replaced with an object of the next state, which is one of the

concrete states (or implementations of the state). The state itself is only an interface for the

concrete states that describes which functionalities have to be implemented. All concrete states

are subclasses of the state interface and implements the behavior associated with a state of the

context.

Figure 3.2: The State pattern

It is possible for the context to pass itself as an argument to the state object that handles the

request, which allows the state object to access the context if necessary. Additionally, both the

context and the state implementations are allowed to change the current state. The individual

states are commonly used as Singleton objects, but this is also not a prerequisite.

The State pattern is used in scenario’s when either the behavior of an object depends on its state

and needs to be changed during run-time or when operations have large, multipart conditional

statements that depend on the object’s state. Applying the State pattern has a number of

consequences, which are: The specific behavior for each state is localized; The state transitions

are made explicit; State objects can be shared when they have no instance variables, which

makes them structurally the same as the Flyweight pattern.

Strategy

The Strategy pattern allows for the encapsulation of a certain families (such as algorithms)

and then to make them interchangeable. In case of algorithms, the Strategy pattern makes it

possible to switch from the currently used algorithm to another different algorithm, depending

on the situation. These situations could depend on client requests or specific behaviors of the

context. As an example for algorithms that could be used for the Strategy pattern, a subset of

ordering algorithms will be used. Specifically, in this example the order (or ordering) is used

as the main strategy, for which the ordering is ascending, descending and random order. These

different ordering algorithms are the actual implementations of the order strategy, as can be seen

in Figure 3.3.
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Figure 3.3: An example of the Strategy pattern

The strategies of this example are the AscendingOrder, DescendingOrder and RandomOrder

classes and the main strategy interface is Ordering, which is shown in Listings 3.2. Just as with

the State pattern, the context DataModel contains an object of that strategy and function call

orderingRequest to get an ordered list of items. In this example, the strategy is AscendingOrder

by default and is a regular object from the strategy class, instead of a Singleton. Depending

on the DataModel class, the strategy is allowed to be changed at a later time, but this is not

necessary.

Listing 3.2: Code example for Strategy pattern.

1 public class DataModel{
2 private OrderingStrategy myStrategy;
3

4 public DataModel(){
5 myStrategy = new AscendingOrder();
6 }
7

8 public orderingRequest(Data[] arrayOfData){
9 return myStrategy.order(arrayOfData);

10 }
11 }
12

13 public interface OrderingStrategy{
14 public Data[] order(Data[] arrayOfData);
15 }
16

17 public class AscendingOrder implements OrderingStrategy{
18 public Data[] order(Data[] arrayOfData){
19 // Sort in ascending order specific code.
20 }
21 }
22

23 public class DescendingOrder implements OrderingStrategy{
24 public Data[] order(Data[] arrayOfData){
25 // Sort in descending order specific code.
26 }
27 }
28

29 public class RandomOrder implements OrderingStrategy{
30 public Data[] order(Data[] arrayOfData){
31 // Sort in random order specific code.
32 }
33 }

These strategies can be seen as standard implementations that can be used in multiple situations,

which makes it unnecessary to couple them to a single situation. There are a number of reasons
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that make this tight coupling unnecessary. The first reason is that the overall structure gets

more complex if the same type of ordering is placed in multiple locations. Another reason is that

in most situations, not all ordering algorithms are necessary, whereas the different algorithms

are only used in their specific situation. The last reason is that making use of the tight coupling

is unnecessary, due to the fact that it makes adding new algorithms more difficult. In general,

these problems can be solved by encapsulating the ordering algorithms in separate classes, as is

done with the Strategy pattern.

The Strategy pattern consists of three main participants, as shown in Figure 3.4, which are: the

strategy interface, the concrete Strategy implementation and the context(or situation) that uses

these concrete strategies. The interface for the strategy sets up a template for the functions

that can be called for the concrete strategies, through polymorphism. These concrete strategies

implement their own (unique) functionalities, according to the algorithm they represent. Finally,

the context has at least one object of the concrete strategy that it uses to access its functionalities.

This context is used by the client to select the appropriate strategy, usually the strategy is passed

from the client to the context on creation.

Figure 3.4: The Strategy pattern

The Strategy pattern can be used in a number of different situations. One of those usages is

when a class has different behaviors, each depending on a specific situation. Another usage is

when there is are multiple variants of an algorithm that each need to be applied in different

situations or uses data that other members, such as the client, are not allow to access. Lastly,

it can be applied when the different behaviors are used as conditional statements within the

operations.

Using the Strategy pattern also has a number of consequences to the overall structure of software.

One of these consequences is that it creates families of related algorithms, grouping them together

under once specific strategy. Another consequence is that it becomes an alternative for both sub-

classing the context directly or using conditional statements, by decoupling the algorithms into

their own family. This family adds a choice that allows for implementing different ways of

behavior, which also has to be made known to the client. One final consequence is that the

Strategy pattern causes for overhead, because it increases the number of used objects and it is

very likely that the concrete strategies do not use all information it receives when called. Since

the main goal of the Strategy pattern is to isolate certain aspects of different implementations

of algorithms, it is related to the Template Method.
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Template Method

Just as the Strategy pattern, the Template Method isolates different algorithms or operations

to their own subclass. However, the Template Method handles this step differently and allows

for the subclasses to alter certain steps of an algorithm without the structure of the algorithm

being changed. When considering the example from Strategy pattern and adding a standard

operation at the beginning of each algorithm, such as preparing an array before it is sorted. This

would introduce another problem for which the Template Method is designed. The difference

between the two patterns is that the Template Method does not have a separate context and is

an integral part of the family being the abstract order, which is directly called by the client.

The fundamental problem that is addressed by the Template Method pattern is that certain

algorithms contain both generic operations that apply to all algorithms and more unique func-

tionalities that only apply to itself. The solution to this problem suggested with the Template

Method is by creating abstract operations that will be overridden by subclasses to implement

the concrete behavior of the ordering as can be seen in Figure 3.5.

Figure 3.5: An example of the Template Method

In this example, the data first needs to be prepared before ordering, and then continue with

the ordering algorithm itself, as is shown in Listings 3.3. This is done by creating an abstract

class AbstractOrdering, which contains two functions: orderData and order. Before calling the

order function, the array of items that needs to be ordered has to be prepared first, which is

done in function orderData. This example shows that only the function orderData needs to

be called, whereas the handling of the each ordering algorithm is done by the ordering classes

AscendingOrder, DescendingOrder and RandomOrder. These ordering classes contain the unique

operations of the algorithms, circumventing calls to the primitive function.
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Listing 3.3: Code example for Template Method pattern.

1 public abstract class AbstractOrdering{
2 public Data[] orderData(Data[] arrayOfData){
3 // Primitive operation code for preparing the array.
4 order(arrayOfData);
5 }
6

7 public abstract Data[] order(Data[] arrayOfData);
8 }
9

10 public class AscendingOrder extends AbstractOrdering{
11 @Override
12 public Data[] order(Data[] arrayOfData){
13 // Sort in ascending order specific code.
14 }
15 }
16

17 public class DescendingOrder extends AbstractOrdering{
18 @Override
19 public Data[] order(Data[] arrayOfData){
20 // Sort in descending order specific code.
21 }
22 }
23

24 public class RandomOrder extends AbstractOrdering{
25 @Override
26 public Data[] order(Data[] arrayOfData){
27 // Sort in random order specific code.
28 }
29 }

The Template Method only has two members, which are the abstract class and one or more

concrete class, as shown in Figure 3.6. The abstract class has at least two operations, one

primitive operation and a template method. The primitive operation contains the common

steps and structure, and the template method is used by the concrete subclass to implement

the algorithm. The template method implements the primitive operations and calls the unique

operations defined in the concrete classes. These concrete classes therefore rely on the abstract

class to handle the generic steps of the algorithm.

Figure 3.6: The Template Method

The Template Method pattern can be used in many different situations, such as situations where

the generic part of an algorithm needs to implemented only once, and the unique behavior is

implemented by the concrete subclasses. By localizing this generic part in one common abstract

class, any code duplication can be avoided. Another different usage is using the Template

Method to control or restrict any extensions of an abstract class. This forces a protocol in

which an abstract function or hook function can only be called on certain locations. The hook

function is a function defined (mostly empty) in the abstract class that can be overwritten by
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the concrete classes. The difference between an abstract function and a hook, is that a hook

may be overwritten and an abstract function needs to be overwritten.

There are a number of different operations that can be called by the template methods, which

are: concrete operations, primitive operations, factory methods (From the Factory Method pat-

tern) and hook operations. Making use of template methods is a very fundamental programming

concept, and suggests that most abstract classes uses them. The template methods are very sim-

ilar to Strategies, the difference is however that the template method use inheritance to delegate

parts of different behavior of an algorithm, whereas Strategies delegate the entire algorithm by

means of polymorphism.

Equivalent structures

When looking closely at the State (Figure 3.2) and Strategy (Figure 3.4) patterns, an equivalent

structure can be seen. Both design patterns have a context that is called by an external client and

a family that consists of an interface with concrete classes. The context of both design patterns

contains an object that holds at least one or more states or strategies and can be accessed in

the same way. The main difference is that the logical reasoning behind the patterns and also

the behavior is fundamentally different. As for the State pattern, the current object within the

context is replaced with another state, to make one or more cycles with a number of states. This

is not necessary for the Strategy pattern, whereas strategies could be changed during runtime,

but do not have necessarily have to change. The main difference for the Strategy pattern is that

the change of strategies is more an additional feature than a rule, whereas for State this is the

basic concept of the pattern. This fundamental difference however does not affect the structure

in any way, thus making it equivalent. For this study the structure of both patterns is thus

treated as equivalent. Additionally, the expected changes in software to compare difference in

energy consumption are aimed at the structure and use of OO mechanisms.

3.3.3 Alternatives

There are a number of alternatives that can be used for design patterns. This can in some

cases be a bit tricky, because some design patterns have a lot of alternatives and others have no

alternatives at all, as shown by Ampatzoglou et al.[30]. As also mentioned in the introduction,

two main sources were selected to find an appropriate alternatives for the selected patterns in this

study, which are the State, Strategy or Template Method patterns. These two sources are the

book of Refactoring by Fowler et al.[29] and a systematic literature review done by Ampatzoglou

et al.[30] about alternatives for design patterns. The alternatives considered for this study are

selected based on a set of requirements, for which they have to be:

• an alternative to the State, Strategy or Template Method patterns;

• already described in the literature;

• complete, such that no functionalities are lost;

• has notable differences in the pattern structure;

Since the structure of the State/Strategy is equivalent, the different alternatives should be ap-

plicable to both design patterns as well. In the literature review done by Ampatzoglou et al.[30]
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the State/Strategy pattern has quite a few alternatives[31–37], whereas only one alternative[38]

is found for the Template Method pattern. As for the alternatives described in the book of

Refactoring by Fowler et al.[29], there are quite a few possibilities for alternatives for both

State/Strategy and the Template Method.

After carefully considering all the found alternatives in the literature, two simple non-pattern

alternatives have been selected from Folwer’s book of refactorings[29]. Respectively, these are

the alternatives Replace Conditional with Polymorphism[29, p. 255] and the Form Template

Method [29, p. 345]. These alternatives were chosen due to the fact that they are very common

refactorings of typical programming problems. These alternatives are both complete and both

change the overall structure sufficiently to make it possible to identify the difference in energy

consumption. The other alternatives were not selected due to the fact that they were either not

complete, had too few or too many differences in pattern structure, were linked to specific cases

or other design patterns.

Replace polymorphism with conditional

Replacing the polymorphism with conditional statements is selected for this study as an alter-

native for the State/Strategy pattern. The original alternative described by Fowler et al. is

called Replace Conditional with Polymorphism[29, p. 255], in which polymorphism is used as

a common refactoring for conditional statements. This means that conditional statements can

therefore be replaced with the State and Strategy design patterns and vice versa. So for this

study, the original alternative is reversed such that the polymorphism is replaced with condi-

tional statements. As shown in Figure 3.7, the entire structure of the State/Strategy pattern is

removed and now only relies in the specific context. The context now has a local enumerator

object that enables the shifting between the different behaviors.

Figure 3.7: Strategies through conditional

However, Figure 3.7 does not provide any details of how the conditional statements will now

be handled. These details can be seen in a code example in Listings 3.4, where an overview is

given of the general structure of these conditional statements. The main changes are that the all

the separated concrete classes are now replaced with an enumerator. The former polymorphic

function is now replaced with a concrete function that uses the global enumerator object to select

the specific behavior through the conditional statement.
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Listing 3.4: Code example for conditional statements.

1 public class SortableArray{
2 public enum Sorting{
3 DescendingOrder,
4 AscendingOrder,
5 RandomOrder
6 };
7

8 private enum currentStateStrategy;
9

10 public int[] sort(int[] list){
11 switch(currentStateStrategy){
12 case AscendingOrder:
13 // Sort in ascending order specific code.
14 break;
15 case DescendingOrder:
16 // Sort in descending order specific code.
17 break;
18 case RandomOrder:
19 // Sort in random order specific code.
20 break;
21 case default:
22 return 0;
23 break;
24 }
25 }
26 }

Using this alternative to change the design patterns requires more than only these small changes.

Since the design patterns must be seen as templates or guideline, each implementation is different

and contains variations. Some of these variations require adjustments to the alternative or

are simply not covered by the alternative. Based on experience, a number of variations that

have impact on the alternative will be listed. The variations however not comprise all possible

variations, whereas others might still be missing. The possible variations to the State/Strategy

are:

Interface-AbstractClass-Class Both the State/Strategy templates have a standard Interface-

Class (IC) structure. However, it can also be implemented with an abstract class between

the interface and the class, which gives it a Interface-AbstractClass-Class (IAC) structure.

This IAC structure is also not limited to only one abstract class, as this can be more than

one. To deal with abstract classes in the alternative, each behavior defined in a concrete

class is combined with the abstract class behavior. This means that each function defined

in the abstract class is also moved to the context and will also implement a conditional

statement. In the cases for which this is not feasible, an additional object is created to be

able to access these functionalities. An example in which this is not be feasible is when a

class or abstract class is used from the Java library.

Multiple interfaces It is possible that a solution contains multiple interfaces (or States/S-

trategies). In this case, the interfaces are treated as different and each is separately tested

for each design pattern. This makes it possible to focus on one instance at a time.

Multiple classes In some solutions, the implementation of the State/Strategy contains multiple

classes that extend one another. For these cases, the primarily focus will lie on the first

class instance of the IC or IAC tree, such that a direct link shows the differences between

the conditional statements compared to polymorphism.

Duplicate code The State/Strategy patterns are not like the Template Method by removing

the duplicate coding for different behaviors. More specific, this is not a real concern when
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using the State/Strategy pattern since this is not the main problem addressed by these

patterns. Therefore, duplicate code is likely to exist for different behaviors. In these cases,

the conditional statements from the alternative remove the duplicate code and allows all

different behaviors that use this duplicate code to reach that specific part.

Duplicate methods By making use of the States and Strategies, the behaviors are separated

from the context. With the non-pattern alternative however, this is reversed and the

behavior is added back to the context. It is possible that by putting these methods back to

the context, methods with the same name or code may cause for conflicts or may interrupt

the readability of the code. In these cases, some or all of the methods from the concrete

classes are renamed with a prefix that matches their original State/Strategy.

Private methods and global variables In any case for the State/Strategy, whether it uses

the IC or IAC structure, private methods and global variables may exist in the class or

abstract class. Since the concrete classes are moved to the context, the same goes for the

variables and methods. However, depending on where the private methods reside (within

the abstract class or class), it can become very confusing where each is called and where

they originate from. However, since the private methods are invisible outside the context,

they do not require a conditional statement. Depending on how often the private method

name is used, it can also be changed with a prefix of the behavior.

The solutions that use the State/Strategy pattern may include all or none of these adjustments

for the variations, depending on their implementations. These individual adjustments are set

up to identify a clear difference of energy consumption between the conditional statements and

polymorphism.

Reversed Form Template Method

As alternative for the Template Method, the starting point from the Form Template Method

(FTM) refactoring will be used. Just as the previous alternative, the Form Template Method is

also from the book of Refactoring described by Fowler et al.[29, p. 345]. Since a non-pattern will

be used as an alternative to the Template method, a non-pattern situation must be recreated.

This situation is however not yet formally defined as such, thus this study will use the starting

point from the FTM. Generally, the FTM transforms the non-pattern code into a Template

Method by separating duplicate code into separate methods. As for the alternative, this process

is reversed to obtain the opposite effect, in which the Template Method is transformed into a

non-pattern solution. As such, the name of Reversed Form Template Method therefore be used

to refer to this process.

The general structure of the Reversed Form Template Method is shown in Figure 3.8, which

looks very similar to the original Template Method. The main difference is that, compared to

the original Template Method pattern, the abstract function for each behavior is removed. In

this alternative, the templateMethod method is now changed to an abstract function.
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Figure 3.8: Reversed Form Template Method

By using this alternative, both the primitive operation and specific behavioral operation now

reside in each concrete class, as is shown in Listings 3.5. This source code example shows that

the function that contains the primitive operation is entirely removed and is now directly part

of the template method.

Listing 3.5: Code example for the Reversed Form Template Method.

1 public abstract class AbstractOrdering{
2 public abstract Data[] orderData(Data[] arrayOfData);
3 }
4

5 public class AscendingOrder extends AbstractOrdering{
6 @Override
7 public Data[] orderData(Data[] arrayOfData){
8 // Primitive operation code for preparing the array.
9 // Sort in ascending order specific code.

10 }
11 }
12

13 public class DescendingOrder extends AbstractOrdering{
14 @Override
15 public Data[] orderData(Data[] arrayOfData){
16 // Primitive operation code for preparing the array.
17 // Sort in descending order specific code.
18 }
19 }
20

21 public class RandomOrder extends AbstractOrdering{
22 @Override
23 public Data[] orderData(Data[] arrayOfData){
24 // Primitive operation code for preparing the array.
25 // Sort in random order specific code.
26 }
27 }

By adding the primitive operation back into the template method function, most of the problems

solved with the Template Method pattern are reintroduced. Which are for example, forcing the

specific order in which operations must be done or the removal of duplicate code. The template

method also leaves room for interpretation and allows for variations in its implementation. The

adjustments made in this alternative to handle these variations are as follows:

Interface-AbstractClass-Class Even though the Template Method only uses an abstract class

with subclasses, it is possible that the methods are already defined in an interface. This

makes it harder to remove the primitive functions when converting it to the Reversed Form

Template Method. In these cases, the primitive function is not removed but is moved to
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the concrete class. However, even though the function exists within the concrete class,

the templateMethod does not call this function. The primitive operation in this primitive

function is moved to the templateMethod method, so that the function call is removed.

This allows us to both keep the IAC structure and to implement the alternative.

Overwritten template methods In some cases, the template method in the Template Method

pattern has been overwritten in the concrete class. In these cases, the alternative still makes

the templateMethod method abstract in the abstract class, but the actual functionalities are

not moved to the concrete class, since this was originally already overwritten. The former

behavioral operation is still removed and the operation is now moved to the overwritten

templateMethod method without its function call.

Private methods It is possible for a template method to call private methods within the

abstract class. If this is the only case the private method is called, the private method

is also moved down to the concrete class. When this is not possible, then the operations

within the function will be placed in the template method. It is possible for some situations

that this would not be feasible, in case the operations rely on multiple other functions or

sources. In these specific cases, the private method is changed to protected.

Private global variables The abstract classes may include global variables that are used by

the template method. Due to the shifting of the template method to the concrete class,

the private global variables are now unreachable in the new environment. In this case, the

variable is made protected. This is done because there is only a very slim chance that the

template method is the only function that uses this global variable. If the global variable

was moved to the concrete class, it would mean that all the other functions that use this

variable would also have to move with it.

Just as the State/Strategy pattern, the Template Method allows that all or none of these ad-

justments for the variations may be included. However, the difference is that these changes try

to reduce the number of (abstract) function calls to a minimum, to make it relatively easier to

identify the differences of energy consumption.

3.3.4 Assessment of Energy Consumption

To measure the energy consumption of software applications, multiple measuring tools already

exists. The tools for measuring can be either through hardware or software, as is shown in an

exploration done for tools in Appendix A. As described in this appendix, the measurement tools

for this study are software power consumption profiling tools. In a comparison and benchmark

done by Diouri et al.[57] about measurement tools, it shows that investments in hardware tools

are not always necessary, because the energy consumption can also be measured with software

tools. However, since there are a significant amount of tools to choose from, the selection must

be narrowed down to tools that are the most reliable for measuring. To select the right tools,

they have to be able to:

• show reliable energy consumption readings (by usage in related research);
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• measure the energy consumption on application level or lower;

• measure the energy consumption of the CPU.

Based on these requirements, three software power consumption profiling tools were selected,

which are PowerAPI, Jalen and pTop. Other tools that were found either do not meet one or

more of these requirements or require additional hardware investments.

PowerAPI

PowerAPI is designed as an API that enables real-time profiling of the energy consumption with

the granularity of system processes[21–23, 58, 59]. It is written in the programming language

Scala and serves as a library or framework that supports power models through a modular

approach. This framework can be added to a Java/Scala application as API, but can also be run

as standalone application. The power models are defined for each different system component

that can be measured. These power models are aimed to collect the energy consumption of

a certain processid (PID) of a system. PowerAPI currently supports the system components

CPU and network, which are represented through power modules. The power modules are

divided into two parts, with are the sensor for each component and a formula that translates

the data from this sensor into a power consumption metric. Both parts of the power module

communicate with each other by making use of the Service-Oriented Architecture (SOA). The

available implementations that are provided in this tool are specifically created for GNU/Linux

distributions, but are independent of the hardware. To measure the energy consumption of the

CPU, the Thermal Design Power (TDP) is taken into account. This TDP is the value that

indicates the maximum amount of heat (which is generated by the CPU) that requires to be

dissipated by the cooling system. The TDP can be adjusted in a configuration file for each

different CPU, since the TDP value can differ between CPU types.

The accuracy for measuring the power consumption of software applications with PowerAPI was

estimated by Noureddine et al.[22] by comparing it to a power meter. This estimation shows

that the calculated margin of error may vary between 0.5% up to 3%.

Jalen

The second energy consumption profiler used for this study is Jalen[22, 23, 58, 60], which was

created by the same developers of PowerAPI. Jalen is a java based profiling tool that can collect

energy consumption data similar to the PowerAPI interface, but on different levels in the source

code, such as the method level. To measure the energy consumption on method level, Jalen was

designed with an architecture that contains two separate modules. The first module of Jalen

is designed to work as a java agent that can monitor a specific java application by using byte

code instrumentation to inject specific monitoring code. The second module is a JMX client

that computes the collected data obtained from the monitoring client and translates the data

into power consumption for each method. Just like PowerAPI, Jalen is also limited to the use

on GNU/Linux distributions due to the sensors used for the hardware components. Since Jalen

injects monitoring code through the byte code instrumentation, it could cause for overhead while

measuring an application on runtime.

In a comparison of tools done by Noureddine et al.[22], an average time overhead of around

57% was measured for individual Tomcat’s server requests. Since the comparison for this study
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compares two different versions of an application, the results must be validated with other tools

to determine of this affects the end result.

pTop

The last application that will be used for profiling power consumption, is pTop[58, 59, 61]. The

pTop profiler can determine the energy consumption on the granularity of the process-level and

is designed to work solely on GNU/Linux distributions. The behavior of pTop can be compared

to the Linux table of processes (top) task manager, since it is very alike. This is because both

applications show a graphical ordered list of processes that require the most resources. The

difference is that pTop calculates the energy consumption, which is done through a daemon that

is added to the kernel. This daemon profiles the resource utilizations for all processes, which are

the power consumption of the system components CPU, network interface, memory and hard

disk are tracked. For each different system component, the all separate components needs to

be configured according to their specific settings. Just like PowerAPI, it uses the TDP value to

calculate the energy consumption of the CPU. Before the memory can be used, it needs to be

calibrated to calculate the line size and miss rate of the l2cache. pTop also has a counterpart

called pTopW that can run on Windows, which provides the same functionalities for measuring

the power consumption. The accuracy of the pTop profiler was analyzed by its creators by

comparing the results to a Watts Up Pro wattmeter.

The results of this analysis shows that the average median error for pTop was calculated less than

2 watts, when compared to the energy consumption measured by the wattmeter. Additionally,

the overhead that is generated by pTop was also calculated, which was 3% for the CPU and

0.15% for the memory.

All the energy consumption measurement tools mentioned, which are pTop, PowerAPI and Jalen,

are all suitable candidates to obtain reliable results. However, the tools PowerAPI and Jalen are

designed to specifically measure the energy consumption of Java applications, and therefore it is

assumed that they provide more accurate results. Since PowerAPI is a framework, it can both

be integrated into a Java (or Scala) application or separately to measure the energy consumption

of other applications not related to Java. Aside from this assumption, pTop is more commonly

known and has proven itself through the number of references in related work. Therefore, pTop

is used to validate the measurements obtained from PowerAPI and Jalen. As the granularity of

energy measurement of PowerAPI is on process level and Jalen is on method level, both have

been selected such that different areas of the applications can be measured.

3.3.5 Collection Procedure and Pre-processing

Before analyzing the data, the procedures to collect and pre-process the data need to be defined.

The procedures and pre-processing used to refine the data, will eventually lead to the units of

analysis (methods) that will be used for analysis. To identify the methods as unit, all the pattern

instances within the applications need to be identified first. This needs to be done the same way

for both JHotDraw and Joda Time. As stated in Section 3.3.1, the first part of this identification

process will be done by making use of the pattern detection tool.
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This tool is run for both applications, creating two XML files that contain all instances of the

design patterns that can be detected. This file is manually checked to filter out the design

patterns State/Strategy and the Template Method. It is possible that this tool creates multiple

elements for one design pattern instance, which are also combined manually in an overview of

all the instances. To make a selection of the instances found by the pattern detection tool, they

need to be validated. The selected instances and methods selected for this study need to be:

Used within the application It is possible that the found instances are not used within the

applications themselves, circumventing it from being a life example from a more commonly

used open-source application.

Reachable Some instances are not reachable due to private members, such as the context,

abstract class or interface, or concrete classes. In this case, they cannot be used without

making modifications to the source code. Since the bias needs to be kept at a minimum,

the original instances need to be accessible in their current form.

State independent It is possible that the instances have a dependency and requires a certain

state within the application. These states can be for example, an instance that is designed

to handle saving data to files, transfer data over the network, or depends on unreachable

states of other components. This could interfere with the actual measurement process of

the design patterns, and therefore omitted.

Not too complex In some cases, the instances could have a relatively high number of members

(twenty or more). These instances would make the process of implementing the alternatives

infeasible.

Now that a selection has been made of the instances, the methods that will be used as units of

analysis can now be discussed. Not all methods or members of a design pattern are provided by

the pattern detection tool and these must be identified manually. Since this can become tedious

to do for all the instances, an integrated development environment (IDE) such as Eclipse was

used to find all methods used by these instances. As for the selection of the methods used for

the units of analysis, they require to be both reachable and usable. They have to reachable, such

that it is possible for the methods leading to the pattern instance methods are public. When

these methods are either private or protected, it would require modifications within the original

code to reach the pattern instance methods. The methods also need to be usable such that they

can be called with other parameters to simulate their functionality. Some methods depend on

specific parameters and therefore cannot be easily simulated with other objects from outside the

pattern instance.

To call these methods, each pattern instance of the application will be defined separately. This

is done to have the least possible interference in the measurement results by other instances.

Therefore, multiple instances of the applications are created that resemble all the different de-

sign pattern instances. Since all original pattern instances are replaced with an alternative for

comparison, a second instance of the applications needs to be created for the alternative, next

to the original application instance. To use all the methods of the design pattern instances,

each application instance is fitted with a new main class and function that can call the methods
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separately. This main class makes it possible to run the application through command line with

specific arguments. The arguments that can be given to the application are; the delay before it

starts running, the number of times it needs to run and the specific method that needs to be

run. The procedure that resembles the structure of this main is as follows:

1. Setup the arguments given through command line, which are the delay, number of times

run and method.

2. Wait for a possible given delay.

3. Setup all specific members of the instance.

4. Setup all parameters needed for the functions to be called.

5. Run the selected method for a certain number of times.

Since the overall structure of the Reversed Form Template Method is equal to the Template

Method, the main class and function are the same for both the original and alternative instances

of the application. This is however not the case for the State/Strategy instances when they are

converted to conditional statements. These conditional statements remove the structure of the

State/Strategy design pattern, causing for the main function for both applications to be slightly

different.

3.3.6 The measuring process

To measure the energy consumption of the units of analysis, a standard measurement process is

defined. This measurement process needs to be consistent throughout the whole test run, such

that no external interference is introduced to the results. First, a selection must be made for the

hardware system to be used for the analysis, along with the operating system and distribution.

As for the hardware system on which the software will be tested, the MSI wind box DC100

minicomputer was selected. For this selection, any complete hardware system should suffice

that contains a CPU, memory, graphics adapter, network interface, hard disk and USB ports.

The main reason that the minicomputer was selected, is due to that it is basic yet complete,

it contains all required components and it is energy efficient by itself due to the general energy

consumption of 40 Watts. The MSI wind box contains the following components:

– AMD Brazos Dual Core E-450 (1.65GHz) with a TDP of 18 Watts,

– 4GB of DDR3 memory,

– AMD Radeon HD 6320 graphics adapter.

Since the measuring tools are aimed for use on a GNU/Linux system, a distribution of that

operating system will be used. Since the measurement process has to have the least possible

interference, a clean installation of Ubuntu is used, which contains only the essential packages

and has no user interface. However, since JHotDraw requires a graphical shell to call certain

functionalities, a dynamic tiling window manager i3 is installed on top of this distribution.

Now that the tools to measure the applications have been selected, the steps for the measurement

process itself can be defined. These steps are defined as follows:
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Step 1: Setup the test environment First the test environment has to be set up. This

includes installing all required software to run the applications, such as the Java packages.

Step 2: Setup all tools All the tools need to be installed and set up for test environment.

This includes checking all configurations, compiling the tools and doing some small tests

to check if they work.

Step 3: Add the applications Once the test environment and tools are set op, the to-be-

measured applications can be installed on the system.

Step 4: Create a run script Since each method is measured separately, it would require run-

ning a large number of applications with different arguments specific to that method.

Therefore a run script is created to automate this process and to minimize the chance of

mistakes by user input.

Step 5: Run the script Now that the script is finished, the actual measurement process can

begin by measuring each application. The raw data generated for each tool is placed in a

specific location, such that the data for each tool is stored separately.

The script described in these steps is very basic, as it contains a single function that is used to

run all applications. This function is provided with the arguments of the application name, the

specific application arguments and a possible counter. This counter is used to link the filename

of the results to their specific application, which depends on the used measurement tool. The

overall structure of the function itself is as follows: start the measurement tool, wait a few

seconds for the tool to load, start the application, wait for the application to finish, force the

measurement tool to stop when it is still running. This function is created for each specific

tool, since they all have their own startup sequence and parameters. The java agent Jalen runs

alongside the applications and should stop automatically, whereas pTop and PowerAPI have to

forced to stop to speed up the process. Since pTop is only a monitoring application, a small

application needs to be created to save the obtained data, which also needs to be added to the

script.

3.3.7 Extracted variables

The entire process of identifying and measuring the units of analysis will create a dataset that

contains all the variables extracted for each unit. This dataset is recorded as a row within a

table of a spreadsheet, whereas each line corresponds to one specific variable. The collection of

all the extracted variables and their description are shown in Table 3.1. In this overview, all the

required variables for this study are presented. These variables are combined with the tools that

allow for the extraction of this data.
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Table 3.1: List of collected variables

Variable Description Tool

[V1] Pattern Instance ID, an unique ID to identify this unit.
SSA

[V2] Pattern Type (Template Method or State/Strategy)

[V3] The method that is measured.

[V4] CPU Power consumption (Joule) for the original version,

process level.
PowerAPI

[V5] CPU Power consumption (Joule) for the alternative version,

process level.

[V6] CPU Power consumption (Joule) for the original version,

method level.
Jalen

[V7] CPU Power consumption (Joule) for the alternative version,

method level.

The first set[V1] of this dataset is to facilitate the identification of each unit of analysis. The

second set of [V2-V3] defines the design pattern instances and the methods used for each unit of

analysis, whereas the main focus lies with the different methods. The sets [V4-V5] and [V6-V7]

are the subsets for each variable extracted by each tool for the specified unit. These variables

are extracted for both the original design patterns and non-pattern alternatives, such that each

research question can be answered.

3.4. Data Analysis

During the data analysis, the previously described variables (V1 – V7) will be used to study the

differences in energy consumption of the design patterns and alternatives. This data analysis will

be done by a number of predefined steps, such that the analysis of the results remains consistent.

Once these steps are described, a number of metrics need to be discussed to validate the results

for the research questions. These metrics are the correlation relationship strengths and the null

hypothesis.

3.4.1 Analysis procedure

The procedure for the analysis will be done in a number of predefined steps, which are defined

as follows:

(Step 1) Mapping : Before the data can be analyzed, a mapping has to be created of the

obtained results, according to the list of collected variables. Once these results are obtained,

they will be used for further analysis.
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(Step 2) Validation: The first step for the data analysis is the verification of the obtained

results of set [V1-V7]. As stated in Section 3.3.1, the results obtained for the subset

of [V1-V3] are checked manually, and can therefore not be validated through statistical

analysis. However, the subset of [V4-V7] can be statistically validated, which is done by

making used of Spearman correlations. In these correlation tests, the data obtained from

PowerAPI and Jalen will be validated by correlation with the results from pTop. This

validation will provide an answer to the first research question RQ1.

(Step 3) Comparison of general results: Once the results from [V1-V7] have been successfully

validated, they can be used to answer the research questions. The results are evaluated

to answer each separate research questions RQ2 and RQ3. This evaluation will start with

an overview of a general comparison of the results from the original units compared to the

alternatives. This comparison is done through the usage of paired samples statistics, which

will give the mean, standard deviation and standard error.

(Step 4) Correlation of original and alternative: After obtaining the general statistics between

the different results, the results of the alternative has to be validated with the original.

This is to verify if both datasets contain a certain trend, and can therefore be compared.

This correlation is calculated through the use of a paired Pearson correlation test.

(Step 5) Paired tests: In case the paired correlations (from step 4) for the dataset from Pow-

erAPI and Jalen are considered significant, a paired sample test will be done. However,

in case the correlations are not significant enough, the evaluation will continue with a

Wilcoxon signed ranks test.

(Step 6) Unit relations and trends Once the general data has been collected and comparisons

have been made, a final overview will be presented to show the relations and trends for all

units. These overviews are presented by making used of scatter plots to present the data

in a meaningful manner. These scatter plots allows for the identification of trends, clusters

and also outliers of the dataset. If there are too many outliers, it may negatively influence

the results and have to be analyzed further.

To summarize the procedure of data analysis for answering the research questions, a mapping

of the procedure was created in Table 3.2. This mapping contains each research question, the

steps and the presentation method used to answer the research questions.

Table 3.2: Mapping of RQs to variables, steps, and presentation method

Research Question Used Variables Step Presentation Method

RQ2, RQ3 [V1-V7] 1 Tables presenting raw data

RQ1 [V1-V7] 2 Spearman correlation tests

RQ2, RQ3 [V1-V7] 3 Paired samples statistics

RQ2, RQ3 [V1-V7] 4 Pearson correlation test

RQ2, RQ3 [V1-V7] 5 Paired sample test or Wilcoxon signed

ranks test

RQ2, RQ3 [V1-V7] 6 Scatter plots
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3.4.2 Correlation coefficient

The validation for each research question will mainly be done through statistical analytics. By

making use of statistical analysis, the validation of the results is done through calculating the

correlation values of the collected data. These correlation values are obtained by making use

of either the Spearman or Pearson method, which are two statistical correlation methods. The

difference between both methods is that the Pearson correlation denotes the linear relationship

between two continuous variables, whereas the Spearman correlation denotes the monotonic

relationship.

The statistical analysis done with both correlation methods will provide results in the form of

three different values. The values obtained by making use of the methods are the correlation

coefficient, the significance value (Sig. 2-tailed) and number of compared units (N). These three

values will be used to determine the validity of the obtained results. In general, the correlation

coefficient represents the correlation strength of the datasets, whereas the significance probability

shows if the correlation can be considered significant. The number of compared units N are added

as an extra check, such that the correlation evaluation was done with a large enough dataset.

The strength of the correlation coefficient can be categorized in different levels that can vary

from absolute to very weak correlations. These levels are shown in Table 3.3, combined with

their correlation values. Even though the type of relationship for both correlation methods is

different, the correlations values of both methods can be used with this overview.

Table 3.3: Overview of correlation relationship strengths.

Correlation value Relationship strength

0.9 - 1.0 Absolute

0.8 - 0.9 Very strong

0.6 - 0.8 Strong

0.4 - 0.6 Moderate

0.2 - 0.4 Weak

< 0.2 Very weak

The correlation shows the strength of a relationship between datasets, which is different from

the relationship significance. The relationship significance value shows how unlikely the observed

relationship in the current sample will not hold in the population. In general, the significance

level of the correlation can considered significant with a value around 0.05 or lower.

3.4.3 Null hypothesis

To answer the second RQ2 and third RQ3 research questions, a null hypothesis will be con-

structed. This null hypothesis will be used to verify that a certain change is caused by the given

treatment and does not have a different cause. The null hypothesis will not be used with the
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first research question RQ1, since no treatment is implied when evaluating the results obtained

from the tools.

Creating the null hypothesis can be done through listing all the possible outcomes for the results

and comparing in which it may overlap. The possible outcomes when analyzing the results could

be either: the non-pattern alternative has no effect in terms of energy efficiency compared to

the original, the non-pattern alternative is more energy efficient, or the original design pattern

is more energy efficient. These cases represent the possibilities for both design patterns and

non-pattern alternatives for either the Template Method or State/Strategy, and therefore also

for both research questions. In the last two cases mentioned, an overlap can be found in terms

of one value being higher to the other. Since the outcome of which of the two does not matter

for this study, a general hypothesis can be described for both the research questions, which is

defined as follows:

H0 : µ0 = µ1.

H1 : µ0 6= µ1.

Where

H0 = the null hypothesis,

H1 = the alternative hypothesis,

µ0 = the mean in energy consumption of the non-pattern alternative, and

µ1 = the mean in energy consumption of the original design pattern,

The first hypothesis H0 is the null hypothesis and the second is the alternative hypothesis which

rejects the null hypothesis. The null hypothesis H0 is setup as a threat to the research question,

whereas there is no effect in case the mean is equal the alternative has (almost) no effect. The

alternative hypothesis H1 is the opposite of the null hypothesis and shows a possibility of either

the original or alternative implementation has a better energy consumption compared to the

other.

In case either the Spearman or Pearson correlation tests show a weak relationship, a different

method must be used to validate if the treatment had an effect. As described in the analysis

procedure, the wilcoxon signed ranks test will then be used to compare the difference. In this

case, the following null hypothesis will be used:

H0 : There is no difference in energy consumption when using either the specific design

pattern or non-pattern alternative.

H1 : There is a difference in energy consumption when using either the specific design

pattern or non-pattern alternative.

Additionally, the null hypothesis used for the wilcoxon signed ranks has a set of additional

rules that need to be included, before it can either be accepted or rejected. These rules include

the significance level and the z-value. The z-value denotes the location in an area of the z-

distribution, in which the difference between the original units is compared to the alternative

units. The rules for these values are defined as follows:

alpha = the significance value (p-value) is lower than 0.05,
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decision rule = the z-value is lower than −1.96 or exceeds the value of 1.96.

In case that the values comply with these rules, the null hypothesis has to be rejected. The

significance level is the same as the significance level described for the correlation methods, as

both the correlation values and signed ranks test can be considered significant around this value.

As for the second rule, the z-values in comparison to the area in the z-distribution are coupled

to the boundaries of below 0.025 and above 0.975.
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4. Results

In this section, the results of the data analysis are presented, obtained as described in Section

3.4 by performing an analysis of the datasets. The first results described are the design pattern

instances found within each application, JHotDraw and Joda Time. These instances are collected

by making use of design pattern detection tool and manual validation of the identified instances.

Once the instances are validated and accepted, they are processed to be used in this analysis by

creating two separate applications. These two applications implement one of the instances, for

which one contains the original instance and the second has the alternative implemented. After

creating two separate applications, both are separately measured by the tools PowerAPI, Jalen

and pTop.

This section will first present the raw data collected for each unit of analysis, separated by their

instance nature State/Strategy or Template Method. After presenting the data, both parts of

the raw data will be processed to evaluate the results for each research question.

4.1. Overview of the collected data

To create the units of analysis, the design pattern instances have to be gathered first to find

them. After running the design pattern detection tool, a large number of instances have been

identified for both JHotDraw and Joda Time. Due to this large number, they are documented

and shown in Appendix B and Appendix C. In Appendix B, an overview is given of the all found

main instances, which are separated in different tables depending on if they were selected or

omitted for this research. The main instances described are presented as the main interface for

the State/Strategy pattern and the main abstract class for the Template Method. In Appendix

C the remaining implementations and possible contexts were documented for the design pattern

instances selected in Appendix B. This selection procedure is described in Section 3.3.5. Now

that the entirety of all accepted design pattern instances are collected, the methods to-be-used

can be determined as units for the analysis. The identified methods are described in Appendix

D and coupled to their specific unit instance identification number, which is used as a link for

the collection of raw data.

The raw data collected for each unit of analysis will now be presented in a number of tables.

In Table 4.1, the raw data for the units of analysis of the Template Method is presented. As

described in the collection of the data in Section 3.3.4, the tools PowerAPI, Jalen and pTop

are used to collect the data for each unit of analysis for both the original application and the

alternative, which are shown in the table.
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Table 4.1: Results as raw data for Template Method

PowerAPI Jalen pTop

ID Orig. Alt. Orig. Alt. Orig. Alt.

MT1 520.352 535.367 205.423 221.871 1227.194 1246.006

MT2 339.169 320.77 215.196 228.971 667.987 815.938

MT3 376.328 385.203 240.757 250.012 911.963 898.758

MT4 422.952 404.933 275.371 280.946 1119.71 981.621

MT5 240.669 328.21 165.631 199.974 637.043 837.925

MT6 233.716 348.657 134.342 225.067 521.736 793.11

MT7 441.185 435.947 281.042 319.372 1025.266 932.885

MT8 184.699 183.528 117.93 90.263 425.688 392.646

MT9 454.006 451.743 270.715 260.074 1066.347 1045.653

MT10 318.076 358.918 190.374 231.484 737.727 957.738

MT11 401.117 401.754 307.908 247.22 807.966 897.28

MT12 230.801 238.534 187.013 137.481 493.222 519.275

MT13 503.431 474.592 320.872 376.99 989.028 1064.674

MT14 239.499 222.9 131.11 152.933 497.69 531.33

MT15 365.229 363.82 256.357 246.309 681.579 779.77

MT16 376.467 278.055 238.465 155.675 952.887 690.491

MT17 1078.529 323.246 799.883 196.195 2179.489 669.08

MT18 402.854 285.005 307.357 158.512 963.439 647.612

MT19 254.403 185.843 103.261 76.847 438.85 299.746

MT20 183.852 98.775 104.857 22.58 406.347 193.848

MT21 1086.769 309.754 771.378 191.553 2198.841 678.641

MT22 686.912 276.037 438.695 154.554 1674.626 599.27

MT23 283.235 164.042 162.477 72.055 610.631 314.993

MT24 156.31 183.713 96.944 124.841 378.518 405.154

MT25 525.586 289.829 337.242 163.366 1199.412 597.236

MT26 529.337 271.87 312.68 158.849 1184.216 474.039

MT27 550.137 271.593 310.199 157.833 1042.295 691.251

MT28 542.947 298.21 385.83 - 1140.769 596.721

MT29 523.044 271.8 332.658 160.677 925.345 471.662

MT30 308.551 199.259 184.533 - 724.164 489.088

MT31 298.986 310.199 177.567 175.047 605.038 665.457

MT32 297.656 299.648 180.293 174.151 638.421 672.286

MT33 221.766 190.106 125.833 99.019 542.214 478.406

MT34 168.381 194.452 155.23 107.15 527.453 463.492

MT35 562.371 403.385 - - 1037.279 658.214

MT36 310.04 182.294 206.376 104.346 784.439 346.098

MT37 235.793 192.053 310.568 253.58 507.51 451.515

MT38 510.569 270.722 364.898 157.435 1331.461 677.115

MT39 314.393 281.814 215.084 182.847 738.445 540.708
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Table 4.1: Results as raw data for Template Method

PowerAPI Jalen pTop

ID Orig. Alt. Orig. Alt. Orig. Alt.

MT40 194.608 137.901 102.853 73.177 467.422 232.148

MT41 295.42 174.271 190.432 99.867 483.419 316.126

MT42 346.17 277.403 219.611 154.165 784.048 537.745

MT43 326.549 180.9 193.336 98.991 517.628 340.275

MT44 175.891 137.498 102.489 48.9 443.701 386.571

MT45 332.82 251 213.308 127.131 534.3 515.154

MT46 168.896 125.217 75.526 48.905 411.357 254.337

MT47 172.932 171.799 103.597 46.307 451.569 351.486

MT48 168.475 176.068 74.973 47.648 343.81 308.982

MT49 180.479 112.371 77.067 47.2 383.345 284.254

MT50 262.482 191.562 180.742 123.233 476.828 450.302

MT51 321.314 224.858 212.225 128.197 781.983 540.53

MT52 321.253 232.473 210.447 153.86 783.708 577.499

MT53 200.301 181.565 122.984 115.03 469.301 443.352

MT54 238.561 188.711 133.768 101.896 700.644 459.356

MT55 333.79 245.405 270.913 125.536 570.978 577.42

MT56 306.335 238.211 184.121 130.603 722.252 598.916

MT57 208.475 181.034 120.451 91.573 498.477 389.805

MT58 179.767 130.581 99.938 46.728 334.03 318.279

MT59 144.363 132.445 47.784 48.235 277.374 248.905

MT60 141.146 143.268 76.501 77.442 320.129 359.285

MT61 287.1 260.887 182.55 150.419 663.902 514.367

MT62 250.467 279.909 153.928 151.357 645.582 562.223

MT63 209.499 203.588 126.767 105.971 467.194 500.314

MT64 247.614 264.435 157.927 127.611 456.654 608.163

MT65 192.072 186.428 128.773 99.355 479.47 412.137

MT66 399.053 404.571 269.584 268.305 820.407 877.022

MT67 279.239 256.094 176.043 148.262 692.581 600.142

MT68 229.362 219.811 148.973 146.392 492.294 470.156

MT69 294.405 367.136 - - 711.006 883.537

MT70 361.428 337.689 241.302 207.798 786.134 861.252

MT71 289.987 293.562 186.167 180.33 642.72 636.37

MT72 174.491 157.034 101.831 74.472 381.883 308.561

MT73 238.244 254.709 155.48 128.435 620.568 552.255

MT74 281.229 219.494 159.616 126.14 513.159 358.404

MT75 117.635 92.865 46.806 47.905 189.781 231.29

MT76 364.711 353.119 212.9 205.402 883.006 673.905

MT77 240.566 217.217 143.07 120.646 555.272 429.344

MT78 923.572 924.091 - - 2164.511 2185.718
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Table 4.1: Results as raw data for Template Method

PowerAPI Jalen pTop

ID Orig. Alt. Orig. Alt. Orig. Alt.

MT79 113.622 110.824 43.854 48.372 191.665 308.673

MT80 152.354 160.506 75.394 71.605 375.898 375.567

MT81 195.009 160.946 100.97 101.839 403.291 242.335

MT82 244.342 238.097 155.225 151.957 447.994 607.611

MT83 155.752 161.159 73.321 73.24 363.704 406.503

MT84 269.634 276.185 212.73 203.815 689.319 843.961

MT85 2203.806 2204.609 771.744 777.321 4880.162 4163.656

MT86 135.944 131.101 204.965 204.482 299.752 298.997

MT87 109.298 105.128 49.219 74.917 248.605 320.084

MT88 128.26 127.722 50.701 50.311 208.421 241.252

MT89 193.638 194.661 105.725 107.87 376.36 486.193

MT90 250.286 300.451 164.193 167.01 519.967 499.407

MT91 168.998 171.534 - - 335.715 398.095

MT92 148.684 149.683 - - 273.288 367.284

MT93 92.304 92.125 - - 196.121 237.799

MT94 217.049 241.262 135.747 126.772 435.509 513.565

MT95 289.223 290.072 163.344 162.652 676.624 577.551

Table 4.1 shows that a number of measurements could not be done by Jalen, for both the original

and alternative versions of the applications. This is caused by the fact that Jalen tries to measure

a specific method, but is unable to encapsulate the entirety of its process. This is caused by

either the length in time that the method uses is too short, or that the method delegates its

functionality in a way that Jalen cannot track. This is also the case for the units measured by

Jalen for the State/Strategy pattern, as can be seen in Table 4.1. In Table 4.1 the raw data is

presented for the State/Strategy instances where, just as in Table 4.1, the data is separated by

tool and application type.

Table 4.2: Results as raw data for State/Strategy

PowerAPI Jalen pTop

ID Orig. Alt. Orig. Alt. Orig. Alt.

MS1 892.017 615.666 620.308 288.979 2215.98 1401.339

MS2 947.527 601.645 645.061 322.039 1904.849 1461.806

MS3 952.759 615.268 630.654 311.912 2033.502 1156.18

MS4 606.397 553.305 260.834 183.253 1407.028 1381.804

MS5 572.137 580.7 275.226 210.137 1233.276 1279.959
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Table 4.2: Results as raw data for State/Strategy

PowerAPI Jalen pTop

ID Orig. Alt. Orig. Alt. Orig. Alt.

MS6 551.753 543.976 349.752 267.408 1325.232 1412.481

MS7 397.583 383.867 157.131 121.751 1009.592 957.242

MS8 621.686 642.814 294.925 233.625 1425.875 1431.09

MS9 386.275 346.008 249.214 199.981 915.941 727.098

MS10 1597.263 1002.251 1047.04 524.262 3743.389 1962.616

MS11 1376.639 862.026 987.989 612.847 2986.694 2260.221

MS12 363.615 385.363 279.581 205.182 967.419 837.298

MS13 309.456 311.182 188.651 188.457 723.962 611.136

MS14 236.984 275.507 217.347 238.712 727.891 788.391

MS15 342.472 393.032 285.352 215.636 785.682 860.543

MS16 727.174 732.355 518.72 412.441 1523.486 1664.727

MS17 715.913 731.076 517.715 457.089 1529.455 1666.994

MS18 299.801 311.144 214.243 171.407 727.469 685.66

MS19 338.636 301.98 209.943 193.575 734.743 734.911

MS20 1236.235 206.304 843.088 106.678 2736.102 377.261

MS21 1605.978 222.685 1260.106 106.383 4124.872 587.393

MS22 265.416 300.405 204.253 162.134 617.681 656.289

MS23 258.12 277.581 182.438 158.475 612.73 669.718

MS24 265.662 289.285 182.196 160.985 658.855 696.621

MS25 364.972 241.28 227.855 129.334 919.764 620.992

MS26 1295.487 211.658 908.164 106.578 2658.154 567.073

MS27 375.884 401.562 288.111 207.475 829.879 990.377

MS28 253.262 225.729 27.376 20.197 514.94 496.525

MS29 235.512 203.69 161.074 121.326 518.064 563.351

MS30 332.956 351.496 238.23 187.169 674.644 821.24

MS31 901.692 179.635 593.716 99.618 1906.419 472.097

MS32 990.8 206.464 696.347 100.763 1774.089 543.306

MS33 906.513 180.138 566.453 - 2429.097 475.841

MS34 226.876 187.15 96.874 108.757 507.864 413.291

MS35 157.581 149.485 72.91 86.176 316.081 298.424

MS36 211.822 226.184 127.435 116.933 533.732 466.963

MS37 174.074 136.375 105.202 67.216 446.551 273.211

MS38 257.659 218.102 140.107 107.154 525.97 490.486

MS39 420.892 369.946 308.44 256.054 1112.302 1074.012

MS40 300.823 294.642 169.109 154.665 659.023 681.189

MS41 1567.236 217.444 1065.628 106.47 3944.936 398.883

MS42 455.057 354.029 606.866 217.287 2020.406 790.141

MS43 1553.909 285.819 1075.657 109.259 3747.677 365.012

MS44 1580.732 191.225 1045.182 110.947 3735.002 392.707
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Table 4.2: Results as raw data for State/Strategy

PowerAPI Jalen pTop

ID Orig. Alt. Orig. Alt. Orig. Alt.

MS45 1660.901 281.049 16757.125 5103.303 3135.488 868.972

MS46 278.795 283.243 199.706 182.036 719.044 664.455

MS47 1572.201 232.269 1006.779 133.051 3750.985 472.148

MS48 1571.328 233.496 1006.773 148.228 3888.884 586.321

MS49 1565.657 216.51 1060.489 110.543 3790.386 456.349

MS50 1206.978 210.949 779.881 111.483 1666.973 573.771

MS51 505.773 509.609 234.117 226.348 1303.712 1367.811

MS52 1565.908 216.424 1068.524 111.861 3666.044 510.149

MS53 1052.103 413.541 700.898 247.629 2006.46 1026.394

MS54 737.088 736.891 - - 1605.844 1716.916

MS55 556.116 566.853 376.325 344.082 1147.698 1237.208

MS56 302.761 226.706 93.233 62.03 903.991 719.777

MS57 1664.172 285.875 1042.944 176.489 2631.471 801.654

MS58 1546.498 217.962 1058.862 106.635 3831.82 413.588

MS59 1580.532 217.046 1069.611 108.306 3832.369 461.535

MS60 1522.562 351.978 1062.76 5081.687 3768.905 870.956

MS61 923.547 238.84 542.833 126.699 1485.021 485.28

MS62 576.338 199.285 375.542 104.125 905.391 312.252

MS63 839.884 232.382 483.494 160.516 2048.464 459.165

MS64 410.457 191.963 334.837 106.581 836.698 415.418

MS65 563.529 220.298 227.711 102.982 759.421 353.934

MS66 484.806 472.298 313.585 288.567 963.321 1136.214

MS67 1396.264 269.707 975.475 123.362 2748.964 644.774

MS68 497.016 303.286 323.438 159.209 1233.534 584.887

MS69 1256.98 257.169 871.671 128.858 2066.35 639.666

MS70 371.599 345.406 49.751 25.448 664.452 852.632

MS71 361.593 340.862 - - 749.541 640.586

MS72 271.673 244.644 - - 524.053 595.262

MS73 282.306 232.057 166.097 134.238 575.46 488.652

MS74 410.891 256.539 778.534 635.891 1008.09 501.751

MS75 571.338 479.204 - - 1161.064 928.205

MS76 207.111 206.296 - - 450.657 503.942

MS77 448.918 360.232 48.253 - 869.312 877.553

MS78 382.301 303.607 253.918 224.793 778.172 687.599
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4.2. RQ1: Tools for measuring energy consumption of software

The raw data has been collected for all units of analysis, which can now be used for further

validation. This validation will provide an answer to the first research question RQ1, which has

been defined as follows:

RQ1 What tool or tools are appropriate for measuring the energy consumption of software

written in Java?

The data collected by PowerAPI and Jalen will be used as the main source for the analysis for

the following research questions RQ2 and RQ3. To determine if these tools are appropriate for

measuring the energy consumption, they are compared to the results of pTop. The energy mea-

surement tool pTop has already proven to be able to effectively measure the energy consumption

of software, so it will be used to validate the results obtained from PowerAPI an Jalen. This

validation is a crucial step, since the validated affects the possibilities of answering the following

research questions.

The statistical analysis done with both correlation methods will provide results in the form of

three different values. The values obtained by making use of the methods are the correlation

coefficient, the significance value (Sig. 2-tailed) and number of compared units (N). These

three values will be used to determine the validity of the obtained results. The correlation

value represents the correlation strength of the datasets obtained by the tools, the significance

probability shows if the correlation can be considered significant and N denotes the number of

compared units. The strength of the correlation coefficient can be categorized in different levels,

which is shown in Table 3.3.

Even though the measurements of PowerAPI and pTop are both done on process level, the

measurement process is slightly different for each tool. Therefore, the data collected from these

tools do not necessarily have to be equal to one another. These measurements for PowerAPI

and pTop compared to the energy consumption obtained from Jalen are different as well, since

they are measured on method level.

To validate the results, the Spearman correlation method has been selected. This correlation

method was selected because the tools do not necessarily have to provide the same measurements.

The correlation tests are done for each dataset, which means that each design pattern and unit

type (original or alternative) is separately validated. The validation is done separately to make

sure that the results from both tools are validated and that the datasets for each design pattern

have a high correlation.

Validation of Template Method and non-pattern alternative

The first validation includes the original Template Method and alternative implementations,

which are validated separately. In Table 4.3 an overview is given of the correlation of the

data obtained by the tools. Specifically, the correlation is based on the original applications

that implement a specific instance of the Template Method. This overview shows that the

correlation strength of PowerAPI and pTop are very strong, whereas the correlation is 0.946 and

its significance is 0.000. The same goes for Jalen with a correlation of 0.926, however the results
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are notably less correlated compared to PowerAPI and pTop, but still maintains a significance

value of 0.000.

Table 4.3: Correlations of Template Method original units, using Spearman’s ρ

PowerAPI pTop Jalen

Original Original Original

PowerAPI Correlation Coefficient 1 .946** .926**

Original Sig. (2-tailed) .000 .000

N 95 95 89

pTop Correlation Coefficient .946** 1 .893**

Original Sig. (2-tailed) .000 .000

N 95 95 89

Jalen Correlation Coefficient .926** .893** 1

Original Sig. (2-tailed) .000 .000

N 89 89 89

**. Correlation is significant at the 0.01 level (2-tailed).

When comparing the correlation of the alternative to the original instances of the Template

Design pattern, the results are slightly different, as is shown in Table 4.4. Just as the original,

the significance of the correlation when comparing all tools is for all cases 0.000. The correlation

between PowerAPI compared to pTop has also stayed the same, whereas the correlation of Jalen

has decreased significantly in comparison to both pTop and PowerAPI. Even though there is

a decrease, compared to the original units, it not sufficient enough to make the correlation

insignificant.

Table 4.4: Correlations of Template Method alternative units, using Spearman’s rho

PowerAPI pTop Jalen

Original Original Original

PowerAPI Correlation Coefficient 1 .947** .915**

Alternative Sig. (2-tailed) .000 .000

N 95 95 87

pTop Correlation Coefficient .947** 1 .877**

Alternative Sig. (2-tailed) .000 .000

N 95 95 87

Jalen Correlation Coefficient .915** .877** 1

Alternative Sig. (2-tailed) .000 .000

N 87 87 87

**. Correlation is significant at the 0.01 level (2-tailed).

In both the original and alternative versions of the application, the correlation between PowerAPI

and pTop is very close. Due to this strong correlation of PowerAPI and pTop, the results
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from PowerAPI are validated for this study and will therefore be used for further evaluation.

The results of the correlation of Jalen compared to pTop (or PowerAPI) are not as strong as

the correlation between pTop and PowerAPI. However, since Jalen solely measures the energy

consumption on method level and therefore ignoring the energy consumption of the initialization

steps, a lesser correlation is expected. Aside from these properties of Jalen, the correlation is

still remains very strong and can therefore be used for this study.

Validation of State/Strategy and non-pattern alternative

The second part for this validation process are the original and alternative implementations for

State/Strategy. This validation will validate the results of the original and alternative versions

separately, which is done like the previous validation of Template Method. An overview of the

correlations between the results obtained for the original applications is shown in Table 4.5.

This table shows that the State/Strategy the correlation of PowerAPI and pTop is for the original

units is again very strong. This correlation of PowerAPI and Jalen is higher for State/Strategy,

compared to the original units tested of the Template Method. However, just as with the

Template Method, the correlation of Jalen compared to PowerAPI and pTop is also slightly

lower. And also like the Template Method, the correlation is still very strong with a correlation

strength of respectively 0.928 and 0.933. This last correlation value for Jalen compared to pTop

is remarkable, since this is the only time for this dataset that the correlation value is slightly

higher than that of the Jalen-PowerAPI relation.

Table 4.5: Correlations of State/Strategy original units, using Spearman’s rho

PowerAPI pTop Jalen

Original Original Original

PowerAPI Correlation Coefficient 1.000 .963** .928**

Original Sig. (2-tailed) .000 .000

N 78 78 73

pTop Correlation Coefficient .963** 1.000 , .933**

Original Sig. (2-tailed) .000 .000

N 78 78 73

Jalen Correlation Coefficient .928** .933** 1.000

Original Sig. (2-tailed) .000 .000

N 73 73 73

**. Correlation is significant at the 0.01 level (2-tailed).

In Table 4.6, an overview is given of the correlation between the results of the alternative appli-

cations. The correlation between the results of pTop with PowerAPI is still very high and similar

to the correlation of the original applications. As for the results from Jalen, the correlation values

compared to PowerAPI and pTop have dropped significantly for the alternative compared to the

original. This decrease in correlation resulted in the respective correlation values of 0.824 and

0.791, which are notably lower, but are still (very) strong relationships and can be considered

significant.
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Table 4.6: Correlations of State/Strategy alternative units, using Spearman’s rho

PowerAPI pTop Jalen

Original Original Original

PowerAPI Correlation Coefficient 1 .920** .824**

Alternative Sig. (2-tailed) .000 .000

N 78 78 71

pTop Correlation Coefficient .920** 1 .791**

Alternative Sig. (2-tailed) .000 .000

N 78 78 71

Jalen Correlation Coefficient .824** .791** 1

Alternative Sig. (2-tailed) .000 .000

N 71 71 71

**. Correlation is significant at the 0.01 level (2-tailed).

The correlation between PowerAPI and pTop is very high for both the original and the alter-

native applications. This can be seen as a positive validation of the results from PowerAPI,

and therefore the results of PowerAPI can be used for further evaluation in the next research

questions. Additionally, the differences in correlation for both design patterns measured of Jalen

is remarkable, since the correlation values between the original and alternative for the Tem-

plate Method were much closer compared to those of State/Strategy. A possibility is that the

difference of including or excluding the initialization steps of a design pattern may cause large

fluctuations in the correlation values. Due to this possibility, this difference will also be further

analyzed in the evaluation and also in the discussion in Section 5.

The previously obtained results have now been validated and can be used for evaluation and

analysis in the following research questions. Since the evaluation and analysis are linked to

the research questions, each research question will be directly answered by making use of the

obtained results. This evaluation will be done by scatter plots and a statistical analysis of the

obtained results from both the original and alternative applications measured by PowerAPI and

Jalen. Since the results from pTop are only used to evaluate the results from PowerAPI and

Jalen, the results from pTop will not be used in the evaluation of the overall results for each

design pattern.

4.3. RQ2: Template Method and non-pattern alternative

The data presented in Table 4.1 will be used to answer the second research question RQ2, as

defined in Section 3.1. The first research question will now once again be stated:

RQ2 What is the difference in terms of energy consumption, between a Template Method

pattern instance and its non-pattern alternative solution?
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As described in the research question, the energy consumption of a non-pattern alternative has

to be compared to the energy consumption of the Template Method. Therefore, both the energy

consumption of the original and the alternative need to be directly compared, which is shown

in Table 4.7. In this table, a general overview is given of the results for PowerAPI and Jalen

where both the results from the original and alternative are compared in pairs P1 and P2. For

these pairs, the overview shows the Mean, total number of units N , Standard Deviation and

Standard Error Mean. Each of these statistical values show a notable decrease in their value

when comparing the original units to the alternative. The Mean shows a significant decrease for

both PowerAPI and Jalen, whereas PowerAPI has an overall decrease of 17, 4% and for Jalen the

decrease is 24, 34%. Since the new structure imposed by the alternative focuses on the energy

consumption of method calls, it is not surprising that the decrease from Jalen exceeds that of

PowerAPI.

Table 4.7: Paired Samples Statistics for Template Method.

Pair Tool Dataset Mean N Std. Deviation Std. Error Mean

P1 PowerAPI Original 327.884 95 264.231 27.11

Alternative 270.84 95 231.666 23.768

P2 Jalen Original 198.436 87 137.591 14.751

Alternative 150.134 87 96.835 10.382

To further analyze this difference, a correlation comparison is done for both paired samples, as is

shown in Table 4.8. The correlation of these pairs can be linked to the statistical results obtained

from Table 4.7. The larger differences in values of the original compared to the alternative in

pair P2 is resembled through the weaker correlation. Nonetheless, the correlation strength for

both pairs is strong to very strong and both can still be treated as significant, by means of the

significance values.

Table 4.8: Paired Samples Correlations for Template Method.

Pair Tool Dataset N Correlation Sig.

P1 PowerAPI Original & Alternative 95 .864 .000

P2 Jalen Original & Alternative 87 .667 .000

To complete this overview of general differences of energy consumption of the original and alter-

native implementations, a t-test is created that compares the statistical data of each pair, which

is shown in Table 4.9. This t-test shows the difference for each pair in terms of the mean, stan-

dard deviation, standard error mean, t-value (t), the degrees of freedom (df), and the 2-tailed

significance level.
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Table 4.9: Paired Samples Test for Template Method
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Pair Tool Dataset Paired Differences

P1 PowerAPI Original - Alternative 57.04 133.11 13.66 4.177 94 .000

P2 Jalen Original - Alternative 48.3 102.58 11 4.392 86 .000

Now that these values are calculated, the hypothesis can be tested through these statistics. For

both paired samples P1 and P2, the t-test succeeded in revealing a statistically reliable difference

between both means of the original and alternative implementations. This means that the null

hypothesis H0 needs to be rejected and the alternative hypothesis H1 has to be accepted. The

alternative hypothesis H1 is accepted, due to the fact that the original units consume more

energy than the alternative units in average.

The overall analysis of the general values of both the original an alternative implementations is

now complete, however the results may be less straightforward when looking at the data in a

different perspective. A different perspective allows us to identify unique individual or clusters of

units that might conflict with the previously accepted hypothesis. The perspective that is used

to identify these units is opened by making use of scatter plots. In Figure 4.1, a scatter plot is

shown of the difference in energy consumption of the original units compared to the alternative

units of the Template Method, measured by PowerAPI. This scatter plot also contains a dividing

line that shows the boundary in which both the original and alternative units consume the same

amount of energy.
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Figure 4.1: Scatterplot for Template Method units, measured by PowerAPI

Figure 4.1 shows that most measured units are slightly above this dividing line, which generally

means that most of the alternative units are more energy efficient than the original units. The

units that are very close to the dividing line indicate that the difference between both units is

very small. This overview also shows that for a small number of measured units, the original

version is more energy efficient.

The results of the original and alternative methods measured by Jalen are shown in Figure

4.2. When comparing the previous results from PowerAPI to this scatter plot, a very similar

pattern between both scatter plots can be seen, hence the high correlation between results from

both tools. However, a clear difference between both scatter plots can also be seen, which are

the number of units/methods that are close to the dividing line. This number is significantly

less for Jalen when this number is compared to PowerAPI. This implies that the overall energy

consumption is equal for these cases in general, but could gain more impact when the methods

are called more frequently.
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Figure 4.2: Scatterplot for Template Method units, measured by Jalen

Generally speaking, both Figure 4.2 and Figure 4.1 show that the number of units for which

the alternative is more energy efficient than the original are more frequent. The analysis for

the second research question RQ2 is now completed, whereas a clear difference was identified

between the energy consumption of the alternative and the Template Method. In general, the

average energy consumption of the (non-pattern) alternative is lower than the Template Method

design pattern. However, in both Figure 4.2 and Figure 4.1 there are still units for which the

Template Method consumed less energy than the alternative. This raises the question to the

cause of this different behavior from these units, which will be discussed in Section 5.

4.4. RQ3: State/Strategy and non-pattern alternative

To answer the third research question RQ3, which is defined in Section 3.1, the data presented

in Table 4.1 will be used. The third research question will now once again be stated:

RQ3 What is the difference in terms of energy consumption, between a State/Strategy pattern

instance and its non-pattern alternative solution?

The process of answering the third research question RQ3 will roughly be the same as done with

the second research question RQ3. This is because they both can be answered by making use of

the collected results obtained from original and alternative implementations as units. This third

research question RQ3 however, requires a comparison the energy consumption of these different
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units for the State/Strategy and its non-pattern alternative. In comparison with the previous

research question RQ2, the answer for research question RQ3 will be done in twofold. Due to the

fact that the dataset for State/Strategy contains a number of outliers, it is not possible to finish

it with a statistical comparison through the Pearson correlation tests. Therefore, this research

question will be answered with an analysis the total dataset and a separate analysis on a subset

without these outliers.

4.4.1 General statistical analysis

To do the general statistical analysis, the results from the original and alternative units will be

compared with each other, as is shown in Table 4.10. This table gives an overall overview of the

results for PowerAPI and Jalen, for which the results from the different units are compared in

pairs P1 and P2. This overview shows the mean, total number of units N , Standard Deviation

and Standard Error Mean for both pairs.

Compared with the results obtained from the previous research question, a remarkable different

in results can be found when looking at both pairs. The first notable aspect from this comparison

is the mean, whereas the mean values in comparison of both the original and the alternative from

PowerAPI and Jalen are very close to each other. As expected, the average results from Jalen

are still lower than those of PowerAPI, but still very close when taking into consideration that

Jalen only measures the energy consumption on method level. However, the standard deviation

and standard error mean from Jalen are a lot larger than those of PowerAPI. This partially

explains the difference in correlation of the results from Jalen compared to PowerAPI and pTop

in the validation. The relatively high results for the standard deviation and standard error

mean for pair P2 is caused by differences in measurements on method level. The measurements

based on method level seem to be significantly further away from the mean. The drop in energy

consumption for both pairs is very high, for which the average decrease in energy consumption

for pair P1 is 53, 68% and P2 has an average decrease of 55, 51%.

Table 4.10: Paired Samples Statistics for State/Strategy.

Pair Tool Dataset Mean N Std. Deviation Std. Error Mean

P1 PowerAPI Original 738.169 78 499.111 56.513

Alternative 341.948 78 175.537 19.876

P2 Jalen Original 729.45 71 1961.769 232.819

Alternative 324.531 71 826.008 98.029

To analyze the differences within pairs P1 and P2, a comparison of correlation of the original

and alternative values was done, as is shown in Table 4.11. The correlations in this table shows

that the correlations of pair P1 is very weak with a correlation value of 0.053, whereas the

correlation of pair P2 is still strong with a correlation value of 0.713 and can still be considered

significant with an absolute significance value. When comparing these results with the previous

overall results from Table 4.10, it might suggest that the results from PowerAPI might be a bit
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off. The strong correlation relation of pair P2 does not necessarily have to omit the assumption

that the results from Jalen are inaccurate. Even though the results from Jalen do not overlap

with those of PowerAPI, it still overlaps with its own measurements.

Table 4.11: Paired Samples Correlations for State/Strategy.

Pair Tool Dataset N Correlation Sig.

P1 PowerAPI Original & Alternative 78 .053 .645

P2 Jalen Original & Alternative 71 .713 .000

In Table 4.11 a correlation test of the paired samples with the original and alternatives from

PowerAPI and Jalen is shown. The first pair P1 of this correlation test shows a very weak

correlation of 0.053, despite the previously obtained positive validation from the first research

question. In contrast however, the correlation of pair P2 for Jalen still has a significant correlation

value of 0.713. This suggests a significant difference in energy consumption in the initialization

process for the original and alternative.

Now that one of the correlation values show a weak correlation, it shows that the samples

are not normally distributed, thus preventing further analysis with a t-test comparison with

the Pearson correlations. Therefore, the Wilcoxon signed ranks test was selected to finalize

the general analysis of differences between the units of State/Strategy pattern, which a non-

parametric statistical hypothesis test. This signed ranks test is shown in Table 4.12, for which

each sample is categorized into a specific rank, which are the negative, positive and tied ranks.

The table shows the division of samples for each rank, their mean rank value and the sum of

ranks. As also described in the table, the negative ranks are the samples of which the alternative

consumes less energy and vice versa for the positive rank. Both pairs P1 and P2 have values for

the negative and positive ranks and none for the tied rank, whereas the total number of samples

for each rank is significantly different. The difference is that number of positive ranks for pair

P1 is 23% of the total number of samples, whereas for pair P2 this value is only 5.6%.
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Table 4.12: Wilcoxon Signed Ranks Test for State/Strategy.

Pair Tool Dataset Calculated Ranks N Mean Rank Sum of Ranks

P1 PowerAPI Alt. - Orig. Negative Ranks 60a 46.38 2783.00

Positive Ranks 18b 16.56 298.00

Ties 0c

Total 78

P2 Jalen Alt. - Orig. Negative Ranks 67d 36.78 2464.00

Positive Ranks 4e 23.00 92.00

Ties 0f

Total 71

a. PowerAPI Alternative < PowerAPI Original,
b. PowerAPI Alternative > PowerAPI Original,
c. PowerAPI Alternative = PowerAPI Original,

d. Jalen Alternative < Jalen Original,
e. Jalen Alternative > Jalen Original,
f . Jalen Alternative = Jalen Original.

The samples are now divided in separate ranks that can be converted into a statistical overview, as

is shown in Table 4.13. In this statistical overview, the Z-value and the p-value as the asymptotic

significance (2-tailed) are shown for each pair. Comparable to the correlation methods, the p-

value for each pair shows if the Z-value obtained for this dataset can be considered significant.

The Z-value shows in what area of the z-distribution the data is located, by making use of the

negative and positive ranks.

Table 4.13: Wilcoxon Signed Ranks Test Statistics for State/Strategy.

Pair Tool Dataset Z Asymp. Sig. (2-tailed)

P1 PowerAPI Alt. - Orig. -6,189* .000

P2 Jalen Alt. - Orig. -6,796* .000

∗. Based on positive ranks.

The null hypothesis described in Section ?? for the wilcoxon signed ranks test needs to be applied

here. This null hypothesis is defined such that it needs to be accepted if a change in behavior

can be identified through the treatment. The signed ranks test shows that both paired samples

P1 and P2 reveal a statistically reliable difference as Z value, which is lower than the predefined

value of −1.95. Additionally, the significance value is also lower than the predefined p-value of

0.05. Therefore, the null hypothesis H0 has to be rejected and the alternative hypothesis H1

has to be accepted, due to the difference showing a larger average energy consumption for the

original units compared to the alternative units.

The analysis of the general statistical values obtained for all paired units is now complete. Now

that this general analysis is completed, a different perspective of the datasets will be given, as
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was done with the Template Method. This perspective is aimed at identifying strange behaviors

in the datasets, such as the differences in values found in the general analysis of the units from

State/Strategy. This perspective is opened through the usage of scatter plots to depict the units

in the datasets from PowerAPI and Jalen. The first scatter plot shows the difference in energy

consumption measured by PowerAPI of the original and the alternative State/Strategy units,

which is shown in Figure 4.1.

When looking at Figure 4.1, two different trends can be detected in the comparison of the units.

The first trend are a number of clustered units that follow the trend of the dividing line, whereas

most units are either close to this line or the alternative units are more energy efficient than

the original. This dividing line shows the border for which the alternative has the same energy

consumption as the original, whereas the values on the x-axis and y-axis are equal. The second

trend can be seen as a straight line upwards from around a usage of 250 Joule by the alternative.

This second trend is remarkable, because they stay around the 250 Joule mark without signs of

decrease compared to the original.

Figure 4.3: Scatterplot for State/Strategy units, measured by PowerAPI.

It is possible that this second trend is an anomaly that may or not affect the overall results

negatively. Therefore, a similar overview was created for the results obtained from Jalen, as is

shown in Figure 4.4. In this figure however, the same two trends can be found from the units

measured by PowerAPI, but now with a significant difference in average energy consumption.

With a few exceptions, the energy consumption of almost all the alternative units measured by

Jalen are lower than its original counterpart. The second trend that follows the horizontal line

52



now are measured around 150 Joule for the alternative units. Due to this trend also occurring

in the values measured by Jalen, it rejects the possibility of the second trend to be an anomaly.

Figure 4.4: Scatterplot for State/Strategy units, measured by Jalen.

In both Figure 4.3 and Figure 4.4, two trends can be identified that show the effects of the alter-

native implementation compared to the original. Both of these trends show that the alternative

is more energy efficient than the original State/Strategy design pattern implementation. This

finalizes the general analysis for the second research question, whereas a significant difference

was identified between the energy consumption of the alternative and the State/Strategy pat-

tern. Overall, the average energy consumption of the (non-pattern) alternative is lower than the

State/Strategy design pattern. Just as with the Template Method, there are units for which

the energy consumption of State/Strategy is less than the alternative. In Section 5 the cause

of these differences between the trends and alternatives that are less energy efficient than the

original design pattern are discussed and analyzed. This section will continue with an analysis

of a subset of the units of the State/Strategy dataset.

4.4.2 Selective statistical analysis

The general analysis of RQ3 shows that a decrease in energy consumption can be obtained by

using conditional statements instead of the State/Strategy patterns. However, since there was

a weak correlation between the original units and the alternatives, a comparison through linear

relationships was not possible. This weak correlation is most likely caused by the two different

trends identified in the relations of the units. One of the two trends shows a vertical line for both
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the results from Jalen and PowerAPI, which is a remarkable development. These vertical lines

show that the alternative remains around a constant value, even though the energy consumption

of the original increases.

It is possible that these outliers of the second trend are the cause for the weak correlation values

measured. By manually checking the units through sorting the results in different ways, it

showed that the cause of this trend are small methods that do only one or two operations. Since

all applications need to run a reasonable amount of time of at least ten seconds or more, the

functions are called multiple times. Since the functions need to fill at least this amount of time,

the smaller functions are called more often than others, which are called a billion times or more.

Now that the cause of the horizontal trend has been identified, the analysis will be redone with

a subset of all the units obtained for State/Strategy. The subset is based on a selection in which

the function is called less than one billion times. This subset will be statistically analyzed by

making use of the Pearson correlations, as it was also done for the Template Method. In Table

4.14 an overview is given of the updated paired statistics for the subset. Since this subset contains

less outliers, the differences in mean values for the original and alternative implementations are

much closer than the values from the previous comparison. The difference between the mean

values for PowerAPI is a decrease for the alternative of 15, 35% and for Jalen this decrease is

31, 23%. Additionally, the previous high values for the standard deviation and standard error

mean of Jalen have been resolved by removing the outliers.

Table 4.14: Paired Samples Statistics for subset of State/Strategy

Pair Tool Dataset Mean N Std. Deviation Std. Error Mean

P1 PowerAPI Original 484.042 49 297.34 42.477

Alternative 409.76 49 189.264 27.038

P2 Jalen Original 315.50 43 228.181 34.8

Alternative 216.98 43 119.174 18.174

To continue this analysis, the correlation between the original and alternative units for both

PowerAPI and Jalen must be measured, which is shown in Table 4.15. As expected, by removing

the outliers the results have improved significantly, compared to the results from the general

analysis. The results for show that the correlation relationship strength is now very strong for

both PowerAPI and Jalen, with respective correlation values of 0.885 and 0.875.

Table 4.15: Paired Samples Correlations for subset of State/Strategy

Pair Tool Dataset N Correlation Significance

P1 PowerAPI Original & Alternative 49 .885 .000

P2 Jalen Original & Alternative 43 .876 .000

By making use of this subset, both the correlations are now very strong and can be considered

significant, which makes it possible to continue with the paired samples test. This test is shown
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in Table 4.16, in which a comparison is given of the values obtained for PowerAPI and Jalen,

and shows the total difference between the original and alternative units. It is remarkable that

the total mean value for Jalen is higher than PowerAPI. In terms of power consumption, this

suggests that the alternative does not perform better in all cases during the initialization process.

This difference in mean values however could also be caused by the difference in sample size.

Table 4.16: Paired Samples Test for subset of State/Strategy
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Pair Tool Dataset Paired Differences

P1 PowerAPI Orig. - Alt. 74.28 157.086 22.44 3.310 48 .002

P2 Jalen Orig. - Alt. 98.52 136.455 20.809 4.734 42 .000

Through calculating the statistical differences of the values of both pairs, it allows for testing the

hypothesis described as in Section ??. In both paired samples P1 and P2, the successfully reveal a

statistically reliable difference between the means of the original and alternative implementations.

The mean values for both pairs of Jalen and PowerAPI show that the energy consumption is

decreased by making use of the non-pattern alternative. Therefore, the null hypothesis H0 was

rejected and therefore the alternative hypothesis H1 has to be accepted, since the original units

consume more energy in average than the alternative units.

Now that the correlations values have been compared, the subset will now be presented from a

different perspective through scatter plots, which are shown in Figure 4.5 and 4.6.
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Figure 4.5: Scatterplot of subset State/Strategy units, measured by PowerAPI.

In Figure 4.5, a significant change can be seen in the number of outliers for PowerAPI compared

to the original dataset, whereas the vertical trend has almost entirely disappeared. As already

concluded, most of the alternative units are more energy efficient than the original. However,

there are still a significant amount of units for which this does not hold.
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Figure 4.6: Scatterplot of subset State/Strategy units, measured by Jalen.

Figure 4.6 shows the differences in energy consumption for the subset of Jalen, for which the

vertical line has also disappeared. An interesting aspect of this scatter plot of the subset is that

there are only three units for which the alternative is not more energy efficient. Apart from

these three units, it holds that for all other units that the alternative is more energy efficient.

In comparison to the subset from PowerAPI, the subset from Jalen contains roughly the same

amount of outliers for this dataset.
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5. Discussion

In this section a discussion is presented for the previously obtained results and possible drawbacks

and challenges imposed. First, the results are discussed obtained by the tools and how they are

related. This section will then follow with a discussion on the results of the Template Method and

its alternative. Once discussed, this section continues with a discussion of the State/Strategy

design pattern and alternative. Once the design patterns are discussed, an overview will be

given of the expected and actual results, and finally the possible implications for practitioners

and researchers are presented.

5.1. Energy profiling tools

The analysis of the first research RQ1 required a comparison of the results obtained from different

tools that enable measurements of software written in Java. The tools have been measured by

the Java specific tools PowerAPI and Jalen, which are compared the results from pTop. By

making use of the results obtained from pTop, the results obtained from PowerAPI and Jalen

were successfully validated, due to a very strong to almost absolute correlation relationship

strength values. The correlation between pTop and PowerAPI show an almost absolute relation.

This means that both an older tool and much newer tool are both still valid energy profilers to

measure the energy consumption of software applications.

However, there still is a small difference between the results from Jalen compared to PowerAPI

and pTop. This is most likely caused due to the measurements being done on different levels

of granularity. As for Jalen, the measurements done do not include a number of initialization

steps for each design pattern. This makes it interesting that the relationship strength of the

correlation is still very strong. The strong relationship strength for Jalen is most likely caused

by a good distribution of resources used by both the initialization process and method calls.

By including this small validation of the tools to this research, it confirms that they are indeed

suitable tools to measure the energy consumption of software applications. This corresponds to

research done in related work about comparison and benchmarking of the tools, which are also

described in Section 3.3.4.

5.2. Template Method and Reversed Form Template Method

The analysis of the second research question RQ2 shows that the Reversed Form Template

Method alternative was more energy efficient than the Template Method original implementation

in general. However, there were a number of units for which this was not the case. This raises

another question about the cause for these alternative units to consume more energy than the
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original implementation. To answer this question, first the cause must be determined for why the

alternative consumes less energy. When looking at the structure of the alternative, it can be seen

as a more simplified structure of the Template Method. Assumed is that this simplified structure

causes for less function calls between the abstract class and the class that extends it. However,

due to the changes imposed by the alternative, the structure and location of the function from

the abstract class is changed by default, while ignoring other function calls inside that function.

By moving this function to the extended class, it may introduce an equal or greater amount of

function calls to its abstract class. This behavior is confirmed by manually checking the code

from the units that are below or intersect this dividing line.

Next to the aspects of the differences in energy consumption, there are also other factors that

play a role when using the alternative instead of the design pattern. The main problem with

using the alternative instead of the Template Method is that it removes a number of properties of

this design pattern. By replacing the design pattern with the alternative, certain structures can

no longer be enforced, code hooks can no longer be created and code duplication can no longer be

avoided. Mainly the last property of code duplication has an effect when creating applications.

Depending on the number of design pattern instances used in one application, the total file size

of the applications will increase due to the amount of code duplication. However, expected is

that the increase in file size should not pose a significant threat to energy consumption or overall

performance of the applications. To bring this into perspective, a comparison was done of the file

sizes of the original applications to the alternative versions for both JHotDraw and Joda Time.

This comparison shows that the alternatives for JHotDraw introduces an increase of 0.11% in

file size and for Joda Time this increase is 1% of the total file size.

5.3. State/Strategy and conditional statements

Just as with the Template Method, there are a number of units where the alternative is not more

energy efficient than the original. This is the case for both the total dataset and the subset in

which the outliers are removed. However, the causes for both design patterns are very different

and thus the results of both design patterns cannot be linked. The difference between the results

of PowerAPI and Jalen as shown in the scatterplots show that the initialization process may

negatively influence the energy consumption when using the alternative. Through manually

checking these units, additional situations were found in which the alternative instances behave

differently. These situations are cases that use inheritance to register former State/Strategies

as listeners. As the alternative implements the entire behavior of a State/Strategy in a certain

context, the context class itself increases in size. This increase in size may affect the energy

consumption negatively when registering and unregistering itself at the client class.

The problem with file sizes also exists with the alternative to the State/Strategy design pattern,

but not as directly as with the Template Method. In case there is only one context that uses

a State or Strategy, the file size may not increase at all. In contrary, when a State/Strategy

is implemented only once, it is likely that the file size decreases. The State/Strategy pattern

does not have an abstract class that contains generic implementations, which therefore has

to be implemented in each State/Strategy concrete class. It is therefore very likely that the
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State/Strategy contains duplicate code. This duplicate code only needs to be implemented once

for the alternative, and thus decreasing the total file size. However, the State/Strategy design

patterns are designed to be implemented in multiple contexts, which is more likely to be the

case. The more often the State/Strategy patterns are used in a context, the more likely it will

cause an increase in file size.

5.4. Expected and actual results

The expected results for this study were that the alternative implementations for the State/S-

trategy and Template Method design patterns were more energy efficient. This expectation was

also raised through the null hypothesis defined for both research question RQ2 and RQ3. The

null hypothesis represented the notion that the given treatment would have no effect, whereas

the alternative rejects this notion. This expectation was build upon the idea that the alternatives

could be seen as simplifications of the design patterns. By simplifying the design patterns, it

was expected to be very likely that the energy consumption of the applications would decrease.

In general, this was the case for both the patterns State/Strategy and Template Method when

looking are the average drop in energy consumption.

However, apart from the average decrease in energy consumption, the decrease in energy con-

sumption does not hold for all units created for both design patterns. Previous assessments show

that this decrease depends on both the combination of the method calls and the initialization of

the design pattern implementations. Additionally, there are some situations there the increase in

class size through usage of the alternative may cause for negative effect on energy consumption.

5.5. Implications to practitioners and researchers

There are a few implications with both the implementation of the alternatives and the measuring

tools. When implementing the alternatives into applications that already contain the design

patterns, a few aspects need te be kept in mind. The design pattern locations can be found by

going through the documentation of an application or using the design pattern detection tool.

However, a number of additional problems may suffice when selecting the instances. Due to

the properties of design patterns, the implementation of each design pattern may vary, it would

be advised to double check the selections of the design patterns. Additionally, the changing of

multiple design patterns into alternatives is very time consuming. For full scale adaption, an

automated process that converts the design pattern would be recommended.

In case of obtaining reliable measurements with the tools PowerAPI, Jalen and pTop, a number

of settings have to be setup before they work correctly. All tools have a settings file that it uses

to calculate the energy consumption of applications, which has to be adjusted according to the

system in use. As can be seen in Section 4, it is possible for Jalen not be able to calculate the

energy consumption of a certain method. Generally, this is caused by the tool not being able to

calculate the energy consumption of a small function. In some cases, being unable to measure a
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method is inevitable. In most cases however, this small flaw can be fixed by creating a wrapper

method that wraps a collection of function calls for one method that needs to be measured in

the application.

As for pTop, some changes to the source code of the tool are required to be able to extract the

energy consumption data. pTop is a tool that provides an interface with a list of currently running

processes and their energy consumption. While pTop is running, this list is being updated every

few seconds by reading the process data from the MySQL database. The adding and removing

of data to this database is also done by pTop. Therefore the database is emptied on startup,

while running and on shutdown by the pTop application itself, which makes it harder to obtain

the data it uses to create the list. To fix this problem, it would be advised to stop the clearing of

data in the database and alter the code to write the data into a file once the process is finished.
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6. Threats to Validity

In this section the construct validity, reliability, as well as internal and external validity for

this study are presented and discussed. All the threats will be separately discussed with a small

summary of the threat metric itself and an overview of threat imposed within this validity metric.

The threats to validity will be discussed relatively to the described order.

6.1. Construct validity

The construct validity reflects on how the subject of study and the research questions are con-

nected. Threats to the validity found for this study relate to the mono-operation bias, mono-

method bias, interaction of different treatments, and restricted generalizability across constructs.

The relation of these threats to this study is defined as follows:

Mono-Operation Bias When only one application or one design pattern is tested in a single

environment, it could impose threats to the validity. In this case, it would be possible that

the results may not show the full breadth of changes. This threat is countered in this study

by making use of two well-known applications and by using multiple design patterns.

Mono-Method Bias It is possible that certain measurements are obtained through one source,

which could render the results unreliable. This threat could be applied to the measurement

approach if it was obtained through one way or tool. In this study however, two levels of

measurements were investigated, which are the process and method levels. Additionally, a

third tool was used to validate the results obtained from both levels. The results of both

levels have been analyzed through comparison of their differences and similarities.

Interaction of Different Treatments A treatment or change in an application or design pat-

tern may not be the exactly the same for the next, which could impose a threat of different

treatments showing different results. By making use of a standardized plan to implement

each alternative for a design pattern, this study tries to minimize this risk.

Restricted Generalizability Across Constructs This is a threat that implies additional

negative consequences of the side effects of a certain change in an application. In this

study, these could be unforseen side-effects from usage of the alternatives. This threat is

minimized by analyzing the raw data through the relations of the data as correlations and

scatter plots.
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6.2. Reliability threats

The reliability is related to whether the case study is conducted and presented in a way that the

results can be replicated in similar situations. Threats to the reliability are coupled to differences

or changes in results. The changes that could occur in this study relate to researcher (or observer)

error, environmental changes, and participant changes. These differences and changes are defined

as follows:

Researcher (or observer) error Threats to researcher or observer error exists in all kinds of

situations, such as differences in the measurement process. This treat is negated through

automation and standardization of the measurements through scripts.

Environmental changes #1 While the measurements are being done, it is possible that there

are small environmental changes in the system, such as stopping or starting of processes in

an operating system. These changes within the environment may cause for interference in

the measurement results. It is possible that the java virtual machine (JVM) environment,

operating system or hardware cause interference for the measurements. This threat is

minimized in this study by making use of using a basic operating system and installing

only strictly required dependencies.

Environmental changes #2 It is possible that one process takes more or less time each time

it is activated, which is caused by delays in resource assignment or priority of the process.

This may cause for differences in the obtained results. This threat is addressed in this

study by running the applications multiple times and the methods inside the process are

called at least a thousand times or more.

Participant changes It is possible that the applications may be altered when the measure-

ments are done. The applications could change by fixing errors or other general changes

related to the alternative. In this study, this problem is fixed by compiling the applications

in a batch and by automatically running them through scripts on an isolated system.

6.3. Internal validity & external validity

Internal validity examines the causal relations of results, and the external validity deals with

possible threats when generalizing the findings derived from sample to the entire population.

Internal validity is not applicable for this study, as causal relations are not examined. The

relations that are addressed do not relate to control groups and experimentation groups that are

subject to internal changes. As for the external validity, there are a number of threats identified

for this study, which are the aptitude–treatment interaction and situation. These threats are

defined as follows:

Aptitude–treatment Interaction It is possible that a change of a design pattern in an appli-

cation is found effective for the design patterns within that application. However, this does

not have to be the case for design patterns in other applications, since the implementations
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of design patterns may vary. In this study, two applications with multiple instances of a

design pattern were used to counter this threat, which are Joda Time and JHotDraw.

Situation Threats to the situation describes the specifics of a study that potentially limit

generalizability. There are a number of threats to generalization for this study, which

are the programming language, applications, number of systems, type of system, and the

number of components measured. Since the tests were done with applications written

in the programming language Java, it is possible that it is not generalizable to other

programming languages. This limit must be taken into consideration when implementing

the alternatives. This study used one system for which only the energy consumption of the

CPU was measured. These factors may cause a threat to the generalizability and could

also be used for further research.
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7. Conclusion

In this section the conclusion is presented of this study. This conclusion provides a summary of

this study, in which an overview is given of the analysis steps and the obtained results. Finally,

an overview is provided for possible future work, related to the subject of this study.

7.1. Thesis Summary

This study is aimed at searching for more energy efficient solutions in terms of software, namely

in the field of design patterns. Therefore, three design patterns were selected for analysis on their

energy consumption compared to their alternatives. The design patterns selected for this study

are State, Strategy and the Template Method. Since the State and Strategy design patterns are

structurally equivalent, the alternative is expected to be applicable for both design patterns. The

alternatives selected for the design patterns are conditional statements for State/Strategy and a

Reversed Template Method as alternative for the Template Method. Therefore, three research

questions have been defined, which are:

RQ1 What tool or tools are appropriate for measuring the energy consumption of software

written in Java?

RQ2 What is the difference in terms of energy consumption, between a Template Method

pattern instance and its non-pattern alternative solution?

RQ3 What is the difference in terms of energy consumption, between a State/Strategy pattern

instance and its non-pattern alternative solution?

The analysis of this study is done by making use of existing applications as benchmarks, which

are Joda Time and JHotDraw. These applications have been selected due to their use in other

studies, popularity, and the number of design pattern instances they contain. The number of

design pattern instances need to be at least five or more and of either the type of State/Strategy

or the Template Method. To extract the number of design pattern instances, methods used and

location, a pattern detection tool was used to locate them. Once the design patterns were found,

they were manually verified and checked for applicability in this study. Once all the instances

were identified, smaller applications could be created that run the application with a certain

method. This allows for checking the energy consumption of both the design pattern instances

in the applications and the methods themselves. To measure the energy consumption, two tools

were selected, which are PowerAPI and Jalen. PowerAPI measures the energy consumption of

an application on process level and for Jalen the measurements are done on method level. The

verification of the results obtained from both PowerAPI and Jalen is done with a third tool

called pTop, which measures the energy consumption on process level. pTop is however an older

application than PowerAPI, and therefore selected for validation only. This verification process

is the first step into answering the first research question RQ1. Finally, the applications and
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tools were run on a system that was setup solely for obtaining measurements, with only the most

basic components installed to run the applications.

Once the applications and tools were set up, the measurements were done on the units of analysis,

which are the energy consumption of the methods. These units of analysis contain 14 different

instances for the Template Method and 8 instances of State/Strategy. The instances for both

design patterns contain a total of 95 methods for Template Method and 78 for State/Strategy.

The results from Jalen, PowerAPI and pTop for the units of analysis have been successfully

validated by making use of Spearman correlations. The correlation strength shows that there

is a very strong to absolute relation, which therefore shows that these tools are appropriate for

measuring the energy consumption of software written in Java, and therefore provides an answer

to the first research question RQ1. Once these results were positively validated, they could

be used to answer the research questions RQ2 and RQ3. The results obtained for the second

research question RQ2 show that the alternative is more energy efficient than the original. These

results show a decrease of energy consumption 17, 4% measured by PowerAPI and 24, 34% for

Jalen. For the third research questions RQ3, the alternative also proved to be more energy

efficient than the original design pattern. The initial results showed that a total decrease could

be obtained of 53, 68% measured by PowerAPI and 55, 51% for Jalen.

After analyzing the cause of this large difference, two different trends could be identified causing

the dataset to have outliers. These outliers were caused by fast methods that were run more than

a billion times. By removing these outliers, a second analysis was done with the remaining results

in a subset. This subset also shows that the alternative is more energy efficient than the original,

for which the results for PowerAPI and Jalen are now respectively 15, 35% and 31, 23%. Aside

from the advantages of the alternatives in terms of energy consumption, additional disadvantages

are introduced. As for the disadvantages for the alternative to the Template Method, these are

the duplication of code and removal of possibility to enforce a structure. The disadvantages for

using conditional statements is hard coupling of State/Strategy to a context and creating large

class files.

7.2. Recommendation for Future Work

This study allows for future work on this subject in numerous ways, such as implementing

energy efficient alternatives on a large scale, usage of other design patterns or improvements,

and analyzing changes in other design patterns.

As can be seen in the results section, the alternative can generally improve the energy consump-

tion of an application. However, this raises a question of how this improvement can be introduced

on a wider scale. There are multiple ways for which this problem can be handled, such as work-

shops for application developers to create more energy efficient software. Another way could be

by making a large information website where all information is gathered about energy efficient

software development. However, some energy efficient changes are recommended for better en-

ergy consumption, but could be considered as traditionally bad programming practices. As also

proposed in a study by Noureddine et al. [43], integration of these energy efficient changes could
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also be done through a compiler. By adding these changes to the compiler, the negative effects

for the developers of implementing energy efficient changes can be negated. Maybe one or a

combination of these solutions could provide a framework to boost the energy efficient software

development, which could be a subject for future work.

In this study, the differences of energy consumption for one alternative to the design patterns

State, Strategy and Template Method were analyzed. There are however more possibilities of

alternatives that could be researched. These alternatives could be existing alternative design

patterns or new improved versions of the existing ones. Additionally, the alternative for the

Template Method can be seen as changing the Template Method more into the shape of both

the State or Strategy patterns. A thought for future work could also be to find a hybrid version

of both the alternatives proposed in this study.

Finally, this study is limited to the design patterns State, Strategy and the Template Method.

However, there are still numerous other design patterns that can be taken into consideration as

subject for future work. Design patterns that can still be analyzed are the traditional design

patterns Mediator, Visitor, Chain, Command, Interpreter, Iterator, Abstract, Builder, Factory,

Prototype, Singleton, Adapter, Composite, Bridge, Flyweight and Proxy. Next to the traditional

design patterns, there are also other design patterns that could be taken into consideration, such

as design patterns for web applications or concurrency.
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A. Monitoring of Power Consumption

Hardware Monitoring Tools

A number of hardware tools exists that are described in detail by Diouri et al.[57]. In this article

a number of different categories are described for energy measurement with hardware, which are

Power Distribution Units (PDUs)(Eaton and Shleifenbauer), internal(PowerMon2, NI, DCM and

DC2M) and external(OmegaWatt and WattsUp) watt meters, energy counters(RAPL, NVML)

and supervision cards(IPMI and IBM PowerExecutive). For these power measuring tools, the

article gives an overview of how the power is measured, the location, the accuracy, and sample

rate of the tools. The results show that the internal watt meters provides a better visualization

of power fluctuations than the external watt meters. However, this accurate sample rate may not

always be necessary and could even become very expensive if used on a large scale(data centers).

Software Monitoring Tools

Table A.1: Energy Profilers for software

Tool References OS Granularity

PowerAPI [21–23, 58, 59] Linux Process level

pTop [58, 59, 61] Linux Process level

pTopW [59, 62] Windows Process level

Jalen [22, 23, 58, 60] Linux Method, Class, Package, Pro-

cess level

EnergyGuard [62] Windows Process level

PowerTop [58, 59] Linux Process level

JouleMeter [58, 59] Windows Process level

Energy Checker [58] Windows, Linux, So-

laris10, MacOSX

Process level

PowerScope [58, 63] Any Process, Procedure level
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B. Design Pattern Instances

In this appendix, all found design pattern of the Template Method and State/Strategy instances

are documented for the applications JHotDraw and JodaTime. Each design patterns is separated

into each category for each application. All instances are also divided for which are used in the

testing process and which are omitted.

B.1. JHotDraw instances

This subsection shows all instances that are found within JHotDraw. In table B.1 an overview is

given of the used instances for each of the design patterns Template Method and State/Strategy.

Table B.1: JHotDraw: Used design pattern instances

Instances of Design Pattern

Template Method

AbstractApplication AbstractLineDecoration

AbstractAttributedCompositeFigure AttributedFigure

AbstractDrawing ChangeConnectionHandle

AbstractFigure

State/Strategy

ApplicationModel Liner

Drawing Locator

Layouter Project

In table B.2 an overview is given of the omitted instances for each of the design patterns Template

Method and State/Strategy.
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Table B.2: JHotDraw: Omitted design pattern instances

Instances of Design Pattern

Template Method

AbstractHandle SaveBeforeAction

AlignAction Worker

RunnableWorker

State/Strategy

AbstractFigure Handle

Application IXMLBuilder

Arrangeable IXMLElement

CompositeFigure IXMLEntityResolver

ConnectionFigure IXMLReader

Connector IXMLValidator

Constrainer RunnableWorker

DOMFactory SaveBeforeAction

DOMInput SwingWorker

DOMOutput TextHolder

DrawingEditor Tool

DrawingView Worker

Figure

B.2. JodaTime Instances

This subsection shows all instances that are found within Joda Time. In table B.3 an overview is

given of the used instances for each of the design patterns Template Method and State/Strategy.

Table B.3: Joda Time: Used design pattern instances

Instances of Design Pattern

Template Method

AbstractPartial BaseSingleFieldPeriod

AbstractPartialFieldProperty DateTimeZone

AbstractReadableInstantFieldProperty DurationField

BaseDateTimeField

State/Strategy

DurationField

In table B.4 an overview is given of the omitted instances for Joda Time for each of the design

patterns Template Method and State/Strategy.
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Table B.4: Joda Time: Omitted design pattern instances

Instances of Design Pattern

Template Method

AssembledChronology DurationFieldType

BasicChronology ImpreciseDateTimeField

DateTimeFieldType

State/Strategy

BasicChronology DurationFieldType

Chronology ImpreciseDateTimeField

Converter InternalParser

DateTimeField InternalPrinter

DateTimeFieldType PeriodFormatterBuilder

DateTimeParser PeriodParser

DateTimePrinter PeriodPrinter

DateTimeUtils ReadablePeriod

DateTimeZone
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C. Design Pattern Implementations

In this appendix all found design pattern implementations are documented. In case of the

Template Method, only the implementations are shown, since by design this is the main focus of

the pattern. For the State/Strategy pattern however, both the implementation and the context is

given. The implementations (and contexts) are divided for each design pattern and application,

and listed separately to show which are used and which are omitted.

C.1. JHotDraw implementations

This subsection contains all the used an omitted implementations of the Template Method and

State/Strategy patterns within JHotDraw. In table C.1 an overview is given of all the used

implementations in JHotDraw of the Template Method.

Table C.1: JHotDraw: Used implementations of Template Method

Template Method

AbstractApplication

Implementations

DefaultAppletApplication DefaultMDIApplication

DefaultOSXApplication DefaultSDIApplication

AbstractAttributedCompositeFigure

Implementations

SVGPath

AbstractDrawing

Implementations

DefaultDrawing QuadTreeDrawing

AbstractFigure

Implementations

BezierFigure DiamondFigure

EllipseFigure GraphicalCompositeFigure

GroupFigure RectangleFigure

RoundRectangleFigure SVGImage

TaskFigure TextAreaFigure

TextFigure TriangleFigure

AbstractLineDecoration

Implementations

ArrowTip GeneralPathTip
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AttributedFigure

Implementations

BezierFigure DiamondFigure

EllipseFigure RectangleFigure

RoundRectangleFigure TextAreaFigure

TextFigure TriangleFigure

SVGImage

ChangeConnectionHandle

Implementations

ChangeConnectionEndHandle ChangeConnectionStartHandle

In table C.2 an overview is given of all the used implementations and contexts in JHotDraw of

the State/Strategy.

Table C.2: JHotDraw: Used implementations of State/Strategy

State/Strategy

ApplicationModel

Implementations

DefaultApplicationModel DrawApplicationModel

NetApplicationModel PertApplicationModel

SVGApplicationModel

Contexts

AbstractApplication

DefaultAppletApplication DefaultMDIApplication

DefaultOSXApplication DefaultSDIApplication

Drawing

Implementations

DefaultDrawing SVGDrawing

QuadTreeDrawing

Contexts

DefaultDrawingView

Layouter

Implementations

HorizontalLayouter LocatorLayouter

VerticalLayouter

Contexts

LabeledLineConnectionFigure

Liner

Implementations
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ElbowLiner SlantedLiner

Contexts

LineConnectionFigure

Locator IAC

Implementations

BezierPointLocator RelativeLocator

RelativeDecoratorLocator

Contexts

LocatorConnector

Locator IC

Implementations

BezierLabelLocator FontSizeLocator

Contexts

LocatorConnector

Project

Implementations

DrawProject NetProject

PertProject SVGProject

Contexts

DefaultMDIApplication

In table C.3 an overview is given of all the omitted implementations in JHotDraw of the Template

Method.

Table C.3: JHotDraw: Omitted implementations of Template Method

Template Method

AbstractAttributedCompositeFigure

Implementations

AbstractAttributedCompositeFigure

AbstractDrawing

Implementations

AbstractDrawing

AbstractFigure

Implementations

CompositeTransformEdit SetBoundsEdit
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In table C.4 an overview is given of all the omitted implementations and contexts in JHotDraw

of the State/Strategy.

Table C.4: JHotDraw: Omitted implementations of State/Strategy

State/Strategy

Drawing

Implementations

AbstractDrawing

Contexts

DrawingPanel NetPanel

PertPanel SVGPanel

DrawProject NetProject

PertProject SVGProject

AbstractFigure

Layouter

Implementations

AbstractLayouter

Contexts

AbstractCompositeFigure

Locator

Implementations

AbstractLocator

Contexts

LocatorHandle

Project

Implementations

AbstractProject

Contexts

FocusAction DefaultAppletApplication

DefaultSDIApplication DefaultOSXApplication

ExportAction ExitAction

LoadAction LoadRecentAction

OSXDropOnDockAction OpenAction

OpenRecentAction SaveAction

SaveBeforeAction
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C.2. Joda Time implementations

Just as the previous subsection, the used an omitted implementations of the Template Method

and State/Strategy patterns are presented, but now for Joda Time. In table C.5 an overview is

given of all the used implementations in Joda Time of the Template Method.

Table C.5: Joda Time: Used implementations of Template Method

Template Method

AbstractPartial

Implementations

LocalDate LocalDateTime

LocalTime MonthDay

YearMonth

AbstractPartialFieldProperty

Implementations

MonthDay.Property YearMonth.Property

AbstractReadableInstantFieldProperty

Implementations

DateTime.Property LocalDate.Property

LocalDateTime.Property LocalTime.Property

MutableDateTime.Property

BaseDateTimeField

Implementations

GJChronology.ImpreciseCutoverField

GJChronology.CutoverField

GJDayOfWeekDateTimeField

BaseSingleFieldPeriod

Implementations

Days Hours

Minutes Months

Seconds Weeks

Years

DateTimeZone

Implementations

CachedDateTimeZone FixedDateTimeZone

DurationField

Implementations

DecoratedDurationField PreciseDurationField

MillisDurationField ScaledDurationField

76



In table C.6 an overview is given of all the used implementations and contexts in Joda Time of

the State/Strategy.

Table C.6: Joda Time: Used implementations of State/Strategy

State/Strategy

DurationField

Implementations

DecoratedDurationField PreciseDurationField

MillisDurationField ScaledDurationField

Contexts

UnsupportedDateTimeField

In table C.7 an overview is given of all the omitted implementations in Joda Time of the Template

Method.

Table C.7: Joda Time: Omitted implementations of Template Method

Template Method

AbstractPartial

Implementations

BaseLocal BasePartial

TimeOfDay YearMonthDay

Partial

AbstractPartialFieldProperty

Implementations

Partial.Property TimeOfDay.Property

YearMonthDay.Property

AbstractReadableInstantFieldProperty

Implementations

DateMidNight.Property

BaseDateTimeField

Implementations

DecoratedDateTimeField OffsetDateTimeField

DividedDateTimeField RemainderDateTimeField

ImpreciseDateTimeField PreciseDurationDateTimeField

PreciseDateTimeField

BaseSingleFieldPeriod

Implementations

Single
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DateTimeZone

Implementations

DSTZone FixedDateTimeZone

MockDateTimeZone MockZone

PrecalculatedZone UTCDateTimeZone

DurationField

Implementations

BaseDurationField DelegatedDurationField

UnsupportedDurationField

In table C.4 an overview is given of all the omitted implementations and contexts in Joda Time

of the State/Strategy.

Table C.8: Joda Time: Omitted implementations of State/Strategy

State/Strategy

DurationField

Implementations

UnsupportedDurationField DelegatedDurationField

Contexts

AssembledChronology
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D. Design Pattern Functions

In this appendix, an overview is given of all the functions that have been identified for the

Template Method and State/Strategy patterns. These functions are identified for both JHotDraw

and Joda Time and divided into each subsection and divided into parts for each design pattern.

D.1. JHotDraw functions

This subsection gives an overview of all the identified functions of JHotDraw. In table D.1 all

used functions of the Template Method within JHotDraw are shown, which are mapped to a

specific ID to enable linking them to the results.

Table D.1: JHotDraw: Used functions for Template Method

Template ID

AbstractApplication

- createProject():Project MT1

AbstractDrawing

- remove(Figure):void MT2

AbstractFigure

- transform(AffineTransform):void MT3

- draw(Graphics2D):void MT4

- getDrawBounds():Rectangle2D.Double MT5

AbstractHandle

- getBounds():Rectangle MT6

- updateBounds():void MT7

AbstractLineDecoration

- getDecorationRadius(Figure):double MT8

- getTransformedDecoratorPath(Figure, MT9

Point2D.Double, Point2D.Double):GeneralPath

AttributedFigure

- drawFigure(Graphics2D):void MT10

ChangeConnectionHandle

- getSource():Connector MT11−T12

- trackStart(Point, int):void MT11

- trackStep(Point, Point, int):void MT12

- findConnectionTarget(Point2D.Double, Drawing):Connector MT12−13

- trackEnd(Point, Point, int):void MT13

- draw(Graphics2D):void MT14

- basicGetBounds():Rectangle MT14−T15
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In table D.2 all used functions of the State/Strategy pattern within JHotDraw are given, which

are mapped to a specific ID to enable linking them to the results.

Table D.2: JHotDraw: Used functions for State/Strategy

State/Strategy ID

ApplicationModel

- getName():String MS1

- getVersion():String MS2

- getCopyright():String MS3

- createProject():Project MS4

- initProject(Application, Project):void MS5

- initApplication(Application):void MS6

- createToolBars(Application, Project):List<JToolBar> MS7

- createMenus(Application, Project):List<JMenu> MS8

Drawing

- clear():void MS9

- add(Figure):void MS10

- addAll(Collection<Figure>):void MS11

- remove(Figure):void MS12

- removeAll(Collection<Figure>):void MS13

- basicRemove(Figure):void MS14

- basicRemoveAll(Collection<Figure>):void MS15

- basicAdd(int index, Figure):void MS16

- basicAddAll(Collection<Figure>):void MS17

- findFigures(Rectangle2D.Double):Collection<Figure> MS18

- findFiguresWithin(Rectangle2D.Double):Collection<Figure> MS19

- getFigures():Collection<Figure> MS20

- getFigureCount():int MS21

- findFigure(Point2D.Double):Figure MS22

- findFigureExcept(Point2D.Double, Figure):Figure MS23

- findFigureExcept(Point2D.Double, Collection<Figure>):Figure MS24

- contains(Figure):boolean MS25

- getFiguresFrontToBack():List<Figure> MS26

- findFigureInside(Point2D.Double):Figure MS27

- sendToBack(Figure):void MS28

- bringToFront(Figure):void MS29

- sort(Collection<Figure>):Collection<Figure> MS30

- getFontRenderContext():FontRenderContext MS31

- setFontRenderContext(FontRenderContext frc):void MS32

- getLock():Object MS33

Layouter

- calculateLayout(CompositeFigure, Point2D.Double, MS34
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Point2D.Double):Rectangle2D.Double

- layout(CompositeFigure, Point2D.Double, MS35

Point2D.Double):Rectangle2D.Double

Liner

- lineout(ConnectionFigure):void MS36

- createHandles(BezierPath):Collection<Handle> MS37

- clone():Liner MS38

Locator IAC

- locate(Figure):Point2D.Double MS39

- locate(Figure, Figure):Point2D.Double MS39

Locator IC

- locate(Figure):Point2D.Double MS40

- locate(Figure, Figure):Point2D.Double MS40

Project

- getApplication():Application MS41

- setApplication(Application):void MS42

- getComponent():JComponent MS43

- isEnabled():boolean MS44

- setEnabled(boolean):void MS45

- clear():void MS46

- getOpenChooser():JFileChooser MS47

- getSaveChooser():JFileChooser MS48

- hasUnsavedChanges():boolean MS49

- markChangesAsSaved():void MS50

- init():void MS51

- dispose():void MS52

- getAction(String):Action MS53

- putAction(String, Action):void MS54

- addPropertyChangeListener(PropertyChangeListener):void MS55

- removePropertyChangeListener(PropertyChangeListener):void MS56

- setMultipleOpenId(int):void MS57

- getMultipleOpenId():int MS58

- isShowing():boolean MS59

- setShowing(boolean):void MS60

In table D.3 all omitted functions are shown of the State/Strategy pattern within JHotDraw.

Since they are omitted from this research, they do not need to be linked. There are no omitted

functions for the Template Method, because all were suitable for testing.

Table D.3: JHotDraw: Omitted functions for State/Strategy
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State/Strategy

ApplicationModel

- putAction(String, Action):void

- getAction(String):Action

Drawing

- draw(Graphics2D):void

- addDrawingListener(DrawingListener):void

- removeDrawingListener(DrawingListener):void

- addUndoableEditListener(UndoableEditListener):void

- removeUndoableEditListener(UndoableEditListener):void

- fireUndoableEditHappened(UndoableEdit):void

Project

- getFile():File

- setFile(File):void

- write(File):void

- read(File):void

- execute(Runnable):void

D.2. Joda Time functions

This subsection gives an overview of all the identified functions of Joda Time. In table D.4 all

used functions of the Template Method within Joda Time are shown, which are mapped to a

specific ID to enable linking them to the results.

Table D.4: Joda Time: Used functions for Template Method

Template ID

AbstractPartial

- getFieldType(int):DateTimeFieldType MT16−19

- getField(int):DateTimeField MT20−21

AbstractPartialFieldProperty

- getFieldType():DateTimeFieldType MT22

- getName():String MT23

- getAsString():String MT24

- getAsText(Locale):String MT25

- getAsShortText(Locale):String MT26

- getDurationField():DurationField MT27

- getRangeDurationField():DurationField MT28

- getMinimumValueOverall():int MT29

- getMinimumValue():int MT30
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- getMaximumValueOverall():int MT31

- getMaximumValue():int MT32

- getMaximumTextLength(Locale):int MT33

- getMaximumShortTextLength(Locale):int MT34

- compareTo(ReadableInstant):int MT35

- compareTo(ReadablePartial):int MT36

- equals(Object):boolean MT37

- hashCode():int MT38

AbstractReadableInstantFieldProperty

- getFieldType():DateTimeFieldType MT39

- getName():String MT40

- get():int MT41

- getAsText(Locale):String MT42

- getAsShortText(Locale):String MT43

- getDifference(ReadableInstant):int MT44

- getDifferenceAsLong(ReadableInstant):long MT45

- getDurationField():DurationField MT46

- getRangeDurationField():DurationField MT47

- isLeap():boolean MT48

- getLeapAmount():int MT49

- getLeapDurationField():DurationField MT50

- getMinimumValueOverall():int MT51

- getMinimumValue():int MT52

- getMaximumValueOverall():int MT53

- getMaximumValue():int MT54

- getMaximumTextLength(Locale):int MT55

- getMaximumShortTextLength(Locale):int MT56

- remainder():long MT57

- toInterval():Interval MT58

BaseDateTimeField

- getAsText(long, Locale):String MT59

- getAsShortText(long, Locale):String MT60

- add(long, int):long MT61

- add(long, long):long MT62

- add(ReadablePartial, int, int[], int):int[] MT63

- addWrapPartial(ReadablePartial, int, int[], int):int[] MT64

- addWrapField(long, int):long MT65

- getDifference(long, long):int MT66

- getDifferenceAsLong(long, long):long MT67

- set(long, String, Locale):long MT68

- getMinimumValue(long):int MT69

- getMinimumValue(ReadablePartial):int MT70

- getMaximumValue(long):int MT71

- getMaximumValue(ReadablePartial):int MT72
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- getMaximumTextLength(Locale):int MT73

- roundCeiling(long):long MT74

- roundHalfFloor(long):long MT75

- roundHalfCeiling(long):long MT76

- roundHalfEven(long):long MT77

- remainder(long):long MT78

BaseSingleFieldPeriod

- getFieldType(int):DurationFieldType MT79

- get(DurationFieldType):int MT80

- isSupported(DurationFieldType):boolean MT81

- equals(Object):boolean MT82

- hashCode():int MT83

DateTimeZone

- getShortName(long, Locale):String MT84

- getName(long, Locale):String MT85

- getOffset(ReadableInstant):int MT86

- isStandardOffset(long):boolean MT87

- getOffsetFromLocal(long):int MT88

- convertUTCToLocal(long):long MT89

- convertLocalToUTC(long, boolean, long):long MT90

- convertLocalToUTC(long, boolean):long MT91

- isLocalDateTimeGap(LocalDateTime):boolean MT92

- adjustOffset(long, boolean):long MT93

DurationField

- subtract(long, int):long MT94

- subtract(long, long):long MT95

In table D.5 all used functions of the State/Strategy pattern within Joda Time are given, which

are mapped to a specific ID to enable linking them to the results.

Table D.5: Joda Time: Used functions for State/Strategy

State/Strategy ID

DurationField

- getType():DurationFieldType MS61

- getName():String MS62

- isSupported():boolean MS63

- isPrecise():boolean MS64

- getUnitMillis():long MS65

- getValue(long):int MS66

- getValueAsLong(long):long MS67
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- getValue(long, long):int MS68

- getValueAsLong(long, long):long MS69

- getMillis(int):long MS70

- getMillis(long):long MS71

- getMillis(int, long):long MS72

- getMillis(long, long):long MS73

- add(long, int):long MS74

- add(long, long):long MS75

- getDifference(long, long):int MS76

- getDifferenceAsLong(long, long):long MS77

- toString():String MS78

In table D.6 all omitted functions are shown of the State/Strategy pattern within Joda Time.

Since they are omitted from this research, they do not need to be linked. Just as with JHotdraw,

for Joda Time there are no omitted functions for the Template Method, because all were suitable

for testing.

Table D.6: Joda Time: Omitted functions for State/Strategy

State/Strategy

DateTimeZone

- validateProvider(Provider):Provider
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