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1 Introduction

In this thesis we consider the problem of solving numerically large systems of linear equations of
the form

𝐴𝑥 = 𝑏, (1)

where 𝐴 ∈ R𝑛×𝑛 is an invertible sparse matrix, meaning by sparse that the number of nonzero
entries of 𝐴 is of the order of 𝑛, 𝑥 ∈ R𝑛 is the unknown solution vector, and 𝑏 ∈ R𝑛 is the
right-hand-side vector satisfying the property 𝐴𝑥 = 𝑏.

One problem with solving Eqn. (1) is that 𝐴−1 in general is not a sparse matrix. This
means that computing 𝐴−1 may not be affordable, especially in terms of memory, when 𝑛 is
large. Alternatively, we could factorize 𝐴 by Gaussian-Elimination. However, this may cost
2
3𝑛

3 flops. Iterative methods may solve the memory- and computational bottlenecks of direct
methods. An iterative method generates a sequence of approximations (𝑥𝑛)𝑛∈N that under
certain assumptions converge in the limit to the solution 𝑥. In Chapter 2 we give a brief
introduction to iterative methods for linear systems. We consider the so called class of Krylov
subspace methods. We introduce two of the most popular iterative algorithms, namely the
GMRES and the FGMRES methods, for which we give convergence bounds.

It is known that iterative methods lack the typical robustness of direct methods. For
solving realistic applications, they need to be accelerated by a technique called preconditioning.
Instead of solving the original problem, we may solve an equivalent problem of the form:

𝐴𝑃−1(𝑃𝑥) = 𝑏, (2)

where the matrix 𝑃 is called preconditioner. With a suitable choice of 𝑃 , system (2) is more
amenable to the iterative solution. The choice of the preconditioner is problem-dependent.
However, if 𝐴𝑃−1 is well-conditioned and has a good cluster of eigenvalues far away from
the origin, then system (2) may be much easier to solve than system 1. In this thesis, we
look into the simple yet effective class of ILU preconditioners. We consider in particular a
multilevel Schur-complement based variant of ILU called Algebraic Recursive Multilevel Solver
(ARMS) [Saad and Suchomel, 2002] in Chapters 3. We present the main lines of development of
ARMS. We show how to exploit any block structure of the matrix in the design of the ARMS
preconditioner. In order to explain this, we need to dig a little deeper into the memory hierarchy
of modern computer architectures in Chapter 4. With this background, we describe a variable-
block variant of ARMS, called VBARMS. We propose some new blocking strategies for the Schur
complement in the VBARMS method in Chapter 5. Finally we illustrate some experiments with
our modified version of VBARMS in Chapter 6 to show the potential of our blocking strategies.
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2 Krylov Subspace Methods

Direct methods for linear systems are not feasible for solving large problems. The conventional
Gaussian-Elimination or LU-Factorization algorithm has 𝒪(𝑛3) flops and 𝒪(𝑛2) memory cost.
If 𝐴 has an upper bandwidth 𝑝 and a lower bandwith 𝑞, this cost can be reduced to 𝒪(𝑛𝑝𝑞)
flops and 𝒪(𝑛(𝑝 + 𝑞)) memory. In the general sparse case, further optimization is possible, see
e.g. [Quarteroni et al., 2010, page 102]. However, the memory requirement may be daunting
when 𝑛 is large.

Iterative methods may solve the memory and computational bottlenecks of direct methods.
In this thesis we focus in particular on the class of Krylov subspace methods, which produce
iterates within Krylov subspaces of increasing dimension, according to the definition below.

Definition 2.1 (Krylov Subspace). The Krylov subspace of order 𝑘 generated by a matrix 𝐴 ∈
R𝑛×𝑛 and a vector 𝑏 ∈ R𝑛 is defined as

𝒦𝑘(𝐴, 𝑏) = span{𝑏, 𝐴𝑏,𝐴2𝑏, . . . , 𝐴𝑘−1𝑏} (3)

Krylov subspaces of increasing orders are nested: 𝒦𝑘(𝐴, 𝑏) ⊂ 𝒦𝑘+1(𝐴, 𝑏) ⊂ R𝑛. This implies
that the dimension of the Krylov subspace is non-decreasing and it is at most 𝑛.

Definition 2.2 (Krylov subspace method). A Krylov subspace method is an algorithm that given
a matrix 𝐴 ∈ R𝑛×𝑛 and a vector 𝑏 ∈ R𝑛, produces a sequence (𝑥𝑘)𝑘∈N, such that 𝑥𝑘 ∈ 𝒦𝑘(𝐴, 𝑏)
for all 𝑘 ∈ N.

2.1 The most basic Krylov method: the Richardson iterative scheme

The most basic Krylov subspace method for solving 𝐴𝑥 = 𝑏 is the Richardson method. Setting
𝑥0 = 0 and 𝑟0 = 𝑏−𝐴𝑥0, the method is defined for some 𝛼 ∈ R as follows

Algorithm 1 Richardson iteration

for 𝑖 = 1, 2, . . . do
𝑥𝑘+1 ← 𝑥𝑘 + 𝛼𝑟𝑘
𝑟𝑘+1 ← 𝑟𝑘 − 𝛼𝐴𝑟𝑘

end for

Theorem 2.1. The Richardson method is a Krylov subspace method

Proof. We need to prove that 𝑥𝑘 ∈ 𝒦𝑘(𝐴, 𝑏). We prove this by induction. First observe that

𝑥0 ∈ 𝒦0(𝐴, 𝑏) = {0}, (4)

𝑥1 ∈ 𝒦1(𝐴, 𝑏) = span{𝑏}. (5)

Next assume that 𝑖 ≥ 1 and 𝑥𝑖 ∈ 𝒦𝑖(𝐴, 𝑏) up to some number 𝑘. Then for 𝑘 + 1 it follows that

𝑥𝑘+1 = 𝑥𝑘 + 𝛼𝑟𝑘 = 𝑥𝑘 + 𝛼𝑏− 𝛼𝐴𝑥𝑘. (6)

By the induction hypothesis 𝑥𝑘, 𝑏 ∈ 𝒦𝑘+1(𝐴, 𝑏) (and any linear combination of them). It remains
to show that 𝐴𝑥𝑘 ∈ 𝒦𝑘+1(𝐴, 𝑏). Since 𝑥𝑘 ∈ 𝒦𝑘(𝐴, 𝑏) there exists coefficients 𝜇𝑖 such that

𝑥𝑘 =

𝑘∑︁
𝑖=0

𝜇𝑖𝐴
𝑖𝑏 (7)
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and hence, by the linearity of 𝐴, it directly follows that

𝐴𝑥𝑘 =

𝑘+1∑︁
𝑖=1

𝜇𝑖−1𝐴
𝑖𝑏 ∈ 𝒦𝑘+1(𝐴, 𝑏). (8)

Thus, since 𝑥𝑘, 𝑏, 𝐴𝑥𝑘 ∈ 𝒦𝑘+1(𝐴, 𝑏), then 𝑥𝑘+1 ∈ 𝒦𝑘+1(𝐴, 𝑏). We conclude that the Richardson
method is a Krylov subspace method.

The speed of convergence of the Richardson method is highly dependent on the choice of 𝛼
and on the condition number of the matrix 𝐴. In fact, in many practical situations it will most
likely not converge at all! More precisely (see [Quarteroni et al., 2010, page 142]), it may only
converge when 𝐴 is not indefinite. If 𝐴 is SPD, the most optimal rate of converge one can achieve
is:

𝜌𝑜𝑝𝑡 =
𝐾2(𝐴)− 1

𝐾2(𝐴) + 1
, (9)

where 𝐾2(𝐴) = ‖𝐴‖2‖𝐴−1‖2 is the condition number of 𝐴 with respect to the 2-norm. From this
result we may immediately conclude that, if 𝐴 is ill-conditioned, then the Richardson method
may not be the best way to proceed.

2.2 Building a basis for the Krylov subspace: the Arnoldi Method

The Arnoldi method [Arnoldi, 1951] allows us to generate an orthonormal basis for 𝐾𝑚(𝐴, 𝑏).
Such a basis can be used to produce better iterates compared to the Richardson method, by
imposing some optimality conditions. Here we consider only the minimal-residual approach.
However, several other projection strategies exist (see [Dongarra et al., 1998, page 157]).

The basic idea of the method is that, given an orthonormal basis {𝑣1, 𝑣2, . . . , 𝑣𝑖} for 𝒦𝑖(𝐴, 𝑏),
any vector 𝑣 ∈ 𝐴𝒦𝑖(𝐴, 𝑏) can be written as a linear combination of the basis-vectors, plus
something that is not in 𝒦𝑖(𝐴, 𝑏). This additional part is orthonormalized (using Gram-Schmidt
process) with respect to the existing basis for 𝒦𝑖(𝐴, 𝑏), which yields an orthonormal basis for
𝒦𝑖+1(𝐴, 𝑏).

Algorithm 2 uses the so called Modified-Gram-Schmidt procedure to orthonormalize 𝑤𝑘

with respect to the existing basis. However, others exist, for example by using Householder-
reflections [Saad, 2000, Section 6.5.2]. It should be noted that the vanilla Gram-Schmidt has
stability issues (see [Quarteroni et al., 2010, subsection 3.4.3].)
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The Arnoldi method is defined as follows:

Algorithm 2 Arnoldi algorithm

𝑣1 ← 𝑏
‖𝑏‖2

for 𝑘 = 1, 2, . . . ,𝑚− 1 do
𝑤𝑘 ← 𝐴𝑣𝑘
for 𝑖 = 1, 2, . . . , 𝑘 do

ℎ𝑖𝑘 ← 𝑣*𝑖 𝑤𝑘

𝑤𝑘 ← 𝑤𝑘 − ℎ𝑖𝑘𝑣𝑖
end for
ℎ𝑘+1,𝑘 ← ‖𝑤𝑘‖2
𝑣𝑘+1 ← 𝑤𝑘

‖𝑤𝑘‖2

end for

If at some point 𝑤𝑘 = 0, then a breakdown occurs and the algorithm fails to complete. However,
it turns out that, if this happens, then 𝑏 ∈ 𝐴𝒦𝑘(𝐴, 𝑏) and the iterative solution stops (see 2.4 of
this chapter.)

Theorem 2.2. The vectors 𝑣1, 𝑣2, . . . , 𝑣𝑚 produced by the Arnoldi algorithm form a basis for
𝒦𝑚(𝐴, 𝑏).

Proof. First observe that due to the Gram-Schmidt-procedure, the Arnoldi algorithm produces
an orthonormal sequence. Next, we prove by induction that this sequence spans 𝒦𝑘+1(𝐴, 𝑏). For
𝑘 = 1, the result follows trivially from

𝑣1 =
𝑏

‖𝑏‖
∈ 𝒦1(𝐴, 𝑏) = span{𝑏}. (10)

Next, assume that the result holds up to some natural number 𝑘. Then

span{𝑣1, 𝑣2, . . . , 𝑣𝑘} = 𝒦𝑘(𝐴, 𝑏) ⊂ 𝒦𝑘+1(𝐴, 𝑏). (11)

Furthermore, 𝐴𝑣𝑘 ∈ 𝒦𝑘+1(𝐴, 𝑏) and thus it follows that 𝑤𝑘 and 𝑣𝑘+1 ∈ 𝒦𝑘+1(𝐴, 𝑏). Now, since
𝒦𝑘+1(𝐴, 𝑏) = span{𝑏, 𝐴𝑏, . . . , 𝐴𝑘𝑏}, it follows that 𝒦𝑘+1(𝐴, 𝑏) has dimension at most 𝑘 + 1. As
𝑣1, 𝑣2, . . . , 𝑣𝑘+1 are 𝑘 + 1 linear independent vectors of 𝒦𝑘+1(𝐴, 𝑏), they span the space. By
induction, we conclude that vectors 𝑣1, 𝑣2, . . . , 𝑣𝑚 produced by the Arnoldi algorithm form a
basis for 𝒦𝑚(𝐴, 𝑏).

Theorem 2.3. The Arnoldi algorithm runs for 𝑘− 1 steps until a breakdown occurs in step 𝑘 if
and only if 𝒦𝑘(𝐴, 𝑏) is the space with the smallest index 𝑘 such that 𝒦𝑘(𝐴, 𝑏) = 𝒦𝑘+1(𝐴, 𝑏)

Proof. Suppose that the Arnoldi algorithm successfully runs for 𝑘 − 1 steps until a breakdown
occurs in step 𝑘. Then, 𝑤𝑘 = 0. In order to show that 𝒦𝑘(𝐴, 𝑏) = 𝒦𝑘+1(𝐴, 𝑏), it suffices to show
that 𝑥 ∈ 𝒦𝑘+1(𝐴, 𝑏) ⇒ 𝑥 ∈ 𝒦𝑘(𝐴, 𝑏). Observe that for 𝑥 ∈ 𝒦𝑘+1(𝐴, 𝑏), there exist coefficients

𝛼0, 𝛼1, . . . 𝛼𝑘 such that 𝑥 =
∑︀𝑘

𝑖=0 𝛼𝑖𝐴
𝑖𝑏. The first 𝑘 terms in this sum trivially belong to

𝒦𝑘(𝐴, 𝑏). Hence, we are only required to show that 𝐴𝑘𝑏 ∈ 𝒦𝑘(𝐴, 𝑏).

As 𝑣𝑘 ∈ 𝒦𝑘(𝐴, 𝑏), there exists coefficients 𝛼0, 𝛼1, . . . 𝛼𝑘−1 such that:

𝑣𝑘 =

𝑘−1∑︁
𝑖=0

𝛼𝑖𝐴
𝑖𝑏. (12)
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Notice that 𝛼𝑘−1 cannot be zero. By contradiction, assume 𝛼𝑘−1 = 0. Then 𝑣𝑘 ∈ 𝒦𝑘−1(𝐴, 𝑏)
and both {𝑣1, 𝑣2, . . . , 𝑣𝑘} and {𝑣1, 𝑣2, . . . , 𝑣𝑘−1} form a basis for 𝒦𝑘−1(𝐴, 𝑏). This contradicts the
dimension theorem. Hence 𝛼𝑘−1 ̸= 0. Thus we can write:

𝐴𝑘−1𝑏 =
1

𝛼𝑘−1

(︃
𝑣𝑘 −

𝑘−2∑︁
𝑖=0

𝛼𝑖𝐴
𝑖𝑏

)︃
. (13)

Finally, by multiplying both sides of of equation (13) with 𝐴, and observing that all the terms
in the right-hand-side belong to 𝒦𝑘(𝐴, 𝑏), we conclude that 𝐴𝑘𝑏 ∈ 𝒦𝑘(𝐴, 𝑏). This implies that
the Krylov spaces are equal. To see that the index 𝑘 is minimal, notice that 𝑘 − 1 runs of the
Arnoldi algorithm produced basis vectors 𝑣1, 𝑣2, . . . , 𝑣𝑘 and thus 𝑘 strictly nested Krylov spaces.
Therefore, 𝑘 is of minimal index.

Conversely, assume 𝒦𝑘(𝐴, 𝑏) = 𝒦𝑘+1(𝐴, 𝑏) with 𝑘 of minimal index. Then

𝒦1(𝐴, 𝑏) $ 𝒦2(𝐴, 𝑏) $ · · · $ 𝒦𝑘(𝐴, 𝑏) = 𝒦𝑘+1(𝐴, 𝑏), (14)

because the spaces are strictly nested, it follows that Arnoldi must run for at least 𝑘 − 1 steps,
because when it completes, the produced vectors form a basis and when it breaks down the
spaces are equal.

Theorem 2.4 (Happy-breakdown theorem). Let 𝐴 ∈ R𝑛×𝑛 be an invertible matrix and 𝑏 ∈ R
𝑏 ∈ 𝐴𝒦𝑘(𝐴, 𝑏) if and only if 𝒦𝑘(𝐴, 𝑏) = 𝒦𝑘+1(𝐴, 𝑏).

Proof. We’ll distinguish two cases: 𝑏 = 0 and 𝑏 ̸= 0. The case 𝑏 = 0 trivially satisfies this
property as ∀𝐾 ∈ N,𝒦𝑘(𝐴, 𝑏) = {0}. Suppose 𝑏 ̸= 0.

(⇒) By definition 𝒦𝑘(𝐴, 𝑏) ⊂ 𝒦𝑘+1(𝐴, 𝑏). If we are able to show that 𝐴𝑘𝑏 ∈ 𝒦𝑘(𝐴, 𝑏),
then also 𝒦𝑘+1(𝐴, 𝑏) ⊂ 𝒦𝑘(𝐴, 𝑏) and hence they must be equal. Assume 𝑏 ̸= 0 and suppose
𝑏 ∈ 𝐴𝒦𝑘(𝐴, 𝑏). Then there exists coefficients 𝛼1, 𝛼2, . . . , 𝛼𝑘 such that

𝑏 =

𝑘∑︁
𝑖=1

𝛼𝑖𝐴
𝑖𝑏. (15)

Next, we trim the sequence of trailing zeros. Let 𝑙 ≤ 𝑘 be the smallest natural number such that

𝑏 =

𝑙∑︁
𝑖=1

𝛼𝑖𝐴
𝑖𝑏. (16)

Then by some reordering and multiplying this expression from the left by 𝐴𝑘−𝑙, we obtain:

𝐴𝑘𝑏 =
1

𝛼𝑙

(︃
𝐴𝑘−𝑙𝑏−

𝑙−1∑︁
𝑖=1

𝛼𝑖𝐴
𝑘−𝑙+𝑖𝑏

)︃
, (17)

since each of the terms in the right-hand-side belong to 𝒦𝑘(𝐴, 𝑏), so must 𝐴𝑘𝑏.

(⇐) Conversely, suppose 𝒦𝑘(𝐴, 𝑏) = 𝒦𝑘+1(𝐴, 𝑏), then there exist coefficients 𝛼0, 𝛼1, . . . , 𝛼𝑘−1

such that

𝐴𝑘𝑏 =

𝑘−1∑︁
𝑖=0

𝛼𝑖𝐴
𝑖𝑏. (18)
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Next we trim the sequence of leading zeros. Let 𝑙 ≤ 𝑘 be the largest natural number such that

𝐴𝑘𝑏 =

𝑘−1∑︁
𝑖=𝑙

𝛼𝑖𝐴
𝑖𝑏. (19)

Then by some reordering and multiplying from the left with 𝐴−𝑙, we obtain

𝑏 =
1

𝛼𝑙

(︃
𝐴𝑘−𝑙𝑏−

𝑘−1∑︁
𝑖=𝑙+1

𝛼𝑖𝐴
𝑖−𝑙𝑏

)︃
. (20)

Since each of the terms in the right-hand-side belongs to 𝐴𝒦𝑘(𝐴, 𝑏), so does 𝑏.

Theorem 2.5. Let 𝑣1, . . . , 𝑣𝑚 be an Arnoldi basis for 𝒦𝑚(𝐴, 𝑏). And let 𝑉𝑚 ∈ R𝑛×𝑚 be
the matrix whose columns are 𝑣𝑖 and �̂�𝑚 ∈ R𝑚+1×𝑚 be the matrix whose entries are the
corresponding ℎ𝑖𝑘 generated by the algorithm, then

𝐴𝑉𝑚 = 𝑉𝑚+1�̂�𝑚. (21)

Proof. From the algorithm, it directly follows that

𝐴𝑣𝑘 =

𝑘+1∑︁
𝑖=0

ℎ𝑖𝑘𝑣𝑖 (22)

⇐⇒𝐴𝑣𝑘 = 𝑉 ℎ𝑘 (23)

⇐⇒𝐴𝑉 𝑒𝑘 = 𝑉 𝐻𝑒𝑘. (24)

Since the left hand-side and right hand side are equal for all standard-basis-vectors 𝑒1, 𝑒2, . . . , 𝑒𝑚
the corresponding matrices must be identical.

2.3 The Generalized Minimum Residual Method (GMRES) for
nonsymmetric systems

Armed with a basis for the Krylov space, we preferably would like to find the solution 𝑥𝑘 that
minimizes the euclidean error with respect to exact solution 𝑥. This approach however is not
possible in practice since the solution 𝑥 is unknown.

We may however try to minimize the residual, which is a computable quantity, and find
𝑥𝑘 ∈ 𝒦𝑘(𝐴, 𝑏) such that

‖𝑟𝑘‖2 = ‖𝑏−𝐴𝑥𝑘‖2 = min{‖𝑏−𝐴𝑣‖2 : 𝑣 ∈ 𝒦𝑘(𝐴, 𝑏)}. (25)

We may easily retrieve the minimal residual solution by exploiting the Krylov basis as follows

min
𝑣∈𝒦𝑘(𝐴,𝑏)

‖𝑏−𝐴𝑣‖2 = min
𝑦∈R𝑘

‖𝑏−𝐴𝑉𝑘𝑦‖2 (26)

= min
𝑦∈R𝑘

‖𝑏− 𝑉𝑘+1�̂�𝑘𝑦‖2 (27)

= min
𝑦∈R𝑘

‖𝑉𝑘+1(‖𝑏‖2𝑒1 − �̂�𝑘𝑦)‖2 (28)

= min
𝑦∈R𝑘

‖‖𝑟0‖𝑒1 − �̂�𝑘𝑦‖2. (29)
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This idea leads to the GMRES [Saad and Schultz, 1986] method. The minimal residual solution
is the least square solution of equation (29). The actual iterate may be obtained by computing
𝑥𝑘 = 𝑉𝑘𝑦𝑘 where 𝑦𝑘 is the least squares solution to 𝐻𝑘𝑦 = ‖𝑏‖2𝑒1.

The solution does not need to be explicitly formed to get the norm of the residual (in
exact arithmetic). Since 𝐻𝑘 is upper Hessenberg, the QR decomposition of 𝐻𝑘 can be obtained
by applying 𝑘 Givens-rotations. A Givens-Rotation 𝐺(𝑖, 𝑘, 𝜑) is defined by

𝐺(𝑖, 𝑘, 𝜑)𝑒𝑗 :=

⎧⎪⎨⎪⎩
cos(𝜑)𝑒𝑗 + sin(𝜑)𝑒𝑗 if 𝑗 = 𝑖

cos(𝜑)𝑒𝑗 − sin(𝜑)𝑒𝑗 if 𝑗 = 𝑘

𝑒𝑗 otherwise

(30)

Each rotation changes two rows. Since each step of the Arnoldi method produces a new column
ℎ𝑘, these rotations are saved and reused in order to update the 𝑄𝑅-factorization in the next
step (see [Saad, 2000, subsection 6.5.3] for more details.) Using the the QR decomposition, we
obtain:

min
𝑦∈R𝑘

‖‖𝑟0‖𝑒0 − �̂�𝑘𝑦‖2 = min
𝑧∈R𝑘

‖𝑄(‖𝑟0‖𝑓𝑘 − �̂�𝑘𝑦)‖2 = min
𝑧∈R𝑘

‖𝑟0𝑓𝑘 − �̂�𝑘𝑦‖2 (31)

where 𝑓𝑘 ∈ R𝑘+1 and �̂�𝑘 ∈ R𝑘+1×𝑘 is an upper triangular matrix padded with a row of zeros.
Since �̂�𝑘 last row contains only zeros, the norm of the residual must be equal to

‖𝑟𝑘‖2 = |𝑒*𝑘+1𝑓𝑘|. (32)

Using the relative residual, we may stop the algorithm when iterate 𝑥𝑘 satisfies

‖𝑏−𝐴𝑥𝑘‖
‖𝑏‖

≤ 𝜖, (33)

where 𝜖 is a fixed tolerance. The relative residual and relative error are related in the following
way [Quarteroni et al., 2010, subsection 4.6.2]

‖𝑥− 𝑥𝑘‖
‖𝑥‖

≤ 𝐾(𝐴)
‖𝑏−𝐴𝑥𝑘‖
‖𝑏‖

≤ 𝐾(𝐴)𝜖. (34)

Unfortunately, the computational effort of GMRES increases every step. More precisely, 𝑚≪ 𝑛
iterations of GMRES on a 𝑛×𝑛 matrix involve a memory cost of 𝒪(𝑚𝑛) and 𝒪(𝑛𝑚2) operations
for the orthonormalization step. A partial solution to this problem is to restart the algorithm
at step 𝑘. Instead of solving 𝐴𝑥 = 𝑏, we solve 𝐴𝑥 = 𝑟𝑘 and we sum the solution of the first run
to the second one to compute a better estimate. This is called restarted GMRES [Saad, 2000,
subsection 6.5.6]. Restarting reduces both computational and memory cost and may also reduce
the accumulation of round-off errors. There is a drawback, regular GMRES can be regarded
a direct method, hence convergence (in exact arithmetic) is guaranteed in 𝑛 steps. The same
does not hold for Restarted GMRES. The restart parameter must be chosen with care, otherwise
convergence may slow down severely or stagnate.

2.4 Convergence bounds

Theorem 2.6 (GMRES Breakdown theorem). Let 𝐴 ∈ R𝑛×𝑛 be an invertible matrix and 𝑏 ∈ R𝑛.
A breakdown (ℎ𝑘,𝑘+1 = 0) will occur at step 𝑘 if and only if the obtained solution 𝑥𝑘 is exact.
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Algorithm 3 Restarted GMRES algorithm

𝑦1 ← 0
for 𝑖 = 1, 2, . . . do

Run 𝑘 steps of GMRES trying to solving 𝐴𝑥 = 𝑏−𝐴𝑦𝑖 and obtain �̃�
𝑥𝑖+1 ← 𝑥𝑖 + �̃�
𝑦𝑖+1 ← 𝑦𝑖 −𝐴𝑥𝑘

end for

Proof. From the Arnoldi basis we have that for 𝑖 < 𝑘

𝐴𝑉𝑖 = 𝑉𝑖+1�̂�𝑖 = 𝑉𝑖𝐻𝑖 + ℎ𝑖,𝑖+1𝑣𝑖+1𝑒
*
𝑖 . (35)

Due to the breakdown, 𝑣𝑘+1 does not exist. However, as 𝑣𝑖+1 is the normalized form of the
quantity 𝑤𝑖 = ℎ𝑖,𝑖+1𝑣𝑖+1, the final term in equation (35) should be 0 in the 𝑘-th step. Thus we
may write:

𝐴𝑉𝑘 = 𝑉𝑘𝐻𝑘. (36)

Next, since 𝑉𝑘 is injective and 𝐴 is invertible, it follows that their product is injective as well

ker(𝐻𝑘) ⊂ ker(𝑉𝑘𝐻𝑘) = {0}. (37)

By virtue of the rank-nullity theorem, it follows that 𝐻𝑘 must be invertible. Hence

min
𝑥∈R𝑘

‖𝑏−𝐴𝑉𝑘𝑥‖2 = min
𝑦∈R𝑘

‖‖𝑟0‖𝑒1 −𝐻𝑘𝑦‖2 = 0. (38)

Thus, the computed solution will be exact.

Conversely, assume 𝑥𝑘 is exact. Then 𝑏 ∈ 𝐴𝒦𝑘(𝐴, 𝑏). This can only be the case if and
only if 𝒦𝑘(𝐴, 𝑏) = 𝒦𝑘+1(𝐴, 𝑏) (by Theorem 2.4). From Theorem 2.3, we may then conclude that
this must coincide with a breakdown.

Theorem 2.7. Let 𝐴 ∈ R𝑛×𝑛 be an invertible matrix and 𝑏 ∈ R𝑛. Then the residual at step 𝑘
satisfies

‖𝑟𝑘‖ ≤ min
𝑝∈P0,1

𝑘

‖𝑝(𝐴)‖‖𝑏‖, (39)

where 𝑟𝑘 is the residual at step 𝑘, 𝑉 is the eigenvector matrix of 𝐴 and P0,1
𝑘 is the set of all

polynomials of degree 𝑘 or less such that 𝑝 ∈ P0,1
𝑘 ⇒ 𝑝(0) = 1.

Proof. First notice that for any 𝑥 ∈ 𝒦𝑘(𝐴, 𝑏), there exist coefficients 𝑎0, 𝑎1, . . . 𝑎𝑛 such that

𝑥 =
∑︀𝑘−1

𝑖=0 𝑎𝑖𝐴
𝑖𝑏. Thus 𝑥 can be written as a polynomial of degree 𝑘− 1 (or less) evaluated in 𝐴

times 𝑏.

‖𝑟𝑘‖ = min
𝑥∈𝒦𝑘(𝐴,𝑏)

‖𝑏−𝐴𝑥‖ (40)

= min
𝑝∈P𝑘−1

‖(1−𝐴𝑝(𝐴))𝑏‖ (41)

= min
𝑝∈P0,1

𝑘

‖𝑝(𝐴)𝑏‖ ≤ min
𝑝∈P0,1

𝑘

‖𝑝(𝐴)‖‖𝑏‖. (42)
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Corollary 2.1. If 𝐴 is diagonalizable, then

‖𝑟𝑘‖ ≤ 𝐾(𝑉 ) min
𝑝∈P0,1

𝑘

max
𝜆∈𝜎(𝐴)

|𝑝(𝜆)|‖𝑏‖. (43)

When the matrix 𝐴 is normal, its eigenvectors are orthogonal, and hence 𝐾(𝑉 ) = 1. In fact
it turns out that the error bound is sharp [Liesen and Tichỳ, 2004] and thus the convergence
behavior of GMRES is completely determined by the spectrum of 𝐴.

However this definitely does not hold for the non-normal case. In fact
[Greenbaum and Strakos, 1996] showed that in-fact any non-increasing convergence curve
is possible for GMRES. This result is proved in the following theorem.

Theorem 2.8. Let 𝛼0 ≥ 𝛼1 ≥ . . . , 𝛼𝑛−1 > 𝛼𝑛 = 0 be a non-increasing sequence of values
terminated by a single zero and let {𝜆1, 𝜆2, . . . , 𝜆𝑛} a set of non-zero values. Then there exists
an invertible matrix 𝐴 ∈ R𝑛×𝑛 and a vector 𝑏 ∈ R𝑛 such that min𝑥∈𝒦(𝐴,𝑏) ‖𝑏 − 𝐴𝑥𝑘‖ = 𝛼𝑘 and
𝜎(𝐴) = {𝜆1, 𝜆2, . . . , 𝜆𝑛}.

Proof. The idea is to construct a matrix 𝐴 ∈ R𝑛×𝑛 and a vector 𝑏 ∈ R𝑛 such that 𝐴𝒦𝑖(𝐴, 𝑏)
admits an orthonormal basis of our choice. By constructing 𝑏 as a linear combination of the
basis vectors, we can determine beforehand the most optimal 𝐴𝑥𝑖, and thus control the residual.

First we set 𝑏 to:

𝑏 =

𝑛∑︁
𝑘=1

√︁
𝛼2
𝑘−1 − 𝛼2

𝑘𝑒𝑘. (44)

Next, we define

𝜒(𝜆) =

𝑛∏︁
𝑘=1

𝜆− 𝜆𝑘, (45)

𝑝(𝜆) = 𝜆𝑛 − 𝜒(𝜆) =
∑︁

𝑐𝑘𝜆
𝑘. (46)

Now, as {𝑏, 𝑒1, 𝑒2, . . . 𝑒𝑛−1} form a basis of R𝑛 (since 𝑏𝑛 ̸= 0), we may completely define 𝐴 by its
behavior on that particular basis

𝐴𝑏 = 𝑒1 (47)

𝐴𝑒𝑖 = 𝑒𝑖+1 for 𝑖 = 1, 2, . . . 𝑛− 2 (48)

𝐴𝑒𝑛−1 = 𝑐0𝑏+

𝑛−1∑︁
𝑖=1

𝑐𝑖𝑒𝑖 (49)

Notice that since 𝐴𝑖𝑏 = 𝐴𝑒𝑖−1 and 𝜒(𝐴)𝑏 = 𝑝(𝐴)𝑏− 𝐴𝑛𝑏 = 0, it follows that 𝑃 (𝐴)𝑒𝑖 = 0. Thus
𝜒(𝐴) = 0 and the roots of 𝜒(𝜆) determine the spectrum of 𝐴. Furthermore, we notice that
𝐴𝒦𝑖(𝐴, 𝑏) admits the canonical basis since

𝐴𝒦𝑖(𝐴, 𝑏) = span{𝐴𝑏,𝐴2𝑏, . . . 𝐴𝑖𝑏} = span{𝑒1, 𝑒2, . . . , 𝑒𝑖}. (50)

The best approximation of 𝑏 in 𝐴𝒦𝑖(𝐴, 𝑏) can be found by projecting 𝑏 onto the basis vectors
{𝑒1, 𝑒2, . . . , 𝑒𝑖}, which yields

𝐴𝑥𝑖 =

𝑖∑︁
𝑘=1

√︁
𝛼2
𝑘−1 − 𝛼2

𝑘𝑒𝑘 (51)
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and thus the residual must satisfy

‖𝑏−𝐴𝑥𝑖‖22 =

𝑛∑︁
𝑘=𝑖+1

𝛼2
𝑘 − 𝛼2

𝑘+1 = 𝛼2
𝑖 . (52)

Therefore, the GMRES procedure will produce solutions 𝑥𝑖 that will have a residual norm 𝛼𝑖,
regardless of the eigenvalues of 𝐴! Hence, when the matrix 𝐴 is strongly non-normal, the
convergence rate may be unpredictable.

11



3 Preconditioning

The GMRES method, introduced in the previous chapter, only works well when the matrix 𝐴
is nearly normal and its eigenvalues are well clustered far away from the origin.

In this case the degree of the minimax polynomial is small and we may expect fast convergence.
However, in the general case, convergence may be slow. The problem of slow convergence of
Krylov methods can be cured by using a preconditioner. Instead of solving 𝐴𝑥 = 𝑏, we can solve
one of the following equivalent preconditioned problems:

𝐴𝑃−1(𝑃𝑥) = 𝑏 (Right preconditioning) (53)

𝑃−1𝐴𝑥 = 𝑃−1𝑏 (Left preconditioning) (54)

Here 𝑃 is a matrix which is relatively easy to invert. Note that 𝑃−1 is never assembled in practice.

The purpose of 𝑃 is to improve the conditioning and the spectral distribution of the
matrix. The identity matrix satisfies those two requirements and hence 𝑃 is often taken as a
crude and easy-to-invert approximation of 𝐴. If 𝑃 is sufficiently close to 𝐴, then convergence
can be accelerated significantly.

3.1 The preconditioned GMRES algorithm

In order to add right preconditioning to the original GMRES algorithm, we precede every
application of 𝐴 with the preconditioning operation. Notice that in this case we do not solve
for 𝑥𝑘 but for 𝑃𝑥𝑘. The pseudo-code can be found in Algorithm 4. Note that 𝐻+ denotes the
Moore-Penrose pseudoinverse.

Algorithm 4 Right-Preconditioned GMRES algorithm

𝑣1 ← 𝑏/‖𝑏‖2
for 𝑘 = 1, 2, 3, . . . do

𝑧𝑘 ← 𝑃−1𝑣𝑘
𝑤𝑘 ← 𝐴𝑧𝑘
for 𝑖 = 1, 2, 3, . . . , 𝑘 do

ℎ𝑖𝑘 ← 𝑣*𝑖 𝑤𝑘

𝑤𝑘 ← 𝑤𝑘 − ℎ𝑖𝑘𝑣𝑖
end for
𝑣𝑘+1 ← 𝑤𝑘/‖𝑤𝑘‖2
𝑦𝑘 ← 𝐻+‖𝑏‖2𝑒1
𝑥𝑘 ← 𝑃−1𝑉𝑘𝑦𝑘

end for

It is also possible to precondition the GMRES routine from the left. In this case, the vector
𝑏 needs to be preconditioned as well, and every application of 𝐴 needs to be followed by the
preconditioning operation. In practice, the right-preconditioned version is used, because it does
not change the norm of the residual.

3.2 Variable preconditiong

Flexible GMRES[Saad, 1993] is a small modification of the GMRES-algorithm that allows the
use of a variable preconditioners at each iteration, at the cost of doubling the memory costs. To
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illustrate why such a construction may be useful, consider the situation where one has a two
discretizations of the same PDE, a coarse system with a relative small number of unknowns and
a the actual system that needs to be solved. One may solve the coarse system with GMRES
and use the interpolated result as a preconditioner.

The idea behind the FGMRES method is to define vectors 𝑧𝑖 = 𝑓𝑖(𝑣𝑖), where 𝑓𝑖 are
possibly non-linear functions. Next, let 𝑍𝑘 be the matrix whose columns are 𝑧1, 𝑧2, . . . , 𝑧𝑘.
Then, as long as there exists an invertible linear map 𝑃 such that 𝑍𝑘 = 𝑃−1𝑉𝑘, the algorithm
behaves up to step 𝑘 as if it were preconditioned with 𝑃 . However, since 𝑓𝑖 is non-linear and we
do not know 𝑃 , we need to save 𝑍𝑘. The actual algorithm is summarized below:

Algorithm 5 Right-Preconditioned FGMRES algorithm

𝑣1 ← 𝑏/‖𝑏‖2
for 𝑘 = 1, 2, 3, . . . do

𝑧𝑘 ← 𝑓𝑘(𝑣𝑘)
𝑤𝑘 ← 𝐴𝑧𝑘
for 𝑖 = 1, 2, 3, . . . , 𝑘 do

ℎ𝑖𝑘 ← 𝑣*𝑖 𝑤𝑘

𝑤𝑘 ← 𝑤𝑘 − ℎ𝑖𝑘𝑣𝑖
end for
𝑣𝑘+1 ← 𝑤𝑘/‖𝑤𝑘‖2
𝑦𝑘 ← 𝐻+‖𝑏‖2𝑒1
𝑥𝑘 ← 𝑍𝑘𝑦𝑘

end for

This flexible preconditioning scheme does not possess the happy-breakdown property of the
conventional GMRES method, though. A trivial example is to let 𝑓1(𝑥) = 0. However, we can
prove that if 𝑉 *

𝑘 𝐴𝑍𝑘 = 𝐻𝑘 is invertible, then we are lucky. Otherwise, we must restart and
retry.

Theorem 3.1. A breakdown occurs at step 𝑘 in the FGMRES algorithm and 𝐻𝑘 is non-singular
if and only if the computed solution 𝑥𝑘 will be exact.

Proof. Since 𝐴𝑍𝑘 = 𝑉𝑘𝐻𝑘 and 𝐻𝑘 is non-singular, it follows that

min
𝑥∈R𝑛

‖𝑏−𝐴𝑍𝑘𝑥‖2 = min
𝑧∈R𝑘

‖‖𝑟0‖𝑒1 −𝐻𝑘𝑧‖2 = 0. (55)

Thus the solution is exact. Conversely, let us first find the actual Krylov space where we are
iterating. Let 𝑢𝑘+1, 𝑢𝑘+2, . . . , 𝑢𝑛 be a basis for Im⊥ 𝑉𝑘 and 𝑤𝑘+1, 𝑤𝑘+2, . . . , 𝑤𝑛 a basis Im⊥ 𝑍𝑘.
Next, define the operator 𝑀 as

𝑀𝑣𝑖 = 𝑧𝑖 for 1 ≤ 𝑖 ≤ 𝑘 (56)

𝑀𝑢𝑖 = 𝑤𝑖 for 𝑘 + 1 ≤ 𝑖 ≤ 𝑛. (57)

Observe that both {𝑣1, 𝑣2, . . . , 𝑣𝑘, 𝑢𝑘+1, 𝑢𝑘+2, . . . , 𝑢𝑛} and {𝑤1, 𝑤2, . . . , 𝑤𝑘, 𝑤𝑘+1, 𝑤𝑘+2, . . . , 𝑤𝑛}
form a basis for R𝑛, thus 𝑀 must be invertible. Set 𝑃 = 𝑀−1 and observe that if 𝑥𝑘 is exact,
then 𝑏 ∈ 𝐴𝑃−1𝒦𝑘(𝐴𝑃−1, 𝑏). Thus, from Theorem 2.4 it follows that

𝑏 ∈ 𝐴𝑃−1𝒦𝑘(𝐴𝑃−1, 𝑏)⇒ 𝒦𝑘(𝐴𝑃−1, 𝑏) = 𝒦𝑘+1(𝐴𝑃−1, 𝑏). (58)

We conclude that the Gram-Schmidt process must break down, as 𝐴𝑃−1𝑣𝑘 is a linear combination
of the existing basis vectors.
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3.3 Incomplete LU factorization (ILU) preconditoning

The Incomplete LU-Factorization, or shortly ILU, computes the factorization of a nearby matrix
𝐴 close to 𝐴. If 𝐴 is sufficiently close to 𝐴, then 𝐴𝐴−1 is close to the identity matrix. Thus, we
may expect that a Krylov method will converge fast if 𝐴 is used as a preconditioner.

The Incomplete LU-Factorization preconditioner may be written as 𝑃 = �̃��̃� , where �̃�
and �̃� are the approximate 𝐿 and 𝑈 factors of 𝐴. One common way to compute them is by
dropping the small entries of 𝐿 and 𝑈 during the factorization according to some criterion. For
example, we may choose to drop an entry having magnitude smaller than some given threshold,
or by dropping any element outside the pattern of 𝐴.

The so-called 𝑖𝑘𝑗-variant of the Gaussian Elimination algorithm is generally used for sparse
matrices stored in the so-called compressed-sparse-row-format (See [Saad, 2000, page 297].) This
variant computes �̃� and �̃� row-wise. Given the pivotal row 𝑖, one needs to clear out all columns
up to 𝑖, probe for the column with the smallest index in this row, access the corresponding row
in 𝑈 , compute a multiplier and clear out the entry. We summarize the 𝑖𝑘𝑗-variant algebraically,
following the same construction as in [Quarteroni et al., 2010, page 82]. First notice that the
LU-factorization is equivalent to solving the following system of 𝑛2 equations

𝑎𝑖𝑗 =

min(𝑖,𝑗)∑︁
𝑘=1

𝑙𝑖𝑘𝑢𝑘𝑗 . (59)

The unknowns are the 𝑛2 + 𝑛 coefficients of the triangular matrices. We fix the diagonal entries
of 𝐿 to 1 to get rid of 𝑛 of the unknowns. Next, we compute the coefficients of 𝐿 and 𝑈 row-wise
in increasing order, if we assume that during the computation of 𝑙𝑖𝑗 , all elements 𝑙𝑖𝑘 : 𝑘 < 𝑗 and
𝑢𝑘𝑟 : 𝑘 < 𝑖 ∧ 𝑟 ≥ 𝑘 are available. Then, by reordering equation (59), we obtain

𝑙𝑖𝑘 =
1

𝑢𝑘𝑘

⎛⎝𝑎𝑖𝑘 −
𝑘−1∑︁
𝑗=1

𝑙𝑖𝑗𝑢𝑗𝑘

⎞⎠ for 𝑘 = 1, 2, 3, . . . 𝑖− 1 (60)

𝑢𝑖𝑘 = 𝑎𝑖𝑘 −
𝑖∑︁

𝑗=1

𝑙𝑖𝑗𝑢𝑗𝑘 for 𝑗 = 𝑖, 𝑖+ 1, 𝑖+ 2, . . . 𝑛. (61)

The equations above can be reformulated compactly as Algorithm 6. In order to preserve sparsity

Algorithm 6 LU-factorization ikj-variant

for 𝑖 = 1, 2, 3, . . . , 𝑛 do ◁ For each row
for 𝑘 = 1, 2, 3, . . . , 𝑖− 1 do ◁ Compute elements of L

𝑙𝑖𝑘 ← 𝑎𝑖𝑘/𝑢𝑘𝑘

for 𝑗 = 𝑘, 𝑘 + 1, 𝑘 + 2, . . . , 𝑛 do
𝑎𝑖𝑗 ← 𝑎𝑖𝑗 − 𝑙𝑖𝑘𝑢𝑘𝑗 ◁ Update Row

end for
end for
for 𝑘 = 𝑖, 𝑖+ 1, 𝑖+ 2, . . . , 𝑛 do ◁ Compute entries of U

𝑢𝑖𝑘 = 𝑎𝑖𝑘
end for

end for

in the preconditioner, some entries are dropped. Two common dropping strategies are
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� ILUK(k): Drop all the entries that are not in the pattern of 𝐴𝑘, by skipping the update
step 𝑎𝑖𝑗 ← 𝑎𝑖𝑗 − 𝑙𝑖𝑘𝑢𝑘𝑗 for those entries.

� ILUT(t): Drop all updates on entries which are currently zero and whose updates are less
than some threshold 𝜏 in magnitude (where 𝜏 is somehow derived from 𝑡).

The main advantage of the ILUK variant is that the pattern is determined in advance, reducing
redundant computations. The same does not hold for the ILUT variant, which require to
compute updates before dropping them, but has the advantage to drop only small entries.

Note that a dropped fill-in entry corresponds to an opposite perturbation of the same
entry in 𝐴. To see this, observe that omitting an update step is equivalent to updating a
perturbed system with �̃�𝑖𝑗 = 𝑎𝑖𝑗+ 𝑙𝑖𝑘𝑢𝑘𝑗 . This means that the obtained decomposition factorizes

exactly a perturbed problem �̃��̃� = 𝐴 + 𝛿𝐴, where the entries of 𝛿𝐴 are exactly the dropped
updates 𝛿𝑎𝑖𝑗 =

∑︀
𝑙𝑖𝑘𝑢𝑘𝑗 . Furthermore, assuming that all update steps are performed for the

non-zero entries of �̃� and �̃� , then the factorization is exact on the pattern of �̃�+ �̃� .

The advantage of the 𝑖𝑘𝑗-scheme is that at any stage of the factorization, only one row is being
modified. Due to the fact that the data is compressed row-wise (see also Subsection 4.4), we do
not know beforehand the elements and structure of a particular row. Using this scheme, we may
avoid linear-probes by unpacking the sparse row into a temporary dense one at an affordable
𝒪(𝑛) cost.

A disadvantage of sparse ILU in general is that pivoting may be challenging due to sparsity. For
this reason, some sparse codes do not implement pivoting at all.

3.4 The Algebraic Recursive Multilevel Solver (ARMS)

The ARMS preconditioner [Saad and Suchomel, 2002] can be considered a multilevel
generalization of the incomplete LU-factorization method. It is developed with the goal of offering
a better balance between memory consumption and reduction of the number of iterations. The
construction of ARMS typically consists of the following three steps:

1. Permute the original matrix 𝐴.

2. Form the Schur Complement 𝑆.

3. Construct the preconditioner for 𝑆.

Note that the preconditioner of 𝑆 may be another ARMS preconditioner, allowing us to reduce
the system further. (Hence the R in ARMS.) After ARMS has been constructed, it may be used
to solve the system iteratively.
The construction steps of ARMS can be summarized as follows:

1. Compute 𝑃𝑏 (Preprocess).

2. Given 𝑃𝐴𝑃 *(𝑃𝑥) = 𝑃𝑏, form the Schur complement system 𝑆𝑦 = 𝑐 (Descend).

3. Call the preconditioning-routine to solve the Schur complement system and obtain 𝑦
(Solve).

4. Use the solution 𝑦 of 𝑆𝑦 = 𝑐 to obtain the solution 𝑃�̃� of 𝑃𝐴𝑃 *(𝑃𝑥) = 𝑃𝑏 (Ascend).
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5. Compute �̃� (Postprocess).

The ARMS method is an implicit 2× 2 block factorization of the form[︂
𝐷 𝐹
𝐸 𝐶

]︂
=

[︂
𝐼

𝐸𝐷−1 𝐼

]︂
⏟  ⏞  

Descend

×
[︂
𝐼

𝑆

]︂
⏟  ⏞  
Solve

×
[︂
𝐷 𝐹

𝐼

]︂
⏟  ⏞  
Ascend

. (62)

The matrix 𝑆 = 𝐶−𝐸𝐷−1𝐹 is the Schur complement with respect to the block 𝐷. The inversion
of each factor corresponds to the operation indicated by the labels below the corresponding
matrix.

Permutation step. The construction of ARMS starts with a permutation step, to compute
independent sets of nodes that can be eliminated in parallel. The matrix 𝐴 is preliminarily
permuted symmetrically into the following form

𝑃𝐴𝑃 * =

[︂
𝐷 𝐹
𝐸 𝐶

]︂
, (63)

where 𝐷 is a block-diagonal matrix. This permutation is computed by using an independent set
algorithm. Using the adjacency graph of the matrix, it finds block independent sets of nodes
according to the definition below.

Definition 3.1 (Block Dependent Sets). Given a graph 𝒢(𝑉,𝐸), two sets of nodes 𝑈,𝑊 ⊂ 𝑉 are
called block dependent if there exists a pair 𝑢 ∈ 𝑈 and 𝑣 ∈𝑊 such that (𝑢, 𝑣) ∈ 𝐸 or (𝑣, 𝑢) ∈ 𝐸.

Definition 3.2 (Block Independent Sets). Given a graph 𝒢(𝑉,𝐸), two sets of nodes 𝑈,𝑊 ⊂ 𝑉
are called block independent if they are not block dependent.

Several methods have been proposed to search independent sets. A Breadth-First-Search on the
adjacency graph proved to be effective and extremely fast [Saad and Suchomel, 2002]. The idea
is to repeatedly add the nearest neighbors to the block-independent set, until a maximum size is
reached (see algorithm 7). The function 𝑁 : 𝒫(𝑉 ) ↦→ 𝒫(𝑉 ) in this algorithm denotes the nearest
neighbors of 𝐴, meaning that

𝑁(𝑈) := {𝑣 ∈ 𝑉 |∃𝑢 ∈ 𝑈 : (𝑢, 𝑣) ∨ (𝑣, 𝑢) ∈ 𝐸}. (64)

The idea is to fix a number 𝑛, which represents the minimum block-size, initially set 𝐶1 = ∅ and
𝑖 = 1, then perform the search.

Theorem 3.2. The 𝑆𝑖 produced are mutually block-independent, that is for any pair of vertices
𝑢 ∈ 𝑆𝑖, 𝑣 ∈ 𝑆𝑗 if (𝑢, 𝑣) ∈ 𝐸 or (𝑣, 𝑢) ∈ 𝐸, then 𝑖 = 𝑗.

Proof. By contradiction, assume that there exists a pair of vertices 𝑢 ∈ 𝑆𝑖 and 𝑣 ∈ 𝑆𝑗 , 𝑖 ̸= 𝑗,
such that (𝑢, 𝑣) ∈ 𝐸 or (𝑣, 𝑢) ∈ 𝐸. Then 𝑢 ∈ 𝑁(𝑆𝑗) and 𝑣 ∈ 𝑁(𝑆𝑖). Next, assume without loss
of generality that 𝑖 < 𝑗. Then

𝑣 ∈ 𝑁(𝑆𝑖) ⊂ 𝐶𝑖+1 ⊂ 𝐶𝑖+2 ⊂ ... ⊂ 𝐶𝑗 . (65)

Since by construction 𝑆𝑗 ∩𝐶𝑗 = ∅ it follows that 𝑣 ̸= 𝑆𝑗 , which contradicts the assumption that
𝑖 ̸= 𝑗. We conclude 𝑖 = 𝑗.

Once we obtain a collection of block-independent sets, we permute the matrix into the form
of (63). An example of such a permutation can be seen in Figure 1b. Notice that a factorization
of the individual blocks of 𝐷 can be done in parallel. Furthermore, the size and bandwidth of
these blocks is relatively small, resulting in moderate fill-in, good data-locality and fast solution.
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Algorithm 7 Breadth-first-search independent set algorithm

𝑖← 1
𝐶 ← ∅
while 𝑉 ∖ 𝐶𝑖 ̸= ∅ do

Select a random 𝑣 ∈ 𝑉 ∖ 𝐶𝑖

𝑆𝑖 ← {𝑣}
while #𝑁(𝑆𝑖) ∖ 𝐶𝑖 ̸= ∅ and #𝑆𝑖 ≤ 𝑛 do

𝑆𝑖 ← 𝑆𝑖 ∪ (𝑁(𝑆𝑖) ∖ 𝐶𝑖)
end while
𝐶𝑖+1 ← 𝐶𝑖 ∪ 𝑆𝑖 ∪𝑁(𝑆𝑖)
𝑖← 𝑖+ 1

end while
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(c) Fill-in after formation
of Schur complement.

Figure 1: Example of preconditioning setup of ARMS on the 1138BUS matrix. We can see the
block structure computed by the BFS algorithm, and the final partition indicated by the dotted
lines.

Schur complement step. The permutation step is followed by the assembly of the Schur
complement, which is essentially the result of a partial LU factorization. In order to obtain 𝑆,
the block partitioned matrix is factored in the following way:[︂

𝐷 𝐹
𝐸 𝐶

]︂
=

[︂
𝐿

𝐸𝑈−1 𝐼

]︂ [︂
𝑈 𝐿−1𝐹

𝑆

]︂
, (66)

where 𝑆 = 𝐶−𝐸𝑈−1𝐿−1𝐹 . The actual factorization used in ARMS is an incomplete one resulting
into an approximation 𝑆 ≈ 𝑆. An important implementation detail of this ILU factorization is
the dropping strategy used. In [Saad and Suchomel, 2002], the usual 𝑖𝑘𝑗-variant with a dropping
strategy based on the row-norm is suggested, as the row-norm can be efficiently computed for

compressed-sparse-row storage (see also Section 4). An element 𝑎
(𝑘)
𝑖𝑗 is dropped whenever

𝑎
(𝑘)
𝑖𝑗 ≤

𝜏𝑖𝑗
𝑐𝑖

𝑛∑︁
𝑗=0

|𝑎𝑖𝑗 | (67)
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(a) Mesh representation,
Each white triangle
represents a row of 𝐷,
gray triangles a row of 𝐶.
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(b) Matrix representation,
the dotted lines enclose
the respecitve partitions
𝐷,𝐹,𝐸,𝐶.

0 500 1000 1500

0

500

1000

1500

(c) Unpermuted matrix
representation.

Figure 2: Example of how the BFS-algorithm partitions a mesh of triangles, in both matrix
representation and geometric intrepretation. Two triangles are considered neighbors if they
share a common vertex.

where 𝑐𝑖 is the number of non-zeros in 𝑖-th row of 𝐴 and 𝜏𝑖𝑗 may be one of four tolerances

𝜏𝑖𝑗 =

⎧⎪⎪⎪⎨⎪⎪⎪⎩
𝜏𝐷 if 𝑖 < 𝑠 ∧ 𝑗 < 𝑠

𝜏𝐸 if 𝑖 ≥ 𝑠 ∧ 𝑗 < 𝑠

𝜏𝐹 if 𝑖 < 𝑠 ∧ 𝑗 ≥ 𝑠

𝜏𝐶 if 𝑖 ≥ 𝑠 ∧ 𝑗 ≥ 𝑠

. (68)

Precondioning application. An ARMS preconditioning application starts with
the preprocessing step of the right-hand-side, and is then followed by the descend step.
We compute

𝑐 = 𝑏2 − 𝐸𝐷−1𝑏1. (69)

This corresponds with the inversion of the matrix labeled descend in equation (62). Next, we
pass 𝑐 to an external routine and we obtain the solution 𝑦. This operation corresponds to the
inversion of the matrix labeled solve in equation (62). We set 𝑥2 = 𝑦, and then we compute

𝑥1 = 𝐷−1(𝑏1 − 𝐹𝑥2). (70)

The is called the ascend step and corresponds with the inversion of the final factor in
equation (62).
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4 The Von Neumann Model

Before moving to block preconditioners, we explain the interest to block computation from
a computer science perspective. We show a few simple examples to illustrate the potential
performance gain that can be obtained using cache-aware algorithms on modern computers. For
a complete discussion, the reader is referred to [Drepper, 2007].

4.1 Memory hiearchy. Cache-aware algorithms

In recent years, the performance gap between processor and memory has increased. This gap is
expected to grow in the future. On modern computers, better performance can be achieved by
optimizing the memory hierarchy. By introducing data locality and exploiting memory close to
the processor, it is possible to reduce latency considerably.

To give an idea of the possible gains, we use the freely available memtest86+ utility which
returns:

L1 Cache 32 KiB 109752 MB/Sec

L2 Cache 256 KiB 53976 MB/Sec

L3 Cache 3072 KiB 40649 MB/Sec

Memory 8071 MiB 10725 MB/Sec

The result indicates that reading from the cache is at least 10 times faster than reading from
the main memory. The gap can be even larger, because of a delay between the request for a
cache-line and the reply. We can demonstrate this by repeatedly accessing a contiguous block
of data, in both a predictable (linear) and an unpredictable (random) fashion. See Figure 3 and
4, respectively, for an explanation.

0 1 2 3 4 5 6 7

Figure 3: Linear walk.

0 1 2 3 4 5 6 7

Figure 4: Random walk.

By varying the size of the blocks, we may expect that small blocks which fit into the cache can
be traversed much faster than large blocks, which do not fit.

The results can be seen in Figure 5. When the access pattern is linear, the processor tries
to predict what data is used next. The performance is unchanged until the cache memory is
exhausted. The random walk is more severely affected because the algorithm repeatedly accesses
data that may not be stored in the cache. Therefore the CPU is forced to wait for the data to
arrive before performing any operation.

For this reason, predictable access patterns are better then non-predictable ones. If we
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Figure 5: List walk, cache bounderies are indicated by dotted vertical lines.

are able to subdivide the main problem into subproblems which fit into the cache, the
performance may increase tenfold.

4.2 An example: matrix-matrix multiplication

Data in the cache is stored in fixed-size chunks called cache-lines. We look at the effect of
cache-lines structures on the performance of the matrix multiplication algorithm.

Let 𝐴,𝐵 ∈ R𝑛×𝑛 and compute 𝐴𝐵. Assume that the result is initialized to 0, the most
straightforward way to implement this in C would be:

for(size_t row = 0; row != dim; ++row)

{

for(size_t col = 0; col != dim; ++col)

{

for(size_t idx = 0; idx != dim; ++idx)

result[row][col] += mat1[row][idx] * mat2[idx][col];

}

}

Naive matrix multiplication algorithm.

In this case mat1, mat2 and result are matrices stored in row-contiguous form. There are two
problems with this implementation

1. mat2 is processed by columns, but data are fetched in cache-lines. This results in
unnecessary memory latence, since the matrix is stored in row-contiguous format.

2. When dim is large, we will not be able to cache all the cache-lines associated with a
particular column and row. Since the individual entries of mat1 and mat2 are required 𝑛
times, this means we need to re-fetch the same data multiple times from the memory.

The first problem can be countered by interchanging the inner-product loop and the column
loop.

20



for(size_t row = 0; row != dim; ++row)

{

for(size_t idx = 0; idx != dim; ++idx)

{

for(size_t col = 0; col != dim; ++col)

result[row][col] += mat1[row][idx] * mat2[idx][col];

}

}

Matrix multiplication algorithm with loops interchanged.

This simple optimization results in a staggering performance boost. On a machine using 8 double
per cache-line, the performance is increased tenfold for 𝑛 = 2048. One might expect at most a
factor 8 here, but since more work is done per cache-line, the next line is already halfway loaded
when it is needed.

Naive 91.5 sec

Loops Interchanged 9.0 sec

The second problem can be solved by redefining the matrix-product block wise, by recursively
splitting the matrix until the blocks are so small that they easily fit the L1 cache[︂

𝐴11 𝐴12

𝐴21 𝐴22

]︂ [︂
𝐵11 𝐵12

𝐵21 𝐵22

]︂
=

[︂
𝐴11𝐵11 +𝐴12𝐵21 𝐴11𝐵12 +𝐴12𝐵22

𝐴21𝐵11 +𝐴22𝐵21 𝐴21𝐵12 +𝐴22𝐵22

]︂
. (71)

This ensures that no unnecessary fetches occur during the computation of the product between
these relatively small blocks. The amount of operations is of order 𝒪(𝑛3) compared to 𝒪(𝑛2)
memory accesses. The arithmetic dominates memory accesses, resulting in a very fast result.
Fortunately such an optimized implementation already exists in the form of an optimized BLAS-
library (Basic Linear Algebra Subprograms).

4.3 The Basic Linear Algebra Subprograms (BLAS)

BLAS stands for Basic Linear Algebra Subprograms. It defines an interface which allows the
programmer to agnostic about architecture specific details in doing basic numerical linear algebra
operation such as vector-vector, matrix-vector and matrix-matrix operations. These problems
are solved by the actual implementer of the library. Many optimized BLAS Implementations
exists such as Intel MKL, Atlas and OpenBlas.

BLAS defines three levels of optimizations, the higher the level the more optimized the
operation.

� Level 1 BLAS, includes basic dot-products, vector additions and norms.

� Level 2 BLAS, includes matrix-vector products and triangular solves.

� Level 3 BLAS, includes matrix-matrix products.

The first level mainly exploits specialized CPU instructions that might be available on a platform,
since all the data are used only once. On the second level, some data are reused and some
cache-optimizations can be made. Finally, on the third level the number operations dominate
asymptomatically the memory leading to a considerable performance gain. For example, Atlas
runs the same matrix-matrix-multiplication from the previous example in just 0.8 seconds. If
the programmer can rewrite his algorithm so that it uses higher level BLAS routines, and if the
matrices are large enough, we may expect a significant speed-up at minimal cost.
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4.4 Sparse storage formats. The Compressed Sparse Row (CSR)
format

When the matrix 𝐴 ∈ 𝑅𝑚×𝑛 is dense, its entries are usually stored in such a way that the position
of the entry can be inferred from its relative location to the first entry. For example:⎡⎣4 1 0

0 2 0
0 3 5

⎤⎦ −→ [︀
4 1 0 0 2 0 0 3 5

]︀
(72)

Given the number of columns, we can determine the location of an entry 𝑎𝑖𝑗 by computing
𝑖 · 𝑛 + 𝑗, or given a relative location 𝑝 we may compute: the row 𝑖 = ⌊𝑝/𝑛⌋ and column
𝑗 = 𝑝− 𝑛 · 𝑖. If the matrix is sparse, then this format may not be optimal in terms of memory,
because every element is stored regardless of its value. Furthermore, an algorithm can not easily
ignore all zero entries without some additional information.

In order to alleviate this problem, a sparse matrix may be stored in the compressed-
sparse-row data format. The compressed-sparse-row format stores all nonzero entries in a row
contiguous fashion. That is, the entries of each row are stored together with their column
offset {𝑐𝑜𝑙, 𝑣𝑎𝑙𝑢𝑒} in separate arrays for each row. Yet another array maps each row to its
corresponding row-array. Hence the storage cost is equal to

𝑛𝑛𝑧 · (𝑆𝑖+ 𝑆𝑑) + 𝑛 · 𝑆𝑝, (73)

where 𝑆𝑖 is the size of the index element, 𝑆𝑑 the size of the data element and 𝑆𝑝 the size of the
pointer.

Now if 𝐴 is invertible, then 𝑛𝑛𝑧 ≥ 𝑛 and thus the compressed sparse row format is more
memory efficient than storing each entry with its corresponding coordinate in one long vector.
Furthermore, the data are more local and looking up entries is considerably faster, since finding
an entry will cost an average of 𝑛𝑛𝑧/2𝑛 probes, or less if the entries are sorted. Sorting the
entries can help but this obviously depends on how often the sorted data can be used before we
insert or remove certain elements. For example, in the case of the ILU-factorization, in order to
clear out an entry in a row, one must probe for the entry, compute the multiplier and subtract a
row. Keeping the data sorted during all these operations may be more expensive than a single
linear probe.
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5 The Variable-Block ARMS Method (VBARMS)

Sparse Incomplete LU-factorization involves quite some random access. If the matrix exhibits
some block structure, one may try to exploit it by finding dense blocks in the matrix and
factorizing it blockwise. This factorization is known as Variable Block ILU, or shortly VBILU.
The matrix 𝐴 is first permuted blockwise, then factorized by block.

𝐴 =

⎡⎢⎢⎢⎣
𝐴11 𝐴12 · · · 𝐴1𝑘

𝐴21 𝐴22 · · · 𝐴2𝑘

...
...

. . .
...

𝐴𝑘1 𝐴𝑘2 · · · 𝐴𝑘𝑘

⎤⎥⎥⎥⎦ =

⎡⎢⎢⎢⎣
𝐼11
𝐿21 𝐼22
...

...
. . .

𝐿𝑘1 𝐿𝑘2 · · · 𝐼𝑘𝑘

⎤⎥⎥⎥⎦
⎡⎢⎢⎢⎣
𝑈11 𝑈12 · · · 𝑈1𝑘

𝑈22 · · · 𝑈2𝑘

. . .
...

𝑈𝑘𝑘

⎤⎥⎥⎥⎦ (74)

The factorization can be done in place.
A number of possible advantages of this approach come to mind:

1. The operations on the particular blocks have a better locality, as all the data fetched with
a particular cache line will be needed.

2. The drop-strategy for the VBILUT method is cheaper in the case of large blocks. One may
estimate the cost of ‖𝐴𝐵‖ in 𝒪((𝑛+𝑚)𝑘) flops, compared to 𝒪(𝑛𝑚𝑘) operations for the
product 𝐴𝐵.

3. Super-entries contain multiple entries, thus linear probes on these entries are faster.

VBARMS [Carpentieri et al., 2014] implements a block-wise version of ARMS and takes
advantage of this improved locality. While the basic concept should be clear from ARMS, we
must generalize some implementation details: The node rejection strategy in the permutation
step, the drop-tolerance during the actual factorization and we require a strategy for finding
independent super-sets.

5.1 Reordering

In VBARMS the permutation is a block permutation. Found by running the BFS algorithm,
using as input a quotient graph of the adjacency graph of 𝐴 (see also subsection 5.3). The
ARMS-BFS algorithm initially rejects all nodes satisfying

|𝑎𝑖𝑖| ≤ 𝜏

𝑛∑︁
𝑗=0

|𝑎𝑖𝑗 | (75)

for some fixed tolerance 𝜏 . A simple and fast way to generalize this is by rejecting the super-node
if at least one node in the block satisfies equation (75). This ensures that the nodes rejected
by VBARMS-BFS are a superset of those rejected by ARMS-BFS and will hopefully perform
similar.

5.2 Schur complement assembly

During the factorization of 𝐷 and assembly of 𝑆, we need to drop small super-entries. ARMS
rejects entries based on the average magnitude of the non-zeros in the row. However, we propose
to drop based on the root-mean-square. The thresholds 𝜏𝑖 are derived from a tolerance 𝜏 in the
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following way:

𝜏𝑖 =

⎯⎸⎸⎸⎷ 𝑛∑︁
𝑗=1

‖𝐴𝑖𝑗‖2𝐹
⧸︂ 𝑛∑︁

𝑗=0
𝐴𝑖𝑗 ̸=0

𝑛𝑖𝑛𝑗 . (76)

The right-hand-side of the equation above is simply the root-mean-square of the block-row. We

drop a fill-in value 𝐴
(𝑘)
𝑖𝑗 ∈ R𝑛𝑖×𝑛𝑗 whenever

‖𝐿𝑖𝑘‖𝐹 ‖𝑈𝑘𝑗‖𝐹 ≤ 𝜏𝑖
√
𝑛𝑖 · 𝑛𝑗 . (77)

The Frobenius norm is sub-multiplicative. An accepted element may still be smaller than the
threshold, therefore we must double-check. However, for the same reason, a dropped element
cannot have a norm higher than the threshold. In this case, the actual element does not
need to be assembled. With some luck the double-checking strategy may be cheaper. From
a quick experiment with the BCSSTK35 matrix, we got very small time-difference in favor of
our strategy.

5.3 Graph compression

Some sparse-matrices exhibit a (potentially hidden) block structure. By storing the matrix in
Variable-Block-Compressed-Sparse-Row, which works on a quotient graph of𝐴, each super-vertex
of this graph corresponds to a non-zero block of the matrix. These individual blocks are stored
in the usual dense format. The operations on these blocks can be performed using optimized
BLAS library to exploit cache, special CPU instructions and other features.

Definition 5.1 (Equivalence Class). Let 𝑉 be a set and let 𝑅 be an equivalence relation on 𝑉 .
The equivalence class of 𝑥 with respect to 𝑅 is defined as

[𝑥]𝑅 := {𝑣 ∈ 𝑉 : (𝑥, 𝑣) ∈ 𝑅}. (78)

Definition 5.2 (Quotient Set). Let 𝑉 be a set and 𝑅 an equivalence relation. The quotient set
𝑉/𝑅 ⊂ 𝒫(𝑉 ) is defined as

𝑉/𝑅 := {[𝑥]𝑅 : 𝑥 ∈ 𝑉 }. (79)

Definition 5.3 (Quotient Graph). Let 𝐺 = (𝑉,𝐸) be a graph and let 𝑅 be a binary relation.
Then the quotient graph is defined as 𝐺/𝑅 := (𝑉/𝑅,𝐸𝑅), where the edge set 𝐸𝑅 is given by

𝐸𝑅 = {([𝑢]𝑅, [𝑣]𝑅) : (𝑢, 𝑣) ∈ 𝐸}. (80)

Note that the a super-edge ([𝑢]𝑅, [𝑣]𝑅) ∈ 𝐸𝑅, may still correspond to a sparse block, as only
a single edge is required. The data-values corresponding to the super-edge are stored densely,
any missing entries are added as fill-in. Finding a suitable block-relation is an important, albeit
not an easy task, when different block sizes are involved, grouping by hand is tedious. Saad
proposed an hash based algorithm for finding such blocks [Saad, 2003]. We describe the idea
behind this algorithm concisely.

Given a matrix 𝐴, we work on the binary adjacency matrix of 𝐴, which has the same
non-zero structure of 𝐴, but all the non-zero values are set to 1. The algorithm itself is based
on the well known law of cosines, which states that

𝑢 · 𝑣 = ‖𝑢‖‖𝑣‖ cos(𝜑). (81)
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The algorithm groups row-patterns by selecting a random row 𝑢, then adding all rows 𝑣 such
that the 𝜑 between 𝑢 and 𝑣 is small enough. In this regard, 𝑢 · 𝑣 is the number of common
entries between 𝑢 and 𝑣, and ‖𝑢‖‖𝑣‖ is the geometric mean of the common entries of 𝑣 and 𝑢.
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(a) Original Matrix
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(b) Exact blocking, 𝛼 = 1
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(c) Inexact blocking, 𝛼 =
0.8

Figure 6: Example of exact and inexact blocking of FIDAP/EX5. The final partition is indicated
by the dotted lines.

An example can be seen in Figure 6. The exact 3×3 block structure in this matrix is not trivial.
At the cost of some fill-in, we may also try to obtain larger blocks. We may benefit from the
fact that operations on large dense blocks are faster. An implementation of the cosine algorithm
in Matlab can be found in Appendix A.

It is important to note that an exact fill-in free structure can only be guaranteed on a
symmetric pattern. We proceed by proving that exact blocking produces no additional fill-in in
the symmetric case. For counter-example of the asymmetric case, see Figure 7.
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Figure 7: Example of exact blocking on an asymmetric matrix. There is still fill-in, as the
algorithm considers only the row pattern.

Definition 5.4 (fill-in Closure). Let 𝐺 = (𝑉,𝐸) be a graph and 𝑅 ⊂ 𝑉 × 𝑉 an equivalence
relation, then the fill-in with respect to 𝑅 is defined as:

Fill(𝐸,𝑅) := {(𝑢, 𝑣) ∈ 𝑉 × 𝑉 | ∃(𝑥, 𝑦) ∈ 𝐸 : 𝑢 ∈ [𝑥]𝑅 ∧ 𝑣 ∈ [𝑦]𝑅}. (82)

Theorem 5.1. Let 𝐺 = (𝑉,𝐸) be a graph and 𝑅 ⊂ 𝑉 × 𝑉 an equivalence relation. The fill-
in closure satisfies Fill(𝐸,𝑅)𝑅 = 𝐸𝑅. Furthermore, let 𝐹 be a set such that 𝐹𝑅 = 𝐸𝑅, then
𝐹 ⊂ Fill(𝐸,𝑅).
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Proof. Let ([𝑢]𝑅, [𝑣]𝑅) ∈ Fill(𝐸,𝑅)𝑅, then there exists (𝑥, 𝑦) ∈ Fill(𝐸,𝑅) such that 𝑥 ∈ [𝑢]𝑅
and 𝑦 ∈ [𝑣]𝑅. Then by definition of Fill(𝐸,𝑅)𝑅, there exists an edge (𝑧, 𝑤) ∈ 𝐸 such that
𝑥 ∈ [𝑧]𝑅 ∈ 𝑅 and 𝑦 ∈ [𝑤]𝑅 (𝑢,𝑤) ∈ 𝑅. Since 𝑅 is an equivalence relation, any pair of sets
[𝑎]𝑅, [𝑏]𝑅 are either disjoint or equal, this implies [𝑢]𝑅 = [𝑥]𝑅 = [𝑧]𝑅 and [𝑣]𝑅 = [𝑦]𝑅 = [𝑤]𝑅,
thus ([𝑢]𝑅, [𝑣]𝑅) = ([𝑧]𝑅, [𝑤]𝑅) ∈ 𝐸𝑅 and hence Fill(𝐸,𝑅)𝑅 ⊂ 𝐸𝑅.

Let 𝐹 be a set such that 𝐹𝑅 = 𝐸𝑅. Let (𝑢, 𝑣) ∈ 𝐹 , then ([𝑢]𝑅, [𝑣]𝑅) ∈ 𝐸𝑅. Then there
exists a (𝑥, 𝑦) ∈ 𝐸, such that ([𝑢]𝑅, [𝑣]𝑅) = ([𝑥]𝑅, [𝑦]𝑅). Then due to reflexivity 𝑢 ∈ [𝑢]𝑅 = [𝑥]𝑅
and 𝑣 ∈ [𝑣]𝑅 = [𝑦]𝑅 and thus by definition, (𝑢, 𝑣) ∈ Fill(𝐸,𝑅), since (𝑥, 𝑦) ∈ 𝐸 and 𝑢 ∈ [𝑥]𝑅 and
𝑣 ∈ [𝑦]𝑅. Hence 𝐹 ⊂ Fill(𝐸,𝑅).

Setting 𝐹 = 𝐸, we obtain 𝐸 ⊂ Fill(𝐸,𝑅). Using equation (80), we conclude that also
𝐸𝑅 ⊂ Fill(𝐸,𝑅)𝑅 and hence 𝐸𝑅 = Fill(𝐸,𝑅)𝑅.

Theorem 5.2. Let 𝐺 = (𝑉,𝐸) be the undirected adjacency graph of a symmetric matrix 𝐴, and
𝑅 a block relation such that

𝑅 = {(𝑥, 𝑦) ∈ 𝑉 × 𝑉 : (𝑥,𝑤) ∈ 𝐸 ⇔ (𝑦, 𝑤) ∈ 𝐸}, (83)

then no additional fill-in occurs, that is Fill(𝐸,𝑅) = 𝐸.

Proof. (𝐸 ⊂ Fill(𝐸,𝑅)). Follows directly from Theorem 5.1 by setting 𝐹 = 𝐸.

(Fill(𝐸,𝑅) ⊂ 𝐸). Let (𝑢, 𝑣) ∈ Fill(𝐸,𝑅), then there exists an (𝑥, 𝑦) ∈ 𝐸 such that
𝑢 ∈ [𝑥]𝑅 and 𝑣 ∈ [𝑦]𝑅. Next, as (𝑥, 𝑢) ∈ 𝑅, we have that (𝑢, 𝑦) ∈ 𝐸. The symmetry of 𝐸
then implies that (𝑦, 𝑢) ∈ 𝐸. Again using the block relation (𝑦, 𝑣) ∈ 𝑅 implies that (𝑣, 𝑢) ∈ 𝐸.
Finally (𝑢, 𝑣) ∈ 𝐸 due to the symmetry of 𝐸.

In order to compress asymmetric matrices, using the algorithm above, we may need to accept
some fill-in. We could either find a block relation on a symmetrized pattern, or simply take
ostrich approach and completely ignore the issue. Nevertheless, fill-in is not a problem as long
as the cache benefits outweigh the cost of the additional fill-in.

Finally, the cosine version may be further optimized by the application of hashing. A
hash is a function of the form ℎ : 𝒫(N) ↦→ {1, 2, 3, . . . ,𝑚}. For example:

ℎ(𝑉 ) =
∑︁
𝑣∈𝑉

𝑣 mod 𝑚. (84)

Each set of column indices are hashed, as they corresponds to a pattern. Whenever two rows
match, they share the same hash. The converse does not hold. However, in most cases the set of
collisions is small and the set of perfectly matching rows can be computed fast. In the case that
some exact blocking is found, the search space of the cosine algorithm may be greatly reduced.

Another optimization can be made if one assumes that the diagonal blocks are always
present. Note that the permutation step in ARMS rejects all non-diagonally dominant rows, so
this can be safely assumed. A node has 𝒪(𝑛𝑛𝑧𝑛 ) neighbors on average. If this value is roughly

constant, the average complexity is reduced from 𝒪(𝑛2) to about 𝒪(𝑛𝑛𝑧
2

𝑛 ) steps.
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5.4 Schur-complement blocking theory

While one could just apply Saad’s algorithm to the Schur complement to find super-blocks (and
hope that it works), a more theoretical foundation can be provided. Whenever we factorize an
symmetric matrix, several cliques appear in the non-zero pattern. This is no coincidence, but in
order to explain this we must look at LU-factorization from a graph perspective.

Consider the Doolittle-algorithm [Quarteroni et al., 2010, sec. 3.3] for the LU-decomposition,
which consists of two main steps. First set 𝐴(1) = 𝐴 then for 𝑖 = 1, 2, . . . , 𝑛

1. compute the multipliers 𝑙𝑖𝑘 = 𝑎
(𝑘)
𝑖𝑘 /𝑎

(𝑘)
𝑘𝑘 for 𝑖 ≥ 𝑘

2. compute 𝐴(𝑘+1) = 𝐴(𝑘) − 𝑙∙𝑘𝑎
(𝑘)
𝑘∙

The final result, the LU-factorization, is obtained by setting 𝑈 = 𝐴(𝑛) and 𝐿 =[︀
𝑙1 𝑙2 . . . 𝑙𝑛−1 𝑒𝑛

]︀
.

If at some step 𝑎
(𝑘)
𝑖𝑗 = 0, but 𝑎

(𝑘)
𝑖𝑘 ̸= 0 and 𝑎

(𝑘)
𝑘𝑗 ̸= 0, then 𝑙𝑖𝑘𝑎

(𝑘)
𝑘𝑗 ̸= 0 and thus 𝑎

(𝑘+1)
𝑖𝑗 ̸= 0. While

this does not necessarily imply that 𝑎
(𝑛)
𝑖𝑗 ̸= 0, it does give a good hint and motivates the following

definitions.

Definition 5.5 (Fill-in candidate). Let 𝐴 ∈ R𝑛×𝑛 be a matrix which possesses an LU-
decomposition and let 𝑎𝑖𝑗 be a zero entry of 𝐴, then we call 𝑎𝑖𝑗 a fill-in candidate if at some

stage of the factorization both 𝑎
(𝑘)
𝑖𝑘 ̸= 0 and 𝑎

(𝑘)
𝑘𝑗 ̸= 0.

Our implementation of the ILU algorithm never checks whether there are any explicit zero
elements in the factorization. As the amount of elements that happen to be exactly zero is
assumed to be negligible. Effectively we accept all fill-in candidates as fill-in. This allows us to
translate it to a graph-theoretic version.

Definition 5.6 (Graph Fill-in). Let 𝐺 = (𝑉,𝐸) be a graph, 𝑣 ∈ 𝑉 a vertex and (𝑢,𝑤) /∈ 𝐸 an
edge, then we call (𝑢,𝑤) a fill-in edge with respect to vertex 𝑣 if both (𝑢, 𝑣) ∈ 𝐸 and (𝑣, 𝑤) ∈ 𝐸.

Next we take a look at the structure of the Schur complement. The Schur complement can be
found by eliminating all entries up to some column:[︂

𝐴11 𝐴12

𝐴21 𝐴22

]︂
=

[︂
𝐿11

𝐿21 𝐼

]︂ [︂
𝑈11 𝑈12

0 𝑆

]︂
(85)

Where 𝑆 must equal 𝐴22−𝐴21𝑈
−1
11 𝐿−1

11 𝐴12 = 𝐴22−𝐴21𝐴
−1
11 𝐴12, hence every step of the Doolittle

algorithm produces an Schur complement with respect to the set eliminated so far. This motivates
the following definition.

Definition 5.7 (Elimination of node 𝑣). Let 𝐺 = (𝑉,𝐸) be a graph and 𝑣 ∈ 𝑉 . Construct
𝐺𝑣 = (𝑉𝑣, 𝐸𝑣) by setting

𝑉𝑣 = 𝑉 ∖ {𝑣}, (86)

𝐸𝑣 = {(𝑢,𝑤) ∈ 𝑉𝑣 × 𝑉𝑣 : (𝑢,𝑤) ∈ 𝐸} ∪ {(𝑢,𝑤) ∈ 𝑉𝑣 × 𝑉𝑣 : (𝑢, 𝑣) ∈ 𝐸 ∧ (𝑣, 𝑤) ∈ 𝐸}. (87)

Then 𝐺𝑣 is the graph associated with the elimination of node 𝑣.

Corollary 5.1. If 𝐺 is undirected, then 𝐺𝑣 is undirected.
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Next consider the following equation:[︂
𝑃1

𝑃2

]︂ [︂
𝐷 𝐹
𝐸 𝐶

]︂ [︂
𝑃1

𝑃2

]︂*
=

(︂[︂
𝑃1

𝑃2

]︂ [︂
𝐼

𝐸𝐷−1 𝐼

]︂ [︂
𝑃1

𝑃2

]︂*)︂(︂[︂
𝑃1

𝑃2

]︂ [︂
𝐷 𝐹

𝑆

]︂ [︂
𝑃1

𝑃2

]︂*)︂
(88)

It implies, that if we shuffle the nodes corresponding to𝐷 and 𝐶 independently, then the ’shuffled’
Schur complement is given by 𝑃2𝑆𝑃

*
2 . The difference being the labels of the nodes and nothing

more. This is not to be confused with an LU-decomposition of 𝑆 or 𝐷 though. In that case the
order does in fact matter. We proceed by showing that the equation above also holds for our
model, that is, the order in which nodes are eliminated does not affect the structure of the Schur
complement.

Theorem 5.3 (Commutativity of Node-elimination). Let 𝐺 = (𝑉,𝐸) be an graph and 𝑣, 𝑢 ∈ 𝑉
then

𝐺𝑣,𝑢 = 𝐺𝑢,𝑣. (89)

Proof. First of all observe that 𝑉𝑣,𝑢 = 𝑉𝑢,𝑣, since the set difference is commutative. Next let
(𝑤, 𝑦) ∈ 𝐸𝑣,𝑢, then either

1. (𝑤, 𝑦) ∈ 𝐸.

2. (𝑤, 𝑦) ∈ 𝐸𝑣 and (𝑤, 𝑦) /∈ 𝐸.

3. (𝑤, 𝑦) /∈ 𝐸𝑣.

1. For the first case, (𝑤, 𝑦) ∈ 𝐸 implies that (𝑤, 𝑦) ∈ 𝐸 ⇒ (𝑤, 𝑦) ∈ 𝐸𝑢 ⇒ (𝑤, 𝑦) ∈ 𝐸𝑢,𝑣, since
the elimination preserved edges that do not refer to nodes 𝑢 or 𝑣.

2. For the second case (𝑤, 𝑦) ∈ 𝐸𝑣 and (𝑤, 𝑦) /∈ 𝐸, implies that (𝑤, 𝑣) ∈ 𝐸 and (𝑣, 𝑦) ∈ 𝐸. As
in the first case, since the elimination of 𝑢 preserves edges not referencing 𝑢, (𝑤, 𝑣) ∈ 𝐸𝑢

and (𝑣, 𝑦) ∈ 𝐸𝑢.

3. For the final case, observe that the second case implies (𝑤, 𝑢) ∈ 𝐸𝑣 and (𝑢, 𝑦) ∈ 𝐸𝑣, hence
we must distinguish another four sub-cases:

(a) (𝑤, 𝑢), (𝑢, 𝑦) ∈ 𝐸, implies (𝑤, 𝑦) ∈ 𝐸𝑢 ⇒ (𝑤, 𝑦) ∈ 𝐸𝑢,𝑣.

(b) (𝑤, 𝑢) ∈ 𝐸 and (𝑢, 𝑦) /∈ 𝐸, implies that (𝑢, 𝑣), (𝑣, 𝑦) ∈ 𝐸 ⇒ (𝑤, 𝑣) ∈ 𝐸𝑢 ⇒ (𝑣, 𝑦) ∈
𝐸𝑢 ⇒ (𝑤, 𝑦) ∈ 𝐸𝑢,𝑣.

(c) (𝑤, 𝑢) ∈ 𝐸 and (𝑢, 𝑦) /∈ 𝐸, symmetric to previous case.

(d) (𝑤, 𝑢), (𝑢, 𝑦) /∈ 𝐸, implies that (𝑤, 𝑣), (𝑣, 𝑢), (𝑢, 𝑣), (𝑣, 𝑦) ∈ 𝐸 ⇒ (𝑤, 𝑣), (𝑣, 𝑦) ∈ 𝐸𝑢 ⇒
(𝑤, 𝑦) ∈ 𝐸𝑢,𝑣.

This proves that 𝐸𝑣,𝑢 ⊂ 𝐸𝑢,𝑣. Next, by symmetry, it follows that 𝐸𝑢,𝑣 ⊂ 𝐸𝑣,𝑢 and thus 𝐸𝑣,𝑢 =
𝐸𝑢,𝑣 and hence 𝐺𝑣,𝑢 = 𝐺𝑢,𝑣.

Since the order of elimination does not matter, from now on we set 𝑉 = {𝑣1, 𝑣2, 𝑣3} and we write
𝐺𝑉 instead of 𝐺𝑣1,𝑣2,𝑣3 . We are aware that this notation is ambiguous with that of the quotient
graph edge-set (see previous chapter). However, it is not a problem, since the remainder of the
chapter quotient graphs are not considered explicitly.
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Definition 5.8. Let 𝑉 be a set and 𝑅 an relation on 𝑉 . The reflexive-transitive closure of 𝑅,
is the transitive and reflexive relation 𝑅* such that 𝑅 ⊂ 𝑅* and 𝑅* is the smallest set satisfying
these constraints. Meaning, if 𝑆 is reflexive, transitive and 𝑅 ⊂ 𝑆, then 𝑅* ⊂ 𝑆.

Corollary 5.2 (Elimination preserves paths). Let 𝐺 = (𝑉,𝐸) be a graph and let 𝑢, 𝑣, 𝑤 ∈ 𝑉 and
denote the reflexive-transitive closure of 𝐸 by 𝐸*, then (𝑣, 𝑤) ∈ 𝐸* ⇐⇒ (𝑣, 𝑤) ∈ (𝐸𝑢)

*.

Next, consider on how ARMS and VBARMS form their mutually independent sets. First a
root-node 𝑟 is picked, which is added to the (previously empty) set. Next all untagged neighbors
of the set are added and tagged. This is done repeatedly until the set contains more elements
then a certain threshold, or if there is nothing left to add. At that point the neighbors of the
set are tagged but not added. From this construction it should be clear that for any node 𝑥 in
the set there exists a path from 𝑟 to 𝑥.

Supposing the matrix has a symmetric pattern, then there exists a path from 𝑥 to 𝑟 as
well. Any pair of nodes in the independent must be connected, as they are connected to 𝑟 in
both directions.

Theorem 5.4. Let 𝐺 = (𝑉,𝐸) be a Graph, 𝑈 ⊂ 𝑉 be a subset of nodes, 𝑥, 𝑦 ∈ 𝑉 ∖ 𝑈 a pair of
nodes. If (𝑥, 𝑦) ∈ 𝐸𝑈 then either (𝑥, 𝑦) ∈ 𝐸 or there exists a sequence of nodes 𝑧1, . . . , 𝑧𝑘 ∈ 𝑈 ,
such that

(𝑥, 𝑧1), (𝑧𝑘, 𝑦) ∈ 𝐸 ∧ (𝑧𝑖, 𝑧𝑖+1) ∈ 𝐸 𝑖 = 1, 2, . . . , 𝑛− 1. (90)

Proof. We prove this result by induction on the number of elements in the set 𝑈 . Let 𝑈 = {𝑢}
be a singleton set. If (𝑥, 𝑦) ∈ 𝐸𝑈 , there are two possible cases: (𝑥, 𝑦) ∈ 𝐸 or (𝑥, 𝑦) /∈ 𝐸. If
(𝑥, 𝑦) ∈ 𝐸 then we are done. In the other case, the sequence 𝑥 = 𝑧1, 𝑢 = 𝑧2, 𝑦 = 𝑧3 satisfies the
claim since, from the definition of 𝐸𝑈 , it follows that (𝑥, 𝑢), (𝑢, 𝑦) ∈ 𝐸, which yields the desired
result.

Next, suppose the result holds up to a set arbitrary set with 𝑛 elements. We proceed by
showing that the claim must hold for any set with 𝑛 + 1 elements. Let 𝑈 be a set with
𝑛 + 1 elements and let 𝑢 ∈ 𝑈 an arbitrary node. Consider the following set 𝑈 ′ = 𝑈 ∖ {𝑢}.
There are two possible cases, either (𝑥, 𝑦) ∈ 𝐸𝑈 ′ or (𝑥, 𝑦) /∈ 𝐸𝑈 ′ . If (𝑥, 𝑦) ∈ 𝐸𝑈 ′ then by the
induction assumption either (𝑥, 𝑦) ∈ 𝐸 or there exists a sequence 𝑧1, 𝑧2, . . . , 𝑧𝑘 ∈ 𝑈 ′ satisfying
(𝑥, 𝑧1), (𝑧𝑘, 𝑦) ∈ 𝐸 and (𝑧𝑖, 𝑧𝑖+1) ∈ 𝐸 for 𝑖 = 1, 2, . . . , 𝑛 − 1. Since 𝑈 ′ ⊂ 𝑈 , we are done. In
the other case, (𝑥, 𝑦) /∈ 𝐸𝑈 ′ , by definition of 𝐸𝑈 it is (𝑥, 𝑢), (𝑢, 𝑦) ∈ 𝐸𝑈 ′ . Since both elements
are in 𝐸𝑈 ′ , we may invoke the induction assumption to obtain either (𝑥, 𝑢) or a sequence
𝑧1, 𝑧2, . . . , 𝑧𝑘 ∈ 𝑈 ′, and to obtain either (𝑢, 𝑦) or a sequence 𝑤1, 𝑤2, . . . , 𝑤𝑙 respectively. In any
case, the obtained edges may be concatenated to find the requested sequence.

Lemma 5.1. Let 𝐺 = (𝑉,𝐸) a graph. If 𝑧1, 𝑧2, . . . 𝑧𝑛 ∈ 𝑉 is a sequence of nodes such that
(𝑧𝑖, 𝑧𝑖+1) ∈ 𝐸 for 𝑖 = 1, 2, . . . , 𝑛 − 1, then there exists a sequence of unique nodes 𝑞1, 𝑞2, . . . , 𝑞𝑘
such that (𝑞𝑖, 𝑞𝑖+1) ∈ 𝐸 and 𝑞𝑖 ̸= 𝑞𝑗 if 𝑖 ̸= 𝑗.

Due to the BFS-algorithm, the neighbors of the independent sets, which call the interface nodes,
form the Schur complement. If 𝐴 is symmetric, then the interface nodes of an independent set
must also be connected. The interface nodes of the eliminated set will form a clique, as their
connections are preserved upon elimination,

Theorem 5.5 (Elimination cliques). Let 𝐺 = (𝑉,𝐸) be an undirected Graph, 𝑈 ( 𝑉 a connected
subset of nodes and 𝑊 = {𝑥 ∈ 𝑉 | ∃𝑤 ∈ 𝑈 : (𝑤, 𝑥) ∈ 𝑈} the neighbors of 𝑈 . Then 𝑥, 𝑦 ∈𝑊 ∖𝑈 ⇒
(𝑥, 𝑦) ∈ 𝐸𝑈 .
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Proof. Let 𝑥, 𝑦 ∈𝑊 ∖𝑈 . Then there exist nodes 𝑢𝑥, 𝑢𝑦 ∈ 𝑈 such that (𝑥, 𝑢𝑥), (𝑦, 𝑢𝑦) ∈ 𝐸. Since 𝑈
is connected, there exists a sequence of unique nodes 𝑢1, 𝑢2, . . . , 𝑢𝑛 ∈ 𝑈 such that (𝑢𝑖, 𝑢𝑖+1) ∈ 𝑈 ,
𝑢1 = 𝑢𝑥 and 𝑢𝑛 = 𝑢𝑦. Then by induction it can be easily shown that (𝑥, 𝑢𝑖+1), (𝑢𝑦, 𝑦) ∈
𝐸𝑢1,𝑢2,...,𝑢𝑖

for 𝑖 < 𝑛. From the case 𝑖 = 𝑛− 1, we then conclude that (𝑥, 𝑦) ∈ 𝐸𝑢1,𝑢2,...,𝑢𝑛
. Since

𝑥, 𝑦 /∈ 𝑈 , it follows that (𝑥, 𝑦) ∈ 𝐸𝑈 as requested.

The cliques in the Schur complement might still partially overlap and the block-structure is not
guaranteed. However, if two interface nodes 𝑥, 𝑦 separate exactly the same independent sets,
then they must share the same ‘row-pattern‘. Meaning, every node that is a neighbor of 𝑥 is also
a neighbor of 𝑦.

Theorem 5.6. Let 𝐺 = (𝑉,𝐸) be an undirected graph, 𝑈1, 𝑈2, . . . , 𝑈𝑘 connected, disjoint and
independent sets. Let 𝑈 = 𝑈1 ∪ 𝑈2 ∪ · · · ∪ 𝑈𝑘 and 𝑋 ⊂ 𝑁(𝑈1) ∩𝑁(𝑈2) ∩ ... ∩𝑁(𝑈𝑘) a subset of
nodes. If 𝑁(𝑋) ⊂ 𝑁(𝑈), then for any pair 𝑥, 𝑦 ∈ 𝑋

(𝑥, 𝑣) ∈ 𝐸𝑈 ⇐⇒ (𝑦, 𝑣) ∈ 𝐸𝑈 . (91)

Proof. Suppose 𝑣 ∈ 𝑁(𝑈). There exists a set 𝑈𝑖 such that 𝑣 ∈ 𝑁(𝑈𝑖). As 𝑦 ∈ 𝑁(𝑋) ⊂ 𝑁(𝑈𝑖),
it follows from Theorem 5.5 that (𝑦, 𝑣) ∈ 𝐸𝑈𝑖 . Since 𝑣 /∈ 𝑈 , we conclude that (𝑦, 𝑣) ∈ 𝐸𝑈 .

Next suppose 𝑣 /∈ 𝑁(𝑈), then it follows (𝑥, 𝑣) /∈ 𝐸, (otherwise 𝑣 ∈ 𝑁(𝑋) ⊂ 𝑁(𝑈)).
So by Theorem 5.4, there must exist a sequence of nodes 𝑧1, 𝑧2, . . . , 𝑧𝑛 ∈ 𝑈 such that
(𝑥, 𝑧1), (𝑧𝑛, 𝑣) ∈ 𝐸 and (𝑧𝑖, 𝑧𝑖+1) ∈ 𝐸 for 𝑖 = 1, 2, . . . , 𝑛 − 1. However this implies (𝑧𝑛, 𝑣) ∈ 𝐸
and thus 𝑣 ∈ 𝑁(𝑈). A contradiction.

We conclude (𝑥, 𝑣) ∈ 𝐸𝑈 ⇒ (𝑦, 𝑣) ∈ 𝐸𝑈 . The converse follows by symmetry.

In order to demonstrate this effect, recall the mesh of Figure 2 in Section 3.4. In Figure 8 shows
the blocks in the Schur complement for this mesh (without dropping small entries).
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(a) Geometric representation.
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complement.

Figure 8: Demonstration of Theorem 5.6. Dark gray nodes are nodes which end up into forming
a super-node of size larger or equal than two. The nodes of a super-node neighbor have exactly
the same independent sets, plus the neighbors of these nodes are also neighbors of the same
independent sets.
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6 Experiments

6.1 Super-blocking in VBARMS

While we can prove that blocking must occur for an exact factorization, the same does not
generally hold true if the factorization is an incomplete one. However, there are chances that
some structure is preserved. We show some experiments to assess the potential benefit of super-
blocking for incomplete factorization methods. In our experiments, we use a standard two-stage
VBARMS factorization, with and without the use of super-blocking. Super-blocking alters the
block-structure, and this in turn affects the ILU droppings on the second level. We tune the drop
tolerance on the second level to have roughly the same memory usage, and thus a comparable
amount of work. We leave other parameters for the preconditioner construction to their defaults
values (see Table 1). No inner GMRES loops were used in these comparisons, and a fixed exact
answer was selected randomly, from which the appropriate right-hand-side was derived.

Setting Value
Independent set size 50
Levels 2

Graph compression 𝜏 0.975
Diagonal-dominance tolerance 10−4

ILU tolerance D 10−6

ILU tolerance E,F 10−7

ILU tolerance C 10−4

ILU tolerance final-sweep 10−2

Super-block yes
Fill-in limitations none
Permute-final level yes
Row scaling no
Column scaling no

Table 1: Default settings (VB)ARMS

The results can be found in Table 2.
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Matrix S. Block Setup GMRES Iter. Mem. Block-size SC size
BCSSTK35 No 2.0 sec 1.4 sec 45 3.57 22 / 21 0.29
BCSSTK35 Yes 1.8 sec 1.1 sec 37 3.58 22 / 38 0.29
BMW7ST1 No 12.5 sec 0.3 sec 1 4.00 22 / 23 0.31
BMW7ST1 Yes 10.6 sec 0.3 sec 1 4.00 25 / 55 0.31
CT20STIF No 10.3 sec 0.5 sec 5 4.07 8.6 / 8.4 0.40
CT20STIF Yes 8.6 sec 0.4 sec 4 3.98 8.6 / 14.6 0.40
K3PLATES No 0.3 sec 0.2 sec 19 3.30 25 / 25 0.20
K3PLATES Yes 0.3 sec 0.3 sec 23 3.30 25 / 144 0.20
NASASRB No 10.7 sec 2.5 sec 26 3.10 5.2 / 4.7 0.33
NASASRB Yes 8.5 sec 3.4 sec 37 3.10 5.2 / 12.8 0.33
OILPAN No 3.7 sec 1.0 sec 14 3.92 49 / 49 0.25
OILPAN Yes 3.5 sec 1.5 sec 23 3.92 49 / 152 0.25
OLAFU No 10.1 sec 0.7 sec 14 2.85 2.5 / 2.2 0.38
OLAFU Yes 6.9 sec 0.5 sec 10 2.85 2.5 / 13.6 0.38
PWTK No 14.0 sec 9.6 sec 41 3.42 26 / 27 0.26
PWTK Yes 12.8 sec 10.1 sec 44 3.42 30 / 61 0.26
RAEFSKY3 No 0.3 sec 0.1 sec 4 1.27 64 / 64 0.20
RAEFSKY3 Yes 0.3 sec 0.1 sec 4 1.27 64 / 64 0.20
S3DKQ4M2 No 4.9 sec 3.6 sec 40 3.32 36 / 36 0.21
S3DKQ4M2 Yes 4.3 sec 5.9 sec 64 3.36 36 / 259 0.21
TORSO1 No 30.3 sec 3.9 sec 14 1.99 11 / 4.6 0.23
TORSO1 Yes 25.8 sec 4.3 sec 17 1.99 11 / 13.8 0.23
VENKAT1 No 2.2 sec 0.3 sec 4 3.92 16 / 16 0.21
VENKAT1 Yes 1.9 sec 0.3 sec 4 3.92 16 / 230 0.21
XENON1 No 5.3 sec 0.9 sec 16 5.82 6.6 / 6.3 0.40
XENON1 Yes 5.2 sec 0.9 sec 16 5.82 6.6 / 6.7 0.40
VANBODY No 5.7 sec 2.8 sec 47 3.79 12 / 11 0.34
VANBODY Yes 5.1 sec 4.2 sec 71 3.78 12 / 20 0.34
RMA10 No 2.6 sec 1.4 sec 24 3.40 11 / 15 0.58
RMA10 Yes 2.5 sec 1.5 sec 24 3.40 11 / 18 0.58

Table 2: Comparison of the two-stage VBARMS solver, with and without super-blocking enabled.
All parameters are set to their default values. The column labeled “Mem.” holds the ratio between
the number of entries in the preconditioner and in the original matrix, “block-size” is the average
number of entries per super-entry, for each level and SC Size is onedrive the relative dimension
of the Schur-complement compared to the original matrix.

From the results, we can see that in general super-blocking has a positive influence on the
factorization time. In the cases where the block-size remains fairly constant, setup times do not
increase. However, the additional blocking does seem to have a negative impact on the efficiency
of the preconditioner. This was somewhat expected as we are not allowed to drop partial blocks.
In most cases, the last level drop tolerances had to be increased for the super-blocking variant.

We repeat the experiment halving the independent set size. The idea is that the neighboring
nodes in the Schur-complement, which are also close to each other in the original matrix, have a
stronger coupling. Halving the block-size might improve the quality of the blocks on the second
level and hence increase their size.
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Matrix S. Block Setup GMRES Iter. Mem. Block-size SC size
BCSSTK35 No 1.3 sec 1.9 sec 63 3.43 22 / 21 0.35
BCSSTK35 Yes 1.1 sec 1.8 sec 61 3.43 22 / 54 0.35
BMW7ST1 No 8.3 sec 0.3 sec 1 3.84 22 / 23 0.38
BMW7ST1 Yes 6.7 sec 0.3 sec 1 3.85 22 / 76 0.38
CT20STIF No 7.9 sec 0.9 sec 11 3.96 8.6 / 8.5 0.46
CT20STIF Yes 5.8 sec 0.8 sec 10 3.96 8.6 / 19.3 0.46
K3PLATES No 0.2 sec 0.3 sec 25 3.01 25 / 25 0.28
K3PLATES Yes 0.2 sec 0.4 sec 49 3.01 25 / 177 0.28
NASASRB No 7.3 sec 3.1 sec 33 2.94 5.2 / 4.8 0.42
NASASRB Yes 4.8 sec 3.4 sec 38 2.94 5.2 / 20.8 0.42
OILPAN No 2.3 sec 1.3 sec 20 3.44 49 / 49 0.31
OILPAN Yes 2.0 sec 1.3 sec 23 3.43 49 / 258 0.31
OLAFU No 8.1 sec 1.0 sec 19 2.88 2.5 / 2.1 0.46
OLAFU Yes 4.6 sec 0.7 sec 15 2.84 2.5 / 12.1 0.46
PWTK No 9.1 sec 10.8 sec 49 3.15 26 / 26 0.33
PWTK Yes 7.6 sec 12.5 sec 58 3.15 26 / 95 0.33
RAEFSKY3 No 0.2 sec 0.1 sec 7 1.17 64 / 64 0.30
RAEFSKY3 Yes 0.2 sec 0.1 sec 7 1.17 64 / 64 0.30
S3DKQ4M2 No 2.5 sec 3.9 sec 49 2.72 36 / 36 0.30
S3DKQ4M2 Yes 2.0 sec 6.7 sec 83 2.73 36 / 354 0.30
TORSO1 No 24.0 sec 4.0 sec 15 1.94 11 / 4.9 0.31
TORSO1 Yes 18.9 sec 4.6 sec 18 1.94 11 / 16.9 0.31
VENKAT1 No 1.3 sec 0.2 sec 4 3.35 16 / 16 0.28
VENKAT1 Yes 1.1 sec 0.2 sec 4 3.35 16 / 178 0.28
XENON1 No 3.4 sec 1.0 sec 18 5.32 6.6 / 6.2 0.46
XENON1 Yes 3.3 sec 1.0 sec 18 5.32 6.6 / 7.2 0.46
VANBODY No 5.1 sec 2.9 sec 50 3.83 12 / 11 0.41
VANBODY Yes 4.0 sec 4.3 sec 74 3.83 12 / 21 0.41
RMA10 No 1.9 sec 1.5 sec 26 3.24 11 / 15 0.61
RMA10 Yes 1.9 sec 1.5 sec 27 3.24 11 / 18 0.61

Table 3: Comparison of two-stage VBARMS with and without super-blocking enabled,
independent set size is set to 25 here, rest of the settings adhere to the defaults. The column
labeled “Mem.” holds the ratio between the number of entries in the preconditioner and the
original matrix, “block-size” the average number of entries per super-entry, for each level and SC
Size the relative dimension of the Schur-complement compared to the original matrix.

Comparing the results of Tables 2 and 3 we conclude that the block-size grows for most matrices,
indicating that the quality of the blocks increases. Furthermore, the Schur-complement increases
in size and we spend more time on the final level. Due to these two factors, the performance gap
is slightly larger in this experiment.

6.2 Aggressive inexact blocking

In this section we briefly investigate the effect of lowering the graph-compression setting, so
that many zeros are introduced into the super-block structure. Although the factorization of
enlarged blocks requires more flops, due to increased data locality a performance gain may be
observed.
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As before, we try to maintain an approximately equal memory ratio in all of these experiments
by suitably tuning the drop tolerances used in the factorization. This ensures that all runs
perform roughly an equal amount of work. Again, the other parameters are set to their default
values for all matrices (see Table 1). No inner-GMRES loops were used in these comparisons,
and a fixed exact answer was picked randomly, from which an appropriate right-hand-side was
derived.

Matrix Compression Setup GMRES Iterations Mem. Block-size SC size
BCSSTK35 0.975 1.9 sec 1.1 sec 34 3.66 22 / 38 0.29
BCSSTK35 0.95 1.7 sec 1.2 sec 40 3.65 24 / 65 0.29
BCSSTK35 0.90 1.5 sec 1.1 sec 37 3.65 27 / 124 0.29
BCSSTK35 0.80 1.2 sec 1.2 sec 42 3.66 38 / 311 0.28
OLAFU 0.975 7.0 sec 0.5 sec 10 3.00 2.5 / 14 0.38
OLAFU 0.95 3.4 sec 0.5 sec 14 3.00 4.6 / 54 0.34
OLAFU 0.90 1.1 sec 0.3 sec 16 3.00 23 / 164 0.26
OLAFU 0.80 0.8 sec 0.3 sec 16 3.00 40 / 524 0.25
PWTK 0.975 13.5 sec 9.0 sec 39 3.49 26 / 61 0.26
PWTK 0.95 12.3 sec 12.1 sec 53 3.49 30 / 88 0.26
PWTK 0.90 11.5 sec 11.5 sec 51 3.49 33 / 173 0.26
PWTK 0.80 10.6 sec 14.8 sec 66 3.49 35 / 409 0.26
TORSO1 0.975 26.1 sec 3.7 sec 14 2.01 11 / 14 0.23
TORSO1 0.95 25.3 sec 3.5 sec 13 2.01 11 / 22 0.23
TORSO1 0.90 25.2 sec 3.9 sec 15 2.01 11 / 38 0.23
TORSO1 0.80 24.6 sec 3.8 sec 15 2.01 11 / 75 0.23

Table 4: Results of modifying compression threshold

The results in Table 4 show a clear correlation between setup time and the compression
threshold. However, as the compression threshold decreases and the super-nodes start to grow,
the actual factorization tends to become less efficient in terms of memory. Nevertheless, there
seems to be a small benefit from increasing the compression threshold. Note that the OLAFU
matrix has a very limited block structure to exploit.

6.3 Hybrid strategies

Even if the original matrix does not possess a block structure, the Schur complement may possess
one. The incomplete factorization drops many values and this may severely affect the quality of
the blocks. Nevertheless, we try to combine ARMS and VBARMS and try to determine whether
there is some gain in performance. Once again, we try to maintain an equal memory ratio
by tuning the drop tolerances. For VBARMS we modify all the thresholds. For A/VBARMS
we modify only the final level threshold. Since ARMS and VBARMS yield very different Schur
complement sizes, we try to compute Schur complements of relative size 0.3 for both by modifying
the independent set size. Finally, we increase the tolerance of the final sweep to that of 𝐶. This
was done to enable ARMS to converge in a reasonable amount of iterations and to drop more in
the block variant. The rest of the settings are fixed to their respective defaults (in Table 1).
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Matrix Method Ind.Set 𝜏 Setup GMRES Iter. Mem. Block-size SC Size
OLAFU ARMS 200 1.7 sec 0.8 sec 54 2.25 1 / 1 0.30
OLAFU VBARMS 35 0.90 0.7 sec 0.5 sec 29 2.25 23 / 29 0.30
OLAFU VBARMS 35 0.85 0.6 sec 0.5 sec 33 2.26 27 / 51 0.30
OLAFU A/VBARMS 200 0.90 3.0 sec 0.7 sec 42 2.26 1 / 2.3 0.30
OLAFU A/VBARMS 200 0.85 1.8 sec 0.8 sec 52 2.26 1 / 7.6 0.30
TORSO1 ARMS 25 19.0 sec 1.8 sec 23 1.41 1 / 1 0.31
TORSO1 VBARMS 25 0.90 15.6 sec 10.3 sec 43 1.32 11 / 22 0.31
TORSO1 A/VBARMS 25 0.90 17.0 sec 3.0 sec 32 1.57 1 / 23 0.31
XENON1 ARMS 400 7.0 sec 0.5 sec 13 5.37 1 / 1 0.30
XENON1 VBARMS 180 0.90 8.7 sec 1.0 sec 17 5.38 6.6 / 6.5 0.30
XENON1 VBARMS 180 0.72 8.7 sec 1.0 sec 17 5.38 8.9 / 16 0.30
XENON1 A/VBARMS 400 0.90 17.6 sec 0.7 sec 13 5.36 1 / 1.2 0.30
XENON1 A/VBARMS 400 0.72 7.0 sec 1.0 sec 19 5.36 1 / 14 0.30

Table 5: Results of blocking ARMS

Looking at Table 5, we feel that the in general vanilla ARMS outperforms A/VBARMS, the
dropped values may destroy the super-structure significantly. For comparison, we obtain an
exact block structure of 134 on the OLAFU matrix setting all the thresholds to 0.0.

Considering the TORSO1 matrix, the A/VBARMS run dropped all fill-in on the second
level, still this was not enough to maintain the memory ratio. This probably explains why the
default thresholds had to be multiplied by a whopping value of 500 during the VBARMS run.
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7 Conclusion

Based on our experiments, we feel there is definitely a performance benefit to super-blocking the
Schur complement. Matrices that exhibit moderate blocking, may be accelerated quite a bit. In
the no-blocking case, we were often forced to aggressively lower the compression threshold. This
degraded the efficiency of the actual factorization.

Future research could possibly look into the dropping strategy. The super-structure of
the Schur complement, could be determined before the actual factorization. Modifying the
dropping strategy, so that the structure is less distorted, could perhaps improve stability and
prevent unnecessary padding of previously dropped values.
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A Graph-Compression Matlab

function [perm , blocks] = blockCos(matrix , thres)

[nrows , ncols] = size(matrix);

blocks = []; %Block -offsets

perm = []; %Permutation

for node = 1 : nrows

%Find next unassigned node and start a new block

if inArray(node , perm)

continue;

end

refrow = matrix(node , :);

perm = [perm node];

blocks = [blocks numel(perm)];

%Look for unassigned nodes with matching pattern

for cand = (node + 1) : nrows

if inArray(cand , perm)

continue;

end

canrow = matrix(cand , :);

if isSimilar(refrow , canrow , thres)

perm = [perm cand];

end

end

end

end

%Computes similarity for the rows

function result = isSimilar(row1 , row2 , thres)

match = nnz(and(row1 ~= 0, row2 ~= 0));

minmatch_sq = thres ^2 * nnz(row1) * nnz(row2);

result = match^2 >= minmatch_sq;

end

%Checks whether an array has an element of a particular value

function result = inArray(value , array)

result = any(value == array);

end

blocking/blockCos.m
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