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Chapter 1

Introduction

In this thesis our main focus will be on finding good trading opportunities within the
foreign exchange market. We will use this chapter to introduce the foreign exchange
market and its difficulties, and discuss the work that has been done on it. We will also
provide the research questions and the outline for this thesis.

1.1 The foreign exchange market

The foreign exchange market (forex) is the market in which currencies are traded with
each other at a certain exchange rate. Currencies are traded in pairs, such as euro-
dollar (EUR/USD). In this example, the euro is the base currency, and the dollar is
the quote currency. To open a trading position, you either buy the base currency with
quote currency (called a long position), or vice versa (short position). Open positions
can be closed by the trader at a later moment, when (s)he expects no further profits,
or attempts to minimize losses. Profits or losses are determined by the direction the
exchange rate changed in, and by whether this corresponds to the position of the trade.
When trading on the forex, it is much less usual to employ buy-and-hold strategies than
it is on the stock market. Instead, many traders open and close positions in much shorter
time frames, usually ranging from a few minutes to a day.

The exchange rates in the forex are largely determined by supply and demand. The forex
is a global market, and it’s open 24 hours a day from Monday to Friday. It’s the largest
market in the world in terms of the volume of trades. Because of this, no single trader
or organisation can control the exchange rate between two currencies. Due to its size,
the liquidity in the forex is also very high, meaning there will almost always be someone
to take the other side of the trade and trades happen almost instantly. As changes in
exchange rates between pairs are relatively small, profit margins in the forex are low.
This is offset by so-called leverage, which allows the trader to borrow capital from their
broker to make trades with. For example, if a trader closes a long position with a 0.01%
increase in the symbol’s exchange rate, using a leverage of 1 : 100, the trader’s profit
would be 1%. Of course, leverage amplifies losses as well.

According to the efficient market hypothesis (EMH), developed in part by [§], individual
investors have rational expectations, markets aggregate information efficiently, and equi-
librium prices incorporate all available information. In [37], the author proves that given



that prices are properly anticipated, they will fluctuate randomly. As such, the EMH
states that traders cannot beat the market, as prices will always incorporate all relevant
information due to the market’s efficiency.

However, the EMH has received a lot of critique from behavioral economists and psy-
chologists. Some of the critique was aimed at the assumption that the prices reflect all
available information, however the bulk of the critique was aimed at the claim that in-
vestors do their investing rationally. Investors (and humans in general, when dealing with
uncertainty) were claimed to suffer from behavioral biases such as overconfidence, overre-
action, loss aversion, herding, miscalibration of probabilities, hyperbolic discounting and
regret [21].

An alternative to the EMH is the adaptive market hypothesis (AMH) [21]. According to
the AMH, the efficiency of markets and the performance of certain investment strategies
are determined by dynamics of evolution. This means that a certain trading strategy
can make significant profit over a period of time, but eventually competitors will catch
on. When competitors realize this trading strategy’s edge, it will be lost, as others will
switch to it until it is no longer profitable. When this occurs, a different trading strategy
may emerge as the most profitable.

There are three types of analysis commonly used in the forex: technical, fundamental, and
sentiment analysis. In technical analysis, traders attempt to find patterns in historical
data to predict future data. In fundamental analysis, they follow news releases that are
relevant to the state of a country’s economy. When an economy is doing well, there
will be more demand for their currency than otherwise and as such, the currency’s value
goes up. Sentiment analysis considers whether other traders on the market feel positive
(bullish) or negative (bearish) about a certain asset (e.g. the euro). In this thesis, out
of these three types we will focus primarily on technical analysis, as this type of analysis
lends itself the most to the application of machine learning.

There are a few costs involved in trading on the forex. Brokers make their money by
something called the bid-ask spread. This spread is the slight discrepancy in costs between
buying and selling a currency pair. For a trader to make a profit, the change in exchange
rate while they hold their position should exceed this spread between bid and ask prices.
Furthermore, when keeping trades open overnight, the broker will charge an overnight
commission. The difference between the daily interest rates of both currencies will also
be added to (or subtracted from) this commission. Some brokers offer a lower spread,
but they also charge commission per trade.

The seven most traded currency pairs, also known as the majors, are EUR/USD (euro/dollar),
USD/JPY (Japanese yen), GBP/USD (British pound), USD/CHF (Swiss franc), AUD/USD
(Australian dollar), USD/CAD (Canadian dollar), and NZD/USD (New Zealand dollar).
The different combinations of these currencies make up more than 95% of the speculative
trading on the forex. E]

Brokers update the exchange rates of symbols multiple times per second. However, his-
torical data is provided with one data point per minute. These data points have four
different values: open, high, low, and close. The open price is the exchange rate at the
start of this time frame, high is the highest and low is the lowest price point during
this time frame, and close is the exchange rate at the end. A one minute time frame is

Thttp://www.investopedia.com/



often denoted as M1, but brokers also offer the data for longer time frames. These time
frames can be built up from the information contained in M1 data, and does not contain
any extra information. Longer time frames can be more useful than M1 when analyzing
long-term patterns in the data. Examples are M5, M15, H1 (1 hour), and D1 (1 day).

1.2 Related work

The filter rule is a popular trading technique that is applied to the forex to generate
trading signals. The filter rule sends a buy signal when the exchange rate has gone up
by % compared to the last valley, and a sell signal when the exchange rate has dropped
by % compared to the last peak. For example, Dooley and Shafer [4,5] applied the
filter rule on nine currencies from 1973 to 1981. For small filters (1 — 5%), all currencies
were profitable over the entire sample. However, these filters do still produce sub-periods
in some currencies where losses occur. They also tested larger filters (10 — 25%), which
were still profitable overall, but had much higher variability than the small filters. Other
studies using the filter rule include [9], [44], and [1§].

Another example of a trading technique is the channel rule |[13|. The channel rule simply
states that we should open a long position when the price is above the maximum price
over the last L days, or a short position when the price is below the minimum price over
the last L days. L is the only parameter for this rule. Taylor [45] shows that the channel
rule correctly identifies the direction of the exchange rate with a probability well above
0.5, and outperforms the autoregressive integrated moving average (ARIMA) model.

The trading strategies in the papers mentioned above ([18,|44}|45]) were all reported
to be profitable. However, when a lot of trading agents are tested on a lot of test
samples on a highly stochastic system such as the forex, some of them are bound to
appear profitable. In [32], the authors investigated the out-of-sample performance of the
trading rules discussed in these papers. They concluded that the opportunities for trading
strategies to generate positive excess return persisted for considerable periods, and that
their findings were genuine as opposed to incidentally using the right trading rule on the
right sample. However, they also showed that eventually such trading strategies start
being used less once the market catches on to the strategy. These findings are consistent
with the adaptive market hypothesis.

In these papers the authors apply simple trading rules to send trading signals, but more
recently, more and more traders and researchers make use of machine learning techniques
in trading on the forex or the stock market. For example, Maciel and Gomide [25] compare
the performance of ESNs (echo state networks) on the forex with benchmarks such as
a naive strategy, an autoregressive moving average (ARMA) model, and a multilayer
perceptron (MLP). They make these comparisons for several currency pairs, using close
values on a D1 periodicity. They transform their data from (non-stationary) price levels
into stationary returns using equation [I.1]

P

Yt 1 (1.1)

Where y; is the return value, and F; is the exchange rate of day ¢ at the close. Their ESN
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Figure 1.1: Japanese candlesticks from Gabrielsson and Johansson [11] illustrating the values for open,
high, low, and close, and their position relative to eachother.

uses three inputs, namely ¥, y;_1, and y;_o, the past three return values, and attempts
to forecast y;41. They find that the ESN performs about the same as ARMA in terms
of error metrics on the forecasted return, but much better in terms of cumulative return
when making trades based on the forecast. However, as the authors don’t specify any
trading costs, the success of their system is hard to gauge.

In [11], the authors use recurrent reinforcement learning (RRL) [27] on data from the
E-mini S&P 500 equity index futures contract. They used Japanese candlestick patterns
for their input. These candlesticks are a common way of representing the open, high,
low, and close price points, see figure [I.1 Using combinations of the candlestick values,
they computed inputs. For example, AH L is the candlestick’s normalized range, which
is computed like

High — Low

AHL =
Low

(1.2)
In addition to these representations of the candlestick values relative to each other, they
computed features of candlestick values relative to themselves in the previous timestep,
for example:

ACR, — Close; — Close;_q (1.3)

Close;_q

which is functionally identical to equation [I.I} For optimization purposes, the authors
used the differential Sharpe ratio [39] as the objective function for RRL, which is a
method calculating for risk-adjusted return. They concluded that their candlestick-based
RRL model showed significantly higher median Sharpe ratios as well as returns than the
benchmarks they tested against (a buy-and-hold model, a zero intelligence model, and
a basic RRL model). This shows that their candlestick-based inputs contained added
value for the RRL algorithm. However, when including trading costs, their profits were
negated.



Another example of work on the forex is the hybrid decision making tool by Yu, Lai, and
Wang [51], which uses a combination of an MLP and an expert system. The MLP uses
quantitative information as input, and the expert system uses the output from the MLP
combined with qualitative factors in the form of expert knowledge and experience from a
knowledge base to suggest trading strategies to the user. They found that both the MLP
and the expert system could make a profit by themselves, but when the strategies were
combined, the profit easily exceeded the profit of either system on its own.

Machine learning can also be used for fundamental and sentiment analysis. For example,
in [30] the authors applied text-mining to the foreign exchange market. They use the
headlines of financial breaking news, social media, blogs, forums, et cetera as data for
their system. They then use this data to create features, and learn to map this data to
changes in the market. They report an accuracy of 83.3% on the direction of the market
changes. The authors also wrote an extensive literature review on text analysis on the
stock market and foreign exchange market [29].

1.3 Research questions

Below we will describe the research questions we mean to answer with this thesis. All
questions are related to trying to make profit on the highly stochastic foreign exchange
market. The answers to the research questions, described in the last chapter, will try to
quantify the performance of trading agents on the foreign exchange market in terms of
metrics such as profit, variability, and margin. These trading agents will be mostly based
on echo state networks (ESNs) [14], and will be compared to simple benchmark traders.
The questions are as follows:

1. Do ESNs have predictive capabilities for the exchange rate of currencies
on the foreign exchange market, compared to a benchmark? We will answer this
through error metrics such as the normalized mean square error for the closing value of
different exchange rates at different time frames. In addition to the close value, we will
also look at a value more representative of a certain interval, as opposed to the value at
the end.

2. Can we map the outputs of an ESN with such predictive capabilities to
trading actions that provide significant gains (e.g. 5% per month) on historical
forex data? We will simulate trading on datasets of historical forex data. We will use a
simple trading heuristic to trade based on next step predictions, as well as Q-learning to
compute the estimated gains from making specific trades directly as outputs of the ESN.

3. Are these gains enough to overcome trading costs? At what approximate
spread is trading no longer profitable? We will perform learning and trading at
a variety of bid-ask spreads to determine profitability when taking into account costs.
Other potential costs such as rollover costs described above are not taken into account
in this thesis.

4. Are these gains consistent over different datasets, and over different exper-
imental runs? We will look at the deviation in return on investment between different
datasets, as well as within a dataset by different runs to determine with how much cer-
tainty we can make profit. In addition to return on investment, we will also look at the



profit distribution of trades, how many of these were profitable, and by what margins.

1.4 Outline

In this chapter we introduced the forex and its challenges, namely a highly chaotic time
series in which you need to make profits with a large enough margin to overcome a bid-ask
spread. In the following two chapters, we will attempt to overcome these challenges by
making a profit on trading simulations on offline data. We begin chapter 2 by introducing
the echo state network, an easily trained recurrent neural network in the field of reservoir
computing. Provided historical exchange rate data as input, we will attempt to predict
the exchange rate one step into the future, to test the ESN’s predictive capabilities on
the forex. In chapter 3, we will discuss Q-learning, which lets us compute target outputs
that more directly correspond to trading actions. We will use a novel learning technique
for learning the readout weights of the ESN, where the ESN is trained with regression on
consecutive batches of historical data, using a learning rate to accumulate its prediction
capabilities over time. In both of these chapters, we will implement a trading agent and
run trading simulations to test profitability. Finally, in chapter 4 we will summarize our
findings, answer the research questions, and discuss potential future work.



Chapter 2

Echo State Networks

2.1 Echo state networks

2.1.1 Introduction

The ESN is a type of recurrent neural network that was developed by Jaeger [14-16].
ESNs are used for supervised machine learning problems that require temporal informa-
tion, such as time series forecasting. It has been used for applications such as automatic
speech recognition [40,|41], sentence processing [10], power grid monitoring [46], water
flow forecasting [36], fuel cell prognostics |28], and of course trade forecasting [19}20,25],
among others. An ESN consists of an input layer, a reservoir of hidden units, and an
output layer. The input layer is connected to the reservoir, the reservoir’s units are
sparsely connected to each other, and the reservoir is connected to the output layer. It
is also possible for the output layer to provide feedback to the reservoir, though this is
only useful when the target output isn’t the same as the next step of one of the inputs,
which is often the case. An example schematic of an ESN is shown in figure 2.1 An
advantage of the ESN is that only the weights between reservoir and output need to be
trained, which is computationally relatively inexpensive.

A disadvantage, however, is that as the reservoir’s internal weights do not get trained,
they need to be initialized properly. The ESN’s predictive capabilities can depend heavily
on a good initialization.

2.1.2 ESN update and training rules

The ESN is trained by feeding it input for a number of steps, discarding an initial number
of washout steps, and storing all the reservoir states in a state matrix S of size N x M,
where N is the size of the reservoir, plus the size of the input (including a constant bias
input of 1), and M is the number of recorded reservoir states. Every time step ¢, the
ESN’s reservoir state is updated as in equation [2.1]

x(t+1) = fF(Wmu(t + 1) + Wa(t) + Wy(1)) (2.1)

10
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Figure 2.1: Example of an echo state network trained to output a sine wave of the frequency provided
by the input. Figure taken from http://www.scholarpedia.org/article/Echo_state_network

Where f is the activation function of the reservoir (often tanh), W, W, and Wback
are the input weight matrix, reservoir weight matrix, and feedback weight matrix, and
u(t + 1), (t), and y(t) are the input vector, reservoir state vector, and output vector,
respectively, at a certain time step. During the training phase, output y(t) is not known
yet, so instead the target output can be used here, if feedback weights are used.

The ESN can also use a leaking rate for the reservoir neurons, which determines to which
degree a reservoir unit maintains its value and to which degree it gets updated with the
value computed in the update step as in equation [2.1]

In this thesis, we do not use the feedback weights, but we do use a leaking rate and a
bias, which results in equations [2.2] and [2.3]

Z(t+1) = tanh(W"u(t + 1) + Wz(t) + b) (2.2)

x(t+1)=(1—a)x(t)+ax(t+1) (2.3)

Where « is the leaking rate and b is the bias. It should be noted that this implementation
is slightly different from the original implementation by Jaeger [14], where a time constant
and a step size are used, and « is only used for the contributions of the reservoir’s previous
values, not for those of the updated reservoir Z(¢ + 1). The bias adds a random constant
(drawn from a uniform random distribution and scaled by a bias parameter) specific to
each of the reservoir units to the value of that reservoir unit before applying the activation
function.

11
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The state matrix S and the target output Y??"9¢* can then be used to calculate the
output weights in one step, often with a linear approach. The easiest method is the
Moore-Penrose pseudoinverse, as shown in equation [2.4]

W = pinv(8S) - Ytereet (2.4)

Where WUt is the output weight matrix, pinv() is the Moore-Penrose pseudoinverse,
and S is the collected state matrix, which can also be written as [x; u; 1].

An alternative method to the Moore-Penrose pseudoinverse, which we will use throughout
this thesis, is ridge regression with Tikhonov regularization, as shown in equation

W = ytorsetgT(§8T 4 gI)! (2.5)

Where [ is a regularization parameter, and I is the identity matrix.

When the output weight matrix is calculated, the ESN can now be used to calculate the
output itself, using equation [2.6|

y(t) = g([z(t);u(t); 1] « W) (2.6)

Where ¢ is the activation function of the output. When using linear regression like in
equation [2.4] ¢ is the identity function.

2.1.3 The echo state property

The echo state property is a property initially described by Jaeger in his introduction of
the ESN [14]. An ESN has the echo state property if, given a long enough input, the
reservoir state does not depend on its initialization, only on the sequence of inputs. For
the (updated) formal definition the reader is referred to [50].

2.1.4 Important parameters

Spectral radius

The spectral radius is the highest absolute value of the eigenvalues of a matrix. In the
case of the ESN, we're interested in the spectral radius of the reservoir weight matrix. A
reservoir weight matrix with a high spectral radius has a higher memory capacity than
one with a low spectral radius. As a general guideline, it has been suggested to pick a
spectral radius slightly below 1, to allow high memory while still ensuring the echo state
property. However, it has since been shown that the echo state property is not guaranteed
by picking a spectral radius below 1. Additionally, an ESN with a spectral radius above
1 often still has the echo state property. As such, the optimal spectral radius may be
higher than 1.

12



Input weight scaling

When the input weights are larger, the reservoir becomes more driven by the inputs as
opposed to its inner dynamics. As the spectral radius controls a lot of the impact of
the inner dynamics of the reservoir, these two parameters have to be tuned so that both
input and reservoir have the appropriate relative impact on the reservoir dynamics.

Reservoir size

The number of units in the reservoir determines the maximum memory capacity of the
ESN. The main restrictions for how large a reservoir should be are computational costs
and the size of the training sample size. When performing regression on a reservoir that
is larger than the training output, there are fewer equations than unknowns, making
the system underdetermined. This problem can be mitigated with proper regularization.
Still, some papers use a relatively small reservoir size for optimal performance, e.g. 40 —
100 [25].

Leaking rate

By default, the ESN does not use a leaking rate, which is effectively the same as a leaking
rate of 1. The value of a reservoir unit is determined by the reservoir units which have
their output connected to it and by the input, and the unit has no memory of its previous
value. When using a leaking rate, the unit keeps part of its original value, and only its
complement (the leaking rate) gets assigned a new value based on the reservoir and input
connections. A lower leaking rate increases the memory of an ESN, and the reservoir
values will change more gradually.

Connectivity

The connectivity is the ratio of the connections between units in the reservoir out of
all possible connections. If a weight matrix has a connectivity of 0.5, this would mean
half of its elements are nonzero. In this thesis, with a connectivity parameter of 0.5,
this means that every connection has a 0.5 probability of being nonzero. The resulting
weight matrices connectivity can very slightly deviate due to randomness. In some work
this parameter is mentioned as sparsity, which is the ratio of zero elements rather than
nonzero elements. Connectivity is one of the parameters that is often tuned last, as most
research finds its impact is minimal.

2.1.5 Related work

Reservoir initialization
As mentioned in the introduction, the efficacy of an ESN can rely a lot on the initialization

of the internal reservoir weights. Because of this, a lot of research has been done to find
out good methods for initialization.

13



In [26], the author uses the orth function from Matlab [l This function returns an or-
thonormal basis for the range of a matrix A provided as an argument. The columns of
the resulting matrix are vectors which span the range of A, and its number of columns is
equal to the rank of A. For the purpose of initializing a reservoir matrix, the function’s
argument is not important, we are only interested in the properties of any orthonormal
matrix. A particularly interesting property is that the absolute values of all of the eigen-
values of the matrix are 1. As such, the spectral radius of a fully connected orthonormal
matrix is also 1. After creating an orthonormal matrix, the connectivity of the matrix can
be lowered by removing connections, which creates small perturbances in the eigenvalues,
lowering the spectral radius.

The author also looked into proper selection of the spectral radius and connectivity,
regularization, and applying particle swarm optimization to one or more of the matrix’s
rows or columns. Using these techniques, the ESN beats several previous benchmarks on
datasets such as the multiple superimposed oscillation problem, Mackey-Glass, sunspots
series, and the Santa Fe laser.

In [22], the authors provide extensive guidelines for how to construct the reservoir and
how to select the right parameters. We will go over these guidelines briefly here.

e Reservoir size: The reservoir should be as large as computationally feasible, so
long as the adequate regularization measures are taken against overfitting. The
reservoir size should also be limited to the number of data points, because otherwise
the system will be underdetermined.

e Connectivity: They suggest the reservoir should be sparse, meaning most values
should be zeros. Connectivity generally does not impact performance very much,
though. One advantage of sparse matrices is that when using a sparse matrix rep-
resentation, computations on these matrices will be much faster and more scalable.
The input weight matrix is typically fully connected.

e Weight distribution: A variety of distributions are used, but the most popular
ones are the uniform distribution and the gaussian distribution. The input weights
typically follow the same distribution as the reservoir weights.

e Spectral radius: A spectral radius below 1 usually satisfies the echo state property,
so this is used often. However, most of the time a spectral radius above 1 will still
satisfy the echo state property. Sometimes, the optimal spectral radius can be greater
than 1. If a task requires a longer memory, the spectral radius should be larger.

e Input scaling: All inputs can have the same scaling a. For a uniform distribution,
the inputs would get scaled to [—a,a]. To improve performance, the bias could be
scaled separately. Different inputs could also be scaled separately if they have varying
contributions. It can be useful to apply a function like tanh to your input in case
it is unbounded. This prevents outliers from throwing the ESN into "unfamiliar”
territory. Unlike in some forms of machine learning, having inputs that carry no
useful information will make the performance of the ESN worse, so it is better to
prune them.

e Leaking rate: The leaking rate a should be set to match the speed of the dynamics
of the input and the target. This typically comes down to trial and error.

Thttps://www.mathworks.com/products/matlab.html
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For further reading on the initialization of the reservoir weights, the reader is referred to
[33,135].

Other recurrent neural networks

In [23], Lukosevi¢ius and Jaeger describe reservoir computing approaches to recurrent
neural networks. In addition to the ESN, they describe liquid state machines, Evolino,
backpropagation-decorrelation, and temporal recurrent networks.

The liquid state machine (LSM) was developed by Maass et al. [24] in the same period
as the ESN. The two approaches are similar in that they both have a reservoir with ran-
domized connections, and outputs which have connections to the reservoir. The weights
of these reservoir to output connections are trained in both paradigms. However, the
LSM has a computational neuroscience background, and is more biologically plausible
than the ESN. This is mostly due to the integrate-and-fire neurons in the LSM, which
resemble biological neurons far more than the reservoir units in the ESN. The timing of
the neurons’ spikes also matter in the LSM, and as such the readout neurons can ex-
tract information from the reservoir in real-time. This extra complexity and biological
plausibility does lead to a system that is more difficult to tune.

Evolino [38], which stands for EVOlution of systems with LINear Outputs, combines
ideas from the ESN with ideas from Long Short-Term Memory (LSTM) [12]. Like the
ESN, Evolino takes inputs into its recurrent reservoir, and reads out the outputs from
the reservoir with certain output weights at every time step. Unlike the ESN, Evolino’s
reservoir weights are evolved, rather than randomly initialized. This evolution works
by having subpopulations of neurons, and picking a random neuron out of each sub-
population to form a recurrent network together. The neuron’s fitness is evaluated by
the performance of this network. Then, the top quarter of neurons is duplicated and
mutated. This process is repeated until performance criteria are met. In addition to
standard recurrent neurons, Evolino also has LSTM cells. These cells, like the ESN, have
a place to store their activation value. However, in addition to this value, they have an
input gate controlling what comes into the cell, an output gate for the output, and a
forget gate to determine when memory decay occurs. An LSTM cell is able to hold a
value in memory indefinitely, in contrast to neurons in the ESN reservoir, where memory
decay is constantly occuring based on the spectral radius and the leaking rate, among
other factors.

Backpropagation-decorrelation (BPDC) [42] also has fixed reservoir weights and trainable
output weights. The key difference is that, as the name implies, BPDC trains the output
weights through backpropagation. Whereas the ESN is trained in one step, BPDC learns
online. BPDC has very fast learning capabilities and is well equiped to deal with changing
signals. On the other hand, this does mean that the weights mostly depend on recent
data, and older data is forgotten rapidly.

Finally, Lukosevicius and Jaeger mention temporal recurrent networks by Dominey [3].
They mention that Dominey was probably the first to come up with key ideas such as the
reservoir weights being fixed and random, with only the readout weights being learned.
Temporal recurrent networks have a background in empirical cognitive neuroscience and
functional neuroanatomy and as such is more focused on the neural structures of the
human brain than theoretical computational principles.

15



2.2 Particle swarm optimization

To find the right hyperparameters for the ESN, we use particle swarm optimization (PSO)
[6,/17]. In PSO, a number of particles are initialized on an n-dimensional space (where
n is the number of hyperparameters) with a random position and a random starting
velocity. In each time step, the objective function is evaluated on the hyperparameters
corresponding to each of the particles. Then, each particle’s velocity will be updated
according to its current velocity, the direction of the particle’s best performance, the
direction of the global best performance, and some randomness. This process repeats itself
until the termination criteria are reached. For example, these could be a performance
threshold, a degree of convergence, and/or a number of time steps.

Specifically, the PSO algorithm works as follows:
1. For each particle p, initialize its position and velocity in n dimensions.

2. For each particle p, determine its fitness by applying its position as parameters for
the objective function.

3. If a particle p’s fitness if higher than its personal best (pbest,), update pbest, and
its corresponding position pbestx,,.

4. If a particle p’s fitness is higher than the global best (gbest), update gbest and its
corresponding position gbestx.

5. Update each particle’s velocity following equation [2.7]
6. Update each particle’s position following equation |2.8|

7. Repeat step 2 — 7 until termination criteria are met.

vel, = w - vel, + ¢1 - rand() - (pbest, — pos,) + co - rand() - (gbest — pos,,) (2.7)

POS, = pos, + vely; (2.8)

Where w is an inertia weight, ¢; and ¢y are parameters corresponding to the weighting of
moving towards pbest and gbest respectively, and rand() is a random value drawn from
a uniform distribution from range [0, 1). In this thesis, we will use parameters from [34],
with w = 0.6571, ¢; = 1.6319, and ¢y = 0.6239.

While the authors of [7] also suggested against using personal best boundaries (restricting
the range in which pbest values can be found to the problem space), in our case this isn’t
feasible as some hyperparameters have to be within a certain range for the program to
execute properly. As such, there are strict boundaries for particle positions. In our imple-
mentation of the PSO, particles will be limited to values from 0 to 1 in each dimension,
and their velocity is capped at —1 and 1 for each dimension. The particle values will be
mapped from [0, 1) onto parameters suitable for the ESN problem.

Our particle positions and velocity were both initialized randomly from a uniform distri-
bution covering their entire range.
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2.3 Experiments

In this section, we run a simple experiment to find out how well the ESN performs when
using historical return values to predict the next return value. The return value is the
relative increase or decrease of a value compared to the previous value, as also used in
[25]. As a reminder, see equation [2.9]

Py

Yt 1 (2.9)

Where y; is the return value, and P, is the exchange rate of day t at the close.

We test the ESN on datasets with a window and step size of two months each, and
train it on the preceding year. Testing is done on the EUR/USD exchange rate from
January 2010 to December 2016, with data points with one hour intervals (H1). The
six two-month pairs of 2014 are used for validation. The year 2014 was chosen for this
with the adaptive market hypothesis in mind. We are mostly interested in how good
performance is on the most recent years, and as such we want to use a relatively recent
year for optimizing our parameters.

We start the optimization process by setting the reservoir size to a fixed small number
for computational reasons, after which we run PSO for the remainder of the parameters.
Then, we optimize the reservoir size given the parameters we found. After all parameters
have been optimized, we perform multiple runs in attempting to predict all the datasets
from 2010 to 2016. We measure the performance for both optimization and our results
in terms of the normalized mean squared error (NMSE). The definition of the NMSE is

given in equation [2.10]

lzref — ||

NMSE = Sl
lzref — aref)]|

(2.10)

Where z is the output sequence, zref is the target sequence, zref is the mean of aref,
and |||| is the 2-norm of a sequence. If the NMSE is equal to zero, the output matches the
target perfectly. If the NMSE is equal to one, then x matches xref as well as a straight
line going through xref. Because of this, we often use the notation 1 — NMSFE, in which
case positive values indicate a prediction better than a straight line, and negative values
indicate a worse prediction.

After predicting the values of following time steps, we use a simple trading heuristic on
them to run a trading simulation.

We look at three different input-output couplings. In the first case, the input is the return
value for a time frame’s close value. The output is the same, but for the following time
frame. This is a simple one-step ahead prediction, and the resulting value can be easily
used in a trading heuristic, as we can simply make a trading decision at the end of each
time frame (as the close value we're predicting is at the end of a time frame).

In the second case, our output is the same, but our input is instead the return value
for the midrange of a time frame, which is (high + low)/2. This midrange value is a
more representative value than the value at one specific point during the time frame (like
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Table 2.1: PSO search space

Parameter Lower bound Upper bound

Spectral radius 0.05 1.5
Input scale 0.01 100
Leaking rate 0.05 1
Connectivity 0.05 0.95
Regularization 1x107! 1x1078
Bias 0 0.5

close), and thus might offer more predictive value. The output can still be used well in
trading.

In the third case, both the input and the output use the return value of the midrange
of a time frame, so this case is again a one-step-ahead prediction for a sequence. This
might be easier to predict as now we don’t need to predict the return value between two
specific moments, but between two values representative for a time frame. The downside
of this approach is that a simple trading heuristic is less applicable to these predictions,
as it isn’t known at which moment we might expect the predicted return to occur.

These three cases will be referred to as CC (close-close), M C' (midrange-close), and M M
(midrange-midrange) in the rest of this section.

2.3.1 Particle swarm optimization

Method

We use PSO to optimize the following six parameters: spectral radius, connectivity,
leaking rate, input scaling, bias, and  (regularization parameter). The reservoir size is
kept constant at 200 for now. The bounds of the search space for each of the parameters
is given in table 2.1l As mentioned in the section on PSO, the particles have values in
the range of [0,1) in each dimension. For all parameters except regularization, these
values are mapped linearly to the range of each parameter. For regularization, the value
is mapped onto the exponent.

The swarm we use consists of 47 particles, and is ran for 50 epochs. For every epoch, we
test the ESN five times on each of the six validation sets. We use five different constant
seeds so all differences in fitness are caused by the different parameters used, and not by
the random initialization of a network. The fitness value for one runis 1 — NMSE. A
particle’s fitness is given by the mean fitness over all five runs on all six validation sets.

Results and discussion

The parameters on which the PSO converged for the three different cases discussed above
can be seen in table 2.2l The global best fitness value of all particles over all epochs so far
is shown in figure 2.2l We can see that in all three cases, the maximum global best was
reached very quickly. For both cases with the close return as an output, even the eventual
best performing ESN had a slightly negative value on its fitness. The MM method, on
the other hand, has a much higher positive value.
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Table 2.2: Parameters resulting from PSO for each input-output coupling

Parameter CC MC MM
Spectral radius  0.1716  0.05 0.05
Input scale 100 100 0.8462
Leaking rate  0.8032 0.6329 1
Connectivity 1 0.5592 0.0770
Regularization 0.1 0.0219 2.5847 x 108
Bias 0.5 0.2029 0

When we look at the found parameters, we can see that the three different cases find
rather different parameters. All cases have a much lower spectral radius than is usually
found, and a fairly high leaking rate, indicating that the optimal ESN uses a low amount
of memory. This is further shown by the value found for the input scale, which is at its
upper bound for the two poorly performing methods. This means the ESN is for a very
large part input-driven, with not as many inner dynamics going on as usual. Finally,
it appears that for every parameter, MC method is either in between the CC and MM
method, or equal to CC. This could be because it is a mix between the two other methods.

-3 Method CC -3 Method MC Method MM
11 o 20 0.078
-1.2 -1.2 0.0775
t
-1. -1. .
2 3 1.4 0.077
z
v 1.4 -1.6 0.0765
—
-1.5 -1.8 0.076
-1.6 -2 0.0755
0 20 40 60 0 20 40 60 0 20 40 60
epoch epoch epoch

Figure 2.2: The global best value over the course of the PSO for the three cases (close-close, midrange-
close, and midrange-midrange).

2.3.2 Size optimization

Methods

Now that we have found the optimal parameters from the PSO, we only need to find
the best reservoir size. For this experiment, we use the parameters found by the PSO
for each of the three methods. Only the reservoir size parameter is varied, using the
following options: [50, 100, 150, 200, 300, 400, 500, 600, 700, 800, 900, 1000]. Every option
is ran 5 times with the same 5 random seeds for each option. The performance is again
measured in 1 — NMSE.

Results and discussion
Table [2.3] shows the results of the size optimization. As we can see, there is only very

little difference between the different reservoir sizes for each of the three methods. The
CC and MC both have a negative value for all reservoir sizes. MM, on the other hand,
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Table 2.3: Reservoir size optimization (in terms of 1 — NMSE) for the three different input-output
pairings. The bold values indicate the best reservoir size.

Reservoir size CC MC MM
50 -0.0015  -0.0012  0.0774
100 -0.0012  -0.0012  0.0775
150 -0.0011 -0.0011  0.0775
200 -0.0012 -0.0011 0.0775
300 -0.0013  -0.0011  0.0775
400 -0.0014  -0.0012  0.0775
500 -0.0015  -0.0012  0.0775
600 -0.0017  -0.0012  0.0775
700 -0.0017  -0.0012  0.0775
800 -0.0019  -0.0012  0.0775
900 -0.0019  -0.0013  0.0775
1000 -0.0020  -0.0013  0.0774

has a rather high positive value for all reservoir sizes. The performance did not get better
than the best performance of the PSO, though. In the case of CC, there is still a slight
difference between the reservoir sizes, but for MC and MM the difference is minimal.

We can see that the optimal size is 150 for CC and 200 for MC and MM. It may well be
that these options perform best because a reservoir size of 200 was used for optimizing
the other parameters. Usually, the reservoir size is mostly independent from the other
parameters, but given the poor results, the found parameters may just coincidentally
perform the best, as opposed to having a logical explanation. If this is the case, it makes
sense that the best reservoir size is (near) the same as the size used for PSO.

2.3.3 Prediction

Methods

Using optimized parameters, we now test the ESN on all EUR/USD data from 2010 to
2016, again in test sets of two months each, training on the preceding year. Each test set
was ran 40 times, with 40 different constant random seeds. We look at the NMSE between
the predicted change and the actual change within each test set. We also compare the
performance of the ESN to that of a ridge regression benchmark (with a regularization
of 1 x 107%), which is trained and tested on the same data sets, and uses the last five
return values as input.

Results and discussion

The accuracy of the ESN’s predictions can be seen in figure Both CC and MC
methods again have a negative performance (worse than simply guessing points on a
straight line that fits the data) in the far majority of datasets. The MM method, on
the other hand, has a positive performance for each of the data sets. It was expected
that this method would be the easiest to predict, as it has to predict the midrange value
instead of a particular value at the end of a time frame. This reduces random factors by
a lot. However, at the same time one might expect that there is a correlation between
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Figure 2.3: Mean and standard deviation of NMSE for each dataset over 40 runs, for three input/output
couplings. NMSE is represented as (1 — NMSE) as an NMSE of 1 matches the target no better than a
straight line. When (1 — NMSE) is higher than 0, the prediction is better than a straight line.

the value at the end of a dataset and that dataset’s midrange value (which is indeed the
case, as can be seen in figure in the next section). This makes it strange that this
method outperforms the MC method in particular by so much.

Table [2.4 shows the mean performance (1 — NMSE) and its standard deviation for both
the ESN and the benchmark regression. We can see that for both negative methods, the
regression’s performance is also negative, and for the positive method, the regression’s
performance is also positive. The differences in performance between the ESN and the
regression benchmark are insignificant, as the standard deviation is very large compared
to the mean.
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Table 2.4: NMSE of ESN versus Ridge Regression Benchmark

Method ESN 1-NMSE Regression 1-NMSE

CC —0.0033 £ 0.0093 —0.0020 £ 0.0035
MC —0.0032 £ 0.0058 —0.0028 £ 0.0034
MM 0.0883 £+ 0.0284 0.0881 £ 0.0277

2.3.4 'Trading

Methods

Finally, we use the predicted values with a simple trading heuristic. The program trades
when the predicted change in exchange rate exceeds the cost of making a trade. When the
predicted change is positive, it buys, and when it’s negative, it sells. A buy is maintained
until the predicted change becomes negative, and a sale is maintained until the predicted
change becomes positive. The trades are done based on the predictions from the previous
experiment, so we again have 40 runs for each test set. We use a bid-ask spread of 0 and
a leverage of 1 (which is the same as no leverage at all).

The performance of the trading agent is measured by the return on investment (ROI).
The definition of the ROI is given in the following equation:

ROT — —Profit (2.11)

mvestment
For example, if at the start of the year you have a balance of €1000 which you invest in

trades, and by the end of the year it has grown to €1150, you have a yearly ROI of 0.15,
or 15%.

To take the mean of multiple ROIs, we use the geometric mean, which is given in equation
below. However, we first need to add 1 to the ROI, which we subtract again after
applying the geometric mean. For example, if we have 50% and 5% as our ROIs for two

years, the geometric mean is (1.5 % 1.05)% = 1.255, or 25.5% profit per year. In case of an
ROI of —100%, adding 1 gives us 0. Any geometric mean with 0 as one of its arguments
will be 0, because no matter how much profit you make, if you lose your entire investment
once it’s all gone. We use the geometric mean as it shows us how much profit we make
over a certain period (e.g. on a yearly basis) if every year would be the same, as one year
with 10% profit and one year with 50% profit is effectively the same as two years with
both 25.5% profit.

For the standard deviation, we use the geometric standard deviation, which is given in

equation [2.13]
1
i=1

> (In )
7y = exp % (2.13)
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Where p1, is the geometric mean, o, is the geometric standard deviation, and @ is the set
of numbers.

With the regular mean and standard deviation, 68% of the values are between j — o and
i+ o. Similarly, with the geometric mean and standard deviation, 68% of the values are
between f1,/0, and p, * 0y,

Results and discussion
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Figure 2.4: Mean and standard deviation of return on investment (ROI) for each dataset over 40 runs,
without a bid-ask spread, for the three input/output couplings.

The results of the trading, represented as return on investment (ROI), can be seen in
figure For method CC and MC, we see the ROIs vary a lot in between datasets,
some sets turning a 10% profit while others make a 10% loss. From the figure, it is
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difficult to see whether overall they make a profit or not. On average, method CC makes
0.67% profit every two months (4.09% per year), while the HC method loses —0.36%
every two months (—2.14% per year). It is unclear whether this is caused by random
factors or not, but the deviation between different runs is quite small.

Increasing the bid-ask spread to 0.3 pips for method CC drops the average bimonthly
ROI to —0.60%. Using no spread, but increasing the leverage to 10, the ROI drops to
—0.76%. This is likely because amplifying losses is more impactful on the ROI than
amplifying gains. For example, to counter a 40% loss, we would need a 66.7% gain, but
to counter double the loss (80%), we would need a 400% gain, which is much more than
twice the previous gain. This matters less with small gains and losses, but a leverage of
10 is much more impactful than a leverage of 2, as in the example.

The strangest result in the figure is the performance of the MM method. In the previous
section, we saw that predictions for this method were a lot better than for the other
methods. However, when trading it has the poorest performance with a bimonthly ROI
of —1.50% (—8.67% per year). Part of the explanation for this is that trading occurs at
the end of a time step, not at the moment where the exchange rate is at the midrange
point, as we don’t know when this is. So we do not trade on the same value as we are
predicting. However, given the correlation between the value we try to predict and the
value we trade on, a profit would still be expected.

%1073 %1073 %1073

Target return (MM)
Target return (CC)
Target return (CC)

-1 0 1 5 0 5 -1 0 1
Predicted return (MM)10-3 Target return (MM)y 1073 Predicted return (MM)10-3

Figure 2.5: Scatter plots showing correlation between the predicted return for MM and the target return
for MM, correlation between the target return for MM and the target return for CC, and the lack of
correlation between predicted return for MM and target return for CC.

In figure [2.5] we can see the expected correlation between the target midrange return and
the target close return. We can also see a correlation between the predicted midrange
return and the target midrange return, which is also expected given the performance
in the previous section for the MM method. However, the third scatterplot shows that
no such correlation exists between the predicted midrange return and the target close
return. This confirms our assumptions that the midrange and the close values correlate,
and that the midrange is easier to predict than the close value. However, the property of
correlation is not necessarily transitive, and in this case it apparently isn’t. There may
be a structural discrepancy between the data points in the target midrange return that
correlate with the target close return on one hand, and data points that correlate with
the predicted midrange return. However, the author was not able to detect the cause of
this discrepancy.

Overall, we can conclude that predicting one step ahead based on training the ESN on
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the previous year is unsuccessful. There is too much randomness involved, and the ESN
does not seem to be able to detect patterns in the past year that are also valid in the test
set. In the case where prediction was more successful, this still did not help in trading,
as the value that was predicted didn’t correspond to the value that was traded on, or
at least not at the right moments. The two best performing methods had a return of
investment near zero without trading costs, and could not beat a small bid-ask spread.
Increasing leverage also made performance worse, even for the case with a small profit
when a leverage of 1 was used.

25



Chapter 3

Training ESNs with Q-learning

At the end of chapter two, we looked into applying the ESN to one-step ahead prediction
of exchange rates. Using this prediction, we implemented an algorithm that determined
when to trade. However, this has an obvious shortcoming. We need much more informa-
tion than one step into the future to determine what would be a good moment to trade.
Furthermore, instead of having an output that requires further heuristics to make trading
decisions, the outputs themselves should represent the possible trading decisions.

In this chapter, we will use Q-learning [43}|47-49| to train the outputs of the network. Q-
learning is a reinforcement learning technique which trains the expected value of a certain
action while in a certain state, based on the direct reward that action gave us, combined
with a discounted expected future reward. This expected future reward is based on the
network’s current outputs. This way, the weights are continuously improved upon as
a more accurate prediction of future steps gives us a more accurate prediction on the
long-term benefits of our current options.

Often, a learning method such as back-propagation is used to teach the network how to
produce the target output from Q-learning. In [23|, the author states that multilayer
perceptrons (with back-propagation) have been used from the start on ESNs, but this
did not get published. In theory, a multilayer perceptron learning the readout weights
of an ESN is more powerful than a single-layer regression. However, according to [23] in
practice it is much more difficult to train properly and it usually gives worse results.

Because of this, we propose a new approach. We can no longer do the learning with
regression in one step, which is usual for ESNs, because then we would not be able to
look multiple steps into the future. Instead, we split up the data in batches. The readout
weights are trained on the batches one by one. We introduce a learning rate so that the
ridge regression updates the readout weights without overwriting what has been learned
so far. With every step, the readout weights can theoretically take into account one more
step into the future, as the previous readout weights are used to estimate the discounted
future reward.

The output we train on is no longer a one step ahead prediction. Instead, it is now the
expected profit when taking a certain action. These actions are buying (going long),
selling (going short), or holding off from trading for now. In addition to our expectations
of the trend of the exchange rate, our current state also plays a role. If we are currently
in a long position, the selling action would mean we have to stop our current trade, and
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open a new one, which means we have to accept another bid-ask spread. We will discuss
the formulas used for Q-learning in subsection |3.1.3,

We will run several experiments to optimize our trading agent, based on how much profit
it manages to accumulate in 2014 on the EUR/USD. We do this for both the M15 and
the H1 intervals. At the end of this chapter, we will extensively test it on seven different
exchange rates, from 2010 up to and including 2016.

3.1 How it works

3.1.1 Inputs

Our focus regarding inputs in this chapter lies on moving average (MA) based inputs.
The moving average M A,, is the mean of the exchange rate values of the last n steps,
including the most recent step. It is often used as an indicator in trading on the stock
market (e.g. [19,]20]) or foreign exchange market (e.g. [2,31]). An advantage of the
moving average is that it smooths out the fluctuation in the data, making trends more
clear. Traders also use combinations of multiple moving averages with a different time
span (e.g. [|1]). Examples of this are the golden cross and the dead cross patterns. A
golden cross is when a moving average of a shorter time span becomes larger than a
moving average of a longer time span, which indicates an upward trend. The opposite is
a dead cross, and indicates a downward trend.

Our MA based inputs are calculated using the ratio between two M As of different lengths,
as shown in equation [3.1]

MA
MA™ = 1 3.1
R (31)

Where m < n. The value of M A]" is positive when the more recent exchange rates are on
average higher than the less recent exchange rates, and negative when it’s the other way
around. We will test different values for m and n in experiments later in this chapter.

The inputs generated by equation [3.1| are scaled to be in between —1 and 1. To do this,
we first find the value in the input that deviates the most from the mean, and look at its
Z-score, which is the number of standard deviations it is removed from the mean. The
input then gets scaled to between —Z and Z, multiplied by a scalar constant of 0.15
(this value was chosen through manual experimentation to make the values fall on the
tanh curve nicely). Finally, we take the tanh of the resulting values to scale the inputs
between —1 and 1. Scaling to the Z-score is done to prevent the furthest outlier from
determining the overall magnitude of the input. With the tanh and the 0.15 constant,
the vast majority of the inputs fall on the linear part of the curve, with only the outliers
being condensed in the range of —1 to 1. For an example of what a scaled MA-based
input looks like, see figure |3.1]
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Figure 3.1: Plot showing the EUR/USD M15 exchange rate for a period of a week and its corresponding
M A} input.

3.1.2 Reservoir

The reservoir works similarly to the previous chapter, with one exception. In this chapter
we compare two different reservoir weight matrix construction methods. The first one is
the same as in the previous chapter, using orthonormal matrices as a basis. The second
one follows the method from [22], which recommends a low average number of connections
(e.g. 10) for each reservoir unit, regardless of the network size. The non-zero elements
are drawn from a uniform distribution centered around zero. To choose which units are
connected to each other, for each unit we choose 6 outgoing connections and 6 incoming
connections at random. Each unit can get additional connections due to the random
outgoing and incoming connections chosen for other units.

3.1.3 Target output

We compare two different methods of calculating the target output. The first method
predicts the discounted profit we make with our next trade based on which action (buy,
sell, or hold) we take, and the second method predicts the discounted profit of all future
trades combined, also based on which action we take. The equations for the first method
are shown in equations |3.243.4]

Btarget — Teurr — Tprev T 77 * NAX (Bcurrv 0) (32)

prev

28



SITI = ey~ Teury + 7 % M (Seurr. 0) (3.3)

prev

Hta'r‘gEt = 7y * max (Bcur'r‘a SC’U/V"V‘J ch’r’l'a 0) <34)

prev

and the equations for the second method are shown in equations Here, reyrr
and 7pye, are the current and previous exchange rates. The difference between these two
values represents the direct reward of the action. -« is the discount factor, and By,
Scurr, and H ... are the estimated profits for buying, selling, and holding, according to
the current readout weights. Together with v and the bid-ask spread ¢, these represent
the discounted estimated future rewards. The cost ¢ is only applied for future positions
that we are not already in. In the first method, we compare the future rewards of our
trading position to 0, because if we expect a negative future reward, we would close
our position, and the future profit would be 0. In the second method this is replaced
by comparing it to other possible future actions. Combined, the direct reward and the
estimated future reward form the target for the previous time step. The targets for all of
the time steps in a batch of data can be computed simultaneously, as all the elements of
the equations are vectors (except for the scalar ). Initially, the readout weights are zero,
so we will need multiple iterations of regression to be able to properly estimate profits
while taking multiple future steps into account.

target
Bp,,ef, = Tecurr — 'rp'rev + '7 * Imax (Bcu'r'm Scurr —C, ch'r'r) (35)
target
Spref, - ’rp're'v — Tcurr _I' Y * Inax (Scu'r'm Bcu'r"r' —C, chrr) (36)
target
Hpreg = v x max (Beyrr — ¢, Seurr — ¢, Heyrr) (3.7)

3.1.4 Regression
We used ridge regression with Tikhonov regularization for computing the readout weights.

W =yl xT( X XT + BI)~! (3.8)
Where f is a regularization parameter, X is given by

X = [input;res; 1] (3.9)

and Y?ar9et ig given by

Yta'rget — [Bta'r'get; Sta'r'get; Htarget] (310)
As described above, the regression has to be performed multiple times for multiple step

prediction to work. However, if we train multiple times on the same dataset, we run into
overfitting problems. This is because on the training data, the future reward estimation
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becomes unrealistically accurate, leading to very optimistic estimations (particularly for
the accumulated profit method). As such, we train the readout weights in batches of one
month each, in chronological order.

We use a learning rate 7, so the information learned from data in previous batches doesn’t
get lost entirely. The readout weights W4t get updated with the W% computed in

equation [3.8

Wout _ (1 _ 77)vvout + 77V_Vout (3‘11)

3.1.5 Trading

After training the readout weights, we have continuous values for buy, sell, and hold
profit estimations. To trade, we can loop through these using the algorithm below.
position = 'none’
for ¢ = testStart : testEnd do
if position == ’long’ then
if buy(i) < max(sell(i) — spread, hold(i)) then
position = 'none’
end if
else if position == ’short’ then
if sell(i) < max(buy(i) — spread, hold(i)) then
position = 'none’
end if
end if
if position == 'none’ then
if buy(i) > max(sell(i), hold(i) + spread) then
position = ’long’
else if sell(i) > max(buy(i), hold(i) + spread) then
position = ’short’
end if
end if

end for

Whenever we set the position to long we buy the currency pair, whenever we set it to
short we sell the currency pair, and whenever we set it back to none we close a trading
position. To open a trading position, buy or sell has to exceed the expected profit from
holding (for now) plus the bid-ask spread, as well as the expected profit from the other
action. Once we have opened a trading position, we will only close it if we expect opening
a position in the other direction (taking into account the extra costs), or having no trade
open (which also takes into account extra costs, but delayed and thus discounted) will be
more profitable.
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3.2 Experiments

In this section we will discuss the experiments ran on the described systemﬂ These
experiments were ran using varying sets of parameters, but below we will discuss the
default values of the parameters, which were used unless otherwise specified.

e Symbol: EUR/USD

e Time frame: M15 and H1
e Inputs: M A% MAg, M A%,
e Reservoir size: 200

e Spectral radius: 0.95

e Input weight scalar: 3

e Connectivity: 6 incoming/outgoing connections, or 0.05 ratio for orthonormal ma-
trices

e Leaking rate a: 0.5

e Regularization §: 1078

e Learning rate n: 0.1

e Discount rate v: 0.99 for M15, and 0.99* for H1 (same hourly discount)

e Bid-ask spread: 0.3 pips (3-107°)

e Leverage: 1:10

e Batch size: One month (about 2000 data points on M15 and 500 data points on H1)
e Bias: 0

The performance of the trading agent in the experiments is measured by the return on
investment (ROI), like in chapter 2. We also use the equations for geometric mean and
geometric standard deviation, from equations and

The experiments in sections [3.2.1] [3.2.2] and [3.2.3] are ran on the year 2014 for data from
the EUR/USD exchange rate, which is used as the validation set. Data from January
2010 up to and including September 2016 are used for testing, for seven different exchange
rates known as the majors.

3.2.1 Reservoir and target

Methods

For our first experiment, we want to find out which of the targets described in section
and which of the reservoir construction methods described in section give the
best performance. For each combination of target and reservoir, we performed 50 runs to

INote: the author discovered an error in the experimental method where trades that were still open at the end of the
month were ignored. This invalidates the results from this chapter’s experiments. The trading agent has been optimized
with this error, resulting in the agent often keeping bad trades open till the end of the month, which would have otherwise
lead to losses. It is possible that the agent could still be profitable if it was optimized with a fix for this, but tests with the
fix applied proved to lose money with the optimization done prior to the fix.
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Table 3.1: Yearly return on investment for trading on the year 2014, comparing the single-trade target
to the future-trades target, and the orthonormal reservoir to the reservoir from (Lukosevicius, 2012) [22]

Single-trade  Future-trades
Lukosevi¢ius 8.03% 11.56%
Orthonormal 11.95% 23.39%

find the mean ROI for 2014. This experiment was only performed on the EUR/USD on
the M15 interval, as we want to use the same reservoir construction and trading method
for both the M15 and the H1 intervals.

Results and discussion

Table B.1] shows the ROI for the combinations of reservoir construction method and the
target output. For both reservoir types, using the target that incorporates all discounted
future trades outperformed the target that only takes into account the profit of the very
next trade. For both targets, the orthonormal-based matrices outperformed the method
from (LukoSevicius, 2012) [22]. Therefore, in the upcoming experiments we will use
orthonormal-based matrices with the future-trades target.

3.2.2 Inputs

Methods

In this experiment, we will compare the performance of a multitude of MA-based inputs,
and combinations thereof. The inputs are of the form M A as described in section [3.1.1],
where m and n are drawn from {1,2,3,5,8,13,21,35} (1.66° for 7 € [1,8] and i € Z), and
m < n.

In the first epoch, all inputs are ran 16 times with 16 different, constant seeds for con-
trolling random factors in reservoir construction. The geometric mean of the return on
investment of these 16 trials is taken to determine the fitness of each input, so the input
with the highest mean return on investment is selected for use. In each following epoch,
the previously selected inputs are taken, and all the other unselected inputs are paired
with them, so that in the nth epoch, n different inputs are used. If the mean return on
investment of one of the new combinations exceeds the best mean return on investment
so far, it is added to the selection and the next epoch is ran. Otherwise, we end our
search for additional inputs and stick with the inputs we have found thus far.
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Results and discussion

Table 3.2: Yearly return on investment on the M15 interval for trading on the year 2014, comparing
different MA-based inputs

(a) Epoch 1

2 3 5 8 13 21 35

11-03% -21% 283% 23.0% 231% 18.3% 2.6%

2 -19.0%  -1.1% 8.2% 4.9% 104% -19.7%

3 -13.8%  -41%  -34% -10.5% -27.9%

5 -36.2% -27.6% -40.7% -43.2%

8 -28.7% -44.3% -19.2%

13 -50.5% -35.1%

21 -33.3%

(b) Epoch 2 (c) Epoch 3 (d) Epoch 4

Best inputs ROI Best inputs ROI Best inputs ROI
M AzL 37.5% M A3 66.8% M A1, 60.7%
MAS 35.8% M A3, 65.0% M A%, 55.5%
M A3, 28.1% M A} 55.7% M A%, 52.1%
M A§; 26.9% M Al 53.6% M A3, 49.7%
M A3 23.9% M A3 52.3% M A3 44.5%

Table 3.3: Yearly return on investment on the H1 interval for trading on the year 2014, comparing
different MA-based inputs

(a) Epoch 1
2 3 5 8 13 21 35
1176.3% 60.6% 136.7% 85.7% 33.1% 68.8% 29.9%
2 91.5%  115.5% 50.7%  20.5% 55.2% 38.2%
3 135.4% 43.3%  3.3% 20.5% 23.5%
5 26.0% -13.6% -2.6% 18.2%
8 -125%  -9.5%  38.7%
13 22.3% 60.3%
21 48.9%
(b) Epoch 2 (c) Epoch 3

Best inputs ROI Best inputs ROI

MA] 155.1% MA] 129.7%

M AL 152.4% M AL, 129.7%

M AL, 126.2% M A%, 124.1%

M AL 120.9% MAR 116.5%

M A3, 117.8% MAL 112.0%

In tables [3.2] and [3.3] we see the results of the input experiment on the M15 and the H1
interval, respectively. For the first epoch, all inputs and their corresponding profits are
shown. For the following epochs, only the top 5 inputs and their performance are shown.

For M15, in the first epoch we see a lot of negative values, mostly at the lower half of
the table. This means trading with solely an MA-input with a high numerator does not
work well, which makes sense as it only gives us a vague idea of the trend, and very little
information about our current time step. M A} comes out as the best input with 28.3%
profit. In the second epoch, we see that now that we have recent information in our
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input, adding inputs with a larger scope now helps performance the most. In epoch 3,
an input with a medium scope is found to improve performance even further, to 66.8%.
A fourth input, however, does not improve performance anymore. Therefore, for the
following M 15 experiments, we use the following inputs: M A}, M A3}, M AZ.

The first epoch of the tables for H1 shows far fewer negative return on investments.
M A} also has the best performance here, but here it’s already a return on investment
of 136.7% by using only one input. It is interesting to see how the n = 13 column
consistently performs worse than both the n = 8 and the n = 21 column. This may be
related to the number of hours in a day, as 8 hours is often still the same day, 21 hours
is the day before, but around the same time as it is now, but with 13 hours you have an
interval that almost always has one of its ends in a period of downtime, and the other in
an active period. This is purely speculation by the author, though. The second epoch
shows a small further improvement to 155.1% by adding M A}, which contrasts with the
variation we found in the M15 inputs. This may well be because H1 already spans a
much larger interval, as a 5 for H1 equals the same interval as a 20 for M15. In the third
epoch, M A} has the highest performance, but this is worse than our previously found
performance. Therefore, we stop our search and in the following H1 experiments we will
use M A} and M A} as our inputs.

3.2.3 Particle swarm optimization

Methods

Table 3.4: Parameters optimized with PSO, and their corresponding lower and upper bounds

Parameter Lower bound Upper bound

Spectral radius 0.05 1.5

Input scaling 0.01 100.0
Leaking rate 0.05 1.0
Learning rate 0.05 1.0
Connectivity 0.05 1.0
Regularization 1078 1.0
Bias 0 0.5

In the previous two experiments we have determined what reservoir construction method,
which target output, and which combination of inputs to use. In this experiment we will
run PSO, as described in section [2.2] on a selection of parameters to further optimize
our approach. We use the same values for the parameters ci, cp, and w. We use 28
particles (fewer than in chapter 2) for computational reasons, and 30 epochs instead of
50 for computational reasons as well as because we saw in chapter 2 that convergence
happened rather quickly.

The particles have 7 dimensions corresponding to spectral radius, input scaling, leaking
rate, learning rate, connectivity, regularization, and bias. The lower and upper bounds
of these parameters are shown in table[3.4] All of the particle values are mapped linearly
onto the parameter values, with the exception of the regularization, which is mapped
logarithmically. We do not include reservoir size in the PSO. Instead we run the PSO
with a constant reservoir size of 200, and find the best reservoir size in the next section.
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Particle fitness is measured as the return on investment over the year 2014 on the
EUR/USD, with training starting in 2010.

Results and discussion
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Figure 3.2: Return on investment of the best performing particle in the PSO over 30 epochs for M15
and H1

Table 3.5: Return on investment of the best performing particle in the particle
swarm optimization for M15 and H1

(a) M15 (b) H1

Parameter Value Parameter Value
Spectral radius  1.4999 Spectral radius  0.5019
Input scaling  0.2065 Input scaling  8.1693
Leaking rate 0.0500 Leaking rate 0.0500
Learning rate  0.0505 Learning rate  0.0500
Connectivity ~ 0.2542 Connectivity ~ 0.4206

Regularization  4.9366 - 108 Regularization  1.0000 - 108
Bias 0.3769 Bias 0.0070

In figure[3.2] we can see ghest, the global best performance of the PSO per epoch for both
M15 and H1. We see both gbests rising steadily to a return on investment of 449% and
499% respectively. The performance of H1 also starts slightly higher. We can also see
that the return on investment of H1 climbs more steadily at the start before flattening
off, while the return on investment of M15 has more stepwise increments throughout the
optimization. A possible explanation for this is that the agent performs more consistently
on H1, as there are four times fewer decisions to be made on a lower granularity. This
can make it easier to find the right parameters more steadily, and has less risk of getting
trapped in local optima.

Table 3.5 shows gbestx, the best parameters that have been found, for both M15 and
H1. We can see that many of the found parameters are very close to their lower or upper
bound. This may be because when clipping parameters that go outside of their bounds,
they maintain their outwards velocity. This velocity will reduce over time, but if their
best performance is found near the bound, it will not leave the bound anymore unless a
global best performance is found elsewhere. The probability of a particle to end up at the
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bound is much higher than for any random position in between the bounds, as any value
outside of the bounds is set to the bound. In the future, this may be avoided by allowing
particles to go outside of their bounds, but still use the parameters corresponding to their
bounds in determining fitness, and save gbestx and pbestx as if they were within bounds.
This way, a particle that overshoots out of bound, may then overshoot back past the
gbestx/pbestx at the bound and explore more different parameter settings than it would
otherwise have.

We can see one striking difference between the best parameters for M15 and H1. H1
has a much smaller spectral radius as well as a much larger input scaling. This could be
explained by the fact that the ESN needs to keep fewer time steps in memory when using
H1, as every time step corresponds to an interval that is four times as large as with M15.
Increasing the relative contribution of the inner dynamics of the reservoir for M15 can
be achieved both by increasing the spectral radius and decreasing input scaling, which is
what we see in the results.

It is also noteworthy that both the leaking rate and the learning rate are at their minimum
values. This was unexpected to the author, as such a low leaking rate means the reservoir
gets updated very slowly and does not react quickly to change. On the other hand, the
readout weights also connect the input to the output directly, so recent information is
still available. The small learning rate means that the readout weights only change very
little from month to month. This in itself isn’t surprising, but as the readout weights
start at zero, it takes a long time to wash away their initial state.

3.2.4 Reservoir size optimization

Methods

We have now optimized everything except for the reservoir size. In this section we will
optimize this final parameter. We again test on the EUR/USD data from the year 2014,
and we use the parameters and settings found in the previous experiments. We only vary
between twelve different reservoir sizes ranging from 50 to 1000, and for each of these
sizes we run 16 repetitions, each with its own random seed, which is constant throughout
the twelve different sizes.
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Results and discussion

Table 3.6: Optimization of reservoir size based on 16 runs for
M15 and H1. The bold values indicate the best reservoir sizes.

(a) M15 (b) H1

Size Profit Size Profit
50 8.0% 50  252.6%
100 94.3% 100  270.4%
150 181.7% 150  303.1%
200  205.1% 200  260.2%
300 260.6% 300 284.9%
400 191.6% 400  269.7%
500 216.1% 500  296.5%
600  156.8% 600  255.6%
700 136.6% 700 227.2%
800 63.0% 800  250.3%
900 87.1% 900  296.3%
1000 62.6% 1000 326.7%

As we can see in table [3.6] the best reservoir size found for M15 is 300, and for H1 the
best size is 1000. For M15, there is clearly a peak around 200-300, whereas for H1 all of
the values perform very well. This is surprising to the author as with fewer data points,
like in H1, typically fewer reservoir units are needed to learn the pattern. However, as the
performance of all sizes for H1 are fairly close to each other, it could also be determined
by a random factor. The peak performance for M15 could be explained because it is
near the reservoir size that was used when optimizing the other parameters with PSO.
However, typically the reservoir size and parameters such as spectral radius and input
scaling are mostly independent from each other.

3.2.5 Performance
Methods

Table 3.7: Costs in pips (0.0001) for the
low, medium, and high cost variants for
each of the symbol pairs. This cost is
based on the mean exchange rate of the
pair over the period of 2010 to 2016, pro-
portionate to the cost for EUR/USD.

Low Medium High
EUR/USD  0.30 0.60 1.20
GBP/USD  0.37 0.73 1.46
USD/JPY  23.00 46.00 92.00
USD/CHF 0.23 0.45 0.90
AUD/USD 0.21 0.43 0.86
USD/CAD 0.26 0.52 1.05
NZD/USD 0.18 0.36 0.73

In this experiment we test the performance of the trading agent using the parameters
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found in the previous three experiments. We use return on investment to measure the
performance of the trading agent, using the geometric mean and geometric standard
deviation. The agent is tested on data from January 2010 up to and including December
2016. We also include the validation data of the year 2014 in the performance, but we
will not base any conclusions solely on the performance in this year, as it was used in
optimization. Training is started in January 2006, with December 2005 being used as a
washout period for the ESN.

We look at seven different currency pairs, also known as the majors. These pairs are
EUR/USD, GBP/USD, USD/JPY, USD/CHF, AUD/USD, USD/CAD, and NZD/USD.

We test the performance at three levels of bid-ask spreads, referred to as low, medium,
and high. For EUR/USD, these spreads are set at 0.3, 0.6, and 1.2 pips. The spreads
for the other currencies are set relative to the EUR/USD spread, based on their mean
value over the tested years. So, if a currency pair’s exchange rate is twice as high as
the EUR/USD, we also use a spread that’s twice as high. This is because when such a
currency pair’s exchange rate increases by the same relative amount as the EUR/USD,
its absolute value changes twice as much. Using the same spread in both situations would
make trading on the currency pair with a higher value much easier. This is particularly
important for the USD/JPY pair, which is close to a hundred times as high. Note that
technically, a pip for pairs such as USD/JPY is 0.01 instead of 0.0001, but here we stick
to the same definition of pips as the other currency pairs. These low, medium, and high
spread costs for all of the majors are shown in table |3.7]

For each currency pair-spread combination, we run 50 repetitions. These repetitions all
use the same random seed in all of the combinations (but 50 different ones between the
different repetitions). This way, the differences between the combinations is determined
only by the symbol pair and spread that are used.

Results and discussion

In figure [3.3] we can see the geometric mean and geometric standard deviation of the
return on investment for each month in the test set for EUR/USD on the M15 interval.
In figure we see the same, but aggregated on a yearly basis (by taking the product of
the ROI + 1 of the twelve months). We see that out of 7 years, 5 of them are profitable,
but 2010 and 2015 make losses. Particularly 2015 has a large loss of —58% on a low
spread (as can be seen in table . However, the large profit in 2013, 2014, and 2016
easily make up for these losses. In both the monthly and the yearly figure, we can see
that the difference between low, medium, or high costs is minimal. This is because the
trading agent makes few, long duration trades. The bid-ask spread plays a much larger
role when making many short duration trades, as you need to beat the spread more often.

The monthly and yearly figures for EUR/USD on the H1 interval can be seen in figures
and respectively. Many more months are profitable here than with the M15
interval. On a yearly basis, only 2015 makes a loss now. The profit of 2012 and 2016 also
got much larger, though 2013 performs significantly worse than with the M15 interval.
For the same reasons as above, there’s only a small difference between the different levels
of spread.

In tables[3.8and [3.9 we see the average return on investment per year for each of the major
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Figure 3.3: Geometric mean and geometric standard deviation of the return on investment for each
month, averaged over 50 runs, for three levels of bid-ask spread (in pips), for EUR/USD on the M15
interval.

symbol pairs, for all three bid-ask spreads. Again, there is little difference between the
different levels of spread due to the long lasting trades. These results are overwhelmingly
positive, especially on the H1 interval. For M15, with high costs, there are 11 negative
values out of 49. For H1, there are only 8. The best performance on M15 is achieved
with USD/JPY in 2010, where the trader made a profit of 571.8% (high spread), and
on H1 the trader achieved up to 1300.5% in 2015 on the NZD/USD pair. These are
extraordinary values. While we do see some correlation between the performance on M15
and on H1 for the different years and symbol pairs, there are clear differences. Overall,
H1 has much higher values. On M15’s best performance, H1’s performance is average at
best.
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Figure 3.4: Geometric mean and geometric standard deviation of the return on investment for each year,
averaged over 50 runs, for three levels of bid-ask spread (in pips), for EUR/USD on the M15 interval.

A possible reason for the better performance on the H1 interval is that the trader can
look more time ahead. Every month we train on adds one extra time step of forecasting
(though only very marginally due to the 0.05 learning rate), and a time step on H1 is of
course larger than on M15. M15 has the advantage of being able to pick a more precise
moment to trade on, but this does not matter as much when making trades that last
several days. It is also more complicated, though the potential is higher. It might be
possible to improve the performance on M15 when using a smaller batch size, because
that way we have more batches, and thus more time steps taken into account for our
prediction.

One thing that is important to note is the occasions where all money is lost, denoted
by —100%. This happens on the same moments for both the M15 and the H1 interval.
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Figure 3.5: Geometric mean and geometric standard deviation of the return on investment for each
month, averaged over 50 runs, for three levels of bid-ask spread (in pips), for EUR/USD on the H1
interval.

The two cases on USD/CHF are easily explained. On the 6th of September 2011, the
Swiss National Bank put out a press releaseﬂ in which they stated that the CHF was
massively overvaluated, causing an accute threat to the Swiss economy, and showed their
determination to keep the EUR/CHF exchange rate below 1.20 at all times by buying
foreign currency in unlimited quantities. This caused the USD/CHF to go up from about
0.78 to 0.86 in a matter of minutes. The second —100% on USD/CHF is caused by a
press releasd’| of the Swiss National Bank on the 15th of January 2015, in which they
state they are discontinuing the minimum exchange rate of 1.20 as the overvaluation of
the CHF had diminished, and the EUR /USD had dropped, causing the CHF to be valued

2https://www.snb.ch/en/mmr/reference/pre_20110906/source/pre_20110906.en.pdf
Shttps://www.snb.ch/en/mmr/reference/pre_20110906/source/pre_20110906.en.pdf
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Figure 3.6: Geometric mean and geometric standard deviation of the return on investment for each year,
averaged over 50 runs, for three levels of bid-ask spread (in pips), for EUR/USD on the H1 interval.

lower as well. This second press release caused the USD/CHF to drop from about 1.02
to 0.84.

On the other hand, no clear reason can be found for the —100% in 2010 on the AUD/USD
exchange rate. While for USD/CHF there was suddenly a massive jump in exchange rate,
the loss in May 2015 on the AUD/USD is caused by a trade in the long (buy) position
which was kept open for about 80% of the month, while the exchange rate dropped from
about 0.92 to 0.81. This is still a massive drop, but it is not sudden like the ones on
the USD/CHF. However, it seems like after such a long, slow drop, the trading agent
expected the price to recover again.

Overall, these results show the possibility for enormous profit. However, a few notes
must be made. First off, like we saw above, sometimes the entire investment is lost. This

42



Table 3.8: Return on investment for the M15 time frame for all seven major exchange rates
per year (2010-2016) for low, medium, and high costs. (*A few runs on some months lost the
entire investment. Mostly due to external factors, see the text for more explanation)

(a) Low costs

Symbol pair 2010 2011 2012 2013 2014 2015 2016
EUR/USD -33.1% 39.1%  49.7% 334.5% 264.1% -58.0% 170.1%
GBP/USD 323.0% 212.1%  67.1% 17.6%  94.9% 42.1%  -38.1%
USD/JPY 656.2% 193.7% 6.6% 252% -11.5% 83.3% -47.4%
USD/CHF 154.5% *-100.0%  77.4% 126.1% 230.7% *-100.0%  31.6%
AUD/USD  *-100.0% -121%  134.0%  64.0% 216.3% 266.9% 259.8%
USD/CAD 94.9% 292.5% 222.6%  22.4% 149.2% 71.7%  17.3%
NZD/USD 111.5% -43.9%  38.9% 103.3% 224.4% 172.6%  90.1%

(b) Medium costs

Symbol pair 2010 2011 2012 2013 2014 2015 2016
EUR/USD -33.8% 329%  44.1% 324.2%  253.0% -59.9% 161.5%
GBP/USD 307.8% 197.4%  61.3%  14.8%  86.2% 35.7%  40.6%
USD/JPY 618.2% 178.7% 3.8% 21.8% -13.8% 7% -49.0%
USD/CHF 146.5% *-100.0%  70.5% 117.7% 222.7% *-100.0% = 26.7%
AUD/USD  *-100.0% -15.2%  128.7%  59.0% 204.3% 247.4% 241.1%
USD/CAD 88.4% 275.4% 213.4%  19.4% 140.1% 63.8%  12.6%
NZD/USD 100.9% -46.2%  33.9%  95.5% 217.5% 162.9%  80.6%

(c) High costs

Symbol pair 2010 2011 2012 2013 2014 2015 2016
EUR/USD -37.5% 24.6%  37.2% 300.8% 233.8% -62.4% 139.8%
GBP/USD 278.7% 178.2%  55.5% 9.3%  77.6% 27.0% -45.8%
USD/JPY 571.8% 160.1% -0.4%  14.9% -17.0% 69.8% -51.5%
USD/CHF 132.5% *-100.0%  62.1% 106.6% 201.9% *-100.0%  19.9%
AUD/USD  *-100.0% -20.3% 116.2%  48.5% 187.8% 209.6% 208.2%
USD/CAD 76.8% 250.3% 196.0%  13.7% 123.9% 52.6% 6.0%
NZD/USD 87.6% -49.7%  23.1%  79.7% 191.9% 138.5%  62.3%

only has to happen once for all profit to be in vain. Therefore, solid risk management
is needed. For example, you can spread your investment over multiple exchange rates.
After some exchange rates have made you a profit, and others have made you losses, you
can redivide the investment. Below we will show an example of what this would look like
with the trading results shown above.

As mentioned in chapter 1, forex brokers typically have more costs associated with them
than just the bid-ask spread. Two common costs are the broker’s commission on each
trade, which can be around 0.4 pips for EUR/USD, and the overnight swap. Due to
differing interest rates on different currencies, you either get money subtracted or added
to your account based on which of the currencies has a higher interest rate. There is
typically a broker’s commission on these swap rates, meaning your losses will be a bit
larger than your gains. For example, at the moment of writing this, a particular broker
subtracts 0.538 pips overnight when a trader has a long position open, while it only adds
0.490 when a short position is opened. On average, this results in -0.024 pips per night
if the trader has short and long positions opened the same number of nights. However,
as traders take into account these costs, while our trading agent does not, it is possible
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Table 3.9: Return on investment for the H1 time frame for all seven major exchange rates
per year (2010-2016) for low, medium, and high costs. (*A few runs on some months lost the
entire investment. Mostly due to external factors, see the text for more explanation)

(a) Low costs

Symbol pair 2010 2011 2012 2013 2014 2015 2016
EUR/USD 52.7% 123.2% 338.5% 206.3% 276.8% -52.6% 624.7%
GBP/USD 232.8% 605.8% 404.9%  34.4% 219.5% -24.8% 147.8%
USD/JPY 139.1% 208.4% 213.2% 100.9% -6.5% 313.8% -55.1%
USD/CHF 135.4% *-100.0% 764.7% 105.6% 302.8% *-100.0% 235.3%
AUD/USD  *-100.0% 2.7%  46.2% 220.7% 274.9% 499.5% 128.4%
USD/CAD 129.9% 349.9% 575.8%  65.1% 180.9% 285.3%  606.0%
NZD/USD 108.0% 200.9% 100.4% 377.1% 587.4%  1408.5% 104.2%

(b) Medium costs

Symbol pair 2010 2011 2012 2013 2014 2015 2016
EUR/USD 48.6% 117.4% 330.1% 198.6% 268.1% -54.7%  598.7%
GBP/USD 222.2% 587.5% 394.5%  31.6% 212.9% -27.8% 140.0%
USD/JPY 134.0% 202.0% 208.3%  96.5% -1.7% 307.7%  -55.7%
USD/CHF 132.3%  *-100.0% 747.8% 102.5% 296.3% *-100.0% 229.1%
AUD/USD  *-100.0% 1.4%  44.6% 2154% 268.2% 485.1% 121.1%
USD/CAD 125.2% 337.6% 563.6%  62.1% 174.6% 274.3%  592.8%
NZD/USD 103.1% 190.7%  96.4% 367.7% 577.9%  1365.3% 100.7%

(c) High costs

Symbol pair 2010 2011 2012 2013 2014 2015 2016
EUR/USD 43.1% 105.0% 309.7% 187.8% 254.5% -58.3%  551.3%
GBP/USD 206.1% 545.2% 373.6%  25.5% 203.4% -31.6%  126.0%
USD/JPY 123.0% 191.9% 201.1%  87.8% -9.7% 295.3%  -57.7%
USD/CHF 128.3% *-100.0% 720.3%  98.6% 284.0% *-100.0% 216.2%

AUD/USD  *-100.0% -1.5%  40.9% 206.3% 253.3% 443.0% 110.9%
USD/CAD 114.9% 315.1% 534.3%  55.3% 165.5% 259.3%  568.2%
NZD/USD 93.3% 176.4%  86.2% 348.1% 553.0%  1300.5%  94.6%

that this creates a pattern the agent has managed to abuse. This is difficult to check
without knowledge of historical interest rates, but from inspection of our trading history,
long and short positions are almost always alternated, and there does not appear to be a
clear pattern of one position being opened for a longer period of time than the other.

When using high spread, the trader makes about 10 trades per month, which costs 12
pips. If we have a trade open every night of the month, that would cost 0.024 - 31 = 0.74
pips, although for some currencies this cost would be higher, up to about 5 times this
cost, which would be 3.5 pips. Finally, the broker’s commission per trade would cost an
additional 5.4 pips. Taking these estimated costs into account, the monthly trading cost
that must be beat for profit adds up to 20.9 pips, as opposed to 12 pips. However, given
the low difference we saw between our different trading costs, this is unlikely to make the
difference between profit and loss. Also, we made use of the high spread in this example.
During trading peaks, the spread is typically lower than even the medium spread. For big
traders like banks and hedge funds, the spread is even lower. If we incorporate knowledge
about these additional costs into our model, we might also be able to reduce the costs,
or even use interest rates to our advantage.
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Figure 3.7: Balance over the course of 7 years, starting with €1000, for 50 different runs, when dividing
the current balance over the 7 different currency pairs to reduce risks, using the H1 interval on high cost.

As a final note, in a real trading scenario, the spread is usually not constant (for accounts
with a constant spread, that means a higher than usual spread). During daytime, the
spread is typically a lot lower, but during European nights, when Europeans are sleeping
and Americans are home from work, the spread becomes a lot larger. It is unlikely that
our agent seriously abuses this fact, though, as the exchange rate does not change much
during the night, and a trade can just as easily be made the next day.

In figure |3.7, we show what happens when we start with an investment of €1000 at the
start of 2010, and split that investment equally over the seven majors, using the trading
performance we’ve seen in table (H1, high spread). We use the split investments to
trade with the 50 different runs we tested, and for each run we keep track of our balance.
At the end of each month, the balance is redivided equally over the seven exchange rates.
This way, a massive drop like the one we saw twice for USD/CHF only takes out 1/7th of
our funds (or, if we're lucky, we have the right position open when such a jump occurs).
Our profit margin in other situations is easily large enough to overcome such losses, as
we see in the figure. The lowest balance reached by any of the 50 runs is €677. Over
the course of 7 years, the worst performing run went up to 1.26 million euros, while the
best one went up to 6.84 million euros. Even the worst performance leads to a return on
investment of 126000% over 7 years, which averages to a return on investment of 177%
per year!

Of course, it is questionable whether these kinds of profits hold in the environment of live
trading, with varying spreads and additional costs. However, it does show that the agent
has managed to learn how to trade for a lot of profit on the highly random historical data
despite trading costs.
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Chapter 4

Discussion

4.1 Summary

In the first chapter, we discussed the foreign exchange market. A highly volatile and
stochastic market with enormous volumes of currencies traded every day. We introduced
different types of analysis used in forex trading, and introduced terminology and costs
associated with trading, like the bid-ask spread, broker’s commissions, and overnight
rollover costs.

In chapter 2, we described the echo state network, a simple but powerful type of recurrent
neural network. We tried to use the ESN to predict the change between the current and
the next data point in EUR/USD exchange rate on 1 hour intervals. We used three
different methods. One where we tried to predict the value at the end of the next interval
based on the value at the end of the current interval, one where we tried to predict the
value at the end of the next interval based on the midrange of the current interval, and
one where we tried to predict the midrange of the next interval based on the midrange
of the current interval. The first two have the advantage of trying to predict the same
value that you're eventually trading on. The latter has better predictive potential, as
the midrange is much more representative of an interval than a single value at the end.
However, it is more difficult to use in trading. We also see this in the results, where
the first two methods predict very poorly, but trade about even, but the third method
predicts fairly well, but when using the value it predicts in trading, it loses about 8.67%
of the investment per year.

In chapter 3, we described Q-learning, which we used to train the ESN’s readout weights in
batches of one month each. The outputs trained corresponded to the expected cumulative
discounted future rewards when choosing buying, selling, or holding actions, instead of
a simple one-step-ahead prediction. We also introduced moving average-based inputs
that provided the ESN with input data on multiple ranges of historical data. These
new elements together allowed the trader to achieve high profit on the M15 interval, but
especially on the H1 interval. A return of investment of up to about 1400% in a single
month was reached. However, there were also months with losses, in some cases losing the
entire investment. We circumvented these enormous losses by splitting our investment
over seven different exchange rates, and redividing the investment equally at the end of
each month. This way, when some unexpected large event occurs in one of the exchange
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rates, only one seventh of the investment will be gone. Investments in other periods of
time are easily able to make up for this. This risk cutting strategy allowed even the worst
of the 50 runs to achieve a return on investment of 177% per year.

4.2 Research questions

1. Do ESNs have predictive capabilities for the exchange rate of currencies
on the foreign exchange market, compared to a benchmark? As we saw in
chapter 2, two of our three methods (CC and MC) had a worse prediction record than
the benchmark, as well as worse than when predicting points on a straight line fitting the
data (which would give an NMSE of 1). The third method (MM) did show that the ESN
has predictive capabilities for the next interval’s midrange relative to the current interval’s
midrange. Overall, one-step ahead prediction appears difficult for such a stochastic time
series, but it seems possible to predict more general trends.

2. Can we map the outputs of an ESN with such predictive capabilities to
trading actions that provide significant gains (e.g. 5% per month) on historical
forex data? In chapter 2, using the one-step ahead predictions to trade gave results
that were similar to chance for the two methods (CC and MC), when not using any bid-
ask spread. The third method (MM) did have good predictive capabilities, but mapping
these to trading actions proved to work poorly. It turns out to be a better approach to
predict expected rewards from trading directly, instead of predicting only the next step,
and using a heuristic to trade on that. With Q-learning applied to the ESN as in chapter
3, very high gains (easily passing 5% per month) were achieved []

3. Are these gains enough to overcome trading costs? At what approximate
spread is trading no longer profitable? The gains achieved in chapter 3 overcame the
used bid-ask spreads, which were quite realistic. A reason for this is that the trades made
lasted very long, causing the bid-ask spread to play a smaller role. The bid-ask spread
seemed to have only a small impact on the profit, and at the highest tested spread, the
trades were still highly profitable. A brief inspection of alternate trading costs for long
lasting trades suggested that even when taking those costs into account, trades would
still be profitable.

4. Are these gains consistent over different datasets, and over different exper-
imental runs? We saw a lot of variance between different experimental runs, different
datasets, and different symbol pairs. However, particularly the trader from chapter 3 on
the H1 interval made profit on the far majority of months. However, we also saw some
months where the entire investment was lost due to massive market movements due to
external factors (e.g. a press release from a national bank). We showed that by properly
spreading our investments, we were able to overcome such risks to make enormous profits
on each of the experimental runs over the course of the entire 7 years in the testing set.

INote: the author discovered an error in the experimental method where trades that were still open at the end of the
month were ignored. This invalidates the results from chapter 3’s experiments. The trading agent has been optimized with
this error, resulting in the agent often keeping bad trades open till the end of the month, which would have otherwise lead
to losses. It is possible that the agent could still be profitable if it was optimized with a fix for this, but tests with the fix
applied proved to lose money with the optimization done prior to the fix.
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4.3 Discussion

In this thesis, the focus was almost entirely on echo state networks. Echo state networks
can be very useful because they are very simple, and training is performed much faster
than methods such as back-propagation. The reservoir gives a rich temporal representa-
tion of the data when proper inputs and proper parameters are selected, and the readout
weights are flexible in how they can be trained, as we saw in chapter 3.

However, ESNs do not have long term memories. While their memory can be long, all
memories fade at the same speed. This can be remedied by introducing a separate leaking
rate for each reservoir unit, but this is another layer of random initialization that does
not get trained. It also probably still won’t be able to memorize specific patterns in the
long term. In chapter 3 we circumvented this by using inputs that represented shorter
and longer intervals, but ideally, a neural network is able to learn these things themselves.
Finally, because no training occurs on the input weights, adding more inputs can actually
harm the performance significantly, as inputs will have an enormous overlap in how they
affect the reservoir.

It would be interesting to test a more complex recurrent neural network such as the
LSTM (Long Short-Term Memory) [12], which can store specific values for any interval
it sees fit. An LSTM may also be able to be combined with Q-learning targets the way
we did with the ESN in chapter 3 for a more powerful neural network.

In both chapter 2 and chapter 3, we used particle swarm optimization for optimizing our
parameters. However, as we mentioned in chapter 3, due to our handling of upper and
lower bounds, a lot of parameters were set to their minimum or maximum value. We
should change the way the PSO handles these bounds in future situations, or choose a
different method of optimizing the ESN’s parameters. A grid search would take extremely
long with so many parameters, even if it only covers a small number of values for each
parameter. However, there are guidelines for ESN optimization as not all parameters are
dependent on each other. The most important parameters, like spectral radius, input
scaling, and leaking rate can be optimized with an extensive grid search on a small
reservoir size, after which the other parameters can be optimized one by one.

In chapter 3 we also saw the impact input selection can have. It may be interesting to
see how one-step or multiple-step predictions would work when the ESN is provided with
a larger variety of inputs, instead of just the return value of the last time step.

At the end of chapter 3 we saw the importance of risk management. The example
situation used in chapter 3 is rather simplistic. An ideal model would divide its investment
through many exchange rates based on expected rewards in each of them. Such a model
could balance expected profit and risk with whatever weights the user prefers. It would
use a single agent that learns how to divide the investment, instead of dividing the
investment over 7 different, independent trading agents. It might also be able to use
inputs from several exchange rates at once. However, as described above, this may only
make performance worse as additional inputs can easily have a negative impact on the
performance of a model like the ESN.

Finally, for further developing this model, the next important step would be to introduce
additional costs such as overnight costs and broker’s commissions, and varying spread.
A trading model would need to somehow incorporate all of these and predict things like
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the spread and overnight swap rates as well to adequately take these into account for
trading. Once these complications are added, the model could be trained on a live demo
to see if the performance we saw in this thesis holds up.
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