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Abstract

Issue tracking systems are a means of communication for software devel-
opers, where some of the issues are about architectural design decisions.
This project is focused on two types of design decisions, structural design
decisions and technology design decisions.

Using a self-developed program to gather issues about technology de-
sign decisions and by using a set of issues about structural design decisions,
we are able to annotate the architectural knowledge concepts that are used
inside the decisions. This step is followed by an extensive comparison of
the architectural knowledge usage in the two issue types.

This project contributes to both knowledge exploration, by giving in-
sight in the knowledge usage, and knowledge capturing, by providing data
sets that can be used for e.g. machine learning.
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1 Introduction

Every software system has a software architecture. Instead of viewing the ar-
chitecture as a set of software elements and the communication between the
elements, another perspective was introduced [I1]. That perspective considers
the software architecture of a system as the result of a set of design decisions.
That is a more realistic approach to how an architecture is created in software
projects. Furthermore it captures exactly where most architectural knowledge
(AK) is used by the developers: in the design decisions.

Making the right design decisions is important. Design decisions influence
the architecture, which can make or break the system [3]. AK is used for the
decision making. Having more AK leads to better design decisions in general.

Lots of studies have focused on capturing the AK involved in the design
decisions, making it possible to reuse that AK in future decisions [7} [16] [23].
With this study however, we try to find out which AK is applied and how the AK
is applied during the decisions. We distinguish two types of design decisions,
structural design decisions and technology design decisions. These two types
will be compared with regard to the AK use.

Issue tracking systems have been found to be a great source of the knowledge
that was used for creating a software system [4], Bl 6, 20, 22]. Therefore we will
use such system as the source of design decisions and thus also the source of
the AK. As an issue tracking system contains lots of issues, where most of them
are not useful for this study, two programs are developed that select potential
useful issues. A manual inspection is followed to confirm good quality of the
issues.

The issues are then annotated using a code book. AK concepts, such as
“Architectural solution benefits and drawbacks” receive a code. We can compare
the usage of these AK concepts in both types of decisions (structural decisions
and technology decisions) using those annotations.

The comparison between the two design decision types is focused on five
aspects. The comparison of these aspects are the research questions (RQ) for
this project:

e RQ1: What is the difference in the usage of AK concepts?

RQ2: What is the difference in the amount of words developers use to
express each AK concept?

RQ3: What is the difference in co-occurrence of the AK concepts?

RQ4: What is the difference in keywords for each AK concept?

e RQ5: What is the difference in the usage of textual variants?

The contributions of this project are useful for both knowledge exploration
and (automated) knowledge capturing. Below a list can be found with the
contributions of this project:



e Provide insight in the AK difference between the two types of design de-
cisions

e Provide general insight in AK involved during the design decisions in issue
tracking systems

e A set of (annotated) technology design decisions and a set of (annotated)
structural design decisions

e Sets of keywords that developers use to express each AK concept, for both
types of design decisions

1.1 Background information
1.1.1 Software architecture

A software system can be broken up into smaller pieces, the software elements.
The elements and the communication between the elements are represented by
the software architecture of the system. Details that are not relevant for un-
derstanding the general flow of the system are omitted, such as implementation
details. Hence, the software architecture of a system can be seen as an abstract
representation of that system.

A system’s software architecture can make or break the system. As an
example, for systems that require low latency’s, having an efficient program
flow is a must. Furthermore it is important to decide the software architecture
beforehand. Some architectures do not work for a certain system, resulting in a
malfunctioning system or a system of which the implementation is not feasible.
Creating a system architecture before implementing it is in most cases the best
strategy, especially when the architecture is found to be infeasible to implement.
In that case, only abandoning the architecture, instead of the architecture and
the implementation, is a better situation to be in. That would reduce the cost
of the system and it would not waste the time of software developers. Thus
modifying the architecture becomes more expensive as the development of the
system progresses.

Creating a good software architecture is a hard task. First of all, the goals
of the system have to be clear. As most architecture decisions are some sort
of trade off, knowing the important aspects of the system can help to make
the right design decisions. For example, choosing between performance and
memory usage really depends on the system that is being developed. For real-
time applications, the former is chosen. For programs running on memory
constraint devices, the latter is chosen.

Besides, in most cases there is not a single idea that is the best idea. In
bigger software teams it is important to have discussions about the software
architecture. Most developers have their own ideas about what the best design
is. By discussing these ideas and reviewing them, the team can come up with,
in their eyes, the best solution. Do note however, there is no such thing as a
good or bad software architecture. Some architectures fit the system more than
others. It depends on the system whether the architecture is good or bad. [3]



1.1.2 Architectural design decisions

Architectural design decisions are the building blocks of a software architecture.
All individual decisions should therefore be made carefully. Not all decisions are
of the same type. The goal of this project is to find out how the decision making
differs between two of those decision types. Those two types are structural
design decisions and technology design decisions. The following two subsections
contain information about both types of decisions.

1.1.3 Structural design decisions

The structural design decisions focus on architecture related to the system’s
subsystems, layers, partitions and components [16]. These changes are imple-
mented by the developers of the system. The developers are free to choose how
the changes look like. The result of that is in most cases a more suitable solu-
tion, as everything is under their control. However, this takes effort from the
team to make and can result in more work and more costs. One example of a
structural decision is the following:

e Create an additional system keyspace to store KS definitions and migra-
tion data. (CASSANDRA-825)

The issue in the example is about adding a system component, e.g. a system
keyspace in this case. The issue is therefore considered as a structural design
decision. The goal of the issue is to provide additional functionality to the
system.

The example above is about adding functionality to the current system.
However, the decisions can also be about changing or removing functionality.
An example of that is the following:

e Make bulk loading into Cassandra less crappy, more pluggable (CASSANDRA-
1278)

1.1.4 Technology design decisions

Technologies are solutions created in other software projects. These are con-
crete solutions, such as frameworks, programming languages, standards and
libraries [25]. The functionality is predetermined and cannot be changed easily.
Therefore, the development team has to decide which technology is the best or
which technology has the best trade offs, the so-called technology design deci-
sion [16]. If none of them is appropriate, the team can always develop their own
solutions leading to e.g. structural design decisions. Although technologies do
not always completely fit the system, a decently suited technology is in most
cases considered acceptable. Meaning that the time to adapt the system to a
certain technology is cheaper than the time to build their own solution.

There is also the aspect of quality. Well-used technologies are thoroughly
tested. In most cases much more than when creating own solutions. Hence
leading to less bugs or a system that is easier to use. Although it may require



more time to adapt the system to a technology than to create an own solution,
choosing a technology could still be the best option due to the thorough testing.
Again, it depends on the system and its requirements if it is the best option.
The best option is determined in technology design decisions and these decisions
require architectural knowledge. Therefore these type of design decisions are
useful to analyze.

Technology design decisions can be about adding technologies, updating
technologies and removing technologies. Examples of these are the following:

e Use Caffeine (W-TinyLFU) for on-heap caches. (CASSANDRA-10855)

e Update Netty version to 4.1.50 because there are security issues in 4.1.37.
(CASSANDRA-15868)

e Deprecate Pig support in 2.2 and remove it in 3.0. (CASSANDRA-10542)

The issues in the examples are technology design decisions, since they decide
about the technologies that are used. For example, the first issue decides about
using Caffeine (a Java library). This technology has the purpose of provid-
ing certain functionality, in this case handling on-heap caches. Therefore this
decision is considered as a technology design decision.

1.1.5 [Issue tracking systems

Issue tracking systems are used to store all issues that have been found for a
product. This product could be anything, but we focus on the issue tracking
systems for software development, as those are the only issue tracking system
used for this project.

There are different types of issues for software development. Since this re-
search focuses on a software project that uses Apache Jira [12] as an issue
tracker, only the issue types of Apache Jira will be explained. Do note that
other issue tracking systems use similar issue types.

Apache Jira uses a hierarchy for managing the issues. The hierarchy contains
three levels. The top level are the so-called epic issues. These epic issues are
used to represent bigger changes in the system. Such changes could be switching
to another major version, e.g. switching from version 3.0 to 4.0. It could also
correspond to adding an important feature to the system. There are also many
other changes that could be considered an epic issues, but that is ultimately
decided by the team developing the system.

One level below the epic issues are the standard issues. These issue are
divided into types. Examples of such types are bugs, new features and tasks.
Bugs are problems with the system. These could lead to weird behaviour of the
system and should therefore be resolved. New features are additional function-
ality that could be added to the system. New features can be requested by users
of the system, or by the development team itself. Tasks are things that people
from the development team should do, e.g. releasing a certain piece of software.
There are many more types of standard issues, which will not be explained here.
These types will depend on what is needed for the software project.



The lowest level issue is the subtask issue. It is used to divide a standard
issue. That is useful when a standard issue is bigger than initially thought. It is
also useful to handle unforeseen complexities that do not belong to the standard
issue.

Some issues need to be resolved faster than other issues. Issue tracking
systems accomplish that by using priorities. Each issue receives its own priority.
For system-breaking bugs it would be as soon as possible. Optional features
could be delayed on the other hand. By assigning the priorities to each issue,
the developers have an easy way of knowing which issue to work on first. [I3]

It is clear that issue tracking systems are structured systems. Besides, issue
tracking systems provide a single place for discussions about the system. All
reasoning and knowledge should therefore be in there. That is useful during the
discussion, to see previous pros and cons of certain ideas, but it is also useful
after the discussion, to see why a certain idea was implemented. Furthermore
it makes it possible to use them as a source of architectural knowledge for this
project. The issue tracking systems allow us to analyze the discussions about
issues and explore the knowledge used in the discussions.



2 Related work

2.1 Software architecture as a set of design decisions

A study from 2005 by Jansen et.al. introduced a new perspective to software
architecture. Instead of representing the architecture as software components
and their communication, this perspective represents the architecture as a set of
design decisions. Besides, it should tackle knowledge vaporization of the archi-
tecture, since the reasoning behind the architecture is often not documented. [11]

That perspective was also used in another study performed by Farenhorst
et. al.. The study found that it is useful to share the knowledge regarding
design decisions. It focused on the tools to share architectural knowledge and
presented a platform to do that. [9]

A study by Avgeriou et. al. stated that considering the software architec-
ture as components and connectors does not capture how the architecture was
created. This issue was solved by considering the design decisions as the most
important source of knowledge. Based on other studies, they found what the
core of a decisions should look like. The core of a decision should contain a
description, an issue, the decision rationale and the discarded options. They
also found that a decision can influence other decisions. For example, a deci-
sion can lead to having to make other decisions or a decision can conflict with
another decision. This was also found to be an important part of the software
architecture. This relation of decisions can be presented in various forms, such
as links between decisions or assigning categories to the decisions. Furthermore,
some systems also make use of additional information about the decisions. This
extra information can include things such as status and decision type. [2]

2.2 Knowledge regarding design decisions

To stress the importance of the architectural knowledge from design decisions,
a study by Capilla et. al. found that it is sometimes useful to recreate the
design decisions. Therefore they outlined a web-based tool to make it easier for
developers to manage the design decisions that they make and to prevent the
loss of the knowledge used to make the design decisions. [§]

The amount of knowledge regarding a design decision was also found to be
influencing the result of the decision. Having more knowledge about the benefits
and drawbacks of a certain decision, should ultimately yield better decisions. [25]

A study by Kruchten et. al. created a list of use cases for architectural
knowledge. Although the list does not capture all use cases that exist for ar-
chitectural knowledge, it is clear from the list that architectural knowledge can
be applied in a wide range of use cases. This includes things such as creating,
extending, recreating and reviewing software architectures. [15]

2.2.1 Technology design decisions

Another study by Kruchten et. al. determined the different types of design
decisions. These types include structural decisions and technology decisions. [16]
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Due to the rapid increment of available technologies, Soliman et. al. did a
study to find out how the technologies are selected by the developers. Using the
results of the research they proposed an extension to the existing architecture
knowledge models. That extension consisted of the technology design decisions
and the reasoning behind those decisions. [25]

2.3 Tools to recover undocumented knowledge

Lots of studies have shown that documenting architecture knowledge is an ig-
nored task, such as a study by Rolddn et. al. [2I]. A study by Kruchten et.
al. mentioned the cause of that problem. Since there are no immediate benefits
for the decision makers to document their decisions and decision rationale, it
is not attractive for them to do that. However, this can lead to problems in
later stages and possibly for other people that did not make the decisions. They
proposed a solution to that problem in the form of automatic capturing of the
decisions and decision rationale. Their study also contains ideas of how the
architectural knowledge representation should look like. Since the amount of
knowledge is overwhelming, they suggested a visualized abstract representation
of the knowledge. [15]

More studies were performed that proposed tools to capture architectural
knowledge. A study by Borrego et. al. also found that knowledge regarding
software architecture is vaporized. [7] Most developers prefer sharing knowledge
in face-to-face communication, which is in general not reusable. The reusable
variant is documentation, which is often ignored. The study focused on other
means by which developers are communicating, such as email, and extract the
architectural knowledge from those means of communication.

Another tool was created that recovers architectural design decisions. Since
these decisions were again found to be lost often. The tool uses issue tracking
systems and version control systems to recover design decisions. [23]

The previous mentioned tools focused on extracting knowledge from the
communication during the decisions. There has been a study that took a dif-
ferent approach. That study by Kruchten et. al. presented a repository that
contains architectural knowledge. It is a repository to store the knowledge used
in design decisions, as this knowledge can hardly be extracted from software
architectures that are considered using the old perspective (e.g. software com-
ponents and connectors). [16]

2.4 Knowledge inside issue tracking systems

Issue tracking systems were found to be a fundamental channel for communi-
cation between the developers of a software system. However, they found that
not only the developers use issue tracking systems, but also stakeholders of the
project are involved in these systems and use it to communicate their perspec-
tives on certain issues. The involvement of all those parties make issue tracking
systems a great source of knowledge. [5] The involvement of other parties in
issue tracking systems was confirmed by another study. [4]
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By using an issue tracking system, the design decisions are implicitly cap-
tured. [6] In the study by Bhat et. al. they focused on extracting the design
decisions and classifying them using a machine learning based approach.

A study by Kleebaum et. al. found that issue tracking systems and version
control systems have opportunities for capturing the knowledge regarding the
decisions that are made for a software project. However, they stated that those
systems lack the techniques of making the knowledge explicit. They proposed
two solutions for that problem. The first solution is a manual process that doc-
uments the knowledge. The knowledge is documented when developers capture
knowledge, annotate knowledge or link knowledge to other knowledge elements.
The second solution is automatic text classification. This uses natural language
processing and tries to classify text in categories. These categories are issue,
decision, alternative, pro and con. The ground truth for this automatic text
classification can be trained by the developers themselves. [14]

In a study from Meneely et. al. it was stated that issue tracking systems
record solutions to failures, feature requests or other development tasks. It was
also found that issue tracking systems contain more information than version
control systems alone. This indicates that not all issues, solutions and decisions
lead to changes in the source code. [I§]

However, issue tracking systems also contain so-called noise. In the end it
is a communication system for developers and stakeholders. Sometimes there
are digressing discussions, which do not contain useful knowledge regarding the
decisions. Also text in the form of code snippets, stack traces and links do not
contain any significant knowledge on their own. Furthermore, the discussions in
issue tracking systems are not structured in general. The study by Merten et. al.
proposed solutions to reduce the problem. Apart from the proposed solutions,
a takeaway from the study is that the problem, knowledge in issue tracking
systems can be chaotic, should be taken into consideration when working on
automatic tools that analyze issue tracking system. For studies that do manual
analysis it is less of an issue. [19]

How much knowledge is inside issue tracking systems was found by another
study. [22] They followed the development of a software system and found out
that 16% of the commits did not contain an issue ticket. However, 42% of these
were needed for software operation and 23% of these tickets were needed for
requirements modification. What that implies is that most of the issues contain
valuable knowledge that is needed to understand why the system was built as
it is.

One study focused specifically on the knowledge used in the issue tracker
Apache Jira. They also concluded that the issue tracking system contains valu-
able knowledge. [20]

A recent study by Soliman et. al. explored the architectural knowledge used
for structural design decisions in issue tracking systems [24]. They developed a
coding book that contains the architectural knowledge concepts that occur in
structural design decisions. By annotating the knowledge concepts in the design
decisions, they could explore the knowledge that was used in those decisions.

12



2.5 Position of this study with respect to related studies

This project shares the same perspective, e.g. viewing software architecture as
the result of a set of design decisions, as some of the previous mentioned studies.
This perspective captures the knowledge involved in the creation and evolution
of the architecture, whereas the old perspective solely focused on the result of
all the decisions and did not capture the process that lead to that result.

This project uses issue tracking systems as the main source of architectural
knowledge, whereas other studies also extracted knowledge from other means
of communication between developers. Since issue tracking systems do contain
a lot of knowledge, this should not lead to issues. The study from Soliman
et al. [24] shares the most similarities with this project. However, their study
only considered structural design decisions, whereas this project considers both
structural design decisions and technology design decisions.
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3 Study design

This section contains an overview of the steps that yield the results to the
research questions. Figure[l]is a visual representation of those steps. Below the
diagram the individual steps are further explained.

Gather issues Select issues with the Provided set of issues
containing technology ——>» containing structural

design decisions festinouiedds design decisions

Gather commits with
Maven changes

Y

[ Using a program 4
[ Manual work RQ1, RQ2, <— Analyze annotations <
RQ3, RQ4 /Annotate issues using
Provided data the coding book

Assign textual
RQ5 €—— variants to
annotations

A

Figure 1: Overview of the steps of the study design

Gather commits with Maven changes: Using a self-developed program
for this project (MavenDependencyAnalyzer), the Git commits of the Apache
Cassandra repository are scanned for changes in Maven files. The Maven files
contain dependencies on other technologies. Changes in those files could there-
fore represent changes in the technologies used.

Gather issues containing technology design decisions: From the previous
step, a set of commits was obtained that have dependency changes. In this step
the issues belonging to those commits are gathered using another self-developed
program (GitIssueFinder).

Select issues with the most knowledge: The outputs from the two pro-
grams (MavenDependencyAnalyzer and GitlssueFinder) can be manually com-
bined to see what Maven changes in the source code correspond to which issues.
In order to make sure that the issues found in the previous step are of sufficient
quality, a manual scan is performed. Issues not containing knowledge regarding
technology decisions are abandoned.

Provided set of issues containing structural design decisions: Gathering
issues about structural design decisions can be done in a similar way. Instead
of analyzing the dependencies of the system, the source code of the system is
analyzed. When the source code of a commit contains architectural changes,
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the corresponding issues have a high probability to be about structural design
decisions

Gathering issues about structural decisions was not necessary for this project,
as they have already been obtained by another study [24]. That set was provided
for use in this project.

Annotate issues using the coding book: Both sets of issues are available
from the previous steps and can be annotated using the coding book (Appendix
IA]), which was created in the study from Soliman et al. [24]. The coding book
provides a structural approach of applying annotations.

Most of the text in the issues contain standard structures. These standard
structures are architectural knowledge concepts and are described in the coding
book.

The concepts are divided into three categories. The first category is the
design issue. It is about the problem itself, which needs to be solved by the
design decision. The second category is the architectural solution. It is a po-
tential solution to the problem from the first category. The third category is
the design decision rationale. It describes why a certain architectural solution
is appropriate or not for the problem. Each category is subdivided into more
specific categories, which can be found in the coding book.

Using these codes we will annotate the discussions of the selected issues. The
first step is to try and spot the knowledge concepts. Then each part of the text
corresponding to a knowledge concept is given the correct code in Atlas.ti [I]. In
the end, the issues will be annotated with codes indicating all sorts of knowledge
concepts.

During the annotation, the “comment” code is used. For each person that
delivers architectural knowledge in its comment, the username will get the “com-
ment” code. The code is used to distinguish the knowledge used in the descrip-
tion of the issue and the comment section. The code also makes it possible to
retrieve the amount of comments in an issue containing architectural knowledge.

Furthermore the ”technology solution” code is added to the coding book.
It describes the technology solution, a solution to provide certain functionality
developed in another software project, either by the name of the solution and
possibly the functionality of the solution.

Analyze annotations: The result of RQ1 can be calculated using Atlas.ti.
It shows how many annotations there are for each code. Using that, it can be
determined which codes are used and what the usage percentage is.

Using a modified version of a provided Python program (parser [10], Ap-
pendix |G]), the annotations can be analyzed to retrieve the results for RQ2,
RQ3, and RQ4.

For RQ2 the Python program outputs box plots that show the distribution
of how many words are used for each concept. As the program can run only run
on either the structural or the technology annotations, the result of both two
runs have to be combined.

The Python program outputs the Chi-square co-occurrence for the concepts.
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Using a drawing tool (draw.io) these co-occurrences can be visualized. A Chi-
square value greater than 10 indicates significant co-occurrence and these will be
represented in the graph. Self co-occurrence (a concept co-occurs with itself) is
indicated with a circle. A larger circle indicates a more significant co-occurrence.
Co-occurrence between concepts is indicated with a line. A thicker line indicates
a more significant co-occurrence. The resulting graphs are the results to RQ3.

The program was modified to output the top 10 keywords per knowledge
concept that are used, including their usage count. A filter is applied to filter
out words that cannot be considered as keywords, such as single characters and
numbers. This filter is constructed in the following way:

1. Calculate top 10 keywords per knowledge concept
2. Scan through the keywords and add useless words to the filter

3. If no words were added to the filter, stop. Else repeat the steps.
The filtered keywords are the result of RQA4.

Assign textual variants to annotations: After annotating the issues, the
textual variants are determined for those annotations. These textual variants
are also described in the coding book.

By exporting the annotated issues from Atlas.ti to a CSV file, a column can
be added to the CSV for the textual variant. By counting how often all textual
variants occur, the usage of each variant can be calculated. This is the result
for RQ5.

16



4 Tools to identify technology changes, extract
issue tokens, and analyze annotations

This section contains general implementation details of the three programs
(MavenDependencyAnalyzer, GitlssueFinder and parser). In figure [2| the flow
of the programs is visualized. The successive subsections contain general imple-
mentation details about each program.

Git repository containing Git repository's commit
Maven POM files messages
MavenDependencyAnalyzer GitlssueFinder
Commits
containing Maven Commits and their
dependency Issue tracking system issue tokens
changes

l

Set of issues suitable for
annotation

A\ 4

Annotation step

l

Annotation
exported to CSV

External data

1 Program Results for RQ2,
1 Manual work RQ3 and RQ4

Program output

Figure 2: Flow of the programs used in this project
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4.1 Tool to identify technology changes - MavenDepen-
dencyAnalyzer

MavenDependencyAnalyzer analyzes a Git repository and finds the commits
that contain changes in the Maven dependencies. These Maven dependencies
are stored in Maven POM files [I7]. Unfortunately, there is not a unique way
of storing these dependencies. Each software project can therefore have a dif-
ferent way of managing the dependencies. Examples are some Apache projects:
Apache Cassandra, Apache Hadoop, and Apache Tajo. Although these are all
projects from Apache, they manage the dependencies in different ways, where
Apache Cassandra differs from the other two.

The dependencies for Apache Cassandra are stored inside a file called build.xml.
Inside build.xml there are different groups of dependencies, each under its own
<artifact:pom> tag. The latest version of Apache Cassandra (at the time of
writing, 12-07-2021) contains three groups: parent-pom, build-deps-pom, and
all-pom. Listing [I] contains a template of that structure.

<artifact:pom>
<I--list of dependencies——>

<dependency grouplId="..." artifactId="..." version="..." />
<dependency grouplId="..." artifactId="..." version="..." />

<exclusion groupId="..." artifactId="..." />
</dependency>

</artifact:pom>

Listing 1: POM dependency structure of Apache Cassandra

Apache Hadoop and Apache Tajo store dependencies in files called pom. xm1.
These files are spread across the folder structure, where each component has its
own pom.xml files and thus its own set of dependencies. Inside the pom.xml file,
the dependencies are stored as follows:
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<dependencies>
<!I--1l7st of dependencies——>
<dependency>
<groupId>...</groupld>
<artifactId>...</artifactId>
<version>...</version>
<exclusions>
<!I--list of ezxzclusions——>
<exclusion>
<groupId>...</groupId>
<artifactId>...</artifactId>
</exclusion>
</exclusions>
</dependency>
</dependencies>

Listing 2: POM dependency structure of Apache Hadoop and Apache Tajo

MavenDependencyAnalyzer supports projects that use the described POM
structures (listing [1] and listing . The program detects three types of depen-
dency changes: added dependency, removed dependency, and updated depen-
dency. When the child commit contains a dependency which the parent commit
does not contain, the dependency is an “added dependency”. When the parent
commit contains a dependency which the child commit does not contain, the
dependency is a “removed dependency”. When the child commit and the par-
ent commits both contain the same dependency, but the child has an updated
version, the dependency is an “updated dependency”.

The program produces two output files. The first file shows how many
dependency changes of each type are found for each commit. The second file
contains detailed information about the dependencies that changed. Using the
output files, one can determine which commits are likely to have a corresponding
issue containing knowledge about a technology design decision.

The program is written in Java. Java makes quickly implementing ideas
possible and it has libraries that are useful for this project. An example of such
a library is a parser for XML files. Java is also decently fast, with support
for multithreading. Multithreading is useful for this task, since each thread
can work on analyzing its own set of commits. Apart from reading the input
and writing the output, everything can be done in parallel. Analyzing Git
repositories should therefore not take too much time.

More information about using the program can be found in the user guide

(Appendix|C]). The technical guide (Appendix@ contains more implementation
details and the source code is available on GitHub [I0].
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4.2 Tool to extract issue tokens - GitlssueFinder

GitIssueFinder finds the issue tokens that are used in the commit message of
each commit. The program receives in the input the issue token prefixes (e.g.
CASSANDRA for issues having the structure CASSANDRA-#) and a list of
commits. The program outputs a list of commits with for each commit the
corresponding issue tokens.

GitlIssueFinder is also implemented in Java, using the same reasoning as
described for MavenDependencyAnalyzer. However, GitlssueFinder does not
use multithreading. That is because the tasks require much less computation
and therefore the output is generated quite fast already.

More information about using the program can be found in the user guide
(Appendix. The technical guide (Appendix contains more implementation
details and the source code is available on GitHub [I0].

4.3 Tool to analyze annotations - Parser

The parser is used for generating the results of RQ2, RQ3 and RQ4. Most of the
implementation was provided by the first supervisor of this project (Mohamed
Soliman), but for this project a few changes had to be implemented. These
changes are described later in this subsection.

The program receives as input an exported CSV file of the annotations cre-
ated in Atlas.ti. The parser then analyzes the CSV file and creates three im-
portant outputs.

The first output are figures with box-plots. These box-plots show the distri-
bution of how many words are used for expressing each knowledge concept and
are used to answer RQ2.

The second output are CSV files containing the co-occurrence of the knowl-
edge concepts in both the description and comments sections. The co-occurrence
is described using a number that is calculated using the chi-square formula,
which indicates the significance of the co-occurrence. [24] This output is used
to answer RQ3.

The third output are lists of keywords used for each knowledge concept and
these keywords are used to answer RQ4.

For this project a few changes were made to the provided version of the
parser. Since the annotations contain the knowledge concept “technology solu-
tion”, support for this concept was required. Furthermore, the provided version
did not output the keywords. Support for the keywords was added, including
a manually created filter that filters most of the useless “words” such as single
characters.

The provided version of the parser was written in Python. Since only a few

changes had to be made and the parser creates output fast enough, there was
no need to rewrite it in a different language.
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More information about using the program can be found in the user guide
(Appendix. The technical guide (Appendix contains more implementation
details and the source code is available on GitHub [10].
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5 Results

5.1 Comparison of the usage of architectural knowledge
concepts
The usages of the most used knowledge concepts are visible in the figures below.

The pie-charts (Figure 3| and Figure @ only show the concepts that have high
usage (5% or more in at least one type of design decisions).

. Other design issues Assumptions
Existing system issues

. . Other decision rationale
Existing system architecture

Component behavior

Other architectural solutions Benefits and drawbacks

Design configuration

Technology solution

Figure 3: Usage of knowledge concepts in structural design decisions

Other desiggsissues Assumptions

Existing system Iss . .
Existing system grc itecture Other decision rationale

Component behavior

Other architectural solutions

Design configuration
Benefits and drawbacks

Technology solution

Figure 4: Usage of knowledge concepts in technology design decisions
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In the table below (Table|l) the complete usages are displayed for both types
of design decisions. The first column contains the knowledge concepts, the sec-
ond column contains the usage of the concept in structural design decisions, the
third column contains the usage of the concepts in technology design decisions
and the last column contains the difference in usage.

Knowledge concept Structural | Technology Difference
decisions decisions

Motivation of design is- 2.32% 3.10% 25.22%

sue

User requirement 1.56% 0.68% 56.55%

Quality Attribute re- 0.33% 0.00% 100.00%

quirement

Existing system archi- 4.53% 1.24% 72.67%

tecture description

Technical dept 0.99% 1.18% 16.06%

Run-time quality issues 4.04% 2.82% 30.25%

Contextual constraints 0.33% 0.17% 48.94%

Other system architec- 1.49% 0.62% 58.40%

tural solutions

Architectural com- 14.43% 10.25% 28.95%

ponent behavior and

structure

Architectural  design 16.25% 11.89% 26.86%

configuration

Architectural tactics 2.42% 1.86% 23.06%

Technology solution 0.89% 13.35% 93.31%

Architectural solution 39.82% 44.79% 11.09%

benefits and drawbacks

Assumptions 8.97% 7.44% 17.10%

Trade-offs 1.46% 0.17% 88.40%

Risks 0.17% 0.45% 63.28%

Table 1: Usage of knowledge concepts in the two design decision types

The biggest difference is visible for quality attribute requirements. The usage
in structural design decisions was small, but technology design decisions have
no usage of that concept at all.

The usage of technology solution differs a lot between the two types of de-
cisions. Note that technology solution does have usage in structural decisions.
The likely cause of that is that some issues contain both types of design deci-
sions. As most structural design decisions are not of both types, the usage is
very small (0.89%).

Another large difference is visible for trade-offs. Trade-offs have very little
usage in technology design decisions (0.17%). Apparently developers do not
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compare technologies in technology design decisions in a way that it is considered
a trade-off.

Existing system architecture description also has a relatively small usage in
technology decisions. Whereas its usage is 4.53% in structural decisions, it has
a usage of only 1.24% in technology decisions. It is unclear what the cause of
this could be. Maybe technologies are used to add functionality and do not
alter that from the existing system. Or already used technologies are replaced
by other technologies.

The data shows that technology decisions have a higher usage of risks. This
could mean that using some technologies brings certain risks, whereas developing
own solutions (structural decisions) have less risks.

In technology decisions developers speak less about solutions used by other
systems. A likely cause of this is that using a technology avoids the development
of a solution. Hence, there is no need to look at solutions used by other systems.

User requirement and contextual constraints show a similar decrease in usage
when comparing structural and technology decisions. As using technologies is
less implementation-focused, this probably results in a decrease of the need to
analyze requirements and constraints.
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5.2 Comparison of the word counts for expressing the ar-
chitectural knowledge concepts
The box plots below show how the knowledge concepts are distributed in terms

of length (number of words). When the median is at e.g. 20, the median length
of that knowledge concept is 20 words.

Motivation of design issue

Motivation of design issue

User requirement

User requirement -

Quality Attribute requirement -

Quality Attribute requirement

Existing system architecture description -
Existing system architecture description
Technical debt -

Technical debt -

Run-time quality issues -

Run-time quality issues -

Contextual constraints §

Contextual constraints 4

Other system architectural solutions
Other system architectural solutions 4
Architectural component behavior and structure
Architectural component behavior and structure
Architectural design configuration -
Architectural design configuration
Architectural tactics 4

Architectural tactics

Technology solution 4

Technology solution

Architectural solution benefits and drawbacks
Architectural solution benefits and drawbacks
Assumptions

il

Assumptions A

Trade-offs HI ——

Trade-offs - —
Risks { | +—— .
Risks — 1

T T T T T
0 10 20 30 40 50
# of words, Red = Structural, Blue = Technology

Figure 5: Box plots of the distribution of knowledge concepts for both types of
design decisions

A first scan of the chart reveals that the knowledge concepts used in tech-
nology decisions are shorter in general than those from the structural decisions.
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The cause of that is not clear. Apparently developers either use less words for
their explanation or they explain less. An implication of that is that there is
probably less knowledge in the used concepts for technology decisions.

One concept where the amount of words used do not differ much is motivation
of design issue. The explanations of the causes of the design issue and reasons
to resolve it are probably rather similar between the two types of decisions.

Existing system architecture description does not only has less usage (RQ1),
there are also less words used to express the concept in technology decisions.

The existing system issues (technical dept and run-time quality issues) are
also used with less words in technology decisions. Those issues are explained
using less words. This could possibly be due to a different cause of the issue. It
could be the case that system issues in structural decisions are about internal
component issues, whereas system issues in technology decisions are about al-
ready used technologies in the system that needs to be solved by e.g. updating
the technology version.

Contextual constraints also show rather similar results. However, these con-
cepts are barely used and therefore conclusions about this should be taken with
caution.

Other system architectural solutions show a big difference in the amount of
words used. The cause of this could be that developers quickly explain what
solution another system uses in technology decisions. Whereas with structural
decisions it could be more important to know the exact implementation and
thus requiring more words to explain.

Architectural component behavior and structure, architectural design con-
figuration and architectural tactics are also used with less words in technology
decisions. Again, this could be because there is less explanation needed, as the
implementation is less complicated for using a technology than for implementing
an own solution.

Technology solution is one of the shortest concepts, indicating that devel-
opers using the concept do not have a lot of words in their explanations. This
means that there is a high chance that there is less knowledge in technology
solution than in other architectural solution concepts (architectural component
behavior and structure, architectural design configuration, architectural tac-
tics).

The design decision rationale is in general shorter for technology decisions.
Developers apparently require less words to describe what they think about a
solution.

5.3 Comparison of architectural knowledge concept co-
occurrence

This section contains visual representations of the co-occurrence of the knowl-
edge concepts. The co-occurrence in the description and comment sections are
separated. A concept co-occurs when both concepts are in the same description
or comment. A concept has a significant co-occurrence with itself when it has a
circle, where the size of the circle indicates the significance of the co-occurrence.
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A concept has a significant co-occurrence with another concept when there is a
line between them, where the thickness of the line indicates the significance of
the co-occurrence.

Technology
solution

Design Run-time quality
configuration issues

O O

Benefits and drawbacks

Component

behavior Tactics

Figure 6: Co-occurrence of knowledge concepts in the description of structural
decisions

Contextual Technology
constraints solution
Other system Benefits and
solution drawbacks

Figure 7: Co-occurrence of knowledge concepts in the description of technology
decisions

The figures show a lot of difference in the co-occurrence for the description
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between the two decision types. A similarity is also visible.

Benefits and drawbacks co-occur with technology solution in both figures.
This indicates that the benefits and drawbacks of a technology solution often co-
occur with the technology solution itself in the descriptions. In the technology
decisions technology solution also often co-occurs with itself, which is not the
case for structural decisions.

Where design configuration, component behavior and tactics all have some
form of co-occurrence in the structural decisions, technology decisions have co-
occurrence for other system solutions. Do note that technology decisions has
a very low usage of contextual constraints. Conclusions are therefore hard to
make about that part. However, it is clearly visible that technology solution co-
occurs much more in technology decisions than the other forms of architectural
solutions.

Furthermore, structural decisions have a co-occurrence for run-time quality
issues. Apparently run-time issues do not co-occur often in the description of
technology decisions, whereas it is quite a significant co-occurrence in structural
decision descriptions.
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Benefits and O

drawbacks

Other system
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Motivation of Rjsks
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Design
configuration
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solution
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Figure 8: Co-occurrence of knowledge concepts in the comments of structural
decisions

_ Technology solution
Assumptions

Design Risks
configuration
. Contéxtual
Tactics Benefits and constraints

drawbacks

Component
behavior

Figure 9: Co-occurrence of knowledge concepts in the comments of technology
decisions

Whereas the co-occurrence for the descriptions was quite different, the co-
occurrence for the comments is quite similar. Still there are a few differences to
notice.

Tactics switches from co-occurrence with component behavior and itself
(structural decisions) to co-occurrence with design configuration (technology
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decisions). Tactics not significantly co-occurring with itself in the technology
decisions could be explained by the lower usage of the concept (RQ1). The
switch from component behavior to design configuration is not clearly explain-
able. Those co-occurrences are not strange, considering they are all types of
architectural solutions.

The co-occurrence between benefits and drawbacks and technology solution
is significantly more for technology decisions. This is expected, as the usage of
technology solution is much higher for technology decisions.

Technology decisions do not have co-occurrence between benefits and draw-
backs and other system solution. As the usage of other system solution is rather
low, it is difficult to draw a conclusion from this.

Motivation of design issue also does not have co-occurrence in technology
decisions. It is not clear why that is the case, as there is no significant difference
in usage of the concepts (RQ1).

Run-time quality issues again has no co-occurrence in technology decisions.
This is a less used concept in technology decisions, which is likely the explanation
of that.

In technology decisions, risks co-occurs with contextual constraints instead
of quality attribute requirement. As technology decisions do not have quality at-
tribute requirements (RQ1), it would have been impossible to have co-occurrence
with that. However, as quality attributes and contextual constraints are both
design issues, there is not much difference in the end.

5.4 Comparison of keywords

The top 10 most used words are selected for each concepts, after applying a filter
that removes useless words and characters (complete tables of these keywords are
in Appendix. The results are presented below. Also note that words in the top
10 that are used less than four times are also removed. We do not consider those
words as keywords, since there is too much randomness involved. Therefore some
concepts do not have keywords, as these would not be representative.

5.4.1 Motivation of design issue

Structural decisions: problem, need, column, value, would, get, see,
change, L1, issue

Technology decisions: version, issue, http, think, since, support, seems,
problem, case, dependency

Both have keywords regarding a design issue (problem, issue, change). How-
ever, for structural decisions there are keywords about the system itself (column,
L.1), whereas for technology decisions there are keywords that focus on problems
of technologies (version, http, dependency).
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5.4.2 User requirement

Structural decisions: column, need, row, data, definitions, user, group,
name, get, want
Technology decisions: init, hint, user

Both sets of keywords focus on requirements of the user (need, user, get,
want). The other words are more related to the issues in which they appear.
There is not much difference noticeable, except from the fact that technology
decisions do not have many keywords for this concept.

5.4.3 Existing system architecture description

Structural decisions: node, tree, range, query, row, method, data, schema,
need, perfect
Technology decisions: use, already

Both sets of keywords focus on existing system architecture. There is not
much difference noticeable, except from the fact that technology decisions have
less keywords for this concept.

5.4.4 Technical dept

Structural decisions: schema, need, name, one, like, might, table, may,
probably, new
Technology decisions: Jackson, test, version, like, codehaus, Java

Whereas the structural decision keywords are about component issues (schema,
table), technology decision keywords are about already used technologies (Jack-
son, version, codehaus, Java).

5.4.5 Run-time quality issues

Structural decisions: key, get, junit, one, row, node, column, value, test,
like

Technology decisions: Cassandra, issue, version, node, http, image, cache,
problem, data, class

In contrast to technical dept, the run-time quality issue keywords for tech-
nology decisions are not necessarily about already used technologies. In fact,
there are no noticeable differences between the two sets.

5.4.6 Other system architectural solution

Structural decisions: level, fles, http, fle, compaction, read, index, use,
new, key
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From the keywords it is not clear that this set belongs to other system
architectural solution keywords. Most of the keywords focus on the system
itself. Technology decisions does not have any keywords for this concept.

5.4.7 Architectural component behavior and structure

Structural decisions: would, column, could, use, one, think, key, need,
range, method

Technology decisions: type, add, would, change, could, use, dependency,
instead, version, also

The words in both sets clearly indicate that they are about architectural
component behavior and structure. The difference is that the technology deci-
sion keywords focus on technologies (dependency, version), whereas structural
decision keywords focus on internal components (column, key, range, method).

5.4.8 Architectural design configuration

Structural decisions: would, node, column, one, need, could, version,
make, row, think

Technology decisions: version, would, change, new, use, one, also, jar,
make, result

The keywords in both sets clearly belong to architectural design configu-
ration. There is not much difference between the sets, apart from the higher
usage of the keyword ”version” and the keyword ”jar”, which indicate that the
technology decisions set has more focus on technologies.

5.4.9 Architectural tactics

Structural decisions: would, performance, need, make, could, efficient,
index, one, faster, read

Technology decisions: faster, http, ratio, performance, compression,
also, data, use, benchmark, result, better

The keywords in both sets clearly belong to architectural tactics. There is
not enough difference between the sets that distinguish the types of decisions.

5.4.10 Technology solution

Structural decisions: Java, use, Unsafe, driver, cache, jemalloc, JNA,
JNI

Technology decisions: upgrade, http, version, latest, patch, change, use,
support, test, dependency

The keywords clearly belong to technology solutions. The keywords are
also not specific for a certain decision type. Do note that probably most of
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the keywords in the structural decisions are from issues about both types of
decisions, which is likely to have an influence on the result.

5.4.11 Architectural solution benefits and drawbacks

Structural decisions: would, think, make, one, like, need, node, version,
use, good
Technology decisions: would, version, good, change, 41, think, new, use,
make, also

Both sets of keywords clearly belong to architectural solution benefits and
drawbacks. There is not enough difference between the sets to distinguish the
types of decisions.

5.4.12 Assumptions

Structural decisions: think, would, need, make, node, get, one, since,
row, version

Technology decisions: think, version, change, would, make, case, proba-
bly, new, use, http

Apart from a few keywords (think, would, probably), there are almost no
keywords clearly related to assumptions. Most of the words focus on the things
that are assumed. As there is not much difference between the sets, it is not
possible to distinguish the two types of decisions using the sets of keywords.

5.4.13 Trade-offs

Structural decisions: would, think, tree, key, want, worth, could, get,
use, compaction

Apart from ”worth” (which is probably used as ”worth it”), the words do not
clearly belong to trade-offs. Which is expected, as most of the text of a trade-
off is about comparing solutions. The words do clearly belong to solutions or
existing architecture. The technology decisions did not have any keywords for
this concept.

5.4.14 Risks

Technology decisions: user

Only one keyword was found and that keyword does not clearly belong to
risks. Do note that there are words in the data set that clearly belong to risks,
such as "risk” and "careful”. However, those words did not occur very often
and are therefore not considered as keywords.
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5.5 Comparison of textual variants

Below are the tables for each knowledge concept that has textual variants. The
usage of the textual variants are given for both types of decisions.

Textual variant

Structural decision

Technology decision

Support developers 57% 56%
Support sales 24% 13%
19% 31%

Adaptive change

Table 2: Textual variants - Motivation of design issue

The majority of motivation of design issues is focused on supporting develop-
ers. It is also visible that structural decisions are more focused on sales instead
of adaptive change. For technology decisions the opposite is the case.

Textual variant

Structural decision

Technology decision

User input

83%

75%

System output

17%

25%

Table 3: Textual variants - User requirement

Most of the user requirements are focused on input, e.g. the user wants
to be able to do certain things with the system. The output is in comparison
only rarely used. It is a surprising results, as the input of the system should be
followed by some output and thus resulting in about a fifty-fifty split. However,

that is apparently not the case.

Textual variant

Structural decision

Technology decision

Explicitly 40% 0%
System behavior quality adjective 10% 0%
50% 0%

Component quality adjective

Table 4: Textual variants - Quality attribute requirement

Quality attributes are in most cases expressed explicitly or using a com-
ponent quality adjective. The system behavior quality adjective is only rarely

used.
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Textual variant

Structural decision

Technology decision

Approach 10% 8%
Sub-components 65% 62%
Component technologies 2% 19%

23% 11%

Component inputs and outputs

Table 5: Textual variants - Architectural component behavior and structure

The table above shows that the usage of approach and sub-components is
rather similar between the two decision types. However, component technologies
substitutes a large part of component inputs and outputs for the technology

decisions.

Another interesting result, as you would expect that component

technologies would substitute a similar amount for each of the textual variants,
instead of a big part from one textual variant.

Textual variant

Structural decision

Technology decision

Dynamic dependencies using
explicitly dependency type

Static dependencies using 70% 81%
connector verbs
Static dependencies using explicitly 18% 14%
dependency type
Dynamic dependencies using 10% 5%
connector verbs

2% 1%

Table 6: Textual variants - Architectural design configuration

In the table above it is shown that most architectural design configurations
are static dependencies. Using connector verbs is preferred over using explicitly

dependency type.

Textual variant

Structural decision

Technology decision

Explicitly 35% 36%
Using adjectives 40% 42%
Implicitly using quality 1% 1%
measurement

Negation 15% 11%
Problems or issues 9% 10%

Table 7: Textual variants - Architectural solution benefits and drawbacks

The usage of the textual variants of architectural solution benefits and draw-
backs is rather similar between the two decisions types. Expressing benefits and
drawbacks explicitly and using adjectives are by far the preferred ways. Also
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notice that implicitly using quality measurement is rarely used, although it is
one the strongest benefit or drawback possible.

Textual variant

Structural decision

Technology decision

Explicitly

4%

5%

Using uncertainty-related terms

96%

95%

Table 8: Textual variants - Assumptions

Assumptions are expressed similarly between the two types of decisions.
Most assumptions are expressed using uncertainty-related terms. Only a small

part is explicitly expressed.
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6 Discussion

6.1 RQ1: Comparison of the usage of architectural knowl-
edge concepts

The results of the first research question show how often knowledge concepts are
used in both types of decisions. This provides insight in how many knowledge is
available for each concept. Using this information, one can decide if a decision
type in an issue tracking systems provides the needed information. For exam-
ple, using issues about technology decisions to find the benefits and drawbacks
of technologies is a good approach. However, using issues about technology
decisions to find quality attribute requirements should be avoided.

The results can also provide strategies for capturing the knowledge available
in issue tracking systems. As mentioned above, they are suitable to capture
decision rationale about solutions. The technology decisions specifically also
provide the possibility to capture the decision rationale for technology decisions.

6.2 RQ2: Comparison of the word counts for expressing
the architectural knowledge concepts

Apart from the usage of knowledge concepts (RQ1), the amount of words used to
express the concepts is also useful to determine how much knowledge is available
for each concept. For example, the box plots show that the descriptions of
technology solutions are relatively short. Indicating that there is only a small
chance that the functionality of a technology is described in technology decisions
in issue tracking systems.

6.3 RQ3: Comparison of architectural knowledge concept
co-occurrence

The co-occurrence diagrams from this research question show which concepts co-
occur in the description and in the comment section of both types of decisions.
This is useful knowledge information for knowledge exploration, as it provides
insight in what concepts should be expected to occur together in a description
or comment. For example, a technology solution in the comment section of
a technology decision is likely to contain the benefits and drawbacks of that
technology solution.

For automation of knowledge capturing this is useful information as well.
Programs can be adapted to yield better results by taking these co-occurrences
in consideration.

6.4 RQ4: Comparison of keywords

The results of the fourth research question show that a significant number of
keywords clearly belong to a certain concept. Encountering such keywords dur-
ing knowledge exploration can indicate that a certain knowledge concept is used
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and it could change the way the knowledge should be perceived. For example,
encountering the word “think” means that the chance is high that an assump-
tion is encountered. Based on that, the knowledge should be treated as an
assumption. Thus the encountered knowledge should be considered with less
weight than when something is not assumed, e.g. “I think that is a good so-
lution” versus “That is a good solution”. Where the second concept has more
weight as it is brought without it being an assumption.

Such information is also useful for e.g. automatic knowledge capturing tools.
Based on the keywords the classification of concepts can be improved. Since the
results contain sets of keywords for both types of decisions, the classification for
each type of decision can be further improved. For example, for technical dept
there were clear differences visible, thus probably better results can be obtained
by using the keywords of a specific decision type.

6.5 RQ5: Comparison of textual variants

The textual variants show in which ways developers tend to express knowledge
concepts. It can give better understanding in how the knowledge concepts can be
encountered. For example, architectural component behavior is often expressed
using component inputs and outputs in structural decisions. In technology de-
cisions this is encountered less, whereas component technologies is encountered
a lot more.

Again, for things like automatic knowledge capturing, this is useful infor-
mation to improve the accuracy of such tools. By knowing that benefits and
drawbacks tend to be expressed using adjectives, the tool can be adapted so that
when it encounters an adjective, the chance becomes higher that it is classified
as a architectural benefits and drawbacks.
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7 Threats to validity

7.1 External validity

This project solely used issues from Apache Cassandra. The data might there-
fore be less representative for other software projects. A single process was used
for gathering the technology issues. The process might have missed important
issues, which may have influenced the results. The set of structural issues and
the coding book were created in another study [24]. That study could therefore
also have threats to the validity of the results.

However, a significant number of annotations were made from a large number
of issues. Besides, the issues were manually checked and were confirmed to be
of sufficient quality. With those measures, the results should be of high quality.

7.2 Reliability

The set of structural decisions that was annotated in this project was used
for another study [24]. In that study the agreement between researchers was
measured using Kappa as 0.73. As the set of structural decisions from this
study was used for that, it is likely that the set is of sufficient quality. However,
annotating is a manual process where mistakes can be made. Besides, it is not
always clear which concept is used and therefore disagreements are possible.

8 Future work

This project was only a tip of the iceberg regarding architectural knowledge
exploration in issue tracking systems. There are lots of possibilities for future
research.

First of all, future research can improve upon this project by eliminating its
threats to validity. This can be done in various ways. By increasing the number
of software projects used, instead of using only one project, the results can be
generalized more. Besides, other methods can be created to gather the issues.
Currently only a single method was used for gathering issues about technology
design decisions. This method is susceptible of missing decisions that do not
lead to a change in the Maven dependencies. By introducing another method,
such as a method that searches in the issue tracking system for technology
decisions, the chance of missing issues could be decreased. The same holds for
the structural issues. Furthermore, future research could investigate the quality
of the annotations and improve upon that if possible.

This project only focused on two types of design decision, whereas future
research can consider more types [16]. Also considering more sources of archi-
tecture knowledge, such as email, could be a promising option. Extending upon
that idea is also possible. By combining the knowledge used in communication
systems and the resulting source code, one could investigate to what source code
changes a design decision leads.

39



Another possibility is to shift the focus to automating the process of ana-
lyzing design decisions. Since annotating the issues is manual work, there are
limitations in how much issues can be analyzed and there could also be limita-
tion in the quality of the annotations. Using the tools we have nowadays, such as
machine learning, this could be automated. Besides solely analyzing the knowl-
edge, the automated tools could also simultaneously capture the encountered
knowledge. This makes reuse of the knowledge possible.

9 Conclusion

Structural decisions were found to contain more knowledge about the proposed
solutions than technology decisions, in general. Proposed solutions in technology
decisions often consist of mentioning the technology and its basic functionality.
Proposed solution in structural decisions often also contain information about
how the solution works and its implementation. This difference in available
knowledge was found during the annotation process and also by the amount of
words that are used to express the knowledge concepts (RQ2). Furthermore
there were some noticeable differences in the knowledge concepts that are used
(RQ1) and the representation of the knowledge concepts (RQ5).

This project contributes to the field of automatic knowledge exploration
and capturing by providing sets of annotated issues about both types of design
decisions. These sets can be used to train machine learning tools for automatic
labeling of design decisions. This training can be further enhanced by using
the provided sets of keywords (RQ4). Developers use these keywords to express
knowledge concepts in design decisions. Some of these keywords belong to a
type of design decision. This distinction can improve the accuracy of the tools
for individual types of decisions. Furthermore, the tools can be extended to
use the co-occurrence data of the concepts (RQ3). Some concepts have a high
chance to co-occur, which is useful data for those tools.

Besides considering the differences between the two decisions types, this
project also provides general insight in the knowledge used in both types of
decisions. Apart from confirming that issue tracking systems indeed contain
knowledge about design decisions, the results of this project also show what
knowledge is expected to be found in those issues. Both decision types also show
similarities in e.g. the co-occurrence of the concepts (RQ3). These similarities
indicate that certain results are not tied to a specific type of design decision and
thus applicable in general.

The results of this project give insight in a wide variety of aspects regarding
the knowledge used in design decisions. Apart from investigating the differences
between the two decision types, this project also gives insight in what knowledge
is used in design decisions in general. Furthermore, this project provides ground
for future research.

40



References

[1]
2]

[12]

Atlas.ti. https://atlasti.com/.

Paris Avgeriou, Philippe Kruchten, Patricia Lago, Paul Grisham, and De-
wayne Perry. Architectural knowledge and rationale: Issues, trends, chal-
lenges. SIGSOFT Softw. Eng. Notes, 32(4):41-46, July 2007.

Len Bass, Paul Clements, and Rick Kazman. Software architecture in prac-
tice. Addison-Wesley Professional, 2003.

Olga Baysal, Reid Holmes, and Michael W. Godfrey. Situational awareness:
Personalizing issue tracking systems. In 2013 35th International Conference
on Software Engineering (ICSE), pages 1185-1188, 2013.

Dane Bertram, Amy Voida, Saul Greenberg, and Robert Walker. Com-
munication, collaboration, and bugs: The social nature of issue tracking
in small, collocated teams. In Proceedings of the 2010 ACM Conference
on Computer Supported Cooperative Work, CSCW ’10, page 291-300, New
York, NY, USA, 2010. Association for Computing Machinery.

Manoj Bhat, Klym Shumaiev, Andreas Biesdorf, Uwe Hohenstein, and Flo-
rian Matthes. Automatic extraction of design decisions from issue manage-
ment systems: A machine learning based approach. In Anténia Lopes and
Rogério de Lemos, editors, Software Architecture, pages 138-154, Cham,
2017. Springer International Publishing.

Gilberto Borrego, Alberto L. Morén, Ramén R. Palacio, Aurora Vizcaino,
and Félix O. Garcia. Towards a reduction in architectural knowledge vapor-
ization during agile global software development. Information and Software
Technology, 112:68-82, 2019.

Rafael Capilla, Francisco Nava, Sandra Pérez, and Juan C. Duenas. A web-
based tool for managing architectural design decisions. SIGSOFT Softw.
Eng. Notes, 31(5):4—es, September 2006.

Rik Farenhorst, Patricia Lago, and Hans van Vliet. Effective tool support
for architectural knowledge sharing. In Flavio Oquendo, editor, Software
Architecture, pages 123-138, Berlin, Heidelberg, 2007. Springer Berlin Hei-
delberg.

Git repository of bachelor project. https://github.com/GWNLekkah/
bachelor_project.

A. Jansen and J. Bosch. Software architecture as a set of architectural
design decisions. In 5th Working IEEE/IFIP Conference on Software Ar-
chitecture (WICSA’05), pages 109-120, 2005.

Apache jira. https://issues.apache.org/jira/.

41


https://atlasti.com/
https://github.com/GWNLekkah/bachelor_project
https://github.com/GWNLekkah/bachelor_project
https://issues.apache.org/jira/

[13]

[14]

[15]

[16]

[20]

What are issue types? https://support.atlassian.com/
jira-cloud-administration/docs/what-are-issue-types/.

Anja Kleebaum, Barbara Paech, Jan Ole Johanssen, and Bernd Bruegge.
Continuous rationale identification in issue tracking and version control
systems, 2021.

P. Kruchten, P. Lago, H. van Vliet, and T. Wolf. Building up and exploit-
ing architectural knowledge. In 5th Working IEEE/IFIP Conference on
Software Architecture (WICSA’05), pages 291-292, 2005.

Philippe Kruchten, Patricia Lago, and Hans van Vliet. Building up and
reasoning about architectural knowledge. In Christine Hofmeister, Ivica
Crnkovic, and Ralf Reussner, editors, Quality of Software Architectures,
pages 43-58, Berlin, Heidelberg, 2006. Springer Berlin Heidelberg.

Maven - pom reference. https://maven.apache.org/pom.htmll

Andrew Meneely, Mackenzie Corcoran, and Laurie Williams. Improving
developer activity metrics with issue tracking annotations. In Proceed-
ings of the 2010 ICSE Workshop on Emerging Trends in Software Metrics,
WETSoM ’10, page 75-80, New York, NY, USA, 2010. Association for
Computing Machinery.

Thorsten Merten, Daniel Kramer, Bastian Mager, Paul Schell, Simone
Biirsner, and Barbara Paech. Do information retrieval algorithms for au-
tomated traceability perform effectively on issue tracking system data? In
Maya Daneva and Oscar Pastor, editors, Requirements Engineering: Foun-
dation for Software Quality, pages 45—62, Cham, 2016. Springer Interna-
tional Publishing.

Marco Ortu, Giuseppe Destefanis, Bram Adams, Alessandro Murgia,
Michele Marchesi, and Roberto Tonelli. The jira repository dataset: Under-
standing social aspects of software development. In Proceedings of the 11th
International Conference on Predictive Models and Data Analytics in Soft-
ware Engineering, PROMISE 15, New York, NY, USA, 2015. Association
for Computing Machinery.

Maria Luciana Roldén, Silvio Gonnet, and Horacio Leone. Operation-
based approach for documenting software architecture knowledge. FEzpert
Systems, 33(4):313-348, 2016.

Shinobu Saito, Yukako Iimura, Aaron K. Massey, and Annie I. Antén. How
much undocumented knowledge is there in agile software development?:
Case study on industrial project using issue tracking system and version
control system. In 2017 IEEE 25th International Requirements Engineering
Conference (RE), pages 194-203, 2017.

42


https://support.atlassian.com/jira-cloud-administration/docs/what-are-issue-types/
https://support.atlassian.com/jira-cloud-administration/docs/what-are-issue-types/
https://maven.apache.org/pom.html

[23]

Arman Shahbazian, Youn Kyu Lee, Duc Le, Yuriy Brun, and Nenad Med-
vidovic. Recovering architectural design decisions. In 2018 IEEE Interna-
tional Conference on Software Architecture (ICSA), pages 95-9509, 2018.

Mohamed Soliman, Matthias Galster, and Paris Avgeriou. An exploratory
study on architectural knowledge in issue tracking systems, 2021.

Mohamed Soliman, Matthias Riebisch, and Uwe Zdun. Enriching architec-
ture knowledge with technology design decisions. In 2015 12th Working
IEEE/IFIP Conference on Software Architecture, pages 135-144, 2015.

43



A Coding book

44



ECSA2021 - Coding Book

Mohamed Soliman

May 2021

1 Coding book

Here we will write a list for general AK concepts, which provide a base for the
coding book

AK concepts from Zimmermann et al.[Zim+09], Soliman et al. [SRZ15;
SGR17], Jansen et al. [JB05], and Tang et al. [TV09]

1.1 Simple AK concepts

Simple AK concepts appear in issues as single terms (not statements or clauses,
see below for examples). We do not annotate these simple AK concepts, because
considered on their own and in isolation they do not present a meaningful and
reusable useful AK concept. Instead, we use simple AK concepts as indicators
for composite AK concepts that we annotate. Thus, it is important to recognize
simple AK concepts in order to annotate the composite AK concepts.

o Architectural components: Components are basic building blocks in the
architecture of software systems. Components can be any entity (e.g. a
class, module, package, subsystem, external software or code, etc.). This
AK concept is commonly used in other composite AK concepts (e.g. exist-
ing system and architectural configuration as discussed below). Compo-
nents are usually referred to by using single words that indicate the name
or function of a component and, based on our pilot study, appear in the
following forms:

. Logical components: e.g. “optimizer”, “engine”, “resource manager”.
. Physical components: e.g. “server” or “directory”.

1
2
3. Class names: e.g. class TajoMaster in the Tajo system!
4

143 143

. Component types: e.g. text that refers to “... these classes...”,
these tables...” or “... these interfaces and packages...”

5. Whole system: e.g. Tajo, a big data relational and distributed data
warehouse system for Apache Hadoop.

Lhttps://tajo.apache.org



o Quality attribute terms, such as “performance”, “maintainability”, “avail-
ability”, etc.

e Technology solutions [SRZ15], such as “Json”, “Lucene” or “protobuffer”.

o Architectural patterns and tactics terms, such as “visitor”, “ping echo” or
“caching”.

1.2 Composite AK concepts

As mentioned before, composite AK concepts are made (or composed) of simple
AK concepts. Composite AK concepts can be represented as a clause or a phrase
or a sentence or multiple sentences. We differentiate the following composite
AK concepts:

1.2.1 Design issue

The problem, which the architectural design decision wants to solve. [JB05;
Zim+09]

e Motivation of design issue: This concept captures “the causes of this prob-
lem” [JB05]. The reason for resolving a design issue is different and can
come in different forms:

1. Support developers: To encourage developers to extend the system
(e.g. “It may encourage contributors to implement various join enu-
meration ways, and users could choose the best join ordering algo-
rithm for their purpose” in TAJO-99) , or to facilitate testing the
system. (e.g., “Also, this visitor will be helpful for making unit tests”
in TAJO-121).

2. Support sales: To attract more users, e.g., “Many users use Hive to
analysis big data. If Hive user can use HiveQL, they can easily use
Tajo.” (TAJO-101)

3. Adaptive change: For example to cope with technology trends. For
example “Since unstructured data are generally processed in the Hadoop
world, I think that Tajo also has a need to provide the processing of
unstructured data as well as the relational data” (TAJO-283)

e User requirements: User requirements describe the new user requirements
to be introduced in a software system and can appear in the following
forms:

1. User input: This describes the desired user input for the software.
For example, “In some case, a user wants to determine explicitly
some parts of the join orders” (TAJO-24 attachment)



2. System output: This describes the output of the software, which
will be provided to the user. For example, “For user convenience,
Tajo needs to show users function information, including signature,
parameters, results, descriptions, and examples” (TAJO-408)

o Quality attributes (QA) requirements: This concept describes quality at-
tributes (e.g. performance or security), which are considered important
to fulfill for a particular system. It comes in the following forms:

1. Explicitly: Concept is described using well-known QA terms like “ex-
tensibility” or “performance” (see Section 1.1). The terms could
come in separate bullet points or in a complete sentence. For exam-
ple “This improves the code readability and maintainability” (TAJO-
121).

2. System behavior quality adjective: This describes the quality of cer-
tain system behaviors using adjectives, which refer to a certain qual-
ity attribute (rather than expressing quality attributes or names of
quality attributes explicitly). For example “Tajo workers...will pro-
vide low-latency responses for query tasks” (TAJO-88) and “For the
sake of efficient join order enumeration,...” (TAJO-229) could point
to performance.

3. Component quality adjective: It can also come as an adjective for
a certain architectural component. The adjectives could be derived
from QA terms, For example “This change will make Tajo more scal-
able and remove SPOF of master” (TAJO-91) could point to scala-
bility of the master component. Moreover, the adjective might not be
derived from QA terms but implicitly refer to certain QA, For exam-
ple “It would like to great to provide a generic and pluggable interface
for join enumeration algorithms” could point to maintainability of
enumeration algorithms (TAJO-99)

e Fristing system: This concept explains part of the architecture of an ex-
isting system and its issues [SRZ15]. This can come in two main forms:

— Euxisting system architecture description: Describes (parts of) an ar-
chitecture of an existing software system, this can include descrip-
tions of existing components, their behavior, and their dependencies.
This also includes dependencies on external systems. For example
“In the current implementation, the logical plan is serialized into a
JSON object and sent to each worker” (TAJO-269)

— Euxisting system issue: Describes possible quality issues in a soft-
ware system [SRZ15]. This can be divided into two sub-categories
[Avg+16]:

1. Technical debt: Quality issues, which impact the maintainability
and evolvability of a system, such as architectural or require-
ments debt items [Avg+16]. For example “The current query




optimizer is too simple and is not extensible. In addition, it does
not support scalar and table subqueries” (TAJO-24).

2. Run-time quality issues: These are issues, which are visible to
users, such as performance issues and bugs, for example “the
transmission of JSON object incurs the high overhead due to its
large size” (TAJO-269)

e (Contextual constraints: such as dependencies on external systems, which
cannot be removed and limit the design decisions. (We have less instances
from this). For example “In order to keep Hive compatibility, we need to
add Hive partition type that does not exists in existing DBMS systems”
(TAJO-283)

1.2.2 Architectural solutions

Architectural solutions are potential solution alternatives for the design issue
[JB05; Zim+09]. AK regarding architectural solutions could come from two
sources:

1. Explicitly proposed architectural solutions: These are solutions proposed
directly by software engineers within an issue. For example “in my humble
opinion we could write several classes implementing the rewrite engine
interface, e.g. one for the outer join transformation, another for selection
pushdown” (TAJO-96)

2. Other system architectural solutions: These are solutions, which are al-
ready implemented in other software systems; software engineers re-use
the AK from other systems to design a new system, for example “So face-
book guys create table partitioning, and later partition pruning to avoid
scanning the whole table” (TAJO-283)

Architectural solutions come in different types, which are explained in the
following. An architectural solution could be either explicitly proposed or in-
spired from other systems:

e Architectural component behavior and structure: This describes the be-
havior of an architecture component. It gives an overview about the type
of implemented logic and complexity [SRZ15]. This comes in the following
forms:

1. Approach: This describes briefly the main approach (e.g. algorithm
or logical concept) on which the behavior of the component is based.
For example “the optimizer will be based on some cost model” (TAJO-
24 attachment).

2. Sub-components: This describes the sub-components (e.g. interfaces
or data structures), which implement the component’s behavior, how-
ever without specifying the dependencies between the components,
e.g. “This optimizer will provide the interfaces for join enumeration
algorithms and rewrite rules” (TAJO-24 attachment).



3. Component technologies: This describes the technologies used within
this component. For example “Change TaskRequestProto to use protobuf-
based serialization instead JSON-based serialization” (TAJO-269).

4. Component inputs and outputs: This describes the input expected
by a component and its output. For example “It will be an inter-
face or an abstract class to take a list of tables, a join tree, or a
mized of them. It will result in the best-ordered join tree” (TAJO-24
attachment)

The difference between user requirements and component behavior that
user requirements are focused on the user (input and output) while com-
ponent behavior focuses on a certain component with no interaction with
or visibility to the user.

Quality attributes should not be confused with component behavior. A
component behavior describes the functionality or sub-components of a
component. However, a quality attribute provides a quality attribute for
a certain component without mentioning the behavior of the component
itself.

Some uncertainties: if there is a description of the behavior but the com-
ponent term is not their. Would this be component behavior? for example
query optimization will do .... this is different than query optimizer, which
refer to a specific component.

If there is no concrete component term but there is a term to refer to the
whole system. For example, this patch will contain...Tajo should ....We
will support ...

Architectural design configuration: This concept describes the relation-
ships and dependencies of components.

This could involve adding, removing or refactoring components and their
dependencies. A textual segment capturing this concept must contain
more than an architectural component and one or more dependencies be-
tween components. It comes in the following forms:

1. Static dependencies: They describe dependencies between compo-
nents independent of their sequence, for example “TajoMaster launches
QueryMaster on NodeManager” (TAJO-91).

2. Dynamic dependencies: They describe the sequence of interactions
between components, for example “YARN mode 1. TajoClient re-
quest query to TajoMaster. 2. YarnRMClient request QueryMas-
ter(YARN Application Master) 3. YARN launches QueryMaster...”
(TAJO-88 attachment)

The static and dynamic dependencies between components come in two
forms:



1. Using connector verbs, such as “access”, “share”, “obtain”, and “use”.
For example, “This interface should be able to access Tajo catalog in
order to obtain statistics information of joined tables” (TAJO-24 at-
tachment)

2. Eaxplicit dependency type Using explicit software design relationships
defined in modeling or programming languages, such as “extends”,
“implements”, etc. For example, “in my humble opinion we could
write several classes implementing the rewrite engine interface, e.g.
one for the outer join transformation, another for selection push-

down” (TAJO-96)

The difference between component behavior and architectural configura-
tion is that component behavior focuses on a single component, with an ex-
planation of what the component does. A sentence referring to component
behavior should not mention multiple components which communicate
with each other. The component behavior could mention sub-components,
but without explaining the relationships between theses sub-components.

o Architectural tactics: Tactics should refer to using certain solutions to
improve a specific quality attribute. For example, “we will support the
standby mode for low latency” (TAJO-88)

1.2.3 Design decision rationale

This AK concept captures the reason for selecting a particular architectural
solution from a list of alternatives. [TV09]

o Architectural solution benefits and drawbacks: This concept describes the
strengths and weaknesses for certain alternatives. This can be based on
generic judgment or based on testing and benchmarks [SRZ15]. It comes
in several forms:

1. Ezplicitly: Solution benefits and drawbacks can be explicitly de-
scribed in a statement by terms like “advantages”, ”disadvantages”,
”limitations’; etc. For example ” The most advantage of supporting
the column partition is the compatibility with Hive” (TAJO-283)

2. Using adjectives: The adjective could refer to to the whole solution
or a specific component or feature of the solution. Adjectives could
be generic like ”good”, "nice”, "simple”, "only”, "ugly”, etc. For ex-
ample, “This is quite ugly and mess” (TAJO-283). It could also be
more related to special quality attribute, e.g. “optimize”, ”acceler-
ate”, "boost”, "fast”. For example ” That approach will boost Tajo’s

performance” (TAJO-472).

3. Implicitly using quality measurement: Expressing special quality mea-
surements, for example performance measurements. For example,
“We can do group by aggregations on billions of rows with only a few
milliseconds” (TAJO-283).



Solution drawbacks can be expressed especially using certain special forms:

1. Negation: Solution drawbacks can be presented by negation or nega-
tive adjectives regarding a quality attribute. For example, we cannot
do something, or it does not support a certain feature, or negation
of adjectives e.g. “not the best”. For example, “Yarn is not the best
choice for low latency query executions” (TAJO-88)

2. Problems or issues: Speaking about problems or issues which result
as a consequence from using a particular solution. For example, “the
column partition can incur a problem when there are a large number
of partitions” (TAJO-283). The problem can be described in different
ways, such as a solution that needs more memory or creates too
much data. For example, “It looks that the deserialization process of
Protocol Bufers requires CPU processing as much as that of Json”
(TAJO-269)

o Assumptions: This concept captures facts which are assumed without
proof when deciding on an architectural solution [Yan+17]. Assumptions
are presented in two forms:

1. Explicitly: Using explicit references to assumptions, e.g., the word
“assumption”, “assume” or synonyms. For example, “Now, we as-
sume that one hdfs directory is one partition” (TAJO-283)

2. Using uncertainty-related terms: Examples of uncertainty-related terms
include “I think”, “it might”. For example, “The reason why I think
tajo’s partition is like hive’s bucket is that both are designed to dis-
tribute their row according to one column’s value of this row” (TAJO-
283).

Assumptions can co-occur with other AK concepts. In other words, soft-
ware engineers could assume AK about architectural solutions or rationale
or the design issue.

o Trade-offs: Trade-offs describe balanced analysis of what is an appropriate
option after prioritizing and weighing different design options [TV09]. We
have less instances for this.

e Risks: Risks capture considerations about the uncertainties or certainties
of a design option [TV09]. We have less instances for this.
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B Full keywords tables

The following tables contain the top 10 most used words for each knowledge
concept for each decisions type.

keyword | count keyword count
problem 16 version 14
need 16 issue 10
column 15 http 10
value 11 think 8
would 10 since 7
get 8 support 7
see 8 seems 7
change 8 problem 7
L1 8 case 7
issue 7 dependency 7

Table 9: Keywords motivation of de- Table 10: Keywords motivation of de-

sign issue - structural decisions sign issue - technology decisions
keyword | count keyword | count
column 24 init 5
need 16 hint 4
row 14 user 4
data 13 data 3
defnitions 10 center 3
user 9 would 3
group 9 helpful 2
name 9 put 2
get 8 DC 2
want 8 cassandra 2

Table 11: Keywords user requirement - Table 12: Keywords user requirement -
structural decisions technology decisions
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keyword count
pluggable
support

range

need

make

bulk

loading
Provide
internode
communication

’ keyword \ count ‘

Table 14: Keywords quality attribute
requirement - technology decisions

NN DN DD DO DN o | W

Table 13: Keywords quality attribute
requirement - structural decisions

keyword | count keyword | count
node 40 use 4
tree 40 already 4
range 27 Cassandra 3
query 24 actually 3
TOW 21 reporter 3
method 20 available 3
data 19 using 3
schema 18 memory 3
need 15 support 2
perfect 15 hint 2

Table 15: Keywords existing system ar- Table 16: Keywords existing system ar-
chitecture description - structural deci- chitecture description - technology de-
sions cisions
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keyword

o
)
=
=
&+

schema

need

name

one

like

might

table

may

probably

new

| O O O O O | ©

keyword

count

Jackson

test

version

like

codehaus

Java

need

check

And

really

w| wo| wo| wo| x| x| x| ol | ~1

Table 17: Keywords technical dept - Table 18: Keywords technical dept -
structural decisions technology decisions

keyword | count keyword | count
key 28 Cassandra 17
get 25 issue 12
junit 20 version 12
one 18 node 11
row 18 http 9
node 17 image 9
column 17 cache 7
value 16 problem 7
test 15 data 7
like 15 class 7

Table 19: Keywords run-time quality Table 20: Keywords run-time quality

issues - structural decisions issues - technology decisions
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keyword count keyword count
node 3 Cassandra, 2
need 3 Fedora 2
able 3 3.11.0 1
column 3 included 1
blocked 2 There 1
CASSANDRA-242 2 tweak 1
time 2 source 1
deletes 2 need 1
view 2 order 1
cf 2 successfully 1
Table 21: Keywords contextual con- Table 22: Keywords contextual con-

straints - structural decisions

straints - technology decisions

keyword count keyword count
fles 22 Tomcat 3
http 20 linked 2
level 20 approach 2
fle 19 EB 2
compaction 14 used 2
level- 10 us 2
L+1 10 checksum 2
read 8 Elasticsearch 1
index 8 ticket 1
level-0 8 build 1

Table 23: Keywords other system ar- Table 24: Keywords other system ar-
chitecture description - structural deci- chitecture description - technology de-
sions cisions
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keyword | count keyword count
would 95 type 17
column 55 add 16
could 54 would 14
use 51 change 12
one 50 could 11
think 50 use 11
key 50 dependency 11
need 49 instead 11
range 44 version 11
method 44 also 10

Table 25: Keywords architectural com- Table 26: Keywords architectural com-
ponent behavior and structure - struc- ponent behavior and structure - tech-
tural decisions nology decisions

keyword | count keyword | count
would 158 version 33
node 131 would 29
column 104 change 26
one 94 new 24
need 84 use 22
could 79 one 20
version 78 ?ISO 17
make 76 Jjar 17
row - make 16
think 75 result 16

Table 28: Keywords architectural de-
sign configuration - technology deci-
ions

Table 27: Keywords architectural de-
sign configuration - structural decisions

o7



keyword count keyword count
would 25 faster 9
performance 14 http 8
need 13 ratio 8
make 13 performance 7
could 12 compression 5
efcient 12 also 5
index 12 data 4
one 11 use 4
faster 10 benchmark 4
read 10 result 4

Table 29: Keywords architectural tac- Table 30: Keywords architectural tac-

tics - structural decisions tics - technology decisions
keyword | count keyword count
Java 5 upgrade 42
use 5 http 39
Unsafe 5 version 39
driver 4 latest 17
cache 4 patch 15
jemalloc 4 change 15
JNA 4 use 15
JNI 4 support 14
Cafeine 3 test 13
Tiny-LFU 3 dependency 13

Table 31: Keywords technology solu- Table 32: Keywords technology solu-
tion - structural decisions tion - technology decisions
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keyword | count keyword | count
would 251 would 93
think 196 version 93
make 136 good 75
one 135 change 75
like 120 +1 63
need 113 think 60
node 109 new 57
version 103 use 57
use 102 make 56
good 99 also 56

Table 33: Keywords architectural so- Table 34: Keywords architectural solu-
lution benefits and drawbacks - struc- tion benefits and drawbacks - technol-

tural decisions ogy decisions
keyword | count keyword | count
think 162 think 61
would 61 version 22
need 47 change 19
make 41 would 15
node 36 make 14
get 30 case 11
one 28 probably 10
since 28 new 10
TOW 28 use 10
version 27 http 10

Table 35: Keywords assumptions - Table 36: Keywords assumptions -
structural decisions technology decisions
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keyword count keyword | count
would 27 mean 2
think 18 change 2
tree 11 TBH 1
key 10 big 1
want 9 fan 1
worth 9 either 1
could 9 solution 1
get 9 nasty 1
use 8 right 1
compaction 7 agree 1

Table 37: Keywords trade-offs - struc- Table 38: Keywords trade-offs - tech-

tural decisions nology decisions
keyword | count keyword count
data 3 user 4
work 3 put 2
node 2 risk 2
two 2 thousand 2
secondary 2 existing 2
index 2 bug 2
probably 2 deployment 2
want 2 sure 2
like 2 issue 2
might 2 careful 2

Table 39: Keywords risks - structural Table 40: Keywords risks - technology
decisions decisions
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MavenDependencyAnalyzer

MavenDependencyAnalyzer analyzes Maven dependencies of a Git repository. The child commit's
dependencies are compared with the parent commit's dependencies. Changes in the dependencies printed to
the output files. The program should be given the following arguments:

INPUT_FILE_PATH DEPENDENCY_FILENAME GIT_LOCATION GIT_URL REPOSITORY_NAME FILTER

Further explanation of the commands with examples

INPUT_FILE_PATH:

* This is the path to the input file. The input file is created by running the following command inside a Git
repository: . A few sample input files

can be found in the folder
DEPENDENCY_FILENAME:

* This is the filename of the files that contain the Maven dependencies. Dependencies of Apache
Cassandra are stored in a file called . Dependencies of Apache Hadoop and Tajo are stored

in files called

GIT_LOCATION:

* This is the location of the command-line version of Git on the machine where the program is executed
on. For a typical Windows machine this would be for example:

GIT_URL:

* This is the URL of the Git repository. This program uses this URL for cloning the repository. The URL of
Apache Cassandra is for example:

REPOSITORY_NAME:

* This is the name of the repository. For the three Apache project (Cassandra, Hadoop and Tajo) these

names are: , and
FILTER:

* This filter is used to skip dependencies that have a certain groupld. Providing the filter
would skip dependencies with as the groupld. The

empty string can be used when no dependencies have to be skipped.

Example sets of arguments

The following arguments are used to analyze Apache Cassandra:
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input/commitsCassandra.txt build.xml "C:/Program Files/Git/cmd/git.exe"
https://github.com/apache/cassandra.git cassandra "org.apache.cassandra"

The following arguments are used to analyze Apache Hadoop:

input/commitsHadoop.txt pom.xml "C:/Program Files/Git/cmd/git.exe"
https://github.com/apache/hadoop.git hadoop "org.apache.hadoop"

The following arguments are used to analyze Apache Tajo:

input/commitsTajo.txt pom.xml "C:/Program Files/Git/cmd/git.exe"
https://github.com/apache/tajo.git tajo "org.apache.tajo"

Output

The output of the program consists of two files, diff.txt and diffAmounts.csv.

diff.txt contains on each line the hash of the commit that was analyzed. If there are Maven dependency
changes found for that commit, these changes are printed below the commit hash with an indentation. A
sample output:

3db64445f90e6fdb5ef550fc37dd7e8cd1161561
0dc5bd51f5Ff36434bf7b5244242977ecbb47e39
updated: 1
<dependency>

file=C:\Users\arjan\Documents\GitHub\bachelor\DependencyAnalyzer\..\tmp\cassandra5
\cassandra\build.xml
artifactPomId=parent-pom
artifactId=snakeyaml
groupId=org.yaml
version=1.23
</dependency>
<dependency>

file=C:\Users\arjan\Documents\GitHub\bachelor\DependencyAnalyzer\..\tmp\cassandra5
\cassandra\build.xml

artifactPomId=parent-pom

artifactId=snakeyaml

groupId=org.yaml

version=1.11

</dependency>

8b25cd58bfa646db9e6c24c51896950da02945db
d4eba9faalb57fed205813a639fe53bbbdco6efl

2/3
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diffAmounts.csv contains the number of changed Maven dependencies for each commit. The first column is
the commit hash, the second column is the amount of added dependencies, the third column is the amount
of deleted dependencies and the fourth column is the amount of updated dependencies. A sample output:

1371883db3d8bf7d7c54e@baaca89c6c2d2a5abe,
efe830elf7e3f2b4dfb6c401326a0612518c66b3,
8f5b7fec711316a87f2ab37429228d7065el17c3a,
2facbc97ea215faef1735d9a3d5697162f61bc8c,
9b32b8a4369049aec6e0848d21+524a40d2c93f1,
efa25fc8dlobbfcefeldfc6f2a623b6a8b73b5cd,
d421e82eebffd66d3f382bfbe@b69b7b275edce3,
d42087a63309178b96909c012dd0073fedbbeall,
ec9b7b9d376e9c98cedb3ad4eae90311923bc7bd,
a70253124681d006c865441b194d76d8e3058d64,
24013e5c5ae538442cab08318644563eal49ed7b,
al285ac92ded45ab6e9f6c7c98917daftl4a4a320,
17d379calbe7b7b4d490cda39dcclb30f5cb3bd3,
cf39d031279620eb5684ad384dff72f7325104cd, 29, 39, 20,
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Performance
Below you can find performance samples, achieved on a laptop with an Intel i7-8750h:

® Apache Cassandra (26000 commits): 2 hours
¢ Apache Hadoop (25000 commits): 2 hours
* Apache Tajo (2200 commits): 10-15 minutes
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D Technical guide - MavenDependencyAnalyzer

This technical guide about MavenDependencyAnalyzer contains the implemen-
tation details. Figure[L0|is the class diagram of the program. More information
about the individual classes is available in the subsections that follow.

Arguments WorkerThread
WorkPool

- workPool: WorkPool
- workDirectory: String

- POM_FILE_NAME: String

- GIT_PROGRAM_LOCATION: String
- REPOSITORY_URL: String

- REPOSITORYiNAME: String + WorkPool(String): WorkPool + WorkerT_hread(WorkPooI, String): WorkerThread
- FILTER: String - createWorkPool(String): void + run(): void
= getWork(): String A

= printResults(String, String): void

- workPool: LinkedList<String>

+ getPomFileName(): String

+ setPomFileName(String): void v
+ getGitProgramLocation(): String AN | .
+ setGitProgramLocation(String): void
+ getRepositoryUrl(): String

+ setRepositoryUrl(String): void lkgaeey T H
+ getRepositoryName(): String H
+ setRepositoryName(String): void H
+ getFilter(): String '

+ setFilter(String): void Main

e

+ main(String[]): void

Git

+ clone(File): void

+ checkout(String, String): void '

<

Directory Tag

- tagName: String

- file: String

- artifactPomld: String

- artifactld: String

- groupld: String

- version: String

- exclusions: ArrayList<Tag>

+ createGitDirectory(File): void
+ deleteDirectory(File): void

+ Tag(): Tag

+ setTagName(String): void

+ setFile(String): void

+ setArtifactPomld(String): void

+ setArtifactld(String): void

+ setGroupld(String): void

+ getGroupld(): String

+ setVersion(String): void

+ getVersion(): String

+ setExclusions(ArrayList<Tag>): void
+ partialCompare(Tag, Tag): int

+ compareExclusions(ArrayList<Tag> ArrayList<Tag>): in
+ compare(Tag, Tag): int

+ checkForUpdate(Tag, Tag): int

+ toString(int): String

- getRemoteVersion(String, Document): String

- maybeGetRemoteVersion(String, Document): String

- nodeToTag(Node, String, String, String, Document): Tag

- getTags(String, NodeList, ArrayList<Tag>, String, String, Document): void
- getFilesFromDirectory(String, File, ArrayList<File>): void

+ toTagArray(String, String): ArrayList<Tag>

Commit :

TagArray

+ toString(ArrayList<Tag>, String, int): String
+ compare(ArrayList<Tag>, ArrayList<Tag>, StringBuilder, StringBuilder): void

Figure 10: Class diagram of MavenDependencyAnalyzer
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D.1 Program flow and class contribution

The main flow of the program is based around the WorkPool and the Work-
erThreads. The WorkPool contains the work (input) that has to be done. The
WorkerThreads can pull work from the WorkPool, work on the work, and let
the WorkPool print the result of the work (output).

The Main class can be seen as the manager of the program. It makes sure
that the classes are used and activated in the correct order.

The other classes can be seen as helper classes. Some of these helper classes
have the purpose of storing information. The Arguments class is used to store
the program arguments. The Tag class is used to store information about a
Tag.

Other helper classes are providing functionality. The Commit class can con-
vert the content of a Git commit to an array of Tags and is used by the Work-
erThreads. The Directory class can create and delete a working directory of the
WorkerThreads. The Git class provides functionality for Git commands, such
as cloning a Git repository and checking out a certain commit. The TagAr-
ray class provides useful functions for arrays of Tags and is also used by the
WorkerThreads.

D.2 Class information
D.2.1 Arguments

The Arguments class can store the variables that are received by the main
function. It is a singleton class, which has static methods to make retrieving
the arguments possible in an easy way.

D.2.2 WorkPool

The WorkPool class is used for storing the “work”. The constructor reads
an input file, which stores the input in a LinkedList. Work can be requested
from the WorkPool using the getWork() function. If all work in the WorkPool
is requested, the function returns null. When the work is done, the function
printResults() can be called. Both functions, getWork() and printResults(), are
synchronised. This class is therefore usable in a multi-threaded environment.
The function printResults() writes output to two files. One file is a CSV
file (diffAmounts.csv). It contains a summary of the dependency changes, with
the columns: commit hash, # of added dependencies, # of removed dependen-
cies, and # updated dependencies. The other file (diff.txt) contains the full
information about the dependencies that were changed for each commit.

D.2.3 WorkerThread

The WorkerThread class has the purpose of requesting work form the WorkPool,
working on the work and then printing the results using the printResults()
function of the WorkPool class. It extends the class Thread and can therefore be
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used for multi-threading, where each thread can work on its own WorkerThread.
The WorkerThread stops working when there is no more work available (the
getWork() function from the WorkPool returns null).

Each WorkerThread has its own working directory, which prevents multiple
WorkerThreads interfering with each other. Creating all the working directories
takes quite some time at the start of the program, but the speedup achieved
from using multi-threading is worth it.

D.24 Git

The Git class is a singleton class that performs Git commands. It supports two
git commands: clone and checkout. For cloning a Git repository, the following
command is used:

GIT_PROGRAM_LOCATION -C DIRECTORY clone REPOSITORY_URL

where GIT_PROGRAM_LOCATION is the path to the command-line version of Git,
DIRECTORY is the directory where the repository should be cloned to and REPOSTIORY _URL
is the URL of the Git repository that should be cloned.

To checkout a Git commit, the following command is used:

GIT_PROGRAM_LOCATION -C DIRECTORY checkout COMMIT

where GIT_PROGRAM_LOCATION and DIRECTORY are the same as before and COMMIT
is the hash of the commit that should be checked out.

D.2.5 Directory

The Directory class can create and delete the working directories of the program.
Using the function createGitDirectory(), a working directory can be created.
Using the function deleteDirectory(), a working directory can be deleted.

D.2.6 Tag

The Tag class is used to store the essential information about an XML tag.
Besides storing the information, it provides functionality to compare two tags
with each other.

D.2.7 TagArray

The TagArray class is a singleton class that contains the functionality for arrays
of Tags. It is able to compare two arrays of Tags and it can convert an array of
Tags to a String, so it can be printed in a clear way.

D.2.8 Commit

The Commit class is a singleton class with functions to extract the Tags from
a commit. The public function toTagArray() therefore receives the hash of the
commit that needs to be converted to an array of Tags.
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Obtaining the Tags requires a few steps. The first step is switch the working
directory to the correct commit, using the checkout() function from the Git
class. Then it can start finding the files containing the Maven dependencies.
Since the name of those files was provided to the program and available in
the Arguments class, a simple search can be performed to gather all the files.
These files can then be converted from XML to a DOM Document using the
package javax.xml.parsers. The DOM Document makes it rather easy to find
the dependencies and store them as Tags. Once all dependencies are stored in
Tags, an array of Tags can be returned.

In some cases, the version of a dependency is specified in a remote place using
property tags. An example that could be encountered in Apache Cassandra is:

<property name="dependency.version" value="42.0" />
<dependency groupId="..." artifactId="..." version="\${dependency.version}"/>

In these cases, the value 42.0 is stored instead of ${dependency.version}.

D.2.9 Main
The main function is responsible for multiple things:

e receiving the program arguments and passing them to the Arguments
class.

e creating an instance of WorkPool.

e creating the output files.

e creating and starting the WorkerThreads.
e joining the WorkerThreads.

e deleting the working directories, since these were temporary files.

68



E User guide - GitlssueFinder

69



README.md 7/13/2021

GitlssueFinder

GitlssueFinder finds the issue keys belonging to the Git commits that are given in the input file. The program
should be given the following arguments:

INPUT_FILE_PATH GIT_LOCATION GIT_DIRECTORY ISSUE_PREFIXES

Further explanation of the commands with examples
INPUT_FILE_PATH:

* This is the path to the input file. The input file is created by running the following command inside a Git
repository: . A few sample input files
can be found in the folder

GIT_LOCATION:

® This is the location of the command-line version of Git on the machine where the program is executed
on. For a typical Windows machine this would be for example:

GIT_DIRECTORY:

* This is the directory of the Git repostiory on the machine where to program is executed on. This
directory is created by manually cloning the repository that needs to be analyzed (do not clone this
repository too deep in the file structure of your system, as this could break the program). For Apache
Cassandra on a Windows machine this could be for example:

ISSUE_PREFIXES:

® This is the prefix of the issues tokens in the issue tracking system. Apache Cassandra issues have the
prefix . Some projects, including Apache Hadoop, use multiple issue prefixes. These prefixes
can be separated by commas and can look like

Example sets of arguments

The following arguments are used to analyze Apache Cassandra:

input/commitsCassandra.txt "C:/Program Files/Git/cmd/git.exe"
"C:\Users\arjan\Documents\GitHub\cassandra" CASSANDRA

The following arguments are used to analyze Apache Hadoop:

input/commitsHadoop.txt "C:/Program Files/Git/cmd/git.exe"
"C:\Users\arjan\Documents\GitHub\hadoop" HADOOP,YARN,HDFS,MAPREDUCE

1/2
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The following arguments are used to analyze Apache Tajo:

input/commitsTajo.txt "C:/Program Files/Git/cmd/git.exe"
"C:\Users\arjan\Documents\GitHub\tajo" TAJO

Output

The output of the program is a txt file (output.txt). It contains lines with on each line hashes of the analyzed
commits. When one or more issue tokens were found for a commits, the tokens will be printed below the
commit hash with an indentation. Below is a sample output:

3282f5ecf187ecbb56b8d73ab9a9110c010898b0

0fd8f0a52fbd69c47d073373abfe7d2437bbd9ca
CASSANDRA-16602

£6d19512c4d79f800371dale54dfe@lcae5d894e
CASSANDRA-16588

4bte68717d9a419ab6adb3a681478b39117dee80
CASSANDRA-16601

Performance
Below you can find performance samples, achieved on a laptop with an Intel i7-8750h:

® Apache Cassandra (26000 commits): 20 minutes
* Apache Hadoop (25000 commits): 20 minutes
* Apache Tajo (2200 commits): 2 minutes
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F Technical guide - GitlssueFinder

The technical guide about MavenDependencyAnalyzer contains the implemen-
tation details. Figure[l1]is the class diagram of the program. More information
about the individual classes is available in the subsections that follow.

Arguments

- GIT_PROGRAM_LOCATION: String
Main | >{- GIT_REPOSITORY_LOCATION: String
- ISSUE_PREFIXES: String[]
- OUTPUT_FILE: String
+ main(String[]): void TTTTTTTTTTTTTR + getGitProgramLocation(): String
T 1 + setGitProgramLocation(String): void
+ getGitRepositoryLocation(): String
+ setGitRepositoryLocation(String): void
+ getlssuePrefixes(): String[]
' ! + setlssueName(String): void
\/ ' + getOutputFile(): String
Worker + setOutputFile(String): void

- workPool: WorkPool

+ Worker(WorkPool): Worker
- getGitMessageReader(String): BufferedReader

- messageToStringArr(String, BufferedReader): String]] : WorkPool
- printlssues(String([], String, BufferedWriter): void e >
+ work(): void - workPool: LinkedList<String>

+ WorkPool(String): WorkPool
- createWorkPool(String): void

~ + getWork(): String

Figure 11: Class diagram of GitIssueFinder

F.1 Program flow and class contribution

The main flow of the program is based around the WorkPool and the Worker.
The WorkPool contains the work (input) that has to be done. The Worker can
pull work from the WorkPool, work on the work, and print the result of the
work (output).

The Main class can be seen as the manager of the program. It makes sure
that the classes are used and activated in the correct order.

The Arguments class is used to store the program arguments and can be
seen as a helper class.

F.2 Class information
F.2.1 Arguments

The arguments class can store the variables that are received by the main func-
tion. It is a singleton class, which has static methods to make retrieving the
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arguments possible in an easy way.

F.2.2 WorkPool

The WorkPool class is used for storing the “work”. The constructor reads an
input file, which stores the input in a LinkedList. Work can be requested from
the WorkPool using the getWork() function. If all work in the WorkPool is
requested, the function returns null. Since GitIssueFinder is not using multi-
threading, the getWork() function is not synchronized.

F.2.3 Worker

The Worker class has the purpose of requesting work form the WorkPool, work-
ing on the work and then printing the results to an output file. The Worker
stops working when there is no more work available (the getWork() function
from the WorkPool returns null).

The work consists of reading a commit message, extracting the issue tokens
from the message and printing the issue tokens. The prefixes of those issue
tokens are given as program arguments and are available in the Arguments
class.

F.2.4 Main
The main function is responsible for multiple things:

e receiving the program arguments and passing them to the Arguments
class.

e creating an instance of WorkPool.
e creating the output file.

e creating and starting the Worker.
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parser

The parser analyzes a set of annotations that is given in the input file. The output contains results about the
architectural knowledge concept, such as "word usage", "co-occurrence" and "keywords". The parser should

be given the following arguments:

python3 parser.py -i INPUT_FILE

Further explanation of the commands with examples

INPUT_FILE:

* The input file is created by exporting Atlas.ti annotations to a CSV file. The required columns can be
found in the provided input files (from the folder)

Example sets of arguments
The program can be run using the provided input files (from the folder) using the following set

of arguments:

python3 parser.py -i "input_structural.csv"

python3 parser.py -i "input_technology.csv"



H Technical guide - parser

This technical guide about parser contains the implementation details. Figure
contains the class diagram and function flow of the program. Although it
only contains one “class”, it is a useful overview of the functions and variables.
Below the Figure, more information can be found about the program flow and

the functions.

parser

+ issues: set
+ sentences:

+ word_count: set
+ lemmatizer: WordNetLemmatizer
+ word_filter:

+ printWordCountBoxPlot(): void

+ writeKeywords(): void

+ countSentPure(str): int

+ printlssues(): void

+ printNgrams(str, str): void

+ writengrams(str, file): void

+ createCoocurenceMatrix(str): set
+ writeCoocc(set, file): list[list], list
+ getSequences(): void

set

set

+ createAndWriteCoocurence(list, list): void
+ calculateChiSquare(dict, list[list]): list[list]
+ writeChiMatrix(list[list], list[list], file): void

+ getCodeChainWithUser(str,str): str
+ getCodeChain(str): str

+ readFile(file): void

+ main(): void

writeCoocc()

createCoocurenceMatrix() |

writeChiMatrix()

—)' calculateChiSquare() |

createAndWriteCoocurence() I

writengrams()

countSentPure()
A

getCodeChain()

A

printNgrams()

IgetCodeChainWithUser() I
A

writeKeywords()

[readFile() |
A

getSequences() '—
A

A

|print|ssues()|

| printWordCountBoxPlot() |

|main() |
I

Figure 12: Class diagram and function flow of parser
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H.1 Program flow and functions

The main() function reads the arguments that were given to the program. These
arguments are used for reading the input file using the function readFile().

The function readFile() reads a CSV file containing the annotations that
were exported by Atlas.ti. It calls the function countSentPure() for each an-
notation. That function filters the stopwords in the annotation, yielding only
words that are meaningful in terms of knowledge. These “filtered” annotations
are then stored in the variable sentences. The function readFile() also makes
sure that the word frequencies are increased for the words that occur in the
filtered sentences. These word frequencies are used to determine keywords.

The main function also calls getSequences(). This function captures the se-
quences of codes using the functions getCodeChain() and getCodeChainWith-
User(). Both of the functions (getCodeChain() and getCodeChainWithUser())
transform an array of codes into a string.

The sequences of codes created by getSequences() are used in the function
createAndWriteCoocurence(). createAndWriteCoocurence() “creates” the co-
occurrences using the functions createCoocurenceMatrix() and calculateChiSquare()
and it then writes the co-occurrences to the output files using the functions
writeCoocc() and writeChiMatrix().

The function getSequences() also calls the function printNgrams(). That
function calculates ngrams of the codes, with n from 2 until 5, and writes the
ngrams to output files using the function writengrams().

The function printIssues() is not used, but it is able to print the issues.

The function print Word CountBoxPlot() is also called by the main() function.
It creates the box plots of the word counts for each knowledge concept. These
boxplots are then exported to a PNG file (figl.png).

The function writeKeywords() writes the keywords (including the frequen-
cies) of each knowledge concept to an output file (keywords.txt).
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