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Abstract
Reinforcement Learning in complex goal-based robotics environments which involves interaction,
manipulation and sparse rewards has always remained a challenge. Exploration is a large part of
reinforcement learning which uses a big chunk of the training time. Random exploration cannot
solve complex manipulation tasks and a well-engineered reward function can result in sub-optimal
performance. This work investigates the combination of behaviour cloning and reinforcement
learning to accelerate the training of an autonomous agent without compromising on performance
and generalization in the Fetch Robotics Environments. Behaviour cloning is the simplest form
of imitation learning where the agent uses expert demonstrations to learn actions for performing
tasks. Humans often use this form of imitation by observing others better at a given task and ap-
plying similar methods to achieve the same goal. The same principle is extended and combined
with the reinforcement learning agent. This paper proposes a form of behaviour cloning to over-
come this exploration phase and perform more meaningful actions early on, along with a simple
yet informative reward scheme to accelerate learning. This proposed method achieves consider-
able speedup compared to previous baselines using a lesser number of demonstrations containing
success, failure and noisy examples. The agent is not restricted by these demonstrations. It can
outperform the demonstrator while developing new behaviours.
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1 Introduction

In recent years Reinforcement Learning (RL) has made signi�cant breakthroughs in multi-agent sys-
tems [1] and playing games [2], for example, an agent playing old atari games [3], an agent playing
board games like chess, shogi and GO [4] [5], multiple agents interacting and cooperating [6], multi-
ple agents playing a highly complex MMORPG dota 2 game [7]. Apart from the �eld of multi-agent
systems and games, RL has also been widely applied in the �eld of robotics [8] [9] [10] [11] [12] and
has shown steady success in this �eld as well, but at a comparatively slower rate. Figures 1, 2, 3, 4
shows some of the accomplishments of RL in variety of �elds.

Figure 1: Reinforcement learning playing atari games [3].

Figure 2: Cooperative multi agent reinforcement learning [6].

So what makes it a challenge to apply RL successfully to robotics? One of the main reasons is the na-
ture of the environment itself. Unlike most games where the reward function can be directly optimized
to reach the desired objective, robotics tasks are more indirect and goal-based. Most environments in
the �eld of robotics, involve a component like an arm that interacts with an object in the environment
to perform tasks like pushing, sliding, picking and placing, etc. Given this scenario a direct reward
function alone is not enough to train a policy as the task becomes more goal-oriented, naturally result-
ing in a case of sparse rewards as seen frequently in newly developed robotics environments. Binary
and sparse rewards can be easily de�ned, for example, positive or zero rewards for completing a task
and negative rewards for not completing a task. For robotics-based tasks, this kind of setup is more
appropriate than a traditional reward function. Sparse rewards are also easier to work with for an RL
agent as it does not get stuck in a local minimum, which is one of the problems that a well-de�ned
dense reward function faces. However, sparse rewards have their own set of unique challenges. The
main problem of a sparse reward system compared to a dense reward system is that dense reward pro-
vides valuable information for every state the agent visits whereas sparse rewards provide meaningful
information only when the agent completes a speci�c task. Without suf�cient information from the
reward, a randomly initialized agent with random exploration rarely sees any positive reward signal.
The agent becomes sample inef�cient and takes exceedingly many interactions with the environment
to even see any positive feedback making it slow to converge and taking too long to learn. In some
cases, the agent just fails to learn any meaningful actions, in other cases, the agent might end up
learning undesirable behaviours which may be acceptable for a simulated environment but may not
be suitable for real-world applications. Apart from the concerns of safety and failures, pure of�ine
RL also costs considerable time and hardware resources to train a successful policy.
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Figure 3: Dexterous robotic manipulations by reinforcement learning in simulation [13].

Figure 4: Dexterous robotic manipulations by reinforcement learning in real world [11].

Recent related research [13] have been able to successfully implement complex tasks in robotics us-
ing RL and sparse rewards. Using different exploration strategies like multi-agent and noise base
exploration [14]. Taking advantage of the off-policy nature of RL algorithms and the experience re-
play memory trick to overcome these sparse rewards [15]. Also, using simulation-based tricks like
initializing the environment in a much suitable situation for the agent. In this case, the agent can see
a positive reward sooner helping in learning. These and other related researches have found success
in RL with sparse rewards but come with a cost in the form of complex and dif�cult implementations,
training time or hardware resources.

Figure 5: Behaviour cloning used in autonomous driving [16].

The key takeaway from this is the need to reduce the training time and accelerate RL in environments
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Figure 6: Behaviour cloning and reinforcement learning used for drone landing [17].

with complex dynamics like robotics, with a simple and straightforward implementation, without the
need for heavy hardware resources or distributed computing. This is the main motivation behind this
research. To achieve this the main area that needs to be addressed is the exploration phase of RL
which takes a major chunk of the training time. This time increases with the increase in the state-
space, action-space, dynamics and complexity of the environment.

One of the approaches to overcome this limitation is to go for a supervised learning approach by us-
ing demonstrations sourced from an expert [18] [19] either in the form of imitation learning [20] [21]
[22] [23] or transfer learning [24] [25] [26] [27]. Learning from demonstrations or Behaviour Cloning
(BC) is a subset of imitation learning where demonstrations in the form of (state, action) tuple pair
from an expert demonstrator are used as a form of supervised learning to induce the desired behaviour
and overcome random exploration resulting in higher performance than a randomly initialized agent.
BC learns the mapping of the state-action pairs in the demo dataset and tries to mimic similar be-
haviour to solve similar tasks. But, plain BC is restricted by the source, quality and quantity of the
demonstrations. BC has shown great success [28] [29], Figure 5 shows the application of behavior
cloning for a self-driving car. However, in more complex environments BC is sometimes known to
fail and result in undesirable behaviours. The reason for this is the limited number of demonstrations.
BC takes advantage of demonstrations to solve tasks, but these demonstrations cannot be provided
for each and every scenario, and this becomes increasingly dif�cult as the complexity of the task
and environment increases. Also, BC suffers from a problem called the distributional drift problem,
which is the difference in the distribution of the states of the learned policy and the distribution of
the states of the expert policy in the demonstrations dataset causing errors that propagate over time
resulting in catastrophic failures [17] [16]. One way to solve these problems would be to combine
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BC with RL, which in a sense complement each other by overcoming the other's limitations resulting
in a more capable, safer and desirable policy acceptable in simulation and also suitable for real-world
applications [30] [31] [32]. Figure 6 shows the combination of BL and RL of a drone landing the
Microsoft AirSim environment [33].

Another approach in accelerating RL and overcoming exploration is the reward function. Environ-
ments with sparse rewards do not provide enough information for the agent to explore properly and
learn successfully. A randomly initialized agent with random exploration takes very long to get posi-
tive feedback increasing the training time overall. An over-engineered or well-de�ned reward function
can result in sub-optimal policies, hence the design of the reward function must be done with utmost
care. Previous research [34] [35] [36] have shown success in this area for complex environments
and was enough motivation to pursue that direction as well in this research to develop a simple yet
informative reward function in addition to the combination of BC and RL methods mentioned above.

The contributions of this research paper are threefold. Firstly, this paper investigates the combination
of BC and RL with the most recent advances in the respective �elds, by proposing a new loss function
to combine the imitation learning BC Loss [17] [31] with the Actor-Critic based loss function [37]
[38] of the RL agent to accelerate the training. Secondly, this paper proposes a simple yet informative
reward function to further aid the RL agent in training. Thirdly, a training strategy to ef�ciently train
the RL agent using both the agent's data collected during exploration and the expert's data already
collected as a part of the demonstrations dataset. By effectively using demonstrations from an expert
as a part of the training process for an RL agent, the learning can be accelerated even in complex
environments. This proposed method has shown success compared to previous baselines and outper-
formed them. The agent is pretty robust to the source, quality and quantity of the demonstrations.
The agent is not constrained or limited to the demo actions present in the dataset. The agent can
develop new behaviours and can also outperform the expert demonstrator. The experiments are con-
ducted and tested on the Open-AI Gym [39] and MuJoCo [40] based fetch robotics environments [13].

1.1 Research Questions

The motivation behind this thesis has been explained in the previous section, the research will be
focused on those areas and will be aiming to explore and answer the following themes.

Q1. Can the proposed method successfully solve complex robotics tasks?

• This is this �rst and foremost and most important question preceding the others, given the
complex nature of the goal-based task and the dynamics of robotics environments, it would
be essential to see if the proposed method can solve all the test environments successfully.

Q2. Does the proposed method achieve accelerated learning without a compromise to gen-
eralization or resulting in any undesirable outcomes?

• This next question goes deep into the heart of this research. The main aim of this paper is



Chapter 1 INTRODUCTION 11

the acceleration of RL, hence this question has to be answered in two parts. The �rst would
be to see if that acceleration is indeed achieved by the proposed method. Second, does this
acceleration come at a cost, for example in the form of undesirable behaviours, or loss in
generalization?

Q3. Does the source, quality and quantity of the demonstrations used, matter for perfor-
mance?

• As this method is dependent on a dataset of demonstrations to provide good learning, it is
important to ask if the source of the demonstrations has any impact on the performance?
What if the available demo data is noisy? What if only a fewer number of demonstrations
are collected? These related questions will be answered.

Q4. How does the proposed method compare to previous related baselines?

• The �nal question is to gauge the performance of the proposed method by comparing this
to previous related research, in terms of implementation, convergence rate, training time
and hardware resources.

1.2 Thesis Outline

Chapter 1 presents the introduction section where the reader is eased into the main theme of the re-
search in this paper. Related concepts are introduced and the main motivation behind this research is
presented.

Chapter 2 goes into detail about the theoretical framework involved in structuring this research. Con-
cepts will be explained in more detail and related research will be explored that have directly or
indirectly in�uenced this research.

Chapter 3 will look at the proposed methodology in detail, the architecture and algorithm involved
in the current research will be explained along with the pseudocode for the framework. Simulators,
toolboxes and environments used will be looked at in detail along with experiments conducted and
hyperparameters used.

Chapter 4 examines the results obtained from the experiments and comparisons will take place de-
pending on the various performance criteria all of which will be explained in detail, followed by a
discussion that will further explain what was observed and why with appropriate reasoning.

Chapter 5 will �nish this paper by summarizing the important concepts and focusing on the main
contributions of this research, showcasing what was achieved, what went right, what went wrong and
what could be done as an extension for future research.
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2 Theoretical Framework

2.1 Reinforcement Learning

RL solves a particular kind of problem where decision-making is sequential, and the goal is long-
term, such as game playing, robotics, resource management, or logistics [41]. RL is a computational
approach to understanding and automating goal-directed learning and decision-making [42]. It is a
subset of machine learning in which intelligent agents/autonomous agents take actions in an environ-
ment to complete a given task while aiming to maximize a numerical reward. This concept differs
from that of supervised and unsupervised learning which together form the three paradigms of ma-
chine learning. Unlike the supervised and unsupervised learning approaches, RL is a more interactive
approach, it does not have a �xed dataset whether it be labelled or unlabeled and rather uses a moving
distribution of observations that results from the actions taken by the agent. This can be categorized
as a closed-loop problem as the current actions in�uence the later inputs as this process repeats [42].

Figure 7: A simple reinforcement learning scene [43].

2.2 Components of Reinforcement Learning

Figure 7 represents a simple scenario in RL, where an agent, which is tasked with achieving a goal
in the given environment. The agent accomplishes this task by receiving observations from the en-
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vironment and interacting with the environment by taking actions and receiving feedback from the
environment for the actions taken. In the case of simple environments, the goal can be written directly
in terms of a reward function that provide feedback to the agent for each state visited and each action
taken, the agent tries to maximize this numerical reward by taking relevant actions and solving the
task in the process. The agent here is known as the policy function, which maps the state-action pairs,
and for a given state decides which action is appropriate that maximizes the reward. This state-action
pair mapping can also be called the value function which determines the quality of the actions taken
based on the feedback from the reward function. The aim here is to choose the best action for the
given state to receive the highest possible reward. The policy function, value function, and reward
function form the three main components of an RL process that co-exist in a closed-loop system.
This system can be modelled as a Markov Decision Process (MDP) [42] [44], which is a discrete time
based mathematical framework for modelling sequential decision making. This can be used to solve
optimization problems by dynamic programming [45]. Sometimes RL can include an extra element
known as the model of the environment. This is mentioned here as this too forms an integral part of
certain categories of RL but will not be elaborated in detail as it is out of scope for this research. This
research is based on the Model-Free category of RL.

Figure 8: An agent interacting with the environment [42].

The agent also known as the policy, usually denoted byp, is the decision-maker which means it speci-
�es what actionAt to take given a stateSt at timet. More preciselyp gives the probability of an action
or a probability distribution for different actions from which the best possible action for the given state
is made. These actions are selected based on the reward it receives and the aim is to maximize this
return. The expected returnGt at given timet can be formalized as per Equation 1. The environment
here can either be episodic with a �xed number of time steps and a terminal state indicating the end
of an episode, or continual which do not have any terminal state and never end.

Gt = Rt+ 1 + Rt+ 2 + Rt+ 3 + ::: + RT (1)

In these environments where theT tends to in�nity an additional termg also known as the discount
factor is added to the above equation to induce simplicity and to prevent the expected returns from
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reaching in�nity. Rewriting the expected returns including the discount factor results in Equation 2.

Gt = Rt+ 1 + gRt+ 2 + g2Rt+ 3 + ::: +
¥

å
k= 0

gkRt+ k+ 1 (2)

This discount factor usually has a value between 0 and 1, in most cases, this value tends to be closer
to 1.

2.3 V-Function vsQ-Function

The V-Function or state-value function, sometimes known as just value function, or simplyV. This
can be de�ned as the measurement of goodness for an agent to be in a particular stateSt based on the
returnsGt following the current policyp. The value function is the expected total returns which can
be discounted or undiscounted and can be expressed with Equation 3.

Vp(s) = Ep[
T

å
k= 0

gkRt+ k+ 1js= st ] (3)

Unlike the value function which de�nes a value for only the state, the Q-Function or action-value
function, or simplyQ, de�nes a value for each state-action pair. It can be quanti�ed as a value of
taking an actionAt given a stateSt at timet following a policyp. The Q function can be written as
Qp(s;a) and is the expected ReturnGt starting fromS0, after taking an actionA0, and then following
a policyp which can be expressed with Equation 4.

Qp(s;a) = Ep[
T

å
k= 0

gkRt+ k+ 1js= st ;a = at ] (4)

2.4 Bellman Equation& Optimal Policy

The Bellman Equation [45] [46] can be seen extensively in RL related literature. The Bellman Equa-
tion expresses the relationship between the value of a state and the value of the successor states [42].
This can be broken down into two essential components the immediate reward and the discounted
future rewards. In mathematical terms, the Bellman Equation can be de�ned by Equation 5.

V(s) = E[Rt+ 1 + gV(St+ 1)jSt = s] (5)

Based on this general form of the Bellman Equation it can be rewritten to suit both the V-Function
and Q-Function as shown by Equations 6 and 7. These equations express the relationship between the
value of the state and the value of its successor states.
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Vp(s) = å
a

p(ajs)å
s0

P(s
0
js)[R(s;a)+ gVp(s

0
)] (6)

Qp(s;a) = å
s0

P(s
0
js;a)[R(s;a)+ gå

a0

p(a
0
js

0
) � Qp(s

0
;a

0
)] (7)

Any policy which can maximize a total cumulative reward can be classi�ed as an optimal policy,
represented asp� . For Finite-MDPs, an optimal policy exists but may not be unique, meaning there
could be different optimal policies sharing a common value function known as optimum value func-
tion which can be de�ned as the function which yields the maximum value, represented by Equation
8. Similar is the case for an optimal action-value function, represented by Equation 9.

V� (s) = maxpVp(s) (8)

Q� (s;a) = maxpQp(s;a) (9)

Equation 8 and 9 represents the optimal state value function and action-value function which can be
further combined with the Bellman Equation to get the Bellman Equation of optimality as shown by
Equation 10 and 11 for the state value function and the action-value function respectively. Bellman
optimality equation expresses the fact that the value of a state under an optimal policy must equal the
expected return for the best action from that state [42].

V� (s) = maxaå
s0

P(s
0
js)[R(s;a)+ gV� (s

0
)] (10)

Q� (s;a) = å
s0

P(s
0
js;a)[R(s;a)+ gmaxa0Q� (s

0
;a

0
)] (11)

2.5 On-PolicyvsOff-Policy

The main objective of both types of learning is to evaluate a Q-functionQ(s;a) to predict cumulative
future discounted rewards given a stateSand actionA.

In on-policy learning, theQ(s;a) function is learned from actions that are taken using the current pol-
icy p(ajs). An example of on-policy learning is the SARSA algorithm [47]. The update rule for the
SARSA algorithm as per the Bellman Equation can be written as per Equation 12, where the action
a

0
is taken as per current policyp.

Q(s;a) = Q(s;a)+ a[r + gQ(s
0
;a

0
) � Q(s;a)] (12)
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Comparing this to the off-policy learning,Q(s;a) function is learned from taking different actions
including random actions without even the need to de�ne a policy. An example of off-policy learning
is the Q-Learning algorithm [48] where an optimal policy can be reached using random actions for
exploration without specifying a policy before learning. The update rule for the Q-learning algorithm
as per the Bellman Equation can be written as per Equation 13, wherea

0
are all the actions that were

taken in-states
0
.

Q(s;a) = Q(s;a)+ a[r + gmaxa0Q(s
0
;a

0
) � Q(s;a)] (13)

The research in this paper is based on the off-policy style of learning algorithms and the related con-
cepts will be briefed in the following sections.

2.6 Q-Learning

The Q-Learning algorithm [48] was one of the earliest RL algorithms proposed in 1989, which even
to date is being used in some form. Equation 13 shows the Bellman update rule for the algorithm,
wherea is the learning rate that controls the convergence rate. The learning rate usually has a value
between 0 and 1.

Q-Learning is an off-policy RL algorithm that evaluates an action-value function Q(s, a) to �nd the
optimal action-value functionQ� . Q-Learning uses a table-based storage system known as Q-Table to
store and later look up the Q values for each state-action pair. As the agent explores the environment
and makes actions, the Q values are determined using the update equation, and the combination of
(Q-value, State, Action) are stored in the Q-Table. Each pair combination of the state and action will
have a corresponding Q-value and will be constantly updated using the update rule. Figure 9 shows
a simple Q-Table containing 6 actions and 500 states and the corresponding Q-value for each state-
action pair.

The Q-Learning algorithm has shown great success by solving many tasks in RL. But this kind of
brute force method has a severe problem. For example in cases where the state space and action space
are orders of magnitude higher, storing each and every value and then dynamically searching and
updating increases the computation time and hardware resources making this computationally too ex-
pensive for simpler tasks. Here is where the generalization capabilities of Arti�cial Neural Networks
(ANNs) [49] can be leveraged, instead of storing and updating each and every Q-value, given the state
as the input the Q-value can be approximated by a neural network for the set of actions, from which
the best action for a given state can be selected.

2.7 Neural Network Function Approximation & Deep Q-Learning

Figure 10 shows a pictorial representation of a simple ANN also known as a Multi-Layer Perceptron
(MLP) in technical terms, derived and developed from the original Rosenblatt Perceptron Model [50].
Extensive research has been conducted in this �eld of deep learning by the likes of Geoffrey Hinton,
Yoshua Bengio, Yann LeCun, Ian Goodfellow, Andrew Ng and this research follows and refers to
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Figure 9: A simple example of a Q-Table [43].

such works. These researchers have covered topics on this �eld extensively and it will not be detailed
elaborately here as it is out of scope for this research. However, basic related concepts will be briefed.

The general theory behind a perceptron is, N amount of features is connected to the M amount of
outputs with the help of W amount of weights and the strength of these weights between these con-
nections determines the relation between the input and output. In this manner, the input can be mapped
to the output by changing or updating the weights. The individual unit in the perceptron is called a
neuron, named after the biological neurons present in the nervous system. These neurons take input
and after applying a degree of non-linearity give an output, mathematically this can be represented by
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Figure 10: A simple representation of a neural network [51].

Equation 14.

Yk = f[Wjk � Xk + B] (14)

X represents the value of the neuron usually the input, W is the weight of the connection usually
initialized with random values, B is a value of bias that is added to every operation and Y is the output
after the application of a certain degree of non-linearity. The combination of multiple of these per-
ceptron's to form layers, both horizontally and vertically as represented in Figure 10 is an MLP, but
the basic principle remains the same. By updating these weights the relation between a given input
and output can be approximated successfully. Most modern neural networks update their weights by
using a technique known as backpropagation [52], which can be de�ned as a gradient descent method
to minimize a cost or loss function. This loss function can be de�ned as per the given problem, an
example of a simple loss function is shown in Equation 15.

MSE=
1
n

n

å
i

(Yi � Y
0

i )2 (15)

To minimize this loss function, the weights can be updated using the weight update equation from
the stochastic gradient descent [53] to approximate a function. Immediately this can be seen as a
much ef�cient way when compared to storing values in a lookup table for every input-output pair as
discussed in the previous section regarding Q-Learning. Deep Q-Learning (DQN) [3] leverages this
power of ANN's to ef�ciently approximate the Q-values for the state-action pairs. The principle of
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DQN remains the same for the most part, but this eliminates the need for a computationally heavy
lookup table and instead uses ANN to predict the Q-values for each action, and for a given state the
action with the highest Q-value is chosen as the most probable action at that given time step.

2.8 Double Deep Q-Learning

As per the Mean Squared Bellman Error Equation, there is a Q-value and a Target Q-value, the error
between these values is calculated as the output of the loss function which is then used to update the
weights of the network using gradient descent. In DQN both the Q-value and the target Q-value are
estimated by a single network in many cases resulting in something called overestimation bias. This
means that as the training progresses as the same network is used to estimate two moving values based
on maximum returns, it sometimes tends to return higher values for the actions which may not be the
best possible choice for that given state.

To solve this problem a simple trick was set up, instead of one, two networks were proposed leading
to the algorithm called Double Deep Q-Learning (DDQN) [54]. Here there are two copies of the
same network, the one estimating the Q-value and the other estimating the Q-target. Q-target remains
stationary and is updated every few time steps by copying the weights from the �rst network. This
enables more stable updates without the problem of overestimation.

2.9 Actor Critic Methods

Policy Gradient [55] methods are on-policy learning algorithms that target modelling and optimizing
a policy directly, unlike Q-learning which does not require a policy to be speci�ed. Temporal Dif-
ference [56] is a technique to predict the expected value given a sequence of states, which acts as a
base for most model-free RL algorithms. Actor-Critic [57] algorithms are a different class of RL al-
gorithms but with the same goal which is to �nd an optimal behaviour strategy that returns maximum
rewards. Simply put Actor-Critic is a Temporal Difference version of Policy Gradient. Another dif-
ference between Actor-Critic and Q-Learning is, DQN uses one network to estimate the Q-values of
the actions, Actor-Critic use two individual networks one for the Actor and the other for the critic. In
DQN for a given state, the network estimates Q-values for all the probable actions, and the action with
the highest Q-value is chosen as the best possible action for that given state, in Actor-Critic, the Actor
chooses the action for the given state, and the critic evaluates this action by estimating a value func-
tion and tells the actor how good the current action is and how to update it further. The actor-network
is updated based on the critic value and the critic network is updated by using the actor's actions, both
work in tandem and are updated dynamically. This paper will not dive deep into this class of RL as
this is out of scope for this research, but a summary was provided just as an introduction because this
is an important concept that will be used as a backbone for other algorithms used extensively in this
paper.

2.10 Deep Deterministic Policy Gradients

DQN style algorithms work well and are more suited for deterministic actions spaces. Determinis-
tic actions spaces have a �xed number of actions, for example, Left, Right, Up, Down. Continuous
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Figure 11: Actor Critic Architecture [57].

action spaces as the name suggests have continuous values, for example, any value in the coordinate
system. It is not possible to straightforwardly apply Q-learning to continuous action spaces, because
in continuous spaces �nding the greedy policy requires optimization of actions at every time step,
this optimization is too slow to be practical with large, unconstrained function approximators and
nontrivial action spaces [37]. A continuous action space can be discretized, but the resulting high
number of actions is another limitation that DQN cannot solve. This led to the need for a new class
of algorithms able to handle high dimensional continuous action spaces. Research in this area led to a
combination of Q-Learning style of learning with the Actor-Critic based algorithms which resulted in
the Deterministic class of RL algorithms of which one of the main algorithms is Deep Deterministic
Policy Gradient (DDPG) [37].
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DDPG is an off-policy deterministic algorithm which means it returns actions deterministically rather
than stochastically [58]. The output of a DQN algorithm is probabilistic, which is the highest proba-
bility of an action given a particular state, DDPG outputs the exact values of the actions for that given
state. DDPG also use an Actor-Critic based architecture, here the actor-network is a policy gradient
that takes in states as the inputs and outputs the exact continuous values as actions, the critic-network
is a Q-Value network that takes the states and actions as inputs and outputs the corresponding Q-
values. The architecture of a DDPG algorithm is designed in such a way that it contains two Actor
Networks, a current actor and a target actor, and two Critic Networks, a current critic and a target
critic. Both the Current Actor and Critic Networks have their loss functions to minimize during the
learning process and the updated weights of the Current Networks are copied onto the target networks.
All the four networks are involved during the training process in updating the weights which can be
seen from Equations 16 and 17. After the training process is complete only the Actor-Network with
the optimal policy can be used for inference.

JQ =
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Equation 16 is the critic networks loss function for estimating the Q-values. This loss is very simi-
lar to the mean squared bellman loss and it uses both the advancements from the DQN and DDQN
algorithms. Here is where the current and target networks come into play in the DDPG algorithm.
The current network estimates Q-values for the current states and actions, whereas the target network
estimates the Q-values for the next states and the target actions, these target actions coming from the
actor target predictions. Equation 17 is the Actor loss which is simply the sum of all the Q-values
which the goal is to maximize the result so as the have higher Q-values. Compared to DDQN which
performs a hard update by directly copying the weights of the main network to the target network,
the new changes introduced here are to perform a soft update instead. Due to dynamic updates and
moving Q-values, this provides further stability during the updates which result in faster convergence
for the algorithm even in complex environments. The update equations for the target networks are
given by Equation 18 and 19.

qµ
target = tq µ

target+ ( 1� t )qµ (18)

qQ
target = tq Q

target+ ( 1� t )qQ (19)

Heret is the parameter that controls the degree to which the parameters are copied during the soft
update, this value usually lies between 0 and 1, and is typically chosen closer to 1.
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2.11 Twin Delayed Deep Deterministic Policy Gradients

DDPG has shown great success in many complex tasks and even solving robotics tasks which is the
essence of this research. It has also been used as the base algorithm for many other successful related
research. While it can achieve great performance it can also be brittle sometimes concerning hyperpa-
rameters and takes longer to converge, resulting in higher training and tuning times. One of the main
failures of DDPG is the Q-Network's overestimation of the Q-values. This overestimation leads to
the higher Q-values for actions that may not be suitable for the given state, and when the actor learns
from these Q-values the policy beings to break or diverge to some unsuitable behaviour.

To �x these issues and improve the performance of the baseline DDPG algorithm, a new method
called the Twin Delayed Deep Deterministic Policy Gradients (TD3) [38] was proposed. TD3 aims
to address a few of the shortcomings of DDPG by using three new implementations. First, Clipped
Double Q-Learning, TD3 uses two Q-Networks unlike DDPG which uses one and uses the smaller
of the two estimated Q-values in the mean squared bellman equation, this is a simple and intuitive
method of reducing the overestimation bias of the Q-values. Second, Delayed Policy and Target up-
dates, along with the soft update rule the TD3 algorithm updates both the Actor Networks and the
target networks in a delayed manner. As per the paper, the Actor and the Target Networks are updated
once every two Q-Network updates. This manner of updates allows the actor to see better Q-values
along with improved stability leading to robust learning and faster convergence. Third, Target Policy
Smoothing, TD3 adds some noise to the target actions, which is the output of the target actor-network,
this is to make it harder for the policy to exploit Q-function errors by smoothing out Q-values [38].
Together these improvements result in sustained and improved performance, better stability and faster
convergence when compared to DDPG and TD3 will be used and the base algorithm in this research.

2.12 Experience Replay Memory

The involvement of neural networks in combination with off-policy RL has shown great success and
one of the important reasons is the use of Experience Replay [59] [60]. This is a simple method that
enables the agent to save data as it interacts with the environment. The usual format of saving data
is (St ;At ;Rt+ 1;St+ 1), Current State, Current Action, Reward, Next State. The recent versions of the
experience replays include an additional term that speci�es the end of an episode known as the termi-
nal state. This �ag is useful in determining whether or not to calculate the discounted future rewards.
The data is stored in this format in the memory continuously on a �rst in �rst out basis. For learning
the agent can randomly sample a mini-batch from the memory and use this to update its weights. This
random sampling of a mini-batch from the memory is highly advantageous by introducing a degree
of variance as consecutive examples in an RL environment are highly temporally correlated, and gra-
dient descent methods do not perform well with correlated data.

There have been many recent advances with experience replay, namely Prioritized Experience Re-
play (PER) [61] which changes the way how data is presented to the agent emphasizing on data with
greater TD error which has shown to speed up training, Hindsight Experience Replay (HER) [15]
taking advantage of the replay memory to augment the data with new rewards in a sparse reward
system where the agent does not get to see positive feedback and in the process accelerates training.
The research is this paper does not use any advanced version of experience replay and just uses two
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replay buffers instead which will be explained in detail in the methods section.

2.13 Hindsight Experience Replay

Hindsight Experience Replay (HER) provides a very intuitive solution by taking advantage of the
off-policy replay memory trick by augmenting new data into the already present data in the memory.
Such a system is highly useful in environments where the reward is sparse. Sparse reward environ-
ments provide almost no information to the agent during the initial phase of learning. Traditionally
the agent takes a very long time to see any positive reward hence resulting in large training times.
As sparse reward environments are goal-based environments, HER augments the data by providing
a positive reward to the achieved goals even though they might be failed instances with the actual
goal still to be reached. For example, when the agent in a walking simulator has to reach a particular
destination of 100m in the environment but ended up falling short by 20m, the episode has ended and
the agent has not reached its main goal. But, what HER does here is it uses the already reached goal
of 80m and other similar instances and provides it with a positive reward, the original reward from
the environment being negative. By providing positive feedback sooner in the form of virtual goals
the agent can see more rewards and in the process eventually end up reaching the desired goal as seen
by a simple representation in Figure 12. This process has shown great success in sparse reward en-
vironments and solving complex robotics tasks [13]. There are different strategies used for such data
augmentation like randomly assigning failed instances as virtual goals, using the end of the episode
as virtual goals, or using a distance-based method [62] to assign virtual goals to achieve the original
goal faster, further accelerating the training in such environments.

Figure 12: Example of Hindsight Experience Replay [15] [13].
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2.14 Exploration Exploitation Dilemma

All RL algorithms have to go through two important phases during the training process, the explo-
ration phase and the exploitation phase. To maximize the returns the agent needs to learn from the past
actions which were desirable and repeat those actions to increase the cumulative reward, this process
is known as exploitation. But, to select the best actions the agent needs to perform different actions
and receive feedback from the environment to determine which of these actions are the best. The
trade-off between exploration and exploitation is known as The Exploration-Exploitation Dilemma
which has been an active area of research in RL for many years.

Figure 13: Difference between action noise and parameter noise [63].

One fairly common approach is called the Epsilon-Greedy ore-Greedy Strategy. In this strategy, the
agent starts by taking random actions to explore the different states. Theeparameter controls the de-
gree to which the agent takes random or greedy actions. Actions from the agent are known as greedy
actions. Over the course of training theestarts which a high value making the agent take random ac-
tions and then the value ofeis reduced and the agent transitions from taking random actions to greedy
actions. This way the agent �rst starts with exploring the environment then goes to exploiting in the
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later stages of training and a balance between exploration and exploitation is achieved. Theevalue is
not made entirely zero as even during the exploitation phase some amount of random exploration is
desired, and the rate of decrement of thisevalue can be controlled as per requirement.

This strategy is highly used in Q-Learning related algorithms. The more deterministic algorithms like
DDPG and TD3 use noise-based exploration strategies. Noise is induced in some form associated
with the actions and this way the agent explores the environment. The network is trained with the
noise and learns this noise during the exploitation phase resulting in more robust policies. Two types
of noise can be added as seen in Figure 13, one is the action noise [37] [38], where the noise is directly
added to the output actions of the actor-network, the second is the parameter noise [63], where noise
is added to the weights of the actor-network resulting in perturbed actions.

Exploration is an important part of RL as, without exploration, exploitation is not possible and also
does not make sense. For complex environments like robotics, the exploration becomes dif�cult and
this phase takes a major part of the training time to explore the high dimensional state spaces to ef-
�ciently exploit the good actions. To accelerate RL, some strategies need to be used to overcome
this exploration phase like curiosity-driven exploration with intrinsic rewards [64], multi-agent ex-
ploration [65], the combination of both [14], or by leveraging the power of demonstrations which is
an important area of focus for this research.

2.15 Reward Engineering

A reward function is one of the three basic components of RL. As mentioned in the earlier parts of the
literature an RL agent aims to maximize the rewards to ultimately reach an optimal policy. This makes
the design of the reward function as important as the design of the policy or the algorithm because
the reward function has the power to control the training of the agent. Figure 14 shows the example
of a simple mountain car environment where the reward can be designed in terms of the distance to
the �ag and velocity of the vehicle as well, but a simple distance reward will do well in this case.
An RL algorithm can directly optimize this reward to reach a good policy. In complex environments
which high dynamics such as robotics, a straightforward metric based reward function is not possible
due to the involvement of complex interactions. This raises a need for research into reward design
for complex environments. The trade-off here is, a simple reward design may not be as effective in
enabling the agent in reaching an optimal solution, while a well-engineered reward function may lead
to sub-optimal policies. The reward function also plays a major role in the exploration-exploitation
phases of the agent, so there is a need to design an optimal reward function balancing the exploration
and exploitation, by providing the correct information to the agent, so that it can learn ef�ciently.
Previous research ”Reward Engineering for Object Pick and Place Training” [34] has found success
in this area of reward engineering for complex robotics tasks and using that as motivation this area
will be an important focus for this research. One of the aims of this research is to design a simple and
effective reward function that can provide fast and robust learning.
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Figure 14: Open AI gym simple mountain car environment [39].

2.16 Imitation Learning & Behaviour Cloning

The two main areas of research related to decision making in autonomous robots in recent times are
RL and imitation learning. The basic idea of imitation learning, sometimes known as learning from
demonstrations, is that the learning agent receives examples on how to perform actions from an expert
demonstrator, and the agent mimics these actions to try and replicate the expert's behaviours. Humans
widely use a similar form of learning by referring to experts and trying to mimic those actions as well
as retrying similar actions themselves to solve a particular task. The main focus of this research is to
try and combine both to solve complex tasks.

The simplest and most common form of imitation learning among many others is Behaviour Cloning
(BC) which uses a supervised learning approach to train an agent. There is a dataset of expert demon-
strations in the form of state-action pairs and the agent is trained by minimizing a loss function that
estimates the error between the agent's actions and the expert's actions for the given states. A simple
Behaviour Cloning loss function can be written like Equation 20.

BCloss=
1
n

n

å
i

(Aexpert� Aagent)2 (20)

BC has shown success in many areas solving complex tasks like self-driving [66], drone navigation
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[67], biped locomotion [68], but struggles with generalization outside the demonstration data. Plain
BC heavily relies on the quality and quantity of demonstrations and either perform well for certain
tasks or other tasks, worse than a random agent sometimes resulting in undesirable behaviours. Sev-
eral techniques help with data augmentation and expert data but they constantly rely on the expert
being present even during training and cannot do with just a pre-collected dataset.

2.17 Behaviour Cloning& Reinforcement Learning

Some of the drawbacks of BC can be solved by combining it with RL. Previous work has been suc-
cessful in doing so, demonstrations have been used to speed up learning in simple environments such
as cart-pole [19]. Recent works have shown great success in this front by managing to solve complex
multi-goal robotics tasks [31]. This research is very closely related to two recent works combining
BC and RL, ”Overcoming Exploration in Reinforcement Learning with Demonstrations” [31] and
”Integrating Behaviour Cloning and Reinforcement Learning for Improved Performance in Dense
and Sparse Reward Environments” [17]. This research aims to accelerate RL for complex multi-goal
robotics environments by leveraging demonstrations. Previous research has shown success in the
same tasks but it either comes in the form of complex implementations or the use of heavy computing
resources or high training time.
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3 Methods

The current implementation is a combination of two main areas of research with a motivation to ac-
celerate RL. The two areas of focus in this research will be, combining imitation learning with RL
which is the combination of BC + TD3 and designing an optimal reward function. This research was
implemented using the deep learning framework Tensor�ow [69] and anaconda-python environment
[70].

3.1 Loss Functions

The important loss functions used for the algorithm is presented and discussed as follows. The loss
functions proposed in this research is the combination of the loss functions from two similar but sep-
arate researches [17] [31].

QTarget = Rt + gQ(St+ 1;p(St+ 1jqp)) (21)

The returns for the target Q-value used to calculate the critic loss can be written as Equation 21. The
target Q-value is calculated for the next states and current rewards by the target actor, with or without
a discount factor for future rewards determined by a terminal �ag.
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The loss function for the critic network can be written as Equation 22. Both the critic networks have a
similar loss function and are reduced simultaneously as the mean squared bellman error between the
Q-values and target Q-values in the current sampled mini-batch. An L2 regularization loss is added to
the critic values to compensate for the over�tting that might occur due to the use of demonstrations.
L2 regularization [71] has been studied and researched widely for its ability to reduce over�tting and
improve generalization. Usually, L2 regularization is combined with deep learning and vision-based
approaches showing great success there, but recent research on adding L2 regularization [17] [72] to
RL models has shown to impact performance in a good way in this domain as well.

LActor = � Q(St ;p(St jqp)) (23)

The actor loss functions aim to maximize the Q-values for the current state, the loss is calculated
as the negative of the Q-values estimated by the critics which can be written as Equation 23. Since
there are two critics predicting values to prevent the overestimation problem, the minimum of the two
critic's values is taken as the �nal Q-value to calculate the actor loss.
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The BC loss is calculated as the mean squared error [73] between the actions predicted by the agent
for the states in the demonstration dataset and the actions taken by the expert demonstrator for the
same states. This is a simple BC loss that can be directly combined with the actor loss to train the
agent. The BC loss is calculated after applying the Q-�lter method explained in more detail in the
following section. The actor loss is maximized and the BC loss is minimized. As mentioned in the
previous research using this loss directly prevents the learned policy from improving signi�cantly
beyond the demonstration policy, as the actor is always tied back to the demonstrations [31].

LCombinedActor= l 1LA + l 2LBC+ LL2A (25)

The combined actor loss as shown in Equation 25 is a direct combination of the BC loss with the
actor loss of the agent weighted byl satisfying the conditionl 2 > l 1. Similar to the critic loss, L2
regularization loss is added to this combined actor loss function as well.

3.2 Q-Filter

Even though the demonstrations collected are from an expert, there are many reasons for those demon-
strations to be sub-optimal. To overcome this, previous research has implemented a simple strategy
called Q-�lter which as the name suggests �lters out the demonstrations in the dataset based on the
predicted Q-values which has been adopted here as well.
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Equation 26 shows the BC loss with Q-�lter condition applied. The loss is only calculated for the
states where the critic network decides that the demonstrations actions are better than the agent's ac-
tions. The states where the agent performs equal to or better than the demonstrator are not considered.
The allows the agent to overcome sub-optimal demonstrations, also the agent is allowed to perform
new and better actions and is not bound by the demonstrations outperforming the expert and also
sometimes resulting in new behaviours.

3.3 Replay Buffer

This method uses a traditional replay buffer any other off-policy RL algorithm uses without any of
the advancements. But, instead of one buffer two separate buffers are introduced and maintained.
First, the demo buffer of �xed length to store the demonstrations, the size depending on the number
of demonstrations used. Second, the agent buffer, also of a �xed length where the agent's interactions
with the environment are stored. The demo buffer has a �xed set of examples and remains stationary
throughout the training process while the agent replay buffer is moving and is constantly updated on
a �rst in �rst out basis as the agent continues to train and gather newer data.
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3.4 Demonstrations

The number of demonstrations used varies depending on the complexity of the environment. This re-
search focuses on two different sources of demonstrations to determine whether changing the source
of demonstration has any impact on the performance of the algorithm. A very similar implementation
to baseline 1 is used as an oracle [74] to provide the demonstrations as the �rst source. This is a pre-
trained model on the same environments with sparse rewards. During the sourcing of actions, 90%
of the actions were taken by the learned agent and 10% of the actions were taken by a random agent.
To the actions taken by the learned agent, Gaussian noise was added. The reason for the additional
randomness and noise is to introduce sub-optimal demonstrations on purpose to simulate real-world
data and also see the performance of the agent with noisy demonstrations. As these demos are sourced
from an agent the success rate of the demos is the same as that of the agent, with the demos having
failure examples as well. The second source of the demonstration was a handcrafted script [75] pro-
vided by the baseline team and was not developed as a part of this research. No noise was added as
the script takes time to �nish the task compared to the agent demonstrator with completes the task
much sooner and has some time step leverage to add extra noise. Overall demonstration dataset has a
mixture of both normal and noisy examples as well as successful and failure examples.

3.5 Reward Design

The reward functions for the respective environments are presented and discussed as follows. The re-
ward functions proposed in this research are inspired and further developed from the previous research
which showed good performance for a similar task [34]. The important fact that over-engineered re-
ward functions can sometimes lead to sub-optimal results and also disrupt the exploration-exploitation
phases of the agent was taken into consideration during the design. The main goal was to develop
a simple yet informative reward function along with BC to further improve the acceleration of the
training of an agent. The individual components of the reward function changes based on the envi-
ronment. In the equations for the reward functions D represents the distance between the respective
parameters.

RReach= � aDGripper� Goal (27a)

RReach= + b
1

DGripper� Goal
(27b)

The reward function for the fetch reach environment is given by Equations 27a and 27b. When the
agent is yet to reach the goal the reward is calculated as the negative distance between the gripper
and the goal position in 3D space weighted bya. This weighted negative reward motivates the agent
to try and reach the goals faster. After the goal is reached by the agent a positive reward is given by
taking the inverse distance between the goal and gripper weighted byb. Thea andb values control
the strength of the negative and positive rewards respectively. This structure in design remains the
same for the most part with slight variations and inclusions depending on the environment.

The reward design for the fetch pick and place and fetch push are very similar due to the dynamics
of the environment. When the agent is yet to reach the goal the negative reward is calculated by the
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distance between the gripper and goal, the distance between the gripper and block, and the distance
between the block and goal weighted bya1, a2 anda3 respectively and has to satisfy the condition
a3 > a2 > a1. Once the agent can reach the goal the positive reward is calculated as the inverse
distance between the block and the goal weighted byb.

RPickAndPlace= � a1DGripper� Goal � a2DGripper� Block� a3DBlock� Goal (28a)

RPickAndPlace= + b
1

DBlock� Goal
(28b)

RPush= � a1DGripper� Goal � a2DGripper� Block� a3DBlock� Goal (29a)

RPush= + b
1

DBlock� Goal
(29b)

The reward for the fetch slide environment is calculated using only the block and goal distances with-
out the involvement of the gripper. The reason for this is unlike the other environments which have
both the desired goals and achieved goals within the space of movement of the gripper, the slide en-
vironments goals are far away from the gripper. Including the gripper distance in this reward design
will confuse the agent instead of providing useful information disrupting the learning. For the fetch
slide environments as shown in Equations 30a and 30b, before the agent reaches the goal the reward
is calculated as the negative distance between the block and goal weighted bya and after the agent
reaches the goal the positive reward is calculated as the inverse of the same distance weighted byb.

RSlide= � aDBlock� Goal (30a)

RSlide= + b
1

DBlock� Goal
(30b)

3.6 Training Procedure

Before the actual training begins there is a pre-training phase that the agent goes through. After
collecting the demonstrations, using a supervised learning approach the agent is pre-trained on the
demonstration data even before the start of the �rst episode. During this pre-training phase the agent
samples data from the demonstration buffer and updates its weights using the above-mentioned loss
functions. This procedure shapes the initial distributions of the actor and critic networks closer to the
distributions of the demonstrations which makes it easier to transition from BC to RL [17]. Addi-
tionally, before even the actual training begins this agent can perform much more meaningful actions
when compared to a randomly initialized agent thus accelerating the training procedure. The RL
algorithm used in this research is TD3 which has shown better performance compared to its widely
used predecessor DDPG. The TD3 uses simple Gaussian action noise for exploration compared to
the Ornstein-Uhlenbeck [76] uncorrelated noise. Along with the action noise 90% of the actions are
taken by the current agent and 10% actions are taken by a random agent further aiding in explo-
ration. During the actual training procedure, the agent is trained on 90% of the data from the agent
replay buffer and 10% of the data from the demo replay buffer. The noise and randomness are added
only during training, for testing the agent perform pure deterministic actions with the additional noise.
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3.7 Deep Learning Speci�cations

The current algorithm uses a feed-forward neural network architecture with 3 hidden layers with 256
neurons in each layer. This is similar for both the actor and critic networks. All the hidden layers use
a ELU [77] activation function compared to the traditional RELU [78] activation. This was motivated
by previous research [17], ELU has many advantages over RELU, it solves the dying RELU problem
as ELU allows a certain degree of negative values while RELU cuts off to zero and is known to pro-
vide faster convergence during training. However the output layers are different, the critic network
has a linear activation for estimating the Q-values while the actor-network has a TanH [79] activation
for predicting the deterministic actions. The weights of the hidden layers are initialized with He-
Uniform [80] initialization as this is known to work well with the RELU family of activations. The
output layers are initialized with random uniform distribution for the weights, and to prevent action
saturation by TanH the weights are limited to small values. L2 regularization on the weights also
helps with TanH value saturation apart from controlling over�tting. Both the networks were trained
with the Adam optimizer [81].

3.8 Simulation Environments& Task Description

The current implementation is tested on the fetch robotics environment suite consisting of four com-
plex robotics interaction and manipulation tasks.

The �rst environment is the fetch reach task shown in Figure 15. This task is relatively simple com-
pared to the four environments. The task here is to move the end-effector of the gripper to a randomly
generated goal location. The desired goal here is the random coordinate in 3-D space and the achieved
location is the position of the end-effector in the same space.

The next environment is the fetch pick and place environment shown in Figure 16 where the goal is to
move towards an object placed randomly on the desk, grasp it using the grippers, and move the object
to the goal location either on the table or on the air. The desired goal is the position of the block and
the achieved goal is the coordinate in 3-D space, both goals are randomly generated.

The fetch push environment shown in Figure 17 is very similar to the previous task but with closed
grippers. The task here is to use the closed grippers to push the block on the table to a goal location
also on the table. It has the same desired and achieved goals as the last task and both are randomly
generated anywhere on the table.

The �nal task, also the most complex environment the suite is the fetch slide environment shown in
Figure 18. The task here is to use the closed gripper to slide a puck-like object to the goal position. It
has the same desired and achieved goals as the last task and both are randomly generated anywhere
on the table, with the puck spawning closer to the grippers reach and the goal spawning further down
the table.
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Figure 15: Example of the fetch reach task

3.9 Algorithm Pseudocode& Hyperparameters List

Table 1 provides the detailed list of hyperparameters used during the training and experimentation
process. Apart from a few changes in the loss functions and the newly proposed reward functions
most of the hyperparameters have the default values as proposed in the related base papers or tool-
boxes. Along with the hyperparameter list, detailed pseudocode of the algorithm covering the end to
end implementation has been provided. The demo collections have not been included as this method
assumes the demonstrations already exist and is loaded onto the replay buffers directly a the start of
execution.



34 Chapter 3 METHODS

Figure 16: Example of the fetch pick and place task
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Figure 17: Example of the fetch push task
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Figure 18: Example of the fetch slide task
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Hyperparameters Values

Agent Replay Memory Size 1000000

Reach Demo Memory Size 20*50

Pick and Place Demo Memory Size 40*50

Push Demo Memory Size 40*50

Slide Demo Memory Size 40*50

Critic Network Size 256 x 256 x 256

Actor Network Size 256 x 256 x 256

Optimizer Adam

Optimizer Learning Rate 0.001

Weight Initialization Hidden Layer he uniform

Weight Initialization Output Layer randomuniform (-0.003, 0.003)

Hidden Layer Activations ELU

Critic Output Activation Linear

Actor Output Activation TanH

L2 Regularization 0.01

Gaussian Noise Mean: 0, Std: 0.1

Actor and Target Networks Update Step 2

Agent Mini Batch 1024

Demo Mini Batch 128

Target Actions Noise Mean: 0, Std: 0.2

Target Actions Clip Range (-50, 0.5)

Discount Rate 0.98

Combined Loss Lambda1 1.0

Combined Loss Lambda2 2.0

Positive Reward Beta 0.01

Negative Reward Alpha 5.0

Negative Reward Alpha1 1.0

Negative Reward Alpha2 2.0

Negative Reward Alpha3 3.0

Table 1: Detailed List of Hyperparameters Used.
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Algorithm 1 Current Implementation Algorithm
1: Initialize Actor Network�! p(S;Gjqp)
2: Initialize Target Actor Network�! p

0
(S

0
;Gjq

0

p)
3: Initialize Critic 1 Network�! Q1(S;G;AjqQ)
4: Initialize Critic 2 Network�! Q2(S;G;AjqQ)
5: Initialize Target Critic 1 Network�! Q

0

1(S
0
;G;A

0
jq

0

Q)

6: Initialize Target Critic 2 Network�! Q
0

2(S
0
;G;A

0
jq

0

Q)

7: Initialize Agent Replay BufferMA �! [S;A;R;S
0
;T]

8: Initialize Demo Replay BufferMD �! [S;A;R;S
0
;T]

9: Load the demonstration data�! MA;MD
10: for Pre-Training Stepsdo
11: Call PreTrainingUpdate()
12: end for
13: for Episodesdo
14: Reset Env toS0
15: for Episode Timestepsdo
16: if Probability is 90%then
17: Agent Takes Greedy ActionAt
18: elseProbability is 10%
19: Agent Takes Random ActionAt
20: end if
21: Calculated RewardRt and Get Next StateS

0

t and Terminal Flag T from Env
22: Store[S;A;R;S

0
;T] �! MA

23: if Probability is 80%then
24: Call TrainingUpdate()
25: elseProbability is 20%
26: Call PreTrainingUpdate()
27: end if
28: end for
29: end for
30: procedure PRETRAININGUPDATE

31: Randomly Sample Mini-Batch[S;A;R;S
0
;T] �! MD

32: CalculateLCritic1;LCritic2;LL2C

33: Update Critic1 and Critic2 Networks
34: if Update Actor and Target Networksthen
35: CalculateQ1&Q2 �! Critic1&Critic2, min(Q1;Q2)
36: CalculateQmin;LActor;LBC;LL2A;LCombinedActor
37: Update Actor Network
38: Update Target Actor Networks
39: else
40: Continue
41: end if
42: end procedure
43: procedure TRAININGUPDATE

44: Randomly Sample Mini-Batch*0.90[S;A;R;S
0
;T] �! MA

45: Randomly Sample Mini-Batch*0.10[S;A;R;S
0
;T] �! MD

46: CalculateLCritic1;LCritic2;LL2C

47: Update Critic1 and Critic2 Networks
48: if Update Actor and Target Networksthen
49: CalculateQ1&Q2 �! Critic1&Critic2, min(Q1;Q2)
50: CalculateQmin;LActor;LBC;LL2A;LCombinedActor
51: Update Actor Network
52: Update Target Actor Networks
53: else
54: Continue
55: end if
56: end procedure
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4 Results

4.1 Baselines& Comparisons

The �rst baseline is the combination of RL and HER. The combination of DDPG+HER when pro-
posed was able to achieve much success in solving complex multi-goal robotics tasks and has set a
benchmark for future research to come. This is an environmental baseline and was the �rst to solve
sparse reward environments used in this research and will be used to compare the current implemen-
tation's capability to solve the environment successfully.

The second baseline is much closer to this research in terms of algorithm and implementation also
combining BC with RL. DDPG+BC along with expert demonstrations was able to successfully ac-
celerate complex robotics tasks in the mentioned environments. This is an algorithmic baseline that
was �rst provided accelerated learning for the environments used in this research and will be used to
compare the current implementation's capability to further provide accelerated learning.

The third baseline implements pure BC using demonstrations and will serve as a comparison for why
this method has either great or really poor performance.

The fourth baseline implements plain RL without demonstrations but with dense rewards and was
able to achieve good performance in accelerating complex multi-goal robotics tasks. This is a reward
baseline that �rst proposed a new reward function for the multi-goal robotic sparse reward environ-
ments used in this research and will be used to compare the current implementation's capability to
provide accelerated learning.

Apart from comparison with the baselines, there will be other comparisons as well, �rst with the cur-
rent implementation itself but with a different demonstration source. The main reason for this com-
parison is if the current framework implementation is kept �xed while varying different sources of
demonstrations, will there be any impact on the performance of the algorithm. Second, there will be a
comparison between the generalization capabilities between the current implementation and baseline
1 to check if after the training phase the agent can perform well in the testing phase as well. The third
will be a short comparison between the network complexity used between the current implementation
and baseline 2 to see if the acceleration comes at a cost of model complexity, also this being very sim-
ilar approaches the number of demonstrations used will also be compared to see if good performance
can be achieved using lesser number of demonstrations. Finally, there will be a comparison between
the hardware used and training time for the current implementation and baselines 2, 4 to see if the
current implementation can strike a balance between the training time and hardware resources used.

The comparison between the current implementation and the baselines will take place in terms of task
success rate. The success rate is calculated during the testing phase of the training runs and if the
agent can successfully end the episode with a successful task completion then the success rate for
that agent is incremented. The baselines calculate the success rate by performing 10 deterministic
roll-outs per worker and then calculate the average per test set then averaged across all the workers.
One of the main advantages of the current implementation is that it does not require multi-processing
or parallel implementations with parallel workers like the baselines and uses just one worker with one
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roll-out test set from which the average success rate is calculated. The plot represented the average
success rate of the test run set during the training phase and the performance will be determined by
how soon the agent can achieve the highest possible success rate for a given task. Further comparisons
will be in terms of training times vs hardware complexity and model complexity.

For task 1 the current implementation will be compared to only baseline 1, baselines 2 and 3 are not
available for comparison due to the comparatively simple nature of the environment it was not im-
plemented as a part of this baseline research, but in this paper results for the current implementation
is presented for this environment to stay consistent across all the environments in the fetch robotics
environment suite. For tasks 2 and 3 the current implementation will be compared with baselines
1, 2 and 3. Baseline 4 will be used only for task 4 as that research only focuses on this particular
environment. The comparison between different sources of demonstrations will also be done only for
task 4 due to the use of a handcrafted script as a different source of demonstration. This script was
not developed as a part of this research and was provided by the baselines team [75] as an example
for this particular environment.

Some abbreviations used in the results to denote the number of time steps are, K and M which corre-
spond to 1 thousand and 1 million respectively. All the graphs and visualizations seen in this research
were captured using the Weights and Biases toolbox [82]. The video demos of all the environments
can be found in the Project Page on GitHub [83].

4.2 Fetch Reach Environment

In the fetch reach environment, compared to baseline 1, the current implementation has a much higher
convergence rate. Figure 19 shows the current implementation can reach a success rate of 1.0 at ap-
proximately 16K time steps whereas baseline 1 reaches the same success rate of 1.0 at approximately
150K time steps. Not only does the current implementation solve the task successfully but also pro-
vides accelerated learning for this environment.

4.3 Fetch Push Environment

In the fetch push environment, baseline 3 performs the worst by achieving a success rate of only 0.2,
performing similar or worse than a random agent. Baseline 1 can successfully solve the environment
and reaches a success rate of 0.8 in 10M time steps and baseline 2 can beat it by reaching a success
rate of 0.9 in 3M time steps and a success rate of 0.95 in 6M time steps. Figure 20 shows that the
current implementation can beat all the previous baselines by reaching a success rate of 0.95 in ap-
proximately 1.1M time steps, solving the environment successfully and also providing accelerated
learning. An interesting observation here is that the demonstrations used had a clear pushing motion
where the end effector of the robot arm is used to push the block towards the goal. However, the �nal
agent learned behaviour is slightly different from what is expected. The agent can use the end effector
of the robot arm to successfully move the object to the goal, but instead of a pushing motion, it uses
a poking motion. The main reason could be the dynamics of the environment, MuJoCo uses a soft
body collision system for its interactions. This might have in�uenced the agent to interact differently
with the objects in the environment. Even though the goal might be successful, this particular motion
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(a) Success rate plot for current implementation.

(b) Success rate plot for baseline 1 [15].

Figure 19: Comparison between current implementation and baseline 1 for fetch reach task, epoch
number (every epoch = 800 episodes = 800x50 time steps).

might not be a desirable behaviour for real-world applications. This can easily be �xed by changing
the constraints to rigid body collisions, but this was not done for this research as this process increases
the simulation time of the environment signi�cantly. But one positive outcome is that the agent in the
current implementation is not bound or constrained to the actions of the demonstrations, it can modify
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its actions as per the environment and develop new behaviours. As an extension to this research, it
would be interesting to try out two things, in the same environment try to use rigid body collisions
and then observe the new behaviour or try to �nd a way to overcome the soft body constraints and
develop a usable behaviour. The demo video for this behaviour can be found in the GitHub Project
Page [83].

4.4 Fetch Slide Environment

The fetch slide is the most complex environment of the suite and that is evident by looking at �gure
21. Baseline 3 fails this environment as well and achieves a success rate of only 0.2, very similar to
the fetch push environment. The baseline 1 can solve the environment but the performance is poor
with a success rate of 0.4 in 10M time steps. Both the baseline 2 and current implementation can solve
the environment as well and both reach a respectable success rate of 0.6, the baseline 2 can do this
in 10M time steps whereas the current implementation can achieve it in just 2M time steps showing
a successful acceleration in learning. As an extension to this research, it would be interesting to see
whether the current implementation if trained for longer will be able to achieve a higher success rate.

4.5 Fetch Pick and Place Environment

The fetch reach environment is not as dif�cult compared to the fetch slide but presents its unique
challenges as it involves complex interactions with the object and the gripper. Baseline 3 showing
poor performance in the other environments does well in this task achieving a success rate of 0.8
much faster compared to the other implementations but then plateaus at the same value. On the other
hand baseline, 1 which was showing consistently decent performance is unable to solve this environ-
ment and achieves a success rate of 0.0. The reason is the dynamics of the environment involving the
opening and closing of the grippers onto the object and then manipulating the position of the object to
the goal. Baseline 1 using a randomly initialized agent with random exploration cannot just stumble
onto the object with open grippers and grasp it, hence failing the task entirely. The same research
has introduced ways to overcome this by using some tricks, for example, initializing the states where
the gripper is already grasping the object, which converts the environment to a more reach like task
and the agent is trained in this way. Baseline 2 overcomes this problem by using demonstrations and
solves the environment successfully by achieving a success rate of 0.95 in 1M time steps beating the
baseline 3 with a higher success rate. Baseline 4 was also able to solve the environment successfully
by just using dense rewards and achieving a max success rate of 0.6 showing that just a reward func-
tion is not enough in such complex environments. The current implementation performs better than
all previous baselines by achieving a success rate of 1.0 in 310K time steps, successfully solving the
environment and also providing accelerated learning.

4.6 Comparison Between Demonstrations

Figure 24 shows the comparison between two different sources of demonstrations for the fetch pick
and place environment. It is evident that even after varying the source of demonstrations the current
implementation can successfully solve the environment. However, there are some interesting obser-
vations. The method using an agent as the demonstrator performs slightly better than the method
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(a) Success rate plot for current implementation.

(b) Success rate plot for baseline 1, baseline 2, baseline 3 [31].

Figure 20: Comparison between current implementation and baselines 1, 2 and 3 for fetch push task.

that uses the handcrafted script as the demonstrator. The difference in convergence rate is not huge
as a cause for concern but the noticeable difference has to be mentioned. The reason for this could
be the ability of the demonstrator to complete the task and present rewards faster. On testing, it can
be seen that even with external noise added the agent demonstrator can complete the task within 30
time steps out of the total 50 time steps limit per episode whereas the script takes around 40 time
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(a) Success rate plot for current implementation.

(b) Success rate plot for baseline 1, baseline 2, baseline 3 [31].

Figure 21: Comparison between current implementation and baselines 1, 2 and 3 for fetch slide task.

steps to complete the task. This delayed completion of the task could have in�uenced the learning
agent to mimic similar behaviours as this method is BC after all. Figure 26 shows the average reward
for both the agents after a successful training session. From the �gure, it can be seen that the agent
which learned from the agent demonstrator has a higher average reward per episode compared to the
agent which had the handcrafted script as the demonstrator. This observation further con�rms the fact
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(a) Success rate plot for current implementation.

(b) Success rate plot for baseline 1 [15].

(c) Success rate plot for baseline 1, baseline 2, baseline 3 [31].

Figure 22:Comparison between current implementation and baselines 1, 2 and 3 for fetch pick and place task.
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(a) Success rate plot for current implementation.

(b) Success rate plot for baseline 4 [34].

Figure 23: Comparison between current implementation and baseline 4 for fetch pick and place task.

the slight delay in convergence time might be due to the agent mimicking the behaviour of �nishing
the task later thus slowing down the training slightly. Even though there is a slight delay in training
time between the two sources of demonstrations, both the sources can complete the task and provide
accelerated learning compared to the previous baseline.

4.7 Generalization Capability

Table 2 shows the test results of the trained agents for baseline 1 and the current implementation in all
the environments. The success rates are calculated by averaging the success rate of a test set across 5
different random seeds. The current implementation can match the performance of baseline 1 in the
reach and slide tasks and can outperform the baseline in the push and pick and place tasks. It can be
observed that even though the current implementation can deliver good performance in the other envi-
ronments it falls short in the slide task. It performs better than the baselines in training and equals the
performance of the baseline in testing given the complexity of the environment this is not a bad result
but de�nitely can be improved upon. As an extension of this research, it would be interesting to see
if the transition from BC to complete RL of the learned agent can deliver better performance. Using
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(a) Success rate plot for current implementation with agent as demonstrator.

(b) Success rate plot for current implementation with script as demonstrator.

Figure 24: Comparison between two different sources of demonstrations.

an agent trained using the current implementation and then using pure RL to �ne-tune the agent to try
and see if it is possible to achieve better performance while still maintaining the accelerated learning.

4.8 Number of Demonstrations Used

Table 3 shows the number of demonstrations used for the current implementation compared to base-
line 2 which uses a constant number of demonstrations for all the tasks. The current implementation
can give better performance by using a lesser number of demonstrations. The number of demonstra-
tions depends on the complexity of the task, which is the simple reach task needing only 20 demos,
the average complexity environments of push and pick and place needing 40 demos, and the highly
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(a) Success rate plot for baseline 1, baseline 2, baseline 3 [31].

(b) Success rate plot for current implementation with script as demonstrator.

Figure 25: Comparison between current implementation with different demonstrations source and
baselines 1, 2 and 3 for fetch pick and place task.

complex task of sliding needing 60 demos. The current implementation maintains the same number
of demonstrations for the respective environments for both the sources of demonstrations used. If
more demonstrations are available then well and good, but the current implementation can make do
with lesser demons. Apart from the lesser number of demonstrations, as mentioned in the method-
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