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Abstract:With the growing museum digitization of artworks and open application programming
interfaces (APIs), automatized tools are needed for organizing fine-art databases. Convolutional
Neural Networks (CNNs) are used in image classification tasks as a supervised learning tech-
nique. The rise of Deep-CNNs, more robust to the complex features of Fine Art images, has
been facilitated by Transfer Learning techniques. This thesis attempts to solve an art historical
pose classification problem on six different pose classes from a self-made database consisting of
1000 artworks across eight different museum APIs. The classification is done with three CNN
architectures (ResNet50, Xception and VGG16) with pre-trained weights from the ImageNet
database. Due to data scarcity and class imbalances of the initial poses database, several data
augmentation techniques were applied. It was determined that the model could distinguish be-
tween the six classes, with the most promising one being the Fine-tuned and pre-trained Xception
architecture with SMOTE oversampling of the minority classes and imgaug techniques on the
training dataset, which obtained a mean test accuracy of 0.85 and an F1-score of 0.83. A qual-
itative analysis of the feature maps suggests what formal elements are learned by the CNN in
the well-performing classes compared to the under-performing ones.

1 Introduction

With the growing museum digitization of artworks
in recent years, art institutions have become loci of
sizable databases. These databases span from five
to six digits and they contain meta-information on
the title, artist, date, style and many more param-
eters, alongside the high-resolution images of the
artworks (Mensink and van Gemert (2014)). This
meta-information tends to use categorical classifi-
cations based on art-historical expertise, such as
specific genres or movements, in order to organize
the artworks. Tags on the specific content of art-
works, such as artistic motifs and themes, can clus-
ter artworks into a semantic web. However, tags
also tend to be less specific, not categorical, or
just art historically incorrect. New organizing prin-
ciples, based on the art-historical repertoire but
taking into account the specific visual features of
the artworks, would be needed in curatorial prac-
tices in order to automatically sort and group these
databases (Seguin (2018)).

1.1 Prior Research

Predicting and classifying the museum corpus has
been attempted before by Balakrishan, Rosston,
and Tang, by means of feature extraction curated
through Principle Component Analysis (PCA) ap-
plied on style, genre, and artist prediction. Feature
extraction is also used by Seguin, combined with
Deep Convolutional Neural Networks (DCNNs), to
create a searchable archive of artworks that is ca-
pable of predicting new entries based on similar-
ity. However, these predictions are attempted on
a robust and general task. A more specific clas-
sification problem is the pose estimation, which
has been explored on both images of real peo-
ple and online learning using DCNNs and graph-
ical models (see Tompson, Jain, LeCun, and Bre-
gler (2014); Cao, Simon, Wei, and Sheikh (2017);
Wei, Ramakrishna, Kanade, and Sheikh (2016)).
This prior research defines the pose in a bottom-up
approach, as a tree-structured model where joints
are keypoints and graph lines are limbs. When en-
tering the domain of art classification problems,
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because of the aforementioned data scarcity, it is
practical to reuse the features already learned by
the model from the abundant body of work done
on images of real objects and people. Transfer-
ring the learned features from one task to an-
other can be done with DCNNs - a subset of Neu-
ral Networks that perform well on image inputs
and are able to learn spatial patterns by apply-
ing multidimensional filters on the array-processed
image (Goodfellow, Bengio, and Courville (2016)).
Madhu, Villar-Corrales, Kosti, Bendschus, Rein-
hardt, Bell, Maier, and Christlein and Banar,
Sabatelli, Geurts, Daelemans, and Kestemont use
pre-trained DCNNs and style-Transfer Learning
from a large dataset of images with human poses to
a much smaller dataset of Greek art poses, increas-
ing the performance of the DCNNs. Both Madhu
et al. and Jeńıcek and Chum define the pose in-
put in a graphical model format. The latter utilizes
pose matching estimated by OpenPose in order to
find composition-based similarities between images
of artworks. While this prior research first explic-
itly defines the pose through pose matching mod-
els and then attempts to match artworks of sim-
ilar poses, or use feature extraction for classifica-
tion, research conducted by Sabatelli, Kestemont,
Daelemans, and Geurts successfully classified the
artist, type, and material of artworks using DC-
NNs with Transfer Learning. In one of their experi-
ments, they used DCNNs pre-trained on ImageNet,
a large database of images of real-life objects, to
classify labelled information on the artworks. The
pre-trained DCNNs were tested as off-the-shelf fea-
ture extractors (with only the features learned from
the ImageNet task) and also fine-tuned to the art-
works dataset (where the features gradually update
to the task at hand).

1.2 Outline

The research question proposed by this paper is:
How does Transfer Learning from the models pre-
trained on ImageNet impact the performance of
DCNNs in an art pose classification task?
With the background of this prior research, this

paper attempts to classify six different poses in art-
works using DCNNs with Transfer Learning from
the ImageNet task applied on a small self-made
dataset of 900 artworks. The DCNNs used are three
different architectures which performed well in the

classification task done by Sabatelli et al.: VGG16,
ResNet50, and Xception. These architectures have
been previously pre-trained on ImageNet, a huge
database of 1000 different classes of photographs
of objects, humans, animals, and many more. The
classification task presented in this paper is quite
different from the ImageNet challenge: this paper
deals with only six classes, all of them artworks of
humans posing. However, instead of training these
deep architectures from scratch, which would de-
mand considerable computational power and time
complexity, the weights of the ImageNet trained
models are kept and only the last layer of the archi-
tecture is replaced with a dense 6-neurons layer for
this specific classification task. The input consists
of six classes, which are art historical poses that
repeat across media, periods, and cultures. The
dataset was collected from eight open Application
Programming Interfaces (APIs) dealing with cul-
tural heritage and, specifically, Fine Art. Because
of the small number of samples for each class in the
dataset, training DCNNs from scratch would make
the model prone to overfitting (Kukacka, Golkov,
and Cremers (2017)). Using Transfer Learning from
a much more varied dataset (ImageNet) with many
learned features will help generalize to the current
task.

Similar to the methodology in Sabatelli et al.
(2018), the classification is tested through the
Frozen version of the model (see Section 2.2.3) and
through the version of the model Fine-tuned on the
art dataset (see Section 2.2.4). In Experiment 1,
three models are compared based on their perfor-
mance on the test set: Baseline model (no Trans-
fer Learning), Frozen model with Transfer Learning
and Fine-tuned model with Transfer Learning. In
Experiment 2, the dataset is expanded and Image
Augmentation techniques are applied on the train-
ing set.

The hypothesis is that this method of transfer-
ring previously learned features from ImageNet to
the art poses task will actually perform better than
training the architectures from scratch.

The structure of the paper is: Section 2 describes
how the dataset was collected at 2.1, the DCNNs
Models are presented at 2.2.1 with a theoretical
introduction in Transfer Learning at 2.2.2 and the
two Experiments at 2.2.5 and 2.2.7; the Results are
presented at Section 3 for Experiment 1 3.1 and 2
3.2; a summary and future work can be found in
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the Discussion Section at 4.

2 Methods

This Section covers the making of the dataset con-
sisting of the pose-based artworks and the descrip-
tion of the Transfer Learning models and the Base-
line (non-Transfer Learning) model.

2.1 Dataset

Since the classification task employs a supervised
learning technique, each image input is labelled
with one of the six different classes: Antinous,
Graces, Pieta, Reclining, Sebastian, and Tanagra.
These six categories are art-historical poses: these
are human figures in recurrent postures, which are
reused across media (sculptures, paintings, prints),
movements (starting with the Classical period, con-
tinuing through Renaissance, Impressionism, Mod-
ern Art), and cultures (Northern tradition, Italian
tradition, and sometimes non-Western Art) (Becker
(2013)).
For each class, a few keywords were used in a

first-order logic operation to find the specific pose
only by referring to the content of the artwork (see
Table 2.1). The Antinous class is defined as ”male
nude standing in contrapposto (...) simultaneously
relaxed and tensed, with the right arm resting and
the left holding a spear” (Barrow and Silk (2018)).
Although Antinous is another type of statue from
Doryphoros, because of the lack of samples and
thanks to the similarity between the two poses, they
were aggregated as one class. The Graces class is
art historically known as The Three Graces pose,
initially a popular Classical Greek statue formed
by three nude women with their arms intertwined,
two facing the viewer and the middle one posing
with her back. The Pieta class is a Medieval inven-
tion, it is a composed-pose of two characters, with
Virgin Mary holding the reclining Jesus on her lap.
The (Saint) Sebastian class also falls within the Me-
dieval repertoire. It is very similar to the Antinous
class as a contrapposto male nude, but his arms are
bound above or under his torso. The arrows sticking
out of his body are part of the pose. The Reclining
class consists of a female nude laying down or sleep-
ing. The Tanagra class is actually referring to the
Tanagra clay statuettes: a draped standing female

Class Formula

Antinous

contrapposto,
standing&nude&man,
Antinous,
doryphoros,
Standbeeld&van&Bacchus

Graces
Graces,
Three&Graces

Pieta Pieta

Reclining
reclining&nude,
reclining&woman,
reclining&nude&woman

Sebastian
saint&sebastian,
Sebastian

Tanagra
tanagra,
departmentId=13&q=tanagra,
terracotta&statuette&departmentId=50

Table 2.1: The query used to retrieve the images
from the APIs. The ’,’ and ’&’ symbols are the
equivalent of ∨ and ∧, respectively; ’=’ is condi-
tional operator.

(Barrow and Silk (2018)).

These six specific poses were selected in rela-
tion to their comparative distinctiveness and fre-
quency in artworks. For the former criterion, the
poses that form a non-empty intersection operation
were chosen to test if the model bases its classifi-
cation on complex, higher-layer level features that
take into account interacting characters (Yosinski,
Clune, Bengio, and Lipson (2014)). For example,
Pieta overlaps with the Reclining class, since part
of Pieta is represented by reclining Jesus. How-
ever, Pieta also contains a draped female, with the
distinction from the Tanagra class being that the
drapes are of Marian blue. For the former criterion,
the sample frequency threshold is 100 images per
class. The class needs to have enough samples of
the same pose that the model will be able to learn
generalized features of that pose.

The experiments use the same dataset, which is
randomly shuffled and split into training, valida-
tion, and test sets in the proportion of 0.8, 0.1,
and 0.1 respectively (see Figure 2.1 for an exam-
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Figure 2.1: Randomly Shuffled Dataset Distri-
bution. The Dataset is imbalanced, which be-
comes more apparent with Random Shuffled
Distribution.

Figure 2.2: The six classes and their labels

ple of such randomly shuffled split). For the fol-
lowing experiments, the dataset contains 900 im-
ages of artworks across different media, movements,
and cultures (see Figure 2.2 for a visual exam-
ple of the variety of the artworks). Appendix A
shows an example of the meta-information asso-
ciated with each image entry in the dataset in
json format. The dataset was collected across
eight museum and cultural organization APIs us-
ing specific keywords which are art historically
associated with the six pose classes. After auto-
matically retrieving the images and their meta-
information, the dataset was manually curated.
The APIs used are: Rijksmuseum, Metropolitan
Museum of Art, Web Gallery of Art, Harvard Mu-
seum, SearchCulture, ImageArt, National Gallery
of Denmark (SMK), and Census (Rijksmuseum
(2022), of Art (2022), Emil Krén (2022), Museums
(2022), of Chicago (2022), Michael Appleby (2022),
of Denmark (2022), für Kunst-und Bildgeschichte
der Humboldt-Universität zu Berlin (2022)). The
meta-information was standardized as the intersec-
tion operation between all the different columns
contained by the APIs and prioritized for its fre-
quency and relevancy. For example, sub-materials
and sub-techniques are common columns contained
by most of the APIs used, but their entries are ei-
ther not standardized (different art historical terms
are used to denote the same or similar information)
or empty. Therefore, such meta-information was
not incorporated in the final aggregated dataset.

The scripts for each API used for making the
dataset, the dataset in csv and numpy format and
all the models described in the following section are
available on the github repository ∗.
Each image x from this dataset D is an input

entry transformed from a 3-channels RGB numpy

array of size [h,w] to a 3D tensor with h× w × 3.

2.2 Models

Deep Convolutional Neural Networks (DCNNs)
were used for the pose classification tasks. DCNNs
are a specific subset of Neural Networks that per-
form well on image inputs and learn spatial pat-
terns (Goodfellow et al. (2016)). This is done by
finding the function f to approximate the probabil-
ity distribution P (x, y) of the targets y to that of

∗https://github.com/SarahEmaAllam/

BA-Project-ArtStraction
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the inputs x. Therefore, f approximates the map-
ping from x to y, where y is a known parameter
under a supervised learning task (Goodfellow et al.
(2016)).

2.2.1 Architectures

The architecture fixes the set of all possible models,
represented by the mapping of f :

fw : x → ŷ| ∀w ∈ W (2.1)

where w is a possible weight configuration of the
architecture from the set W of all possible weight
configurations and ŷ is the predicted output.
Three different DCNN architectures were used to

classify the art-historical poses: VGG16, ResNet50,
and Xception (Simonyan and Zisserman (2015),
He, Zhang, Ren, and Sun (2016), Chollet (2017)).
These three DCNNs participated in the ImageNet
classification challenge and obtained state-of-the-
art results. There are different methods of Trans-
fer Learning techniques, where different portions of
the architecture are retained or discarded. Due to
possible optimization difficulties when splitting the
architecture between co-adapted neurons (Yosin-
ski et al. (2014)), the following experiments reuse
the whole network of the three proposed architec-
tures. The implementation of the architectures can
be modulated in Tensorflow and Keras, alongside
the specific ImageNet weights. However, consider a
randomly initialized weight configuration w for the
model m. In order to reuse these architectures on
our specific classification task, the last fully con-
nected layer of the architecture is disposed of, and
instead, the dimensionality of the feature vector
outputted by the last convolutional block is reduced
through a pooling function (Yosinski et al. (2014)).
A 2D average pooling function poolingmean is used:

poolingmean(x)[d] =
∑
h′,w′

Fh′,w′,d (2.2)

where Fh′,w′,d′ is the convolutional feature map
of input x[h× w × d] after stride s has reduced its
dimensionality.
A new last dense layer layerdense is attached to

the model after the 2D average pooling layer: a six-
neurons dense layer, where each neural unit repre-
sents one of the classes in the dataset (see Section

2.1 for a description of the dataset). The softmax
function is the normalization function applied on
the output of the last dense layer in order to gener-
ate the probability distribution of the target classes
for this multiclass prediction task. For each output
unit ŷi where i ∈ [1, k] (k = 6) and ŷ is the pre-
dicted label:

softmax(ŷi) =
eŷi∑k
j=1 e

ŷj

(2.3)

The regularisation via error function is done
with the categorical cross-entropy function which
penalizes the multiclass model’s misclassifications
closer to the true distribution of the input (Gordon-
Rodŕıguez, Loaiza-Ganem, Pleiss, and Cunning-
ham (2020)):

loss(ŷ, y) = −
k∑

j=1

yj log ŷj (2.4)

where ŷ is the predicted label and y is the true
label.

2.2.2 Transfer Learning

When the model mnet is trained on a large corpus
such as ImageNet, the intermediate feature maps
learned are general enough to be reused in other
classification tasks (Yosinski et al. (2014)). Then
the ImageNet models corresponding to each archi-
tecture in Section 2.2.1 is defined by a function

fwnet,a : xnet,a 7−→ ŷnet,a (2.5)

where xnet is the ImageNet input consisting
of images pertaining to 1000 classes, wnet is the
weight configuration of the best performing model
on xnet, and ŷnet is the predicted output ∀a ∈
{V GG16, ResNet50, Xception}.

The function fwnet,a approximates a probability
distribution P (xnet,a, ŷnet,a) ̸= P (x, ŷ), because the
model is trained on a completely different classifica-
tion task. However, the hypothesis proposed by this
paper is that there is such a model mt that starts
with the wnet ImageNet weight configuration and
can be fine-tuned on the pre-processed input x of
the dataset D (see Section 2.1) such that the initial
probability distribution P (xnet,a, ŷnet,a) will shift
closer to the true distribution P (x, y) (see Section
2.2.4). Such a shift closer to the true distribution

5



should reflect in a shift from the ImageNet inter-
mediate feature map Fh′net,w′net,d′net ̸= Fh′,w′,d′ to
a feature map representing the generalised visual
patterns of the input x.

The input arrays containing the values of each
RGB channel is pre-processed in caffe mode (one
of the options of pre-processing input in Keras),
in order to standardize the input to the ImageNet
dataset: each image array is converted from RGB
to BGR (still within 0-255 pixels) and each chan-
nel is zero-centered to the ImageNet dataset (see
Appendix A.1 for an example).

2.2.3 Frozen Weights Model

In the case of transferring the model mnet with
the weights wnet as prescribed in Section 2.2.1,
all the layers with the exception of the last dense
layer layerdense can be frozen. This procedure will
disable the weights wnet from updating through
stochastic gradient descent. Therefore, only the fea-
tures learned on the ImageNet classification of real-
life objects tasks Fh′net,w′net,d′net

will be used in or-
der to classify the pre-processed input x consisting
of art historical poses.

The training methodology for this model utilizes
a constant learning rate since the intermediate fea-
ture map is not updated and the risk landscape
remains quite stable. Early stopping on the perfor-
mance metric (accuracy, in this case) of the valida-
tion set is used to preemptively interrupt training if
the performance metric decreases after the patience
threshold Caruana, Lawrence, and Giles (2000).

2.2.4 Fine-tuned Weights Model

Contrary to Section 2.2.3, all the weights wnet of
the modelmnet can be fine-tuned through the back-
gropagation reinforced by the loss function when
the new pre-processed input x is presented to the
model as the training set. The model is optimised
with the Adam optimisation algorithm (Kingma and
Ba (2015)).

The Keras version of the algorithm is used, which
has the following parameters (the default also pre-
sented in the paper by Kingma and Ba):

l r =0.001 , beta 1 =0.9 , beta 2 =0.999 ,
e p s i l o n=1e−08, decay =0.0} .

The intermediate feature map Fh′net,w′net,d′net

will start converging towards the feature map
Fh′t,w′t,d′t corresponding to the generalised visual
patterns of x much faster than in the case of the
randomly initialised model m.

The SGD algorithm was also tested instead of
Adam, but there was no improvement in the perfor-
mance, coupled with a slower convergence rate.

The model is fine-tuned with a one-cycle sched-
ule for the learning rate, which is a combination of
curriculum learning and simulated annealing (see
Appendix A.2). This method starts with a very
small learning rate IN LR, which is linearly in-
creased until the convergence of the model desta-
bilizes and the performance metric decreases af-
ter a certain patience. The maximum learning rate
MAX LR where the model reached its current
peak in the performance metric is chosen as the
threshold. From this threshold value, the learning
rate is now linearly decreased for a fixed number
of epochs (30 epochs) until it becomes several or-
ders of magnitude less than the initial learning rate.
For the remaining epochs, until the model reaches
MAX EPOCHS, the learning rate remains con-
stant at the last value it was decreased (Smith
(2018)). The one-cycle schedule proved to have the
fastest convergence on residual architectures, such
as ResNet (Smith (2018)). Because of the small
dataset and the transferred features learned by the
model, the model converges too fast to apply a two-
cycle learning approach for Xception and VGG16.
Therefore, a one-cycle schedule was used for all ar-
chitectures in the Fine-tuned trials.

2.2.5 Experiment 1: Model Parameters

A first experiment was conducted with the dataset
D description at Section 2.1 and the model param-
eters in Appendix Table A.1.

2.2.6 Experiment 2: Dataset Augmenta-
tion

In a second experiment, the dataset D was ex-
panded with 100 new images for the most under-
sampled classes Antinous and Sebastian. There are
1000 total images in the updated dataset DAUG ,
which are divided into 0.7 training, 0.15 validation,
and 0.15 test sets with a Shuffled Stratified Split
distribution. There are more samples partitioned
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to the validation and test sets in Experiment 2 be-
cause the training set is expanded through Image
Augmentation techniques (see Figure 2.3). Under a
Shuffled Stratified Split distribution, the inter-class
distributions are not even, but the inter-metric dis-
tributions are. The class distribution is the follow-
ing: ’Antinous’: 90, ’Graces’: 91, ’Pieta’: 98, ’Re-
clining’: 13, ’Sebastian’: 117, ’Tanagra’: 123.

Figure 2.3: Even Distribution of Dataset with
Shuffled Stratified Split.

Two image augmentation methods were used:
SMOTE (cite) and imgaug. SMOTE is a library that
deals with class imbalances by oversampling all
classes to the maximum class size: 127 samples
in every class. The distribution of the classes be-
comes even. The new synthetic samples are pro-
duced by joining the K-nearest (where K=5 by
default) neighbors of the feature space (Chawla,
Bowyer, Hall, and Kegelmeyer (2002)). The new
synthetic samples distort the initial poses: the new
samples look like an overlapped mix of human fig-
ures, with additional limbs in some cases, albeit of
the same pose (see Appendix A.3).
The second library used is imgaug, from which

only affine transformations were applied on the
training samples. These include horizontal flip,
sharpen, contrast normalization, and cropping (see
Appendix A.5). These specific transformations
were used because they do not distort the proto-
typical pose classes. For example, the same pose
can be flipped horizontally (prints reproducing a
pose in a painting or a statue will have the pose
flipped), but not vertically Shorten and Khoshgof-
taar (2019). After applying the Image Augmenta-
tion methods, every class has 324 training samples
for a total of 1944 training samples and an even
distribution of classes.

First, SMOTE is applied on D to even out all the
classes to 127 samples, and then imgaug is applied
indiscriminately of class on the new dataset pro-
ducing 1944 training samples. This order of im-
age augmentation techniques is preferred because
SMOTE automatically evens the class distribution,
but it also distorts the feature space of the training
samples with non-affine transformations. If imgaug
were to be applied first and SMOTE second, then
there would be 248 training samples after imgaug

for the maximum class with 127 samples and 176
for the minimum class. That implies that 72 images
would be oversampled with SMOTE for the minimum
class, instead of 37 SMOTE samples in the case of the
original order of image augmentation applications.
By applying SMOTE first and imgaug second, the
dataset will be less noisy: it will have more affine
transformations instead of SMOTE transformations
distorting the poses.

2.2.7 Experiment 2: Model Parameters

The second experiment was conducted with the
dataset DAUG description at Section 2.2.6 and the
following model parameters in Appendix Table A.2.

2.3 Statistical Analysis

The performance of DCNNs is typically assessed
using predictive accuracy:

Accuracy = (TP + TN)/(TP + FP + TN + FN)
(2.6)

where TP are True Positives, TN are True Neg-
atives, FP are False Positives and FN are False
Negatives.

However, accuracy is not robust when data is im-
balanced. In the case of imbalanced classes with
different error costs in a dataset, the Receiver Op-
erating Characteristic (ROC) curve is the preferred
classifier technique, with Area Under the Curve
(AUC) as its representative metric Chawla et al.
(2002). ROC shows the rate of False Positives %FP
= FP/(TN+FP) against the rate of True Positives
%TP = TP/(TP+FN) for all classes, while also
taking into account the macro-average and micro-
average across class. The macro-average computes
the metric independently for each class and aver-
ages them afterward, while the micro-average ag-
gregates the scores per class into calculating the
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average metric. The micro-average is more suscep-
tible to the individual class distributions Chawla
et al. (2002).
The confusion matrix summarises the prediction

made by the model in terms of ŷ versus y, and gives
useful insight into what classes are misclassified as
other classes. Precision, Recall and F1 scores can
be calculated per class, and also over all classes
with macro-average and weighted-average by sup-
port (amount of true instances for each class):

Precision = (TP )/(TP + FP ) (2.7)

Recall = (TP )/(TP + FN) (2.8)

F1-score = (2 * Precision * Recall) / (Precision + Recall)

(2.9)

2.4 Feature Maps Analysis

For qualitative analysis, the feature maps Fh′,w′,d′
were extracted from the convolutional blocks of the
VGG16 Fine-tuned Aug model. Depending on the
order of the convolutional block, the feature maps
might be more specific (in more superficial lay-
ers) or generalized (in the last convolutional block).
There are five convolutional blocks separated by
pooling layers in the VGG16 architecture, produc-
ing 5 sets of feature maps. By inputting an im-
age of a specific class, the last feature maps of the
last convolutional blocks represent the spatial pat-
terns learned by the model with the set of trained
weights.

3 Results

This section tackles two different experiments,
which are described in Sections 2.2.5 and 2.2.7. Ex-
periment 1 is initialized with the hyperparameters
defined at 2.2.5 and covers the performance of the
proposed models with the dataset D at 2.1 con-
sisting of 900 samples and no image augmentation
techniques, and investigates what is the improve-
ment of using Transfer Learning from the ImageNet
task to the art pose classification. Experiment 2 is
a further improvement of Experiment 1, when the
dataset DAUG at 2.2.6 is used on the best perform-
ing models from Experiment 1, and is initialized
with the hyperparameters defined at 2.2.7. Exper-
iment 2 is evaluated with new metrics apart from

accuracy and loss: the ROC curve and the confu-
sion matrix for quantitative analysis, and the fea-
ture maps are interpreted in the 4 Section for qual-
itative analysis. Overall, the results of Experiment
2 are better than that of Experiment 1, showing
that the strategic combination of affine transforma-
tions with K-means transformations of the feature
space on pose classification is performing well when
paired with Transfer Learning.

3.1 Experiment 1

The Baseline model, which represents the stan-
dard performance of the classification task when
no Transfer Learning is used, is a Fine-tuned model
(see Section 2.2.4) that is initialized with random
weights.

Figure 3.1: Validation Accuracy and Loss for
the Baseline models. For all models in both
plots, the standard deviation over 5 trials at
each epoch is plotted vertically. The best val-
idation accuracy is at 0.5 by Xception.

The best performing Baseline architecture is
Xception, with a converged validation accuracy of
0.5 at epoch 25. ResNet50 has a validation accu-
racy of 0.4 at epoch 30 but has the same validation
loss of 1.6 as Xception at epoch 30. VGG16 does
not reach epoch 30 because of early stopping : it
already reaches its best possible performance with
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the given hyperparameters before epoch 30 with
a validation accuracy of 0.3 and a validation loss
similar to the previous two architectures, 1.6. The
mid-training dips in performance form because of
the one-cycle training method: the learning rate is
increased with a certain patience until the gradi-
ent descend destabilizes. However, the model ver-
sion at the best performing epoch before the gradi-
ent descend destabilizes is kept for the second part
of the one-cycle training, which is reflected in the
sudden bump in post-dip performance. ResNet50
seems the most susceptible to destabilization with a
linearly increasing learning schedule, while VGG16
remains stable. ResNet50 also has the highest stan-
dard deviation over 5 trials, with the highest vari-
ation when entering the mid-dip in performance.

When considering the Frozen Weights Model (see
Section 2.2.3) with Transfer Learning, ResNet50
and VGG16 outperform their Baseline variant (see
Figure 3.2).

Figure 3.2: Validation Accuracy and Loss for the
Frozen models. For all models in both plots, the
standard deviation over 5 trials at each epoch is
plotted vertically. The best validation accuracy
is at 0.6 by ResNet50.

Both ResNet50 and VGG16 outperform their
Baseline variant with a validation accuracy of 0.6
and validation loss around 1, and 2, respectively.

ResNet50 converges faster than VGG16. Prior re-
search conducted on art classification problems also
shows that ResNet50 performs better than VGG16
with Transfer Learning (Balakrishan et al. (2017)).
ResNet50 has the highest validation accuracy stan-
dard deviation over 5 trials, although it has the
lowest validation loss standard deviation. Xception
does not perform well when Frozen, although it per-
forms the best under Fine-tuned conditions: its val-
idation accuracy is at 0.2, which is only slightly bet-
ter than when the model randomly chooses the class
over all possibilities with a probability of 0.16. The
little gain in performance from the random proba-
bility is attributed to the Transfer Learning condi-
tions since the model does not learn: the trendline
remains straight and stable over the 20 epochs and
it interrupts training at epoch 20 because of the
early stopping condition with patience 20. The val-
idation loss of the Xception model is extremely high
and it also has a very high standard deviation over 5
trials, signaling that the model is indeed not learn-
ing when Frozen. There is no mid-performance dip
because the Frozen models were not trained with a
one-cycle learning rate scheduling, but with a con-
stant learning rate.

The Fine-tuned models with Transfer Learn-
ing reach the best performance because the mod-
els benefit from both prior learned features and
current-task training (see Figure 3.3).

Xception is the best performing Fine-tuned
model with Transfer Learning, with a 0.8 valida-
tion accuracy and 0.7 validation loss at epoch 20.
ResNet50 is the follow-up model in performance
with a validation accuracy of 0.78 and a valida-
tion loss of 0.7. VGG16 has a similar validation
loss of 0.7, but a lower validation accuracy of 0.65.
The fastest architecture to converge to is best val-
idation loss is Xception, followed by ResNet50 and
then VGG16 (the latter also has the highest stan-
dard deviation over 5 trials). VGG16 performs best
when the first part of the cycle is Frozen, and then
Fine-tuned (so there is no mid-performance dip).

At the end of the training, the model with the
weights at the best performance is kept for each
architecture and it is further evaluated on a previ-
ously unseen test set (see Table 3.1). When com-
paring the validation accuracy scores to the test
accuracy scores, the test scores are very close to
the values of the validation scores. The model can
therefore generalize the learned features to another
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Figure 3.3: Validation Accuracy and Loss for the
Frozen models. For all models in both plots, the
standard deviation over 5 trials at each epoch is
plotted vertically. The best validation accuracy
is at 0.8 by Xception.

VGG16 ResNet50 Xception Metric

0.366 0.437 0.483
Baseline
Test Accuracy

0.568 0.586 0.277
Frozen ImageNet
Test Accuracy

0.682 0.778 0.796
Fine-tuned ImageNet
Test Accuracy

0.278 0.428 0.539
Baseline
Macro F1-score

0,564 0.555 0.238
Frozen ImageNet
Macro F1-score

0.686 0.785 0.801
Fine-tuned ImageNet
Macro F1-score

0.294 0.426 0.546
Baseline
Weighted F1-score

0.567 0.573 0.401
Frozen ImageNet
Weighted F1-score

0.690 0.783 0.795
Fine-tuned ImageNet
Weighted F1-score

Table 3.1: Averaged (over 5 trials) Test Ac-
curacy, Weighted- and Macro-F1-score for
VGG16, ResNet50, and Xception for Baseline,
Frozen ImageNet, and Fine-tuned ImageNet
models. The best performance scores for each
model category is highlighted in red.

dataset. The best performance for each model cat-
egory Baseline, Frozen ImageNet, and Fine-tuned
Imagenet is, respectively: 0.483, 0.586, and 0.796
averaged test accuracy. The best performing model
overall is the Fine-tuned Xception with Transfer
Learning with an averaged test accuracy of 0.796,
macro-averaged F1-score of 0.801, and weighted-
averaged F1-score of 0.795.

As described in Section 2.3, accuracy is not a suf-
ficient metric when dealing with a small imbalanced
dataset. The uneven distribution of the dataset be-
comes visible in Figure 2.1: the model is trained
and validated on many samples of the Sebastian
class, but very few samples are left in the test set.
Looking at the performance matrix in Figure 3.4 of
this instance of the dataset distribution evaluated
with the ResNet50 Fine-tuned Model, the test F1-
score is similar to the test accuracy score of 0.78
(rounded from 0.778), but not all the classes con-
tribute evenly to this overall score. The Sebastian
class is underperforming with a 0.49 F1-score, while
Tanagra, the most sampled class, has the best F1-
score of 0.94.

Figure 3.4: Precision, Recall, and F1-scores per
class, and over class with weighted and macro-
averages for Fine-Tuned ResNet50 trial 5.

3.2 Experiment 2

The Fine-tuned model with Transfer Learning and
Image Augmentation techniques applied on the in-
put can be seen in Figure 3.5.
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Figure 3.5: Validation Accuracy for the Fine-
tuned, image augmented models. For all mod-
els in both plots, the standard deviation over
5 trials at each epoch is plotted vertically. The
first plot shows the performance over the whole
training period, while the second plot zooms in
on the mid-performance dip. The best valida-
tion accuracy is at 0.85 by Xception.

Xception increases very steadily in the second
part of the cycle and peaks at epoch 50 with a
validation accuracy slightly above 0.85. ResNet50
follows a similar trajectory and peaks in the last
10 epochs from 100, with a 0.8 validation accuracy
later. The trajectory of VGG16 seems to be steady
on the graph, the model improves very slowly and
peaks in the last 10 epochs from 100, with a vali-
dation accuracy of 0.75.

As it can be seen from the mid-performance dip,
Xception reaches its best performance in the first
part of the one-cycle training the fastest from the
three models and does not benefit greatly from the
second part of the training. VGG16 and ResNet50
steadily improve in the second part of the cycle:
since early stopping is not triggering, the models
improve very slowly.

Table 3.2 shows the averaged test accuracy scores
for all the models over 5 trials, which are very close
to the validation scores shown in 3.5. All three mod-
els outperform their previously best test accuracy
scores presented in Section 3.1: an increase of 3%
for VGG16, 2% for ResNet50, and 5% for Xception.
The current best performing model, over all exper-
iments, is Xception with an averaged test accuracy

VGG16 ResNet50 Xception

0.712 0.804 0.850
Test
Accuracy

0.676 0.777 0.833
Macro
F1-score

0.694 0.783 0.833
Weighted
F1-score

Table 3.2: The Averaged (over 5 trials) Test Ac-
curacy, Macro- and Weighted- F1-scores for the
Fine-Tuned Image Augmented Models: VGG16,
ResNet50, and Xception. The highest Test Ac-
curacy is 0.850, shown in red, for Xception.

score of 0.850 and averaged F1-scores of 0.833.
Figure 3.6 shows how each class performs indi-

vidually in the ROC space, where the metric is not
influenced by prior probabilities (the distribution of
the classes in the dataset). It is useful to compare
the ROC curve of each class with their Precision,
Recall and F1 scores from Figure 3.7.

Tanagra has the best AUC of 0.99, nearly perfect
classification. With a Recall of 0.96 compared the
lower Precision of 0.83, Tanagra has much fewer
FN than FP. Sebastian has the worst Recall of 0.71
and a low F1-score of 0.79. The overall F1-score is
0.83, which is similar to the macro and weighted
average Recall and Precision.

The confusion matrix, which can be seen at Fig-
ure 3.8, shows which classes tend to be misclassi-
fied as other classes. Taking into account the Recall
and Precision of the individual classes, it is already
known that Sebastian, Pieta, and Antinous have
FP from the other three classes. Specifically, Graces
and Pieta are misclassified as Sebastian, Graces and
Reclining are misclassified as Pieta, and Tanagra is
misclassified as Antinous. A further argumentation
for what features the model learns and from where
these misclassifications arise is found in Section 4.

Compared to the Baseline models, where the
best performance was that of the Xception model
with an averaged test accuracy of 0.483 (averaged
macro-F1 score of 0.539 and weighted-F1 score of
0.546), Transfer Learning from the ImageNet clas-
sification to an art pose classification task proved
to increase the averaged test accuracy to 0.796 (av-
eraged macro-F1 score of 0.0.801 and weighted-F1
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Figure 3.6: ROC Curve for 6 classes, macro-
average and micro-average over class for Fine-
Tuned Aug Xception trial 5. X-axis: False Posi-
tive Rate, Y-axis: True Positive Rate. Antinous:
Class 0, Graces: Class 1, Pieta: Class 2, Reclin-
ing: Class 3, Sebastian: Class 4, Tanagra: Class
5

Figure 3.7: Precision, Recall and F1-scores per
class, and over class with weighted and macro-
averages for Fine-Tuned Aug Xception trial 5.

Figure 3.8: Confusion Matrix for true versus
predicted label. Antinous: Class 0, Graces: Class
1, Pieta: Class 2, Reclining: Class 3, Sebastian:
Class 4, Tanagra: Class 5

score of 0.795) for the same architecture. Expand-
ing the dataset and applying Image Augmentation
techniques suitable for the pose classes raised the
averaged test accuracy to 0.85 for the best perform-
ing model, Xception, further enforced by the aver-
aged F1-score of 0.833. Therefore, Transfer Learn-
ing, even when the learned transferred features are
of real-life objects, can still greatly raise the perfor-
mance of a specific art classification task, especially
when the dataset is very small.

4 Discussion

Given the obtained results at Section 3, the model
tends to misclassify unitary classes of only one hu-
man character as classes of poses consisting of mul-
tiple, interacting characters. This type of misclassi-
fication might indicate that the model learns inter-
mediary features which can be reused in detecting
multiple classes of poses, but there are only few
learned complex features that would be used to de-
tect a whole pose. Pieta is confused with the Re-
clining class because the Pieta is comprised of two
characters interacting in one pose: the reclining fig-
ure of Jesus held by the triangular composition of
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the Virgin Mary. Graces has Pieta as FP, which
might be from the fact that most samples are in
the Pieta class, so there is a higher chance for this
class to be mistaken for other classes.

The feature maps output at the last convolu-
tional block were extracted as described in Section
2.4 for the Sebastian input which can be seen in
Appendix A.6. The input given is a prototypical
Sebastian pose. The feature maps (see Appendix
A.7 show the activation of different filters: fea-
tures 1 and 3 seem to learn the typical Manner-
ist background and sfumato technique (the period
when Saint Sebastian paintings became prolific and
therefore most of the samples in the dataset are
from that period); feature 2 resembles the torso
pose and ignores the noise (gettyimage source sign),
which implies that the model is capable of general-
izing; feature 4 might indicate the trunk tree that
is part of the pose (part of the martyrdom of Saint
Sebastian paintings); feature 5 resembles the arrow,
which is the symbol of Saint Sebastian and is part
of the pose (present in all images with Saint Sebas-
tian in the database).

Since the model learns both the features of the
pose and of the background, and does not base its
classification exclusively on the pose, further im-
provements can be added in order to better restrict
what the model learns. As a start, bounding boxes
around the poses can be used to delimit what the
model learns. The dataset has already been pro-
cessed with bounding boxes which can be found
in the Appendix (see A.8). For further abstrac-
tion of the pose, the edge maps can be extracted
from the images (Radenović, Tolias, and Chum
(2017)). In addition, pose detection can be done as
a form of object detection with YOLO5 Sabatelli,
Banar, Cocriamont, Coudyzer, Lasaracina, Daele-
mans, Geurts, and Kestemont (2021). In order to
have a better definition of what a pose is, Open-
Pose can be used as a feature extractor of the poses
and it can be applied as part of the pre-processing
of the input, as researched by Jeńıcek and Chum
(2019) and Cao et al. (2017). The dataset contains
meta-information on each image: the artist, date,
medium, technique, and many more. Classification
can be done on other meta-information found in
the dataset, as Mensink and van Gemert success-
fully accomplished.

5 Conclusion

This paper investigates the impact of transferring
pre-learned features from the ImageNet dataset
to an art pose classification task using DCNNs.
VGG16, ResNet50, and Xception are the archi-
tectures used for this classification problem, from
which Xception is the best performing one. Exper-
iment 1 explores the performance of Frozen lay-
ers versus Fine-tuning, and Experiment 2 intro-
duces Image Augmentation techniques for the Fine-
tuned models. The results are positive, indicat-
ing an increase of 0.313 in averaged test accuracy
with Transfer Learning and Image Augmentation,
compared to the Baseline model (without Trans-
fer Learning and no Image Augmentation). Should
the improvements discussed in Section 4 be imple-
mented, the model could significantly improve.
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Tomás Jeńıcek and Ondřej Chum. Linking art
through human poses. 2019 International Con-
ference on Document Analysis and Recognition
(ICDAR), pages 1338–1345, 2019.

Diederik P. Kingma and Jimmy Ba. Adam: A
method for stochastic optimization. CoRR,
abs/1412.6980, 2015.

Jan Kukacka, Vladimir Golkov, and Daniel Cre-
mers. Regularization for deep learning: A tax-
onomy. ArXiv, abs/1710.10686, 2017.

Prathmesh Madhu, Angel Villar-Corrales, Ronak
Kosti, Torsten Bendschus, Corinna Reinhardt,
Peter Bell, Andreas K. Maier, and Vincent
Christlein. Enhancing human pose estimation in
ancient vase paintings via perceptually-grounded
style transfer learning. ArXiv, abs/2012.05616,
2020.

Thomas Mensink and Jan van Gemert. The ri-
jksmuseum challenge: Museum-centered visual
recognition. page 451–454, 2014. doi: 10.1145/
2578726.2578791. URL https://doi.org/10.

1145/2578726.2578791.

Robert Sanderson Jon Stroop Simeon Warner
Michael Appleby, Tom Crane. Image api 2.1.1,
2022. URL https://iiif.io/api/image/2.1/

#a-implementation-notes.

Harvard Art Museums. Harvard art museums api
documentation, 2022. URL https://github.

com/harvardartmuseums/api-docs.

The Metropolitan Museum of Art. The
metropolitan museum of art collection
api, 2022. URL https://www.metmuseum.

org/blogs/digital-underground/2017/

open-access-at-the-met.

Art Institute of Chicago. Art institute of chicago
api, 2022. URL https://api.artic.edu/

docs/.

National Gallery of Denmark. National gallery of
denmark api, 2022. URL https://www.smk.dk/

en/article/smk-api/.
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Model Layers I:II Optimiser IN LR LR schedule I LR schedule II MAX LR MAX EPOCHS I:II Patience I:II Batch size
Baseline VGG16 Frozen:Fine-tuned Adam 0.001 constant lr / 1.3 0.0005 25:40 5:15 100

Baseline ResNet50 Fine-tuned:Fine-tuned Adam 1e-6 lr * 1.5 lr / 1.1 0.0001
MAX EPOCHS:
100-MAX EPOCHS

10:10 100

Baseline Xception Fine-tuned:Fine-tuned Adam 1e-6 lr * 2 lr / 2 0.00025
MAX EPOCHS:
100-MAX EPOCHS

10:15 60

Frozen VGG16 Frozen Adam 0.001 constant - - 60 25 100
Frozen ResNet50 Frozen Adam 0.001 constant - - 100 25 36
Frozen Xception Frozen:Fine-tuned Adam 0.0025 constant - - 100 10 60
Fine-tuned VGG16 Frozen:Fine-tuned Adam 0.001 constant lr / 1.3 0.00025 25:40 5:15 100

Fine-tuned ResNet50 Fine-tuned:Fine-tuned Adam 1e-6 lr * 1.5 lr / 1.1 0.0001
MAX EPOCHS:
100-MAX EPOCHS

10:10 100

Fine-tuned Xception Fine-tuned:Fine-tuned Adam 1e-6 lr * 2 lr / 2 0.00025
MAX EPOCHS:
100-MAX EPOCHS

10:15 60

Table A.1: Hyperparameter Setup for Experiment 1

A Appendix

In the Appendix are the details that did not fit in the main text.

1 {
2 "AUTHOR":{
3 "0":"Nicolaes Ryckmans"

4 },
5 "TITLE":{
6 "0":"Pieta"

7 },
8 "DATE":{
9 "0":"1616 - 1636"

10 },
11 "TECHNIQUE":{
12 "0":"[’engraving ’], h 277mm \u00d7 w 198mm"

13 },
14 "LOCATION":{
15 "0":[

16 "Southern Netherlands",

17 "Antwerp"

18 ]

19 },
20 "ID":{
21 "0":"RP -P-OB -73.931"

22 },
23 "TYPE":{
24 "0":[

25 "print"

26 ]

27 },
28 "image":{
29 "0":"https:\/\/lh6.ggpht.com\/ HwfJCcD5En20zB1KK5yQH2fT5VsH_u5

gqsXor7CNkSYw16SAxeypXi8lgAhsP0TA3s0uPpjqdhapga1OuNd -BQeTYhk=s

0"

30 }
31 }
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Figure A.1: Input image on the left, pre-processed input of the same image on the right

Figure A.2: Visualization of Learning Schedule in One-Cycle Training Methodology. In purple
box: learning rate; in yellow box: patience; in orange: epoch threshold. Retrieved and modified
from Learning rate schedule in 1-cycle-policy

Model Layers I:II Optimiser IN LR LR schedule I LR schedule II MAX LR MAX EPOCHS I:II Patience I:II Batch size
Fine-tuned Aug
VGG16

Frozen:Fine-tuned Adam 0.001 lr * 1.5 lr / 1.3 0.0005
MAX EPOCHS:
100-MAX EPOCHS

10:10 100

Fine-tuned Aug
ResNet50

Fine-tuned:Fine-tuned Adam 1e-6 lr * 1.5 lr / 1.3 0.0001
MAX EPOCHS:
100-MAX EPOCHS

3:10 100

Fine-tuned Aug
Xception

Fine-tuned:Fine-tuned Adam 1e-6 lr * 1.5 lr / 1.3 0.00025
MAX EPOCHS:
100-MAX EPOCHS

5:10 60

Table A.2: Hyperparameter Setup for Experiment 2
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Figure A.3: Samples of images processed in SMOTE and their labels.

Figure A.4: Samples of images processed in imgaug and their labels.
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Figure A.5: The imgaug techniques used as described in the original documentation: https://

imgaug.readthedocs.io/en/latest/source/examples_basics.html.
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Figure A.6: Input sample of Sebastian
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Figure A.7: Last Convolutional Block Feature Maps of Sebastian.
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Figure A.8: Sample of Bounding Boxes on every Class in Dataset.
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