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2. Introduction
Simultaneous localization and mapping, also known as SLAM, is the problem of map
making by autonomous robots in an unknown environment given the uncertainty in all sensor
readings [Thrun, Burgard and Fox, 2005]. This thesis shows how SLAM solutions can be
extended by using multiple robots, improving the pose estimates of the individual robots.

2.1. The SLAM problem
As already implied by its name, the SLAM problem is twofold. Because the environment
is unknown to the robot, localizing itself is a very complex task. On the other hand, without
knowing where the robot is located, map making is nearly impossible.
The SLAM problem is generally solved by estimating the relative location of the robot
since the last sensor sweep based on the odometry, the device(s) that estimate the robot motion.
By doing so, the robot has an indication of the location of its current sensor values relative to the
previous sensor values. Iterating this process for an extended period of time, accumulating all
sensor readings then allows the robot to generate a map of the environment.
However, the odometry can merely estimate the robot motion. The same goes for all
sensor devices that can be mounted on a robot, they can only make estimation regarding the
environment. This complicates matters for every robot application including the SLAM solutions.
A way of dealing with these uncertainties is by making nondeterministic pose estimates
regarding the robot location, describing the probability of the robot being at a certain location.
A detailed overview of the SLAM problem and a discussion of the most prominent
solutions to this problem can be found in chapter 3, Theoretical Background. SLAM approaches
can be separated into two separate classes, the landmark based approaches and the non
landmark based approaches. Both will be discussed in the next two chapters.

2.2. Landmark based SLAM
Landmark based approaches estimate the robot location based on the odometry sensors,
and then localizes itself based on the recognition of previous landmarks. Such landmarks are
unique, identifiable objects like towers, odd shaped trees and bright coloured markers. The
resulting map, generated by combining all sensor readings, adjusted for their relative recording
position, therefore only contains the relative locations of the detected markers.
The most prominent landmark based approach to solving the SLAM problem in the
present literature is called the fastSLAM approach [Montemerlo et al, 2002; Montemerlo et al,
2003].
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2.3. Non-landmark based SLAM
Other approaches to tackling the SLAM problem do not detect unique landmarks. These
approaches assume a much larger amount of unidentifiable information as provided by sensors
such as laser and sonar based range finders. Although these approaches consider a much larger
dataset, the computation time of this approach resembles that of landmark based approaches
because no image processing is applied.
The DP‐SLAM algorithm [Eliazar and Parr, 2003; Eliazar and Par, 2005] is a publicly
distributed non‐landmark based approach. Recent versions of the DP‐SLAM approach
introduced the concept of hierarchical mapping. This distinctive feature of the DP‐SLAM
approach allows the robot to recover from inevitable errors in localization by remodeling the
traveled path on a higher level abstraction.

2.4. Multiple robot SLAM
The pose estimate of an individual robot performing a SLAM task can be described by a
probability density function, describing a probability to every location. For a multiple
autonomous robot SLAM task, this means that every robot carries a unique probability density
function regarding its current pose and a corresponding map of the environment. Whenever
robots detect each other and communicate their beliefs about the world, such probability density
functions can be combined, narrowing the hypothesis space for each robot.
Although introducing multiple robots creates additional possibilities, such systems also
introduce additional difficulties to overcome. The first additional difficulty multiple autonomous
robot systems face is that of a dynamic environment. Because multiple robots move in and act
upon the environment, it will change over time. This is difficult for SLAM solutions because they
localize themselves based on their relative location to previously seen objects. When these objects
start to move, localization becomes more difficult.
A second difficulty introduced when attempting to improve SLAM solutions by
expanding to multiple robot systems is the detection of other robots. Although humans take little
effort in recognizing the difference between humans, robots and other objects, such tasks are not
as straightforward for robots. This problem is often solved using vision based approaches
[Kaufmann et al, 2004].
Finally, in order to improve performance due to the expansion to multiple robots, the
robots need to be able to communicate in order to share information.

2.5. Proposed model
When combining the probability density functions for multiple robots describing their
poses, additional information becomes available to the individual robots. This additional
information in combination with the detection of the other robot can be used to increase the
accuracy of the robot pose estimate. This thesis describes how expanding a SLAM solution with
additional robots can increase the quality of the solution. A detailed description and
formalization of the proposed model can be found in chapter 4.
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In order to demonstrate the increased accuracy of a robot pose estimate the DP‐SLAM
approach has been adopted and expanded to facilitate multiple robots. This is done by exploiting
the hierarchical structure of the DP‐SLAM solution, remodelling the travelled path on a higher
level of abstraction after every encounter.
Chapter 5, Experimental setup, describes how the DP‐SLAM approach has been
expanded to facilitate multiple robots. Also, this chapter describes simulation environment, the
player interface [Gerkey, Vaughan and Howard, 2003], in which the experiments have been
performed have been performed in simulation using the player interface [Gerkey, Vaughan and
Howard, 2003].
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3. Theoretical Background
3.1. Slam
Simultaneous localization and mapping, or SLAM, is the process of mapping an
environment without any prior knowledge of this environment [Thrun, Burgard and Fox, 2005;
Dissanayake et al, 2001; Castellanos et al, 1999]. Although it might appear so at first glance, this
process cannot be divided into a separate localization and a mapping problem. The reason for
this is that one cannot tell where one is in a certain environment if the environment is unknown.
On the other hand, one cannot map the environment if one is unable to pinpoint one’s own
location. However, when combining the two, it is possible to construct a map of the current
environment and locate yourself on this map.
There are two main forms of SLAM, online [Montemerlo et al, 2002] and full SLAM
[Dellaert and Kaess, 2006]. The first, online SLAM, involves estimating the momentary pose, at
every time t the pose xt is estimated. This approach only uses the previous pose estimate and the
most recent sensor information to calculate a new pose estimate, allowing the algorithm to be run
online.
The second, full SLAM, estimates the entire path x1:t a posteriori, exhaustively regarding
all available information over the entire path. Because this approach regards all available
information, including all previous sensor readings, this approach cannot be used online but is
typically used on data recordings.

3.1.1. Markov chain
The SLAM problem is often described using a Markov chain [Thrun, Burgard and Fox,
2005; Grinstead and Laurie, 1997]. A Markov chain is a process that has the Markov property. The
Markov property states that the conditional probability distribution of future states depends only
on the present state, and not on the past states. Formally, the Markov assumption can be
described as

1)

P (q t | qt −1 , qt − 2 ,.., q 0 ) = P(qt | qt −1 )

Where qt describes the state at time t. A Markov chain consists of a hidden state to be
tracked, and a number of observations. The hidden state to be tracked in the SLAM domain is the
robot pose, consisting of location and heading for every moment in time t and will be referred to
as xt in the scope of this thesis. In order to track the hidden state, the robot has two kinds of
information at its disposal: control data u and measurement data z. The first, control data, are the
actual motor commands executed by the robot. The latter are the data generated by
measurements taken from the environment.
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3.1.2. Pose estimation
During a SLAM task, the robot tries to localize itself in, and build a map of, an
environment with no prior knowledge of this environment, using only its motor commands and
sensory inputs. Although mentioned apart from one another, the problems of localizing and
mapping are actually the same. If one knows exactly where one is based on its map, its map must
be accurate, and vice versa: if one builds an accurate map based on its pose, localization must be
accurate.
When focusing on pose estimation, the goal is to reach a belief distribution about the
current pose at any time based on odometry and sensory information. If we describe the robot
pose at time t as xt, the odometry at time t as ut and the sensory information at time t as zt, then
the goal is to reach a belief distribution described by:

2)

bel ( xt ) = p( xt | z1:t , u1:t )

When a robot starts its SLAM mission, it has no prior knowledge of its environment. In
order to be able to relate any future sensor information to the current sensor information, the
robot will call its initial pose x0, consisting of location and heading at time t = 0. After executing
motor command u1 at t = 1, the robot will know its new pose x1 relative to the initial pose x0.
Formally, the state transition of the robot at time t can be estimated by:

3)

p( xt | xt −1 , u t )

Which states the conditional probability of a state xt given the previous state of the robot
and the control actions. For instance, if a robots initial state x0 is called (0, 0) facing west, and the
control action at time t = 1 is moving ahead 5 meters, the new pose x1 is (‐5, 0).
Iterating this process for a period of time, accumulating all the gathered sensor
information z about the environment into a single map would naively solve the SLAM problem.
The above, however, is not as straightforward as it seems. Although most robots do have an
internal measure of the robot motion, their odometry, this measure is never exactly accurate. In
wheel based robots for example, the measure of wheel rotation might be extremely accurate.
Different surfaces however, will influence the effect of wheel rotation on the movement of the
robot. Slippery surfaces for instance will result in wheel spinning, and rough surfaces will also
limit the effect of wheel rotation to robot motion in an arbitrary fashion. Such error
measurements, however small, pose a serious problem to solving the SLAM problem because
they accumulate over time.
In order to account for the error in odometry, this error is usually modelled using a
Gaussian distribution. The probability of a specific pose estimate xt, can be computed by
multiplying the probability of the previous pose estimate xt‐1 with the modelled error in the
odometry, and can be described as P(xt |xt‐1, ut). When integrating over the entire belief
distribution at time t‐1, the belief distribution bel ( xt ) describing the beliefs regarding the
current pose based on the odometry and beliefs about the previous pose can be described;

4)

bel ( xt ) = ∫ p( xt | xt −1 , ut ) ⋅ bel ( xt −1 )dxt −1
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Because this belief is based on the complete belief bel(xt‐1), which is based not only on
odometry, but also on sensory information, the following also holds true:

5)

bel ( xt ) = p ( xt | z1:t −1 , u1:t )

Whenever a pose estimate has been made, the probability of this estimate can be
evaluated by comparing the sensor readings zt to the expected sensor readings based on the
already accumulated map and the estimated pose xt within this map. For this purpose, a measure
P(zt | xt ) indicating the probability of a specific sensor reading zt given an assumed robot pose xt
is adopted.
When multiplying the probability of a robot pose based on the robot odometry with the
probability of this pose based on the sensor readings, a total measure for pose probability can be
extracted.

6)

bel ( xt ) = η ⋅ p( zt | xt ) ⋅ ∫ p( xt | ut , xt −1 )dxt −1

Because the resulting product is not a probability, a normalizing factor η needs to be
introduced to ensure that the total belief adds up to one.
A mathematical proof of the above follows by induction. It will prove that, given the
pose estimate at time t‐1 was correct, the pose estimate at time t is also estimated correctly.
Furthermore, x0 is taken to be an acceptable starting state because no prior knowledge is
available.
When attempting to derive equation 6) from equation 2), the Bayes chain rule can be
applied

p( A | B) =
7)

p( A, B) p( A) ⋅ p( B | A)
=
p( B)
p( B)

When this formula is expanded with regard to context information, the following is
obtained:

p ( A | B, c ) =
8)

p ( A, B, c) p( A | c) ⋅ p ( B | A, c)
=
p( B | c)
p ( B | c)

When applying equation 8) to equation 2)

p( xt | z1:t , u1:t ) = p( xt | zt , z1:t −1 , u1:t ) =
9)

p( zt | xt , z1:t −1 , u1:t ) ⋅ p( xt | z1:t −1 , u1:t )
p( zt | z1:t −1 , u1:t )
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Because all calculations are performed within the scope of a single time step, the term
P(zi| z1:t‐1, u1:t) is constant within this scope, and the entire distribution is a probability
distribution, which means it always integrates to 1, the term P(zi| z1:t‐1, u1:t) can be rewritten as a
normalization factor η:

10)

p( x t | z1:t , u1:t ) = η ⋅ p ( z t | x t , z1:t −1 , u1:t ) ⋅ p( x t | z1:t −1 , u1:t )

Substituting the last part using equation 5):

11)

bel ( xt ) = p ( xt | z1:t , u1:t ) = η ⋅ p ( zt | xt , zt −1 , u1:t ) ⋅ bel ( xt )

Because the last pose is built on all previous measurements and odometry, the
probability of a measurement given a robot pose is independent of any previous measurements
or odometry, therefore:

12)

p ( z t | xt , z t −1 , u 0:t ) = p ( z t | xt )

And by substituting equation 11) using equation 12), we complete the proof:

13)

bel ( xt ) = p ( xt | z1:t , u1:t ) = η ⋅ p ( z t | xt ) ⋅ bel ( xt )

This discussion is also presented in [Thrun, Burgard and Fox, 2005].

3.1.3. Sensor data
An important distinction should be made with regard to the sensor data used by various
SLAM algorithms. The first and most intuitive approach uses landmarks to approximate the
location of the robot [Dailey and Parnichkun, 2005]. While moving through the environment, the
robot identifies certain distinct features and makes an approximation of their relative location to
the robot. Later, when a similar feature is observed again, the probability of it being the same
landmark is calculated based on the odometry and the map is modelled accordingly. This
technique is often used in vision based SLAM approaches, and is used by the fastSLAM
algorithm [Montemerlo et al, 2002].
A second approach applied in SLAM algorithms utilizes dense sensor data as often
acquired through laser or sonar range finders. Obtained sensor information in these approaches
contains information such as “at angle θ, an obstruction is measured at distance x”. Such information
yields no distinctive power for individual sensor readings. Due to the density of the sensor
information however, a probability distribution over different locations can be assumed. One
approach using this kind of sensor data is the DP‐SLAM algorithm first proposed in [Eliazar and
Parr, 2003].
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3.1.4. Drift
One of the main problems faced by SLAM solutions is drift. Drift is the accumulation of
small errors in localization. Whenever a robot makes a slight error in localization, this error will
be reflected in the corresponding sensor readings. Because the map consists of these sensor
readings, the map can be slightly misaligned.
Although this effect is hardly measurable at first, matters worsen during later update
cycles, when the robot localizes itself again. Because localization is based on the constructed map,
and the map inherits tiny errors from previous updates, localization will inherit these errors for
the remainder of the task. Although hardly noticeable in smaller maps, if a minor error occurs
every update, such errors can accumulate to larger errors over time. This error is often called drift
and is especially problematic in larger maps.

3.1.5. Loop closure
When the error due to drift accumulates in larger maps, it is possible that a robot revisits
a specific location without recognizing this on its internal map. This problem is called the loop
closure problem (Figure 1) [Lu and Milios, 1997], [Kaess and Dellaert, 2005] and [Stachniss et al,
2005].
The loop closure problem is characterized by the projection of one location on multiple,
typically two, locations on the internal map. This is caused by revisiting a specific location, but
being unable to properly project this on the internal map due to drift build‐up.

Figure 1: The loop closure problem; projecting a specific location on multiple locations on the
internal map. Created by application of the original DP‐SLAM algorithm on the TNO the Hague
office building.
The main approach to counter the error introduced by drift is two‐fold. The first part of
such an approach is that of loop detection, recognizing that two different locations on the internal
map of a robot actually describe the same location in the real word. The second part concerns the
actual correction of the map [Se, Lowe and Little, 2002; Lu and Milios, 1997].
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The first part is often solved by a scan matching algorithm, constantly checking for
possible overlap between newly observed parts, and older parts of the map based on similarity
and distance between map locations [Gutmann and Konolige, 1999]. A second approach to this
problem, often used in vision based SLAM approaches [Se, Lowe and Little, 2002] utilizes distinct
landmarks for recognition of previously visited locations.
Actual loop closing is the next part of loop closure algorithms. The general strategy
applied in loop closure algorithms is to distribute correction of the observed error over all poses
in the robot path that contributed to this error.
An application of active loop closure is described in [Howard, Sukhatme and Matariç,
2004]. Their proposed algorithm becomes active whenever the SLAM algorithm discovers the
need for loop closure, for instance due to the observation of other robots.
When activated, this algorithm first averages out the two visited locations that are
assumed to be the same location to a single pose location on the map using maximum likelihood
estimation [Howard and Matariç, 2003]. Next, all previous poses of which the sensor readings
describe the altered map locations are added to a stack. All poses in the stack are shifted using a
scan matching algorithm. This process is iterated for every pose in the stack, thus possibly
refitting the entire map more than once, making it a computationally very expensive activity. A
justification for this expense is not straightforward because every loop in the environment calls
for exactly one execution of the loop closing algorithm.

3.1.6. Belief distributions
As noted previously, the location of a robot based on odometry can typically be
described by a belief distribution, P(xt |xt‐1, ut). This belief distribution describes the probability of
the estimated current location as a function based on a prior location and current actions. The
state estimate based on the odometry P(xt |xt‐1, ut) can be described by a Gaussian distribution
with mean μ and variance σ2, and is a direct function of the distance travelled by the robot. Every
additional distance travelled by the robot increases the uncertainty regarding the actual pose.
This concept is illustrated by Figure 2a and Figure 2b.
When also integrating sensory information in order to calculate P(xt |ut, zt, xt‐1), an
Extended Kalman Filter (EKF) is often used [Smith, Self and Cheeseman, 1990].
In the SLAM domain, the belief distributions describing a robot pose is rarely described
by a normal distribution. Instead, the belief distributions describing the robot pose are often
multi modal, as will be described in chapter 3.2.2.
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Figure 2 describes the belief distribution of the robot location. b shows the expanded belief after
traveling a further distance. The distance traveled (red line) in the left picture is shorter, and as a
result the pose estimate (black area) is smaller. Figures adopted from [Thrun, 2001]

3.2. Particle filtering
3.2.1. Particles
A way to model continuous belief distributions describing the current pose probability is
the application of particle filters [Stachniss, Grisetti and Burgard, 2005; Doucet et al, 2000; Thrun,
2002]. Particle filters translate the continuous belief distribution into a fixed number of discreet
pose estimates, distributed according to their probability. By introducing multiple particles
representing discrete pose estimates, the problem no longer entails comparing an unknown
location to noisy sensor data. Instead a number of estimated positions are assumed to be correct,
and are then compared to the noisy sensor data.
A large fixed number of particles is sampled every update describing a pose based on the
odometry, the belief distribution described by P(xt | ut, xt‐1 ) at time t. After this sampling phase,
all particles are evaluated on their probability according to the sensor information P(zt | xt ).
During the next update, at t+1, the most likely particles will be selected to be the starting point for
sampling the next pose estimates, P(xt+1 | ut+1, xt ), much like evolutionary algorithms.
Figure 3 illustrates the workings of a particle filter. This chapter will describe the main
workings of particle filters and introduce the reader to the fastSLAM algorithm, a landmark
based particle filter application for SLAM, and to the DP‐SLAM algorithm, a non‐landmark based
algorithm.
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Figure 3: application of a particle filter to a probability distribution. Figure adopted from
[Thrun, 2001]

3.2.2. Propagation
The Extended Kalman Filter (EKF) mentioned before describes a Gaussian distribution.
Therefore, its effectiveness depends not only on the degree of uncertainty, but also on the degree
to which the approximated functions can be described by a Gaussian distribution. Because the
Gaussian function is a unimodal function with an expected value and a measure of the expected
deviation from this expected value, it is very hard to model multimodal belief sets.
Because particle filters are comprised of a large number of particles, each describing a
pose estimate, they do not face this limitation [Goldenstein, 1992]. Figure 4 demonstrates this
advantage of particle filters over parametric approaches by means of illustration.
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Figure 4: Particle filters are capable of describing multiple groups of likely possibilities. Figure
adopted from [Goldenstein,1992]
In the field of robot mapping, many environments such as hallways are often comprised
of areas with similar shape or structure. Such environmental ambiguities often lead to false
recognitions. Particle filters are better suited to handle these ambiguities due to their multimodal
nature.

3.2.3. FastSLAM 1.0
FastSLAM is a landmark based approach to the SLAM problem utilizing a particle filter.
The fastSLAM algorithm was first proposed in [Montemerlo et al, 2002] and later improved in
[Montemerlo et al, 2003]. This chapter will describe the workings of both versions briefly. For a
more detailed description, the reader is referred to [Thrun et al, 2003].
FastSLAM was first introduced as a solution to the computational limitations of SLAM
problems encountered by EKF approaches. Because every particle models a specific pose,
uncertainty about the current pose from the perspective of a specific particle is eliminated;
computation of new pose estimates becomes less demanding.

3.2.4. FastSLAM 2.0
This algorithm is an improvement of the original fastSLAM algorithm. In order to reduce the
complexity of this solution, fewer particles are sampled. The construction of new particles no
longer implies sampling based on odometry followed by particle selection based on the
evaluation of the sensor readings of these particles. Instead, both belief distributions for pose
estimates P(xt | xt‐1, ut) and pose evaluation P(zt | xt ) are combined in order to reach the same
proposal distribution of particles P(xt | xt‐1, ut, zt) (Figure 5).
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Figure 5: In the picture above, the curved lines illustrate the traveled path by the robot. The red
particles illustrate the particles generated based on the odometry information. The particles
circled with a blue line are the particles selected after comparing sensor readings to the already
generated map.
Figure 5a: Particle selection by the first fastSLAM algorithm. Particles are sampled based only
on odometry, P(xt |xt‐1, ut), then a proposal distribution is selected based on sensory information
P(zt | xt ).
Figure 5b: FastSLAM 2.0 directly samples from the proposal distribution P(xt | xt‐1, ut, zt)
reducing the number of particles needed by the algorithm (the grey particles are never sampled).
Figures adopted from [Thrun, 2001]
This technique allows the algorithm to reach the same performance as other particle
filters using a lot less particles, therefore, this technique is less computationally demanding.
A similar technique has also been applied to non landmark based approaches [Grisetti,
Stachniss and Burgard, 2007].

3.2.5. Ancestry tree
Because every particle at a time t describes the pose at that time xt differently, multiple
interpretations of the world are available. However, in order to limit the computational
complexity, every particle does not carry its own map of the world. Instead, all particles store the
identity of their parent node, describing the previous state to that particular particle. Therefore,
individual states described by every particle node can best be thought of as a path rather than
just a location and heading. All relationships between particles are stored in an ancestry tree,
where every node represents a particle. The root of this tree is the initial particle, and the leaves at
the other end are the most recent particles.

3.2.6. Coalescence
At any time during a SLAM task, all particles root to a single point of coalescence, or
common ancestry. Successful pruning of the tree might move this point of coalescence in the
direction of the leaves, or particles, limiting the depth of the tree and thus the computational
strain induced by the algorithm.
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However, shallow coalescence also implies that only a short history of information is
carried by the algorithm, and thus can increase the probability of erroneous assumptions.

Figure 6: A particle filter based SLAM approach with a coalescence depth of two time steps. At
any point in time, this robot will assume an error in pose estimates no more than two time steps
away.

3.2.7. Single robot DP-SLAM
A second approach to the simultaneous localization and mapping problem is distributed
particle, or DP‐SLAM and was first proposed by [Eliazar and Parr, 2003], and later improved in
DP‐SLAM 2.0 [Eliazar and Par, 2005]. Unlike fastSLAM, DP‐SLAM assumes dense sensor data as
supplied by laser range finder in contrast to landmark based approaches.

3.2.8. DP-SLAM 1.0
3.2.8.1.

Particle filter

Like all SLAM solutions, DP‐SLAM takes its initial location as a ground truth and tries to
relate future observations to this location. Whenever the robot moves, its new pose xt can be
described by a probabilistic function based on odometry ui and the previous pose xt‐1.
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14)

p( xt | u t , xt −1 )

In order to describe this continuous distribution in a formal system, DP‐SLAM describes
the new state xt in a number of particles each describing the new state differently. The location of
each particle is calculated by multiplying an estimate of the current position with a random value
in order to account for errors produced by the odometry. This random value is taken from a
Gaussian, and should be tuned for every specific robot, as every odometry produces a different
amount of error.
When a number of particles describing possible robot poses have been generated, each
particle is evaluated for its probability given the sensor readings P(zt | xt ). This evaluation
process is described below. During the next particle update step, each particle is a starting point
for the new generation of particles according to their evaluated probability using Roulette Wheel
selection [Eiben and Schoenauer, 2002].

3.2.8.2.

Particle evaluation

Evaluation of these particles is done based on sensor information. When assessing the
sensor information with regard to a specific particle, a number of observations about the
environment can be retrieved. These can be compared to the map containing current beliefs about
the environment and as such, the difference between the perceived and the expected can be
computed. When combining these differences for all sensor information, a measure for
probability is acquired. [Eliazar and Par, 2003] shows us how this measure of probability can be
described formally:

15)

Pi = ∏k P(δ ik | xi , m)

Where Pi is the probability of particle i,

δ ik

is the difference between the observed and

the expected for sensor k and particle i, xi is the pose of particle i and m the map contained by this
particle.

3.2.8.3.

Map representation

Because every particle describes the robot pose differently, the map representation of the
world built on this pose differs between particles. In other words, every particle carries its own
assumptions about the world based on the assumptions made by its ancestors and its own
assumption about the pose mutation since its parent node.
Although every particle describes its own state differently from other particles, it is
unnecessary to copy an entire map every time a new particle is constructed. Rather, every particle
only holds its own pose and sensor information. If, at any point in time, a map of a specific node
needs to be constructed, all information held by the node and all of its ancestors can simply be
merged.
The map produced by the DP‐SLAM algorithm is called an occupancy grid [Moravec and
Elfes, 1985; Elfes, 1989]. Occupancy grids divide the surface into a number of grid cells, and
assign every grid cell a certain opacity denoting the probability of that grid cell being occupied.
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In order to effectively update grid cells without having to search the entire ancestry tree,
DP‐SLAM introduced a number of alterations. In DP‐SLAM, every particle maintains a list of all
grid squares in the map that have been altered by that particular particle. Also, every square in
the map contains a list of all the nodes that have altered that grid cell.

3.2.8.4.

Minimal ancestry tree

In order to limit the computational complexity, the ancestry tree maintained by DP‐
SLAM is pruned every update cycle in such a way that it can be described as a minimal ancestry
tree [Eliazar and Parr, 2003]. A minimal ancestry tree is described by three properties that can
greatly reduce the impact of the number of particles on the computations constraints of the
algorithm.
The first property of a minimal ancestry tree is that it has exactly P leaves, where P is the
amount of particles maintained every update cycle. The second is that a minimal ancestry tree
has a branching factor of at least 2. Finally, and most consequently, a minimal ancestry tree has a
depth of no more than P.
The pruning process iterates through all stored particles and removes all that have not
been selected for offspring and therefore have no more ‘living’ descendants. When removing
these particles from the tree, it is possible for the ancestors of these particles to suddenly have
only one offspring node left. If this is the case, this parent node can be merged with this single
offspring node, fusing their information and thereby limiting the tree depth. Although a single
node stores more information this way, this approach prevents that information regarding a
specific location is described by two different particles that will only be evaluated together.
After this pruning process, the ancestry tree can be described as a minimal ancestry tree.
Because this implies that the depth of the tree is no longer than P, the cost of map construction is
reduced to the magnitude of P, the number of nodes that needs to be visited before the map is
constructed.

3.2.9. Improved DP-SLAM
Since DP‐SLAM was first proposed, several enhancements have been made. The first,
DP‐SLAM 2.0 [Eliazar and Parr, 2004a] improved the way grid cells are updated in DP‐SLAM.
Originally, every grid cell in the map was either considered occupied or free. One of the changes
to the original algorithm is to add a measure of opacity to every grid cell denoting the probability
of this cell being occupied. After the introduction of DP‐SLAM 2.0, a routine for high level
mapping has been introduced in order to combat the effects of drift on a higher level of mapping
[Eliazar and Parr, 2005].
The next sections will discuss these improvements in more detail. First the adjustments to
the observation model to accommodate for a nondeterministic world model are discussed. In the
following section, the novel high level mapping routine is discussed in more detail. Finally, a
complexity calculation for the entire DP‐SLAM algorithm will be discussed.
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3.2.9.1.

Improved observation model

When assessing the probability of a laser detecting an object at a specific distance, the
probability of the laser being interrupted before reaching that specific object must be taken into
account. Because grid cells were either occupied, or unoccupied in the original DP‐SLAM
implementation, this did not pose a problem. The introduction of a measure of opacity ρ for
every cell in DP‐SLAM 2.0, describing the probability of this cell being sensed as occupied, also
introduced the need of an updated sensor model.
A second improvement of the improved observation model addresses the problem that
the laser ray travels different distances through different grid cells. This problem is illustrated in
Figure 7, where two laser rays of the same length have been drawn, that travel different distances
through the intersected grid cells.

Figure 7: The distance travelled through different grid cells depends on both offset and angle
The updated sensor model describes the probability that a laser is interrupted at a cell c
with opacity ρ after travelling distance x. This probability can be described by Pc ( x, ρ ) .
When modelling the probability of a cell interrupting a laser, the probability of the laser
ray not being interrupted by another grid cell must be considered for all other k grid cells
between the robot and grid cell c, taking into account the distance travelled through every cell.
This probability can be computed by:
i −1

16)

Pc ( x, ρ ) = Pc ( xi , ρ i )∏ (1 − Pc ( xi , ρ i ))
j =1

Where ρi represents the opacity of grid cell i and xi the distance travelled through grid
cell i. For a more detailed review, the reader is referred to [Eliazar and Parr, 2004a].
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3.2.9.2.

High level mapping

In order to better combat the effects of drift, the latest improvement to the DP‐SLAM
algorithm introduces higher level maps, considering the drift problem at a higher level.
Drift arises in a low level setting due to perturbations too small to be noticed individually
given the robot’s sensor and odometry inaccuracies. When considering drift from a larger time
scale, individual errors that could not be noticed in a smaller scale will have build up to larger,
better noticeable errors. Analogous to the basic SLAM task, these larger errors can now be
obtained through experimentation and can thus be modelled.
In order to model this error described above, DP‐SLAM is split into two separate
alternating tasks. The first is responsible for low level mapping, producing locally consistent
solutions, whereas the second deals with countering drift by utilizing a more global approach.
The low level mapping is the SLAM task as previously described, on a limited scale. It
produces a number of particles devised from the remaining particles of the previous update cycle
and an odometry based pose estimate with Gaussian noise to account for the error in odometry
P(xt|xt‐1,ut). After generating a number of particles, the probability of every particle accurately
describing the location is calculated as previously described. During the next update round, these
particles will be the starting positions for the new generation of particles in accordance to their
individual probability P(zt|xt). This process gradually produces a map of the environment,
adding sensor information every update cycle. The low level algorithm iterates this process for a
limited number of update steps and thus only produces a partial map of the environment and the
corresponding robot path.
Upon completion of a low level mapping task, a partial map has been created that is
locally correct. The most probable particle then passes its path and the corresponding
observations on to the high level algorithm. This is done every time the low level slam task
finishes a set number of update steps.
After the completion of the first low level map, no larger world model yet exists, and the
map is locally correct, so no additional drift compensation can be applied. Consequently, the
entire map, or rather, the entire ancestry of the most likely particle is copied to the larger world
model managed by the higher level mapping task.
If the newly constructed low level map is not the first of such being constructed, drift
correction can be applied. The adapted path passed along by the low level algorithm is then
considered as if it is odometry information by the high level particle filter. The entire path is
modelled again, re‐sampling particles every update based on the (corrected) odometry and
evaluating every particle based on the corresponding sensor information. During this process,
original odometry readings are not used. Instead, the adjusted odometry information from the
most probable particle of the low level algorithm is used. During the evaluation of the particles
however, the original sensor readings are used.
In the higher level, the amount of added noise is much smaller in order to repair the
small errors that could not be detected by the locally consistent low level algorithm. This process
is illustrated in Figure 8. In other words, the robot motion as corrected by the local low level
algorithm is re‐evaluated with additional noise in order to reach more consistency in the global
high level map.
Addition of the most probable low level path to the higher level map is done by adding
the root particle of the low level to every leaf particle at the higher level. All routes are then re‐
evaluated as described above. During the next high level update, the high level particles are used
as a starting point for adding the next low level (partial) map with a probability corresponding to
this evaluation.
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The advantage of this approach is that the corrected paths passed on by the lower level
have already been corrected by the lower level, and can therefore be considered as reasonably
accurate. Because these paths are already reasonably accurate, the high level slam only needs to
account for small perturbations and can therefore maintain a much deeper coalescence, making it
able to make corrections at much greater distances.
Although the proposed algorithm in [Eliazar and Parr, 2005] only consists of two
mapping levels, the mechanism of higher level mapping to account for drift on a lower level can
be extended to algorithms with any number of levels, depending on the size of the environment.
A serious drawback of introducing multiple levels, is that every update is reconsidered at every
level. Therefore, the complexity of the proposed solution increases linearly with the number of
hierarchy levels.

Figure 8: After completing the low level SLAM task based on robot odometry, the most probable
path is passed along to the higher level SLAM task. The higher level SLAM task re‐evaluates the
travelled path by considering this most probable path passed on by the low level SLAM task as
odometry information while also modelling drift.
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3.2.9.3.

Complexity

In order to perform a SLAM task on actual robots, a SLAM algorithm needs to be able to
run in real time. Because different computers have different computational capabilities, a means
for comparing computational solutions such as SLAM are typically described by their
computational complexity, describing the relationship between the amount of input to the
algorithm and the amount of computational steps needed by the algorithm [Cai and Zhu, 2005;
Wagner and Wechsung, 1986].
Because SLAM tasks are very expensive algorithms, the computational complexity of
SLAM solutions is one of the mayor issues and an important measure for the success of such a
solution. In this analysis of the computational complexity of DP‐SLAM, the tasks of localizing,
mapping and pruning the ancestry tree will be considered separately [Eliazar and Parr, 2005].
For the localization task, every grid cell within sensor range A is considered by every
particle P, thus O(AP) grid accesses are made. In order to prevent every particle having to build
its own map for every map access, local maps are constructed.
The mapping component of the DP‐SLAM task consists of two passes. The first updates
the global map (not to be confused with the high level map) and the second pass updates the
local maps for every particle.
The first pass iterates trough all A grid cells, adding all observations of all P particles, and
a pointer to the observing particle, to the corresponding observation vector containing such
observations. The first pass thus takes O(P) time for all A grid cells, resulting in a complexity for
this part of O(AP).
The second pass Iterates depth first through the tree, creating a local map for every
particle. This process of iterating through the ancestry tree can be done in O(P) because the depth
of the tree is less than P. For every particle, all observations within sensor range need to be added
to the local map making this second part of complexity O(AP) as well.
Because both parts of the localization algorithm perform their tasks in a magnitude of
O(AP) computational steps, the task of mapping is also O(AP).
Pruning the ancestry tree consists of two tasks. Firstly, dead particles that have not been
resampled by the particle filter are removed from the tree. Because every particle keeps track of
the updates made to the global map, this process can be done in O(A) updates for every particle,
O(AP).
Secondly, when particles have been removed by the process described above, resulting
particles with only one child node need to be merged with this child node. This process entails
copying all map observations from the child to the parent node and removing the child node.
This process costs up to A map values and needs to be repeated up to P times.
Because all three parts of the algorithm have the same computational complexity, the
cumulative complexity is also O(AP) where A is the number of grid cells within sensor reach, and
P is the number of particles used by the algorithm. This equals the complexity of pure
localization [Burgard, Fox and Thrun, 1997] and is therefore as low as can be expected.
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3.2.10. Recapitulation
To summarize, the following table shows all four methods discussed in this chapter.
Method
Approach
Distinctive feature
fastSLAM
Landmark based
Original fastSLAM algorithm
fastSLAM 2.0
Landmark based
Immediately samples proposal distribution
DP‐SLAM
Non landmark based
Original DP‐SLAM algorithm
Improved DP‐SLAM Non landmark based
Hierarchical mapping
Table 1: an overview of the discussed SLAM algorithms
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4. Pose estimate enhancement
4.1. Dual robot DP-SLAM
4.1.1. Introduction
Dual robot SLAM is the technique of mapping an unknown area by two robots. The main
advantage of multiple robots exploring a surface in contrast to a single robot is the increased
speed of exploration. Speed is essential for many applications of SLAM such as searching wreck
sites for survivors or scouting otherwise dangerous areas. A key problem in expanding a single
robot SLAM approach to a multi robot approach is the issue of map fusion. This problem arises
through the difficulties of relating sensor readings of different robots to each other.
A second feature often discussed is the navigation aspects of a multi robot system.
Because this feature is not within the scope of this thesis, the reader is referred to [Lau, 2003;
Pradhan, Parhi and Panda, 2006; Tews, Sukhatme and Matariç, 2004].

4.1.2. Map Fusion
Map fusion is one of the key issues of expanding any single agent SLAM solution to a
multi agent SLAM solution. This section will describe the process of fusing information between
two robots assuming both the relative location is known and a line of communication has been
established between these two robots. The process of recognizing other robots will not be
discussed, the interested reader is referred to [Howard and Matariç, 2002; Howard, Parker and
Sukhatme, 2006; Oh, Zelinsky and Taylor, 2000].
Approaches that do not make the assumption that robots can be recognized adopt the
method of constantly guessing the location of the other robot. Every guess is then evaluated by
comparing the sensory information of the two robots [Lakamper, Latecki and Wolter, 2005; Birk
and Carpin, 2006]. Generally, this is done by Monte‐Carlo localization [Thrun et al, 2001; Elinas
and Little, 2005]. Hybrid solutions have also been proposed, where hypothesis about the location
of other robots are formed, and then verified by seeking out and verifying an observation of the
other robot [Fox et al, 2005].

4.1.2.1.

Fusing robot pose estimates

In order to increase the pose estimate of the current robot by means of the observation of
the other robot, the notation used previously in this thesis needs to be expanded. Earlier, a robot
pose at time t would be denoted by xt, motor commands at time t by ut and sensor readings at
time t by zt This notation shall now be expanded with oij, denoting the observation of robot j by
robot i. Also, because multiple robots will be discussed, all variables will be expanded with a
superscript index denoting what robot the variable belongs to. So xt for robot i will become xit, ut
for robot i will become uit and zt for robot i will become zit.
When fusing the robot pose estimates, the goal is to reach a belief distribution for both
robot poses given all previous information. In other words, the goal is to find

17)

bel ( xti , xtj ) = p( xti , xtj | otij , otij , u1i:t , u1j:t , z1i:t , z1:jt )
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Using Bayes’ formula 8), formula 17) can be rewritten to

bel ( xti , xtj )
= p( xti , xtj | otij , otji , u1i:t , u1:jt , z1i:t , z1:jt )
18)

=

p( xti , xtj , otij , otji , u1i:t , u1:jt , z1i:t , z1:jt )
p(otij , otji | u1i:t , u1:jt , z1i:t , z1:jt )

=

p( xti , xtj | u1i:t , u1:jt , z1i:t , z1:jt ) ⋅ p(otij , otji | xti , xtj , u1i:t , u1:jt , z1i:t , z1j:t )
p (otij , otji | u1i:t , u1j:t , z1i:t , z1j:t )

Rewriting the probability of the observations of the other robots given all control and
sensor data to a normalization factor α‐1 gives:

α=
19)

1
ij
1:t

ji
1:t

i
1:t

p(o , o | u , u1j:t , z1i:t , z1j:t )

Then formula 18) can be rewritten to:

20)

bel ( x ti , x t j ) = α ⋅ p ( x ti , x t j | u 1i:t , u 1j:t , z 1i:t , z 1j:t ) ⋅ p ( o tij , o t ji | x ti , x t j , u 1i:t , u 1j:t , z 1i:t , z 1j:t )

Because all robots construct their maps independently, without being affected by pose
estimates of other robots, pose estimates can be considered independent before encounter
initiated corrections. This is only the case when robots first meet and no assumptions have yet
been made about the mutual robot poses.
When a pair of robots meet, and the relative pose assumptions have been updated
according to the observation of the other robot, the pose estimates are no longer independent.
However, if the frequency of encounters is low enough, the current pose estimate bears only a
minimal effect on other robot pose estimates. Therefore, conditional independence can be
assumed and the left half of equation 20) can be rewritten accordingly:

21)

p( xti , xtj | u1i:t , u1:jt , z1i:t , z1:jt ) = p ( xti | u1i:t , u1j:t , z1i:t , z1j:t ) ⋅ p( xtj | u1i:t , u1:jt , z1i:t , z1j:t )

As mentioned earlier in this thesis, both bel(xit) and bel(xjt) are know a priori by every
individual robot, and are described by;

22)

bel ( xt ) = η ⋅ p( z t −1 | xt ) ⋅ ∫ p( xt | u t , xt −1 )dxt −1
For every individual robot. Therefore, equation 20) can be rewritten as:
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bel ( xti , xtj ) = α ⋅ bel ( xti ) ⋅ bel ( xtj ) ⋅ p(otij , otji | xti , xtj , u1i:t , u1:jt , z1i:t , z1j:t )

23)

Because the assumption that the two robots’ pose estimates have been assumed to be
conditionally independent, their mutual observations can be considered equally independent.
Thus the following holds:

p (o1ij:t , o1:jit | xti , xtj , u1i:t , u1:jt , z1i:t , z1:jt ) =
p (o1ij:t | xti , xtj , u1i:t , u1:jt , z1i:t , z1:jt ) ⋅ p (o1:jit | xti , xtj , u1i:t , u1:jt , z1i:t , z1:jt )

24)

Because the observation is only conditionally dependent on the pose estimates of both
robots and not of the individual motor commands and sensory observation that lead to those
beliefs, the following can be stated:

p(o1ij:t | xti , xtj , u1i:t , u1:jt , z1i:t , z1:jt ) = p(o1ij:t | xti , xtj )

25)
and

26)

p(o1:jit | xti , xtj , u1i:t , u1:jt , z1i:t , z1:jt ) = p(o1:jit | xti , xtj )

Combining formulae23), 24), 25) and 26) leaves the following equation:

27)

bel ( xti , xtj ) = α ⋅ bel ( xti ) ⋅ bel ( xtj ) ⋅ p(otij | xti , xtj ) ⋅ p(otji | xti , xtj )

Formula 27) is a multivariable power density distribution, describing the probability for
the pair of robot pose probabilities for robot i and robot j. In order to obtain the probability
distribution for a single robot i, that specific pose needs to be evaluated over the entire pose
distribution of robot j. In the continuous domain, this can be obtained by integration over the
belief distribution of robot j:

bel ( xti ) = ∫ bel ( xti , xtj )dxtj
xtj

28)

4.1.2.2.

Observation Model

The term P(oij |xit, xjt) is the probability of the observation of robot j by robot i, given that
the robot poses xit and xjt are correct (Figure 9). Therefore, it is only a measure for the inaccuracy
of the device responsible for the observation of the other robot, often by means of a fixed basis of
reference such as colour coding or reflecting tape. Assuming this device, like most sensors, has a
Gaussian error distribution:
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29)

f ( x) = η ( μ , σ )

Where x is a new measurement, and μ and σ need to be evaluated for the current
observation device or model. This can be done by sampling a number of positions in a controlled
environment and evaluate the observed positions by:

σ=
30)

1 K
∑ ( xtruth − xobserved ) 2
K − 1 k =1

Where K samples are taken, xtruth is the actual position and xobserved the observed position.
By setting the mean of the Gaussian distribution μ equal to xj, the assumed robot pose,
and setting this pose as the null pose, the probability of other observations can be measured
relative to xj, so;

31)

μ = xti = 0

In order for these simplifications to be allowed, all observations will have to be evaluated
by their distance to xj, ∆x.

Figure 9: The probability of robot i observing robot j at xj’ while the assumed pose of robot j is xj
is described using a Gaussian distribution for the erroneous measurement. ε denotes the
probability of an observation being at least as erroneous as the actual observation being made.
In Figure 9, ε denotes the probability of an observation to the left of xj’. To extend this to
the general case, 2ε denotes the probability of any observation being more erroneous than the
actual observation. 2ε can be calculated by integration over formula 31).

30

Δx

32)

p(otij | xti , xtj ) = 2ε = 2 ⋅ ∫ η ( μ , σ )dΔx
−∞

The complementary error function (erfc) has exactly this functionality and can thus be
used to simplify calculations

33)

erfc (Δx) =

2

π

∞

∫e

−t 2

dt

Δx

However, the complementary error function assumes that σ=1/2. With an arbitrary sensor
model, this is not the case. It is possible to normalize the values of ∆x by dividing all values of ∆x
by 2σ.
When including the empty observation, the standard error function can be used. The
error function can be defined as:

34)

erf(∆x) = 1 – erfc(∆x)

Equation 27) assumes a mutual observation. Note that the observation is not necessarily
mutual. This issue should be taken into account when performing the actual map fusion. One
way of dealing with such a situation would be to postpone the process of map fusion until a
mutual observation is made. This approach might prove problematic in some situations because
proper robot detections and identification is still a problem not easily overcome. Also, it is
possible to imagine situations where two robots follow each other, thus the rear robot always sees
the other, whereas the front robot does not see its follower(s).
A second approach to one‐way robot detection uses the binary outcome of an
observation of another robot. Either the other robot is detected or it is not, without additional
options. One could also state;

35)

p( Detect Other | xti , xtj ) + p(¬ Detect Other | xti , xtj ) = 1

Therefore, the probability of not detecting the other robot given both robot pose
estimates can be given by:

36)

p(¬ Detect Other | xti , xtj ) = 1 − p ( Detect Other | xti , xtj )

4.1.2.3.

Fusing pose estimates in DP-SLAM

DP‐SLAM offers facilities to recover from drift by means of the high mapping algorithm.
This algorithm shifts entire trajectories according to the assumed accumulated error over these
trajectories before adding these observations to the rest of the map.
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This technique can also be applied when fusing robot information. This is done by
modelling the assumed drift of both robots over the entire trajectory before sampling particles
describing these trajectories. All particle pairs for robots i and j can then be evaluated according
i

j

to bel ( xt , xt ) . When another encounter occurs, these particles will be resampled according to
their evaluated probability to form the starting point for newly sampled trajectories.

4.1.2.4.

Robot encounters

A distinction is often made whether the initial position is known or unknown. This thesis
will not emphasize this difference but rather use different techniques for map fusion depending
on the amount of common knowledge between the two robots. If two robots encounter each
other for the first time, no common knowledge other then the encounter is available. This makes
the favourable approach to map fusion significantly different to the scenario where two robots
already met before.
During the first encounter between two robots, the only knowledge overlap of the
environment is the overlapping sensor data together with the observation of the other by both
robots. The problem of fusing maps after a first encounter has been described in [Howard,
Matariç and Sukhatme, 2001], where a maximum likelihood approach is proposed and by
[Howard, 2005], describing a particle based solution to this problem.
On subsequent encounters, both robots will know their relative location in their shared
map. If the same procedure is maintained, both robots will be able to increase the accuracy of
their pose estimate based on the other robots pose estimate. Because the robots know their
relative location, both robots act as a marker to the other robot. Although the marker, the other
robot, has uncertainty regarding its location, this uncertainty is no greater than it would be if the
robot had left it himself and circle around until finding the marker again after a distance travelled
equal to the total distance travelled by both robots since the last encounter (assuming that the
robots have the same control and sensor accuracy characteristics). Figure 10 illustrates the
principle idea of increasing pose estimate accuracy.
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Figure 10: The pose estimate of other robots can be used as a marker to increase accuracy of the
pose estimate for all robots involved. The bottom circles denote the positions of the robots i and
j at t=0, the transparent ovals at the top show the pose estimates during an encounter later in
time.
The effect of localization using marked locations and its effect on drift has been widely
discussed in previous literature [Dailey and Parnichkun, 2005; Nourbakhsh et al. 1999]. In
localization tasks using markers, the issue of drift poses only minor problems as long as the
beacons are correctly identified. Correct identification in this particular problem is considered to
be a solved issue due to robot detection.

4.1.3. Centralized vs. Decentralized mapping
When two robots share maps, a decision needs to be made with regard to storing the
fused information. Because all information of both robots is fused, and both into the same map, a
seemingly logical decision would be to store the tree structure containing all map information in
a central place. Whenever any robot now makes additional sensor readings, these can be added
to this central map.
This representation can typically be situated in a central processing unit, or an individual
of the team of robots performing the SLAM task. An additional advantage when using a central
processing unit (or running simulations) is that the main computational burden of the algorithm
is situated in one place, limiting the cost of the overall solution.
However, because SLAM is typically a task performed by robots in hazardous
environments such as war zones and under water exploration, robustness of the system is of
great importance. Because of the central role such a unit plays for the entire system, malfunction
would lead to serious problems.
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The alternative solution is maintaining a distributed representation of the tree structures
representing the individual maps. Because every member of the robot team gathers as much
information as it can, failure of any number of team members only leads to a proportional error
in the result.
A second advantage is the access to the knowledge contained in the system. Whenever a
user wishes to obtain information from any member of the robot team, the robot will be able to
supply its most accurate information even if no contact can be made to any other robot of the
system.
This approach requires every individual robot of the SLAM team to maintain its own
knowledge and is therefore more demanding in terms of computational complexity. However, as
will be elaborated in the pruning section, the amount of additional strain will be very limited
because a minimal tree can still be maintained.

4.1.4. Fusing poses in multiple robot particle systems
During an encounter between two robots, the individual pose estimates of both robots
needs to be shared. Because particle filters are used, this is done by communicating all particles,
describing the pose of the sending robot with each other.
After communication, each robot compares each of its own particles, describing its own
pose, with all the particles that were communicated by the other robot, describing the pose of the
other robot, and with the robot detections that were or were not made. When combining this
information, the probability of each of the own particles can be re‐evaluated using formula 27).
Because this has to be done for a number of particle pairs, by both robots, this is a very
time consuming process. However, as mentioned in chapter 4.1.2.1, the frequency of the
encounters is assumed to be low, limiting the total computational burden of fusing poses for the
entire SLAM solution.
The observing particle also keeps track of the observed particle. This way, during later
encounters, it is able to determine what particle of the observed robot has been related to the
observing particle.

4.1.5. Pruning
In order to keep the ancestry tree of every robot minimal, only the observations of the
observed particle and the identity of the observed particle are added to every observing particle.
Therefore, the actual structure of the ancestry tree does not change from the original DP‐SLAM
algorithm.
Because the map fusion takes place during the high level mapping, the low level task
remains the same. The high level task however, will need a few adjustments in order to facilitate
map fusion.
After a mutual observation, two robots share a number of probable particle pairs
represented as leaves in the high level mapping task. Because these leaves are paired identically
by both robots, future observations by both robots can be related through these pairs. In order to
maintain this property, these observations should not be pruned, even past the point of
coalescence. This way, both robots maintain overlap between the particles represented in both
ancestry trees.
Not pruning these particles conflicts with maintaining a minimal ancestry tree at the high
level. However, when updating this high level during subsequent encounters only, no
intermediate pruning needs to take place and the minimal condition can be maintained.
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4.2. Multiple robot DP-SLAM
The reader might have noted that this approach only works for a SLAM solution with
two robots. Because, subsequent an encounter, the robot keeps track of the observed particle, this
particle can not be pruned without the program running into difficulties. However, when other
robots are met, the high level routine is executed. Executing the high level routine also implies
executing the pruning process, in order to keep computational burdens feasible.
When extending to a larger number of robots, the pruning algorithm should not
withhold from pruning until the next encounter for all robots in the system. Therefore, when the
system consists of more then two robots, the high level pruning should be implemented like the
single robot DP‐SLAM case, becoming active after a certain number of updates rather then
becoming active only when encountering another robot.
A consequence of pruning like in the single agent case is that relative pose estimates no
longer refer to specific particle pairs. As the point of coalescence moves closer to the encounter,
less particles can be stored until eventually only one hypothesis regarding the observation of the
other robot is maintained by both robots. Although the particles representing these hypotheses
i

j

are not necessarily an original pair as calculated by bel ( xt , xt ) , they are expected to be a close
match. This is expected because during the encounter, the original particle pairs have been
evaluated with the same probability by both robots. Also, the surrounding particles will have a
similar probability. Therefore, they will have the same probability of being selected and
eventually becoming the only hypothesis regarding the travelled path.
Areas with many similar locations leading to multi modal probability density functions
describing the robot poses however are expected to lead to larger inconsistencies.
When expanding to a SLAM solution with more than two robots, additional scan
matching should be considered in order to increase accuracy. Although scan matching is an
expensive operation, the computational burden should be reasonable, because this process is only
initiated sparsely because the encounter frequency is assumed to be low, as mentioned in chapter
4.1.2.1.

4.3. Communication
4.3.1. Increased accuracy
Whenever two robots meet, the proposed increased accuracy of the individual pose
estimates can only be reached when enough communication is shared between the two. In
equation 28), the probability of a pose after an encounter has been formulated as bel(xit),
describing the pose of robot i given the (lack of) observations of the other robots. When assuming
the view of a single robot i encountering another robot j, the pose estimate its corresponding
probability P(xi) and the observation of the other robot oij are already known to i. Only the other
robot’s pose estimates xj the probability for every pose estimate P(xj), and the observation of robot
i by robot j, oij need to be exchanged. This will have to be done for every pose estimate by robot j,
making the amount of information exchanged dependent on the amount of particles maintained
by j.
Because a distributed map representation has been proposed, the same actions will need
to be taken for robot j in order to allow it to obtain the most likely pose estimate with respect to
the observation of robot i.
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4.3.2. Map Fusion
The amount of knowledge contained by both robots can also be increased by merging the
maps of the two robots. In order to successfully merge maps however, simply exchanging pose
estimates will not suffice. Because the aim of this thesis is giving a proof of concept of an
improved pose estimate rather than map fusing, the map fusing behaviour is not modelled.
However, APPENDIX II Map fusion in DP‐SLAM describes how this behaviour can be
implemented.
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5. Experimental setup
In order to test the proposed algorithm, an experimental setup is needed. In this case, the
robots are run using a modified version of DP‐SLAM in simulation. This chapter will describe the
structure of the original DP‐SLAM software and the applied modifications to allow for multiple
robot scenarios and real‐time solutions. Next, the simulation environment used during the
experiments will be described.

5.1. DP-SLAM
The original DP‐SLAM code as provided by Eliazar and Parr at
(www.cs.duke.edu/~parr/dpslam and www.openslam.org) already offers full SLAM capabilities.
Also, the previously described high level slam algorithm is fully implemented.
However, the provided software is implemented in C, and is aimed at a single robot
approach. All functions, constants and variables are globally defined. Therefore, this approach is
not well suited for a multi robot approach.
The provided software is set to create maps of the environment while reading from log
files containing odometry and laser range finder data. Again, this approach is very suitable for
the single robot case, but lacks the dynamics to accommodate map sharing between robots on the
fly.
This chapter will describe the workings of the original algorithm and the modifications
made to facilitate multiple robots in a real time approach.

5.1.1. Original DP-SLAM
5.1.1.1.

The LowSlam routine

In order to construct maps from the sensor readings of the environment, the LowSlam
routine is called. This routine first initializes the map. Because there is nothing to localize from,
the first data points are added to the previously empty map. Next, the program enters a while
loop that iterates four procedures; the next odometry and sensory information is read, the
localize routine is called, the ancestry is updated and the addtoworld routine is called.
Reading the next odometry and sensory information consists only of reading the next
values from a log file to a data stream. In the original DP‐SLAM algorithm, this implies reading
logged values from a file.
Next, the localize routine adds the odometry values to the current position for a number
of different noise values. The newly obtained pose estimates are described with new particles.
These newly obtained particles next evaluate their sensory information and score their overlap
with the already generated map in two passes. This is done in two passes because the first pass is
much less time expensive and can thus be used to eliminate the very unlikely particles first.
When a new generation of particles is generated by the localize routine, the ancestry tree
needs to be culled in order to satisfy the minimal condition. This is done in four steps. First, the
dead nodes, all those that did not act as the starting point for a new particle, need to be removed.
After removing the dead nodes, the minimal branching factor of two no longer holds. In order to
restore this condition, all particles with only one descendant are merged with that descendant.
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After updating the ancestry tree, the particles are added to the ancestral tree and their
observations are added to the map. This is done in such a way that the particle keeps track of all
the changes it has made to the map, and the map keeps track of the particles that made every
individual addition.
After successfully completing a fixed number of iterations of the while loop, the particle
with the highest probability is selected. All of its additions to the map are stored into a separate
map as well as all map changes by its ancestors. Finally, the resulting map is stored in a file.

5.1.1.2.

The HighSlam routine

After a successful completion of the LowSlam routine, the most probable particle is
passed on to the HighSlam routine along with its entire ancestral root. Here, the same process
conducted by the LowSlam routine on the sensory information is now conducted by the
HighSlam routine on the outcome of the LowSlam routine.
During the first time the HighSlam task is run, the most probable path is added to the
high level map. During later runs, every particle tree passed from the low to the high level is
processed from the root to the leaves. For every generation of the particle tree, a fixed number of
particles is placed with a location based on the pose passed on by the LowSlam task and
additional Gaussian noise of a much finer coarse than the noise used during the low level
localization task.
Every update, the newly generated particles are localized by scoring their overlap with
the already existing observations and the best estimates are selected. Next, the ancestry tree is
updated to guarantee it suffices the minimal condition, and finally, the map adjustments carried
by the most probable particles are added to the map.
Upon completion of the HighSlam task, the most likely particle is selected and the map it
carries is printed to file by adding all information stored by its ancestors to the newly generated
map.
Both high and low Slam functions can be governed by an external routine iterating calls
to both functions for the duration of the SLAM task.
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Figure 11: Diagram of program flow

5.1.2. Modifications
As stated before, the original DP‐SLAM algorithm has been modified in order to allow
for multiple robot scenarios and real‐time solutions. The modifications made to the original code
can be found in the appendix.

5.2. Simulation
As mentioned previously, the proposed solution will be implemented entirely in
simulation. For simulation, the Player robot device interface is used to model the robot. The stage
multiple robot simulator is used to model the environment. Both can be found at
http://playerstage.sourceforge.net/ and are described in [Gerkey, Vaughan and Howard, 2003].
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5.2.1. Player
The Player robot device interface and server is a free software project published under
the GNU Public License. It provides an interface between the robot control and the sensors and
actuators. Communication between these two layers is done through TCP sockets in order to
make the control program language and platform independent.
As a result, a Player control program can be written in any programming language that
can open a TCP socket. Furthermore, Player is reported to run with little or no modifications on
real robots and vice versa [Marenko et al. 2002; Vaughan et al. 2002; Jung and Sukhatme, 2002].

5.2.2. Stage
The Stage multiple robot simulator simulates a two‐dimensional environment where a
population of mobile robots can be modelled. Stage is often used in combination with a Player
plug‐in module.
One of the properties of the Stage simulator is that it provides ‘good enough’ fidelity,
inducing only little extra computational strain on the system. The main advantage of this
property is that it encourages developers to come up with more robust robot controllers as would
be called for in the real world.
Also, Stage provides a number of device models including motor controls, positioning
devices and laser range finder. Each of these device models is configurable to specific robots and
compatible with the Player standard interface.
In addition, Stage provides linear scalability with population, allowing multiple robots to
be simulated at limited cost.

5.2.3. Environment
The environment on which the proposed solution will be tested is an office plan of the
TNO building in the Hague containing two looped rectangular corridors with sides of 30 and 60
meters (Figure 12).
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Figure 12: The test environment, a partial office plan of the TNO building in the Hague
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6. Method
This chapter will describe the methodology used and the problems faced during this
thesis. The chapter can be split into two separate sections, the first describing the manner in
which the original code has been adapted to a multi robot supporting approach. The second
section describes the way communication leads to pose estimation enhancement.

6.1. Multi robot approach
When attempting to reach a multi robot SLAM solution, the original DP‐SLAM did not
suffice. Among the necessary adaptations, an important design choice had to be made. The robots
could run as separate processes and later communicate through sockets, or be implemented as
threads.
The first approach would use communication through sockets, introducing the need to
implement such a way of communication. It would however allow for the existing approach to
remain largely intact. The second approach introduces threading, and therefore further
complicates matters, but allows for easy communication through large data structures.
The latter was chosen because of the higher flexibility of the resulting solution, despite
the higher complexity of this approach.

6.2. Pose enhancement
When fitting the modified solution for pose enhancement through communication,
several issues needed to be dealt with. First, a design choice needed to be made with regard to
the mechanism for the pose enhancement. Secondly, the low level maps constructed lacked the
desired quality and finally, the generated maps by the higher level algorithm needed a lot of
parameter tuning in order to generate the desired results. These three issues will be covered in
the following sections.

6.2.1. The mechanism for pose enhancement
An appropriate mechanism for pose enhancement through communication would be to
implement an extra layer to the existing program that recursively corrects the travelled path. Due
to time constraints, this has not been implemented. Instead, the existing high level layer has been
adapted to cover this functionality.
Because this meant that the high level routine is only used during robot encounters, and
thus much less than during the original program, the low slam routine is used for prolonged
periods of time. Using the low slam routine for a prolonged period resulted in larger errors in the
results. These larger errors in the results could be ascribed to the limited coalescence depth of the
low slam routine.
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6.2.2. Low level corrections
As mentioned in the previous section, the lowSLAM routine is used for prolonged
periods of time. Because this layer was only intended for small, locally correct maps, instead of
larger more global maps, large errors appeared.
Also, the range of the laser range finder was set at a maximum range of five meters,
while the robot was traveling rooms with a typical dimension higher than this. This meant that
the robots only saw a small amount of wall, typically only one side of the robot. This meant only
a small amount of sensor readings were available to the robot to build a map and correct their
own positions on.
These two factors had the combined effect that the low level maps were highly
inaccurate. In order to combat this effect, the range of the laser range scanner was increased to ten
meters. This gave the robots more obstacles to detect and localize themselves from. As can be
seen in Figure 13a and Figure 13b, this greatly increased the accuracy of the slam algorithm.

Figure 13a: A map resulting from a laser
range of four meters

Figure 13b: The same map and settings used
in Figure 13a, except for an increased laser
range of eight meter
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6.2.3. High level corrections
After some initial tests, the particle diversity of this solution appeared to be dropping
rapidly. This shallow coalescence is ascribed to the over reliance to the accuracy of the sensory
system. This can be compensated by increasing the deviation of the Gaussian function
representing the sensor model. By increasing this deviation, the Gaussian curve representing
sensor probabilities is widened, allowing for higher evaluation values of measurements further
from the expected values, as shown in Figure 14. This measure decreases the reliance on the
sensory system.

Figure 14: The red curve has a higher standard deviation than the yellow curve. As a result,
values further from the expected value receive higher evaluations
Other approaches inspired by the resemblance between evolutionary algorithms and
particle filters are presented in [Kootstra and de Boer, 2007].
Shown below is the effect of changing the variance of the Gaussian representing the
sensor model. Please note that the optimal variance values vary for different environments and
distances travelled by the robots.
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Figure 15a: Resulting map and particle
distribution of a variance5

Figure 15b: Resulting map and particle
distribution of a variance set to 1

Figure 15c: Resulting map and particle
distribution of a variance set to 0,2

Figure 15d: Resulting map and particle
distribution of a variance set to 0,04
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7. Results
In order to demonstrate the quality if the adapted code, Figure 16 shows the resulting
map of a run by a single robot through the TNO building in The Hague. It describes the quality
of the offered solution (which also supports multi robot scenarios). The area described by the
robot is an area with corridors of a hundred meters, with a detail of 5 cm.

Figure 16: Map generated real time by a single robot using the adapted DP‐SLAM algorithm.
During this run, 80 low level particles and 150 high level particles were used. The accuracy of this
map is 5cm.

7.1. Initial setup
The initial setup used for testing is the one shown in Figure 17. Because of the small scale
of this initial setting, particle variation remained limited. This resulted in a situation where the
particle with the highest valuation also was the particle best describing the current position.
Therefore, communication could not increase the pose estimate.
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Figure 17:Blueprint of the initial testing area within the TNO building in the Hague. This is an
area of approximately 25x15 meter.
Figure 18a‐c describe a situation where two robots, robot A and robot B meet. In order to
demonstrate the proposed technique, reliance on the sensory system has been greatly reduced to
avoid a situation where the particle selected before communication is already the best description
of the current pose. This explains the reduced accuracy of the resulting map.
Figure 18a describes the individual map of robot A after the second encounter. The lower
red dot and the turquoise line connected to it describes the position and heading of robot A when
it was detected by robot B, and both robots first communicated. The upper red dot and turquoise
line show the particle distribution and an the heading of the particle with the highest probability
of robot A during the second encounter. Figure 18b does the same for robot B. Because the
detection of the other robot was not mutual, only the map contained by robot B describes the
observation of the other robot. This observation is shown by a blue dot and turquoise line
indicating the detected position and heading of robot A within the map of robot B.
Figure 18c describes the internal map of robot B after communicating with robot A and
applying the proposed pose enhancement technique. As can be seen, two additional dots and a
turquoise line have been added to the map. The upper blue dot and the turquoise line connected
to it describe the position and heading of other robot A, as seen from the most probable particle
of robot B. The second blue dot represents the particle distribution carried by robot A, relative to
the initial encounter, projected to the internal map of robot B.
As can be seen, the map show in Figure 18c differs from the map shown in Figure 18b.
This is because, after applying the pose estimate enhancement technique, a different particle
carried by robot B acquired the highest probability. Therefore, the map belonging to a different
particle has been printed.
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Figure 18a: Pose estimate for robot one. The initial pose and heading is depicted by the red spot
and blue line on the top half of the map. The particles representing the current position are
depicted by the red ‘cloud’ of particles. The heading of the most probable particle is shown by a
turquoise line

Figure 18b: Pose estimate for robot two. The initial pose and heading is depicted by the red spot
and on the bottom half of the map. The particles representing the current position are depicted by
the red ‘cloud’ of particles. The heading of the most probable particle is shown by a turquoise
line, and the initial observation of the other robot is shown with a blue dot in the bottom half
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Figure 18c: Enhanced pose estimate for robot two. The initial pose and heading is depicted by the
red spot on the bottom half of the map. The particles representing the current position are
depicted by the red ‘cloud’ of particles. The heading of the most probable particle is shown by a
turquoise line. The other robots estimates are integrated into the same map but are coloured blue
instead of red.

7.2. Larger environment
When attempting to run the algorithm on a larger environment, results are more
consistent; almost every run, the enhanced map is of a better quality than the generated map
before communication. A typical example of the improvement reached is included below.
Because however, the enhancements are of a small scale, a rectangular box is drawn in the
generated map to help assessing the difference. As can be seen in the enhanced map, the two
opposite walls that are in fact parallel have been slightly corrected, from an angel of 8 degrees to
an angle of 6 degrees deviation from the desired angle.
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Figure 19a: generated map before pose enhancement
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Figure 19b: Generated map after pose enhancement.

7.3. Particle distribution
When assessing the particle distribution, Figure 20 shows the typical mutations in the
particle distribution after applying the proposed pose enhancement algorithm. The x and y plane
depict the two dimensional location of every particle. The z plane shows the probability of every
particle. The red dots represent the particle distribution before pose enhancement; the blue
particles represent the particle distribution after pose enhancement.
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From the perspective shown in Figure 20, the particles on the left show an increase in
probability compared to the particles on the other side of the distribution. This shows that the
particle distribution is narrowed and thus the certainty regarding the pose estimate has
increased.

Figure 20: This figure shows the mutation of the particle distribution after an encounter. The red
dots represent the particle distribution before pose enhancement. The blue dots represent the
same particles and their shifted probability after processing an encounter with another robot. As
can be seen, the probability of the particles on the left side of the graph show an increase in
probability, and the particles on the right a decrease in probability.
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When assessing particle distributions over time, an increase of particle variance over time
can be measured. This increase of particle variance describes the increasing uncertainty of the
robot pose over time. After a robot encounter however, the particle variance drops, signifying a
decreased pose uncertainty. This effect is described in Figure 21 for different variance settings in
the odometry.

Figure 21: Particle deviation over time for different settings used in the odometry model. The
drop of particle deviation at generation 36 is the point where two robots meet. As can be seen the
particle deviation drops after such an encounter.
Over a longer period of time, the same effect can be noticed. Figure 22 shows the particle
variance of one robot while travelling a circle. As can be seen, the same effect on particle variance
also occurs subsequent the first encounter. After the second encounter, the robot enters the area
where it started, and therefore has already charted. Because the robot now has a complete map of
the immediate area to localize itself on, the particle variance does not increase over time from this
point forward.
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Figure 22: Particle variance over a prolonged period for a circular area. As can be seen, the
particle variance increases over time. After each of the two encounters, the particle variance
drops. When traveling the terrain that was already charted during earlier generations the
particle variance does not increase anymore. This effect can be seen during generation 72 through
93, where the robot travels through the area that was already charted during generation 0
through 30.
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8. Discussion and Further research
This thesis was aimed at providing a proof of concept for multi robot SLAM pose
estimate enhancement through communication. The system developed during this thesis showed
an improvement to the generated maps (the map belonging to the most probable particle) after
virtually every trial, making the concept of multi robot SLAM pose estimate enhancement a
viable option for further research. Also, the particle diversity dropped after multi robot
encounters, describing the increased certainty of the robot pose. This will be discussed in chapter
8.1.
The improvements made by the system however were very small, as can be seen in the
results section. This was mainly due to the limited particle diversity carried by individual robots.
Chapter 8.2 will discuss the cause for the limited improvements, and discuss potential solutions
to overcome these problems.
Chapter 8.3 will then discuss how these solutions can be evaluated in order to compare
different solutions to each other, and chapter 8.4 will describe further suggestions for future
research.

8.1. Increased certainty
Subsequent every encounter, the particle probability shifted in such a way that the
particle diversity after an encounter significantly dropped in comparison with the particle
diversity before the encounter (Figure 20, Figure 21 and Figure 22). This effect demonstrates the
improved certainty of the given pose, describing all hypothesis about the location closer to each
other. This effect seems to be greater for distributions with large particle variances than
distributions with small particle variances.
This result shows the potential computational gain this approach provides. A reduced
particle diversity implies that all hypothesis about the current location are closer together, in
other words, the robot has a higher certainty about the current location. This also implies that the
current position can be modelled by less particles, allowing the algorithm to store less particles
and thus the computational burden can be decreased.

8.2. Limited particle diversity
As stated, the generated pose enhancements did not show large improvements to the
generated maps. This is ascribed to the premature convergence problem; after travelling a certain
distance, the hypothesis maintained by the robot did not differ enough to allow for large
improvements. Although premature particle convergence is inherent to the use of particle filers
[King and Forsyth, 2000], the general approach to reduce this problem would be to increase the
number of particles stored.
Unfortunately, the software solution created during this project did not allow for the
more computationally demanding settings required in order to reach the required particle
diversity.
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In order to effectively cope with such problems, future research in related fields should
take into consideration the practical complexity of the proposed models, fully appreciating the
required time and skill sets required to perform research in the field of autonomous robotics.
As the task grows (larger areas, higher accuracy) however, SLAM solutions will always
need more and more particles. Adding more particles is not always be a possibility due to
computational constraints, therefore, other options must also be considered. One way of dealing
with particle depletion is mentioned in [Kootstra and de Boer, unpublished manuscript]. Here the
analogy between particle filters and genetic algorithms is exploited to extract techniques that
tackle the premature convergence problem.

8.3. Improved maps
Although all adjustments to the generated map have been improvements, an adequate
objective measure to describe these improvements proved hard to find. In order to obtain a good
quantification of the obtained result, the generated maps before and after communication
between robots should be compared objectively to the actual map. This has been done by
measuring the difference in angle between certain areas in the generated map to the
corresponding areas in the actual blueprints.
A better quantification of the generated map could be realised by measuring the distance
between the final position in the actual map, and the evaluated position by the robot. One of the
issues to be considered when taking this approach into mind is how to link the internal map of
the robot to the blueprints of the area. This can be done by merging the maps relative to the initial
location of the robot or by merging the maps relative to the position of the robot during the first
encounter. Although both options seen acceptable, the latter seems to be a better choice for
testing the proposed model, because the travelled path previous to the first encounter seems
irrelevant.
A more thorough approach to make an objective comparison could be to compare the
resulting maps to the actual map using scan matching techniques as described in [Gutmann and
Konolige, 1999; Se, Lowe and Little, 2002]. Drawbacks of this approach are the computational
complexity, and its intolerance to drift.

8.4. Future research
An interesting topic for further research is the estimation of the probability that the
correct pose is still described by the particle distribution. Approximating this probability could be
done based on the travelled distance and particle coalescence. This probability can also be used to
enhance the mutual pose estimates after communication based on the individual pose estimates.
Other ways of estimating this probability is by applying the probabilities without the
normalization factor α as described in formula 13). Because the evaluated probability of the robot
poses bel ( xti , xtj ) as described in formula 27) gives a measure of quality of the selected pose
estimates, the proposal distribution can be evaluated before normalization is applied.
If the proposal distribution carries a very low probability, the algorithm could decide to
switch to a different technique to calculate the relative locations. Most alternative techniques are
based on comparing the maps of different robots which is a much more complex, time consuming
approach.

56

Furthermore, the framework used as a basis for this research, the DP‐SLAM algorithm,
did not provide the expected utility to introduce this concept. However, because all sensor
readings are re‐evaluated for every particle for every hierarchy level, it did introduce a
significant additional amount of computational burden.
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9. APPENDIX I, Modifications
The first adaptation required is the introduction of classes in the algorithm, so multiple
robot objects are able to perform their slam task independently without sharing global variables,
but instead each carrying their own data members. This modification also called for extending
the algorithm to C++, because C does not support the intended class structure.
First, a class ThisRobot defining the interface with the actual motor commands and
sensory inputs of the robot was implemented. In order to be able to interact with the outside
world (both in simulation and the real world), objects of this class are instantiated with a robot
object. This way, commands initiated by the SLAM algorithm can be passed on to the robot itself.
For increasing the speed of the algorithm, DP‐SLAM uses local maps, describing the
immediate area that can be observed by the robot. The size of these local maps therefore depends
on the range of the laser range finder. These local maps are defined in a class mapSLAM,
containing an array of observations for every particle, and arrays to relate observations to specific
particles and vice versa.
The low level SLAM algorithm and the high level SLAM algorithm perform similar tasks
and have subsequently been divided into two similar processes, each described by two classes.
The low level SLAM process is divided into a lowSLAM class and a lowMapSLAM class. The
latter contains all operations performed to the low level maps, and an instance of the mapSLAM
object where a map of the immediate sensor range is stored. The former contains an instance of a
lowMapSLAM, and calls its operations in a structured format.
As mentioned, the high level slamming algorithm very much resembles the low level
slamming algorithm. The resulting class structure is therefore very similar. The highSLAM class
describes the actual process of performing SLAM on a high level, calling operations that operate
on its internal map contained by its highMapSLAM member. Because the algorithms of both
levels of granularity are very similar, further improvements to the code would include combining
them into a single function that can be called for at any level of granularity. This would
conveniently allow a layered approach to the SLAM process, introducing an arbitrary number of
higher levels depending on the size of any given task.
Using the adapted DP‐SLAM code, the meta code description of the program becomes
quite intuitive (Figure 23). First, a number of robots, n, is created and run. Because all robots
should act independently, every robot is given its own thread. In every robot’s run routine, a
slam thread is created so the robot can continue navigating and avoiding obstacles while not
hindered by the computationally expensive SLAM task. The SLAM task continues to perform low
level SLAM, until another robot is encountered. When this happens, the gathered information by
the low level task will be appended by the higher level slam task before continuing on the lower
level.
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Figure 23: Sequence diagram indicating the flow of the program
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10. APPENDIX II Map fusion in DPSLAM
In DP‐SLAM, information is stored in a grid cell within the occupancy grid, and in a
node within the ancestry tree. The first contains a list keeping track of all the particles that have
altered that particular grid cell and the content of these alterations. The second contains
information about the node within the ancestral tree, and keeps track of all the grid cells that
have been altered.
In order to successfully integrate the information carried by one robot into the map of
other robots, both structures have to be conveyed. This can be done by applying the following
procedure to every particle.
1.
2.
3.
4.

Make a copy of the node that needs to be conveyed to the other robot.
Append all the information of the nodes ancestor to the copy, like is done in the process
of collapsing the ancestry tree during pruning
This new node can now be shared with the other robot
The list of altered grid cells carried by the new node now needs to be traversed, adding
these alterations to the nodes in the occupancy grid of the other robot.

10.1. Expected behaviour
The amount of information that needs to be shared in this way is considerable, because
for every robot, for every particle, the entire map needs to be shared. This amount can be limited
by first communicating the pose estimate itself. When evaluating these pose estimates according
to bel(xit, xjt) immediately after executing step one, a number of particle pairs can be culled, like is
done in the fastSLAM 2.0 algorithm [Montemerlo et al, 2003]. This would result in a reduced
amount of information that needs to be communicated.

10.2. Data structures
In order to calculate bel(xit, xjt), the location of every particle and its probability need to be
evaluated. This can be done after only communicating a copy of the particle. The data format of
individual particles is:
struct TParticle_struct {
float x, y, theta;
// The current position of the particle, in terms of grid squares and radians
float C, D, T;
// Minor and major axis of motion, and change of facing, respectively
double probability;
// The probability of the particle which ancestor node this particle corresponds to.
TAncestor_struct *ancestryNode;
};

The observations of the particle however are stored in the ancestryNode to which only a
pointer is present in the particle. Therefore, also an instance of an ancestral node needs to be
copied. The format for ancestral nodes is TAncestor, and is defined as:
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struct TAncestor_struct {
struct TAncestor_struct *parent;
TEntryList *mapEntries; // list of altered map locations
int size, total;
// parameters governing the mapEntries array
short int generation, ID, numChildren;
TPath *path;
// An addition for hierarchical- maintains the partial robot path represented by this particle
char seen;
// Used by various functions for speedy traversal of the tree.
};

In order to add all observations of all ancestors to this copy, all observations can be
added to the mapEntries member of the ancestry node copy, changing the size and total
parameters accordingly. Entries are of the following format:
struct TEntryList_struct {
short int node;
short int x, y;
};

// index of this alterations at location (x, y)
// location

Because the actual map alterations are stored in the occupancy grid, it is not sufficient to
only copy the ancestry tree. The actual adjustments need to be added to the communications.
This can be done by adding another data member to TEntryList_struct objects that holds an actual
observation. This data member should be of type MapNode_struct:
struct MapNode_struct {
int source;
float distance;
short int hits;
short int ID;
short int parentGen;

// An index into the array of observations kept by the associated ancestor node. This way,
the array of updates for a node, and the observation itself can point to each other.
// The total distance that laser traces have been observed to pass through this grid square.
// The number of times that a laser has been observed to stop in this grid square (implying
a possible object) Density of the square is hits/distance
// The ID of the ancestor node which made this observation
// If this observation is an update of a previous observation in this grid square, this
indicates the generation that the previous observation was made.

};

In order to elaborate the process of appending the communicated information to the map
of the receiving robot, not much has to be done. Individual grid cells are defined as follows:
struct MapNodeStarter_struct {
short int total;
// Total is the number of entries in the array which are currently being used.
short int size;
// Size is the total size of the array.
short int dead;
// Dead indicates how many of those slots currently in use are taken up by obsolete entries
PMapNode array;
// The dynamic array which holds all of the observations for this grid square
};

The member array contains MapNode_struct objects. When adding the MapNode_struct
object of every TEntryList_struct to this array, and changing the node member in the
TEntryList_struct object accordingly, the communication is completed, and all information is
added to the new map.
If all observations need to be added to the observing particle, the communicated particle
needs to be appended to the observing particle. Again this process is very similar to the tree
collapsing algorithm, and can be executed in a similar fashion.
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