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Preface
From September 1994 till December 1994 I studied at the Polytechnical University in Madrid,
Spain. During this period I was part of a group of four working at the Departamento de Tecnologia Fotónica of the Universidad Polytecnica de Madrid. We worked on a project with the
following title; "Analysis and parallel implementation of image processing techniques for determining the lateral position on the road". The group members were Professor Angel Sanchez,
researcher Angel RodrIguez, and a student from Brazil called Marcelo Zomignani. I worked at
the regular computer lab over there, the so-called " Mazmorra", together with the regular students in computer engineering.
A short description of the project, in Spanish, can be found in appendix C. The aim of the
project was, as its title states, to construct a system for the determination of the lateral position of a vehicle on the road, making use of images taken by a camera mounted on the vehicle.
In order to engineer such a system a wide range of image processing techniques is needed, like
texture segmentation, pattern recognition and object tracking. Due to the large computational
efforts, necessary for the image analysis, and the desire for real-time processing, a parallel implementation of such a system is inevitable.
We had several meetings and studied a number of recently proposed methods for texture segmentation, that were presented in various articles. Texture segmentation is the process of subdividing
an image into regions of equal texture. It will constitute the first part of the desired system.

The most promising method was picked and was implemented. Due to the fact there was no
image processing environment available, I had to start from scratch. The results for road images
proved to be rather good. The method was ported to a parallel implementation under PVM.
After I returned to Holland, I continued working on the project that had become the subject
of my graduation research. I 'ported' the constructed method to an image processing package
called SCIL-Image. The research became more texture segmentation oriented, and the method
was also applied to other types of images, and some disadvantages of the method were revealed.
Due to the fact that these disadvantages were fatal for the system that had to be constructed,
the original project was altered into a search for a method for better texture segmentation.

I chose a different approach to texture segmentation, inspired by the way the human visual
system is assumed to function. I tried Wavelet Analysis, a rather new mathematical tool, for
texture segmentation. I implemented and examined a recent approach to wavelet based texture
segmentation, and tried to tune it for optimal performance. Since the wavelet segmentation approach can be implemented by digital signal processing techniques, the method is very promising
in fulfilling the real-time aspects. Using this method, very fast texture segmentation can be obtained by an implementation on simple DSP chips.
This constitutes the main part of this masters thesis. Furthermore this report contains some
thoughts on the realisation of a system for determining the lateral position. A specific method
for detecting the border of a road in some of the provided images is discussed and some steps
towards tracking the border through image sequences are taken. For reasons of self containment

appendices are included, containing the necessary theory in the field of Signal and Wavelet
Analysis
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Chapter 1

Introduction
The Polytechnical University in Madrid is developing a real-time system for analysing driving

behaviour. The first step in thi8 project is the construction of a system for determining the
lateral position of a vehicle on the road, making use of video images, for real-time as well as
posterior analysis. Such a position determination might be a simple task for human beings. But
for computing scientists working in the area of computer vision it is still far from obvious how
to deal with this.
This project tries to take the first steps in developing a system for lateral position determination,
by developing a method for detecting and tracking the white restricting lines and the verges of
the road throughout image sequences. This method will make use of monocular panoramic video
images, taken from the viewpoint of the driver of a car. This report tries to solve the problem
situations described in [Mig93], where the presented approach does not function properly in case
of low contrast within the image, or absence of the white restricting lines. The problems are
tried to be solved by making use of a texture segmentation method.
Once the tracking of the white restricting lines and the verges of a road is possible, the corresponding lateral position of the car can easily be computed.

1.1

Road Images

The determination of the lateral position of a vehicle will be based on road images. The important aspects of these road images are the asphalt, the white restricting lines and the shoulders
of the road. These features of the road will be used in determining the lateral position.
Unfortunately the features do not constitute homogeneous regions within the image. The structure of the stones protecting the asphalt, the oil spots, lots of other dirt and the varying vegetation
are responsible for turning the features into textures. A number of road images are shown in
figure 1.1 (a) to (c). A detail of the asphalt and the shoulder is shown in figure 1.1(d).
The contrast between the road and the shoulder can vary significantly during driving, see fig-

ures 1.1(a) to (c). If the contrast would always be clear, it would be easy to determine the
position of the verge of the road with the help of the contrast.
Miguel, Pastor and Rodriguez report some methods for detecting the restricting lines [Mig93].
The methods they propose work rather well, but falter in situations in which the contrast is less
clear. Common phenomenons like dirt accumulations on the road, poor paint conditions or sun
back lighting can be responsible for a less clear contrast.
The detection of the features of interest in general calls for a more powerful approach.
7

Figure 1.1: (a-c) road images (d) detail of the shoulder and the asphalt in image (c)
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1.2

Global Outline

The main objective in this report is to search for a fast algorithm that can localise the white
restricting lines and the verges of the road, in images taken from the driver's view position,
applicable in a real-time system. It will be assumed that the images provided by the camera are
of such a quality, that it is possible, for a human expert, to drive the car with the help of these
images.

The algorithm will be functioning low level, and is intended to provide information to higher
level processes.

The first phase of the approach taken in creating such an algorithm, consists of extracting useful
information from the images taken by a camera on the vehicle, via texture segmentation. A fast
and reliable method for texture segmentation will be chosen. Two recently reported "promising"
methods will be analysed for their applicability in the required system.
Image segmentation is the first and most determining factor for the system, and determines the
maximal quality level that can be reached in the tracking tasks. If the information provided by
the image segmentation is inadequate, the subsequent units in the system function in an undetermined way.

The second phase consists of tracking the white restricting lines and the verges of the road
throughout the segmented images. For this phase a simple but useful method is developed.

1.3

Applicability

A real-time algorithm for tracking features of the road can be useful in a wide range of applications. Determining the lateral position of a vehicle on a road is rather simple if the border can
be tracked throughout the images presented by a camera on the vehicle. The lateral position
that is real-time available, opens up possibilities for the construction of mechanisms for further
processing.

Such further processing can be lying in the field of traffic behaviour research. Many aspects of
driving behaviour are important in the complex process of conducting a car, but surely one of the
crucial aspects is the lateral position of the vehicle on the road. Together with data concerning
the eye movement of a human driving expert, the results of the analysis can be used to deduce
the important aspects in driving a vehicle. The information concerning the lateral position can
also be used for the construction of autonomously guided vehicles.
Another example of further processing is the decision model of an on-board tell-tale that produces an alarm signal once a car gets too close to the verge of a road, which could improve
driving quality in general. With the help of the lateral position, a time prediction can be made
about the expected future position at a certain moment in time.
Developing an algorithm for detecting the verge of the road therefore is a very rewarding task.

1.4

Computer Vision

Developing a system for tracking lies within the field of Computer Vision. Computer Vision tries
to construct methods applicable for the analysis of images. Its main questions are formulated in
two research areas, as described by [Stil89].

• The first area of interest is the high-level question of vision, concerning the vocabulary of
the visual descriptions. Which set of features and constraints, and which rules for combining
them are needed to represent the range of objects that a human being can identify? What
is the structure of visual representations in long time memory?
9

• The second area of interest is the low-level question of vision. What kind of initial
computations are applied directly to the image, and how do they yield an output that can
be used for identifying the features and constraints required by the high-level descriptions.
At the World Wide Web there is a Computer Vision home page available at [CoVis], containing
recent publications and references to other pages at the web.
Within this report, aspects of both areas will be considered. Extracting information by means
of segmentation of the image presented by the camera lies within the area of low-level vision
research. A crossing towards high-level vision research like tracking will be constructed by using
an intermediate visual representation. This representation is further processed by the tracking
algorithm.

1.4.1

The Human Visual System

The Visual System has been examined exhaustively. This has lead to a partial understanding
of the visual systems processing in the human brain. Due to the large complexity of the visual
system not all functions are completely understood, but the theories developed, provide information for the development of an artificial counterpart.
Light reflected from surfaces of objects, containing information about the object, enters the
human eye via the lens. The human eye contains about 126 million sensory cells, which are activated in various ways by different spectra of the light entering the eye. The retina converts the
activation of the sensory cells to the optical nerve, which transports the information to the visual
cortex. Within the visual cortex the information is further processed, which leads to eyesight.
Cognitive functions make it possible to differentiate objects, to determine their size, their shape,
their position in space, their motions, their surface textures and numerous other features, using
the information presented to the eyes. Furthermore, it is possible to recognise objects, which
implies that there is a mechanism to store parts of images. It is also possible to guide spatial
movements, thereby avoiding collisions.
The human visual system is a most useful supplier of information about the way computer vision
should be realised.

1.4.2

Frequency channels

It is widely assumed that the human visual system functions highly parallel. The early processing done in the human visual system is organised to detect and represent intensity changes,
which may occur at certain frequency scales. These frequency scales are assumed to be processed
separately. Certain psychophysical experiments demonstrated the existence of frequency chan-

nels in the human visual system. Blakemore and Campbell were the first to investigate these
assumptions [Bla69]. The theory of the primal sketch, as presented in the vision classic [Mar82],
also supports the existence of frequency channels. A lot of research to support this assumption
has been done since then, and the existence of these channels is nowadays widely accepted.

1.4.3

Images

Digital computer images make use an array-like way of representing spatial points in the scenes
they represent. Every element in the two dimensional array represents the intensity of the
corresponding spatial point. For an image with a resolution of 512x512 pixels, the number of

elements of the array is 262,144 points, which is a thousandfold smaller than the number of
sensory cells in the human eye.
10

The Video Camera

1.4.4

The tracking is done by analysing the images provided by a video camera. The characteristics
of the camera determine the amount of information that has to be processed for detection. The
camera produces 256 level grey-scale images at a frame rate of 30 images per second. The resolution of the images is 512x512 pixels. The Video camera will therefore provide the system with
approximately 7.9 MB per second.
For grey-scale images, the intensity of a pixels is scaled proportional to the intensity of the whiteness. But, as the blue band of a colour image seems to provide the highest contrast between
road and the shoulder of the road[Pom89], the blue colour should be a better choice for scaling.
A possible introduction of a camera of this type is therefore certainly recommended.
During driving, one can encounter situations varying in light intensity from blinding sun to night
time. The video camera does not automatically filter the images to produce images of uniform
intensity.

1.5

Recent Related Work

A system for tracking the verge of the road is strongly related to systems for autonomously
guided vehicles, since the latter also have to extract their relative position from images depicting
the scene they are travelling through. Based on this information a new directive for moving in
a certain direction is generated.
Various autonomously guided vehicles have been constructed. Nordlund et al. report a system for
pursuing a moving object by a moving observer[Nor95}. The system is constructed for tracking
one moving object throughout an image sequence, which is done by making use of the "brightness
constancy constraint" within two subsequent images, in combination with an affine or some other
transformations between these images. The 2D affine transformation is useful when the change

in depth is relatively small to the distance of the camera to the scene. The basic idea of the
affine transform is described in [Har94]. The system they present functions at a frame rate of 25
images per second, and is restricted to slow forward motion.
Huttenlocher et al. present a system that makes use of two dimensional edge images containing
a certain landmark[Hut94]. The position of this landmark with respect to the robot, is estimated
as a function of the motion of the robot. The estimate is refined every step, and errors due to
the motion of the robot are corrected. The obstacle avoidance is handled by sonar. The objects
are not assumed to interfere with the camera's line of sight to the landmark.
Bascle et al. describe a method for deformable region tracking, making use of texture information
instead of only edge information, for tracking objects of deformable shape[Bas94}.
All methods described have in common that they are based on systems with relatively low forward
motion. A system for real-time tracking the verges and the white restricting lines throughout
image sequences has to do with high speed forward motion, with objects of interest available
within a certain distance of the observer. The objects of interest are of rather constant shape.

1.6

Design Considerations

The images presented to the system are taken from the driver's viewpoint. The amount of redundant information contained in the images is huge, since the description of the four (curvy)
restricting lines and verges of the road is the only information of interest. Obviously redundant
information needs to be removed, which makes it possible to process the information of interest
at higher rates.
A general approach to reducing the amount of information that has to be processed, is focusing
the attention onto a restricted part of the data provided. These restricted parts are called regions
11

of interest, and the desired information is presumed to be available within this region. If one
would only concentrate on parts of the images presented by the camera, in which verges of the
road are available, that would give a reasonable reduction. Unfortunately, only the positions of
the white restricting lines and verges within close reach can be expected to be situated within a certain region of the image. The positions of the white restricting lines and verges lying
further away can vary throughout the whole picture. Since this information might prove to be
indispensable for predicting the future position of the car, reducing the necessary processing by
predefining parts of the images that can be ignored, is less desirable.
Once the restricting lines and the verges are detected by processing a single image, then a region of interest can be used. This region of interest should be dynamic however, and should be
recomputed for every new image.
One could make an important reduction of information, at the cost of some precision. The of-

ficial top speed in most European countries is 120 km an hour. The number of meters driven
between two subsequent images, can easily be computed for the given frame rate. In case of
the maximum speed, the distance driven between two subsequent images is maximally 1.1 meter. For the more curvy national roads, that mostly have a maximum speed of 80 km an hour,
the maximum distance is 0.75 meter. Since the maximum speed is only reached on reasonably
straight highways, one could admit 2.2 meters as a safe distance in this case. For the maximum
of 80 km per hour this implies a distance of 1.5 meter per image. For the sake of speeding up
the system, one could therefore choose to use one out of every two pictures the camera provides,
at the cost of accuracy.
Another reduction of computational complexity could be gained by reducing the resolution of

the image. Due to this reduction, however, details concerning the white restricting lines and,
especially, the verges is lost, so this method of information reduction is also less desirable. For
other applications the effects of resolution reduction might be tolerable.

1.6.1

Reduction of Image Information

The white restricting lines and the verges of the road are the features that have to be detected.
The verge of the asphalt of the road is characterised by two adjacent regions; the asphalt and the
shoulder of the road. The white restricting lines are characterised by their shape with asphalt
on either side.
An initial reduction of information presented by the camera is the segmentation of this image into
asphalt, the white restricting lines and the shoulder of the road. Unfortunately these features
within the image are not of uniform intensity, but show textures. In order to acquire the desired
result, the segmentation has to be based on regions of homogeneous texture. The segmentation
has to be insensible to non-ideal conditions, in which dirt accumulation, poor paint conditions,
sun reflections or other negative influences are responsible for decreased contrast levels.
Segmentation into regions of homogeneous texture reduces the amount of processing that has
to be done by the tracking algorithm enormously, without the loss of indispensable information.
The process of segmentation of the image is vital in the sense that the results are the input for
the detection. Thorough analysis of the texture segmentation is therefore necessary; results of
the segmentation should show the regions of the white restricting lines and the verges of the
road. If this is not the case, indispensable information is lost in the process.
The segmented images will be used for tracking. Once the features of interest are detected within
the first image, information concerning their positions can be used predicting their positions
within the subsequent image. This enables the system to relax its attention to parts of the image
in which the features are expected to be found.
12

1.7

System Requirements

The desired system has to function real-time. Since there is a strong relationship between the
feasibility of a real-time implementation of an algorithm and its complexity, the real-time requirement will impose some strong restrictions on the design of the algorithm. A system that
is slightly slower, within a certain restricted margin, can be real-time once speeded up. This
speeding up can be done by implementing the algorithm in dedicated hardware or by parallelisation. For a fast performing system, pipelining can be introduced as a temporal approach to
parallelisation.
The camera results are flushed to the image segmentation stage a number of times per second,
dependent of the frame rate of the camera. In the image segmentation stage the image is segmented into regions of uniform texture. Then, the features of the regions of homogeneous texture
will be used in the following stage, where the actual detection will take place. In the next stage,
the tracking stage, the positions of the white restricting lines and the verges are used, for tracking
them throughout the image sequence.
A scheme for a pipelined 8ystem is shown in figure 1.2.
road scene

decision
making

Figure 1.2: The pipelined system for tracking and decision making.

Pipelining provides the possibility for separate stage optimalisation. In pipelined systems the
overall performance is determined by the slowest stage.
Further performance can be gained by parallelising the separate sub-stages. The parallel implementation of one of the stages stages has been simulated by making use of PVM'.
The system has to be rather robust. If the white delimiting line is temporarily not available, the
system will have to detect this. The lateral position will then have to be determined by making
use of the position of the verge solely.

'Parallel Virtual Machine, Oak Ridge National Laboratory a.o. 1993. PVM is a software package that allows
a heterogeneous network of parallel and serial computers to appear as a single concurrent computational resource.
13
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Chapter 2

Texture Segmentation
This chapter contains a short introduction to textures with a short overview of various reported
texture segmentation methods. A statistical algorithm for texture segmentation as proposed by
He and Wang [HeW92] is described, implemented, and analysed for its applicability.

2.1

Texture

Texture is a grainy, fibrous, woven, or dimensional quality as opposed to a uniformly flat or
smooth aspect; Textures are the structure of wood, for example, or the structure of bricks, as
they are perceived by the human eye. The best fitting description of the word "texture" in this
context is "the surface of the objects as perceived by the sense of sight".
Textures play an important role in a wide range of computer vision research areas; from images
sent down to earth by satellites to microscopic images, from the analysis of outdoor scenes to
multi-spectral scan images, all contain textures. Despite this important role, the term texture
has no unique identifying formal definition.
Texture has to do with the spatial distribution of intensities and the tonal features in an image.
A texture can be described in terms of coarseness, directionality, uniformity, being irregular or
not, etcetera. Aspects like contrast, scale, directionality can change the perception of a texture,
so a fixed model for a texture is hard to give. Figure 2.1 shows some details of textures from the
Brodatz texture album [Bro68].

Although the term texture lacks a formal definition, many researchers in the area of texture
classification, texture segmentation and texture recognition came up with their own definition.
The various definitions of the term texture are as diverse as the research reported. Some of the
definitions are based on statistical features, others are based on generative models or the human
visual perception. The extensive number of possible definitions for the term texture implies an
even larger number of possible approaches to texture research.
Since a definition suggests a method for solving the texture based problem and vice versa, most
definitions are to be seen in their wider contexts. There are three principal approaches used to
describe textures.

• Statistical
Statistical methods assume texture characteristics to be expressible in terms of statistical features for the regions surrounding the image pixels. The associated properties are
coarseness, fineness, granularity, density, and so on.

• Structural or Model-based
Structural methods try to characterise textures in terms of textural primitives together with
a rule for the placement of these texture primitives. The primitive elements are supposed
15

Figure 2.1: (a)-(d) Some details of images from the Brodatz Album [Bro68]. (a) D15 (straw);
(b) D24 (pressed cl); (c) D29 (beachsand); (d) D84 (raffia). (e)-(f) two textures from the texure
land! WWW page [Textu] (e) noise pattern; (f) bricks.
to be detectable. The Model-based approach uses a generative model for textures, e.g. a
fractal function.

• Spectral
Spectral methods make use of frequency characteristics to describe textures. Two distinct
techniques are the frequency and the localised frequency approach. Where the former only
uses global frequency information, the latter makes use of localised frequency contents.
One of the associated properties is periodicity.

Please note that these classes are not completely distinct. The book of Haralick and Shapiro
[Har94] provides a more detailed view on most of the available approaches and gives a very general definition of the term texture:

The image texture we consider is non figurative and cellular. We think of this kind
of texture as an organised area phenomenon. When it is decomposable, it has two
basic dimensions on which it may be described. The first dimension is concerned
with the grey level primitives or local properties constituting the image texture, and
the second dimension is concerned with the spatial organisation of the grey level
primitives.

This definition, posed in very general terms, is used as an introduction to the various methods
available for texture based problems, though it seems to be a structural definition.
This defines a framework for distinguishing different texture types, based on the size of the grey
level primitives, the building elements of a texture which may be textures themselves, and the
locality of their spatial interactions. Small grey level primitives with strongly localised spatial
interactions lead to micro textures, as for example shown in figure 2.1(e). Larger grey level
16

primitives with a highly regular organisation, most obviously shown in figure 2.1(f), lead to so
called macro textures.
Analysis of texture is impossible without a frame of reference in which the scale of the texture is
stated. Since an images is a spatially sampled version of a "continuous" scene, for every texture
there exists a scale at which the texture seems to have a uniform grey intensity.
In the article of He and Wang [HeW92] a less general, possibly statistically based approach can
be inferred from their definition of the term texture:
Texture is the term used to describe the surface of a given phenomenon (the spatial
intensity relationship between pixels) in an image.

The method they propose is strongly related to their definition, and makes use of statistical
(and also more or less spectral) features of pixels. They perform the segmentation based on
information from the intensity relationships between a pixel and the pixels in their surrounding
area.

2.2

Texture Segmentation

Most images are not homogeneously textured, and therefore the ability of making distinctions
between different textured regions is very important. Texture segmentation is the process of
segmenting an image into non-overlapping regions of homogeneous texture, whose union is the
whole image. Our main goal is to detect the borders of the regions of uniform texture by detecting
the changes in features representing the textural properties.
Texture segmentation is far less obvious than one would expect from the simplicity with which
the human visual system seems to perform this task. Nevertheless, some specific segmentation
tasks seem even problematic for the human visual system. Figure 2.2 shows an example of such
a problematic task, since in this figure, even for the human eye, only a vague boundary between
the two textures can be perceived. Conform to the human perception, a detectable boundary for
every combination of adjacent distinct textures is assumed, with a tolerance in resolution of the
border depending on the similarity of the textures.

Figure 2.2: A mixture of the textures D5 and D92 from the Brodatz texture album

Segmentation in general is very delicate. One of the important aspects of a segmentation is
that it has to be "meaningful", which is a characterisation that is hard to describe. General
segmentation algorithms tend to obey the following rules, given in [Har94]

1. Regions of an image segmentation should be uniform and homogeneous with respect to
some characteristic, such as grey level or texture.
2. Region interiors should be simple and without many small holes
17

3. Adjacent regions of a segmentation should have significantly different values with respect
to the characteristic on which they are uniform.

4. Boundaries of each segment should be simple, not ragged, and must be spatially accurate

For a general texture segmentation, no knowledge in advance may be assumed concerning the
textures present. The type and the number of textures should not influence the process of segmentation. Since the interest lies in a complete automation of the texture segmentation, the
segmentation process should be un-supervised.
Most texture segmentation methods consist of two subsequent processes. At first a feature extraction algorithm is applied which transforms the image into a feature space in which segmentation
of textures is a more obvious process. Its main goal is to map the localities of equal spatial
structure into regions of equal feature labels. A segmentation algorithm is applied to analyse
this feature space in order to detect the regions of homogeneous texture.
Segmentation

Feature extraction

Image

Segmented Image

Figure 2.3: The two subprocesses in texture segmentation

Texture segmentation algorithms can roughly be categorised into five types of techniques for
feature extraction. This list is of course strongly related to the list of the various approaches of
describing textures.

• Statistical techniques
The features for a pixel are constructed from the statistics of the region surrounding the
pixel. Segmentation is done by deciding the most probable texture for every pixel, making
use of the features for this pixel. Examples and short descriptions of some reported methods
of this type can be found in [11ar94], [Ree93] and [Gon931.

• Model-based techniques
Model-based methods assume some underlying process for textures. The parameters for

these processes are estimated, and constitute the feature set. Fractal textures are an
example of model-based textures. More examples and short descriptions of some reported
methods of this type can be found in [Ree93]

• Structural techniques
Textures are assumed to be composed of well defined texture elements with a spatial
position according to a placement rule. The detection and the placement of these elements
constitute the feature space on which segmentation will be based. Examples and short
descriptions of some reported methods of this type can be found in [Ree93] and [Gon93].
• Neural network based techniques
This is a rather new approach to texture segmentation. Neural networks can be trained to
respond to their input in a certain way. A trained neural network decides the probability
of a texture for a pixel. This constitutes the feature vector on which segmentation will be
based. For references to reports with a neural network based approach see [Che94, p. 280].
See [Hwa95] for a back-propagation neural network approach, and [Ke195] for a cellular
neural network approach.
• Frequency and localised frequency techniques
Localised frequency techniques extract local frequency information for the regions surrounding the image pixels'. The local frequency contents constitute the feature space on
'Localised frequency techniques seem to be consistent with theories on human vision. Psychophysical research
has yielded evidence that the brain does a frequency analysis of the image, see section 1.4.2.
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which the segmentation will be based. Examples and short descriptions of some reported
Fourier Transformation based methods can be found in [Gon93]. The overview of Reed and
Buf [Ree93] contains references to more recent frequency based methods, like e.g. Gabor
filtering.

Note that these types of techniques do overlap. A neural network based approach, for example,
will probably make use of statistical features for deciding a probability. A localised frequency
approach will most probably make use of another class of techniques, e.g. a statistical technique,
for the final segmentation.
A very illustrative approach to the feature extraction part of texture segmentation is given by the
structural approach of [Jay8O]. It gives an idealised mathematical view on texture segmentation.
A texture t(x,y) is defined as

i(x,y) = h(z,y) * c(x,y)

(2.1)

in which h(x, y) is the texture primitive and c(x, y) = ö(r — Xm, Y — ym) is the placement rule,
with Zm and y,, as the coordinates of the impulse functions (the centres of the texture primitives
located in the associated regions of the image). The asterix denotes convolution.
Convolution can be expressed as a simple multiplication of the Fourier transforms, see section A.4

T(u,v) = H(u,v) C(u,v)

(2.2)

which gives us the possibility to determine the placement rule

C(u,v) = T(u,v) H(u,v)'

(2.3)

This means that, given a description h(x, y) of a texture primitive, a convolution filter H(u, v)1
can be derived. This filter is applied to an image containing the texture of interest, the result
would exhibit impulses at the centres of regions containing this texture. Unfortunately, this
method, like all structural methods, assumes textures to be composed of well-defined texture elements. Natural textures do not possess this feature. Furthermore it needs to know all textures
that it could encounter in an image in advance, which makes it useless for most applications.
A promising method of both the statistical and the localised frequency approaches will be considered in more detail. He and Wang [HeW92] propose a statistical method using a transformation
to the so called 'texture spectrum', which will be described and analysed in the following part
of the chapter. A localised frequency technique will be described and analysed in the subsequent chapter. This method is based on wavelet decompositions, and was based on a report by
[Lai93A].

2.3

The Texture Spectrum

The Texture Spectrum approach [HeW92] is a statistical method. It transforms the intensities
of an image into so-called texture units, which characterise local texture information for a given
pixel. The texture units are computed for each pixel by categorising the surrounding pixels into
classes of "intensity compared to the centre pixel". The size of the window and the number
of classes used, determine the size of the set of possible texture units. The application of a
traditional segmentation method to the texture units of the image reveal the global texture
aspect and determines the final segmentation.
The Texture Spectrum method makes use of a window of a fixed odd size w. The window is

centred on all pixels of the image. The intensity I of the central pixel is compared to the
intensities of all the other pixels within the w x w sized window. The difference is mapped onto
a number of N iniensiiy difference classes. The class of the intensity differences of the pixels in
the windows is computed scan-line-wise and stored in a set {E1, E2, .., EW2_l}, called a texture
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unit.
For example, if a window of size 3 x 3 is used, this window contains nine pixels with intensities
Jo, ii, '2, .., '8. For reasons of notational convenience, the central pixel's intensity is mapped onto
Jo, and the other pixel's intensities are numbered in scan-line order. The corresponding intensity
difference classification E1 is computed by a mapping of the intensity difference onto a number
of classes. For three intensity difference classes, central pixel intensity I and pixel intensity I
for i = 1, .., 8 , for example, the intensity class E1 is computed by the following function
1

ifI_<Io—i

0

ifIo—<IIo+L3

1

(2.4)

2 ifI1>Io+
This is represented in figure 2.4.

<
o

Io

I

I

I

to

E1=O

• E1=I
• E1=2
Figure 2.4: The possible classifications for a three class intensity classification

For all pixels within the window the intensity-difference class is computed. This generates the
texture unit TU for the central pixel. For the given example TU = {E1, E2, .., E8}.
Instead of this 3-class categorisation, a broader classification into N classes for window size w
can be chosen, resulting in NW2 possible texture units. The added ranges of intensity differences
also have size A. For 6 classes, for example, figure 2.5 represents the possible classifications.
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Figure 2.5: The possible classifications for a six class intensity classification

, I]

Please note that in case of an even number of classes the pixels in the ranges [I —
and
[Ia, I. + z] will be classified to different intensity difference classes. This is different from the
odd case, where both are assigned to the same class. The set of all the texture units of the
image is called the Texture Spectrum of the image. Different textured areas consist of different
texture elements and will be mapped differently onto the texture spectrum. Therefore the texture
spectrum characterises the textural part of an image.
If the texture spectrum is used as the feature detection space, a traditional intensity-based edge
detection algorithm can be applied to perform texture segmentation. The grey level used in the
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original detection algorithm is replaced by the texture unit value, that incorporates information
concerning the region surrounding the pixel.

2.3.1

Implementation

The Texture Spectrum based segmentation has been implemented and tested on several images.
The edge detection operator applied was the Roberts operator or Roberts gradient. The Roberts
operator is performed onto 2x2 areas, and represents the gradient of the linear surface fitted to

'

the image. For a 2x2 window (
For

the Roberts operator is defined as /(a — d)2 + (6 — c)2.

the Texture Spectrum the Roberts operator is implemented as

=

D(IJ) +

(2.5)

with
w2—1

Di(I)=

ITU(k)—TU1+i,+i(k)I
w2—1

D2(1,,)

= >

ITU1+i(k)

—

TU+i,,(k)I

where T(J1(k) is the k-th element of the texture unit calculated from the window with its centre
located at position (i, J). This actually implements the relative difference between the Texture
Units diagonally measured.
The resulting image of the Roberts operator result was thresholded to a binary image by

if

> T then R(J) =

1;

el8eR(1) = 0;

(2.6)
(2.7)

for a threshold value T. In most images used for testing, a threshold value of 50 seemed to provide

the best results.

2.4

Results of the Texture Spectrum method

The parameters of the Texture Spectrum based segmentation are the window size w, the difference factor and the number of intensity difference classes N. Different modifications of these
parameters have been tested. It seemed that in case of an even number of classes, a lot of noise
was introduced into the segmentation. Therefore only odd numbers of classes have been used.
The origin of this noise is easily explicable: For an even number of classes, two pixels with a
small intensity difference, situated within a window range, will be mapped onto different classes
when the window is centred onto the one or the other. The window size w and the image size
P x Q are directly related to the time complexity of the algorithm. The smaller the window used,
the faster the algorithm because of the smaller amount of processing per pixel to be performed.
The number of computations that needs to be performed, has order e(w2PQ). Therefore our
main interest lies in computations applying a window as small as possible.
A texture segmentation method should be general; fine-tuning for every different type of texture
should not be necessary. The testing thus started with one simple image and the parameters
involved were varied, until the best possible settings for a meaningful segmentation, judged by a
human expert, were found. Then an extensive collection of images was tested, and results were
analysed. The textures contained in the images varied from micro to macro textures. Three of
the images used for testing are presented in figure 2.6.
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Figure 2.6: Three of the images used for testing, sized 256 x 256. (a) orka256, with the water as
the most interesting texture. (b) Lena, containing a feather as the most interesting texture (c)
a mixture two macro textures of the Brodatz album.

As shown in figure 2.7(a) to (1), the quality of the results strongly varies. Dependent on the type
of the boundary between two regions of homogeneous texture, the detection of this boundary
proved to benefit from other adjustments. Every image showed to have its own optimal settings
for the parameters. The Texture Spectrum method seems to be very sensitive to the settings of
its parameters. Rules for an optimal setting of the parameters were searched for, by relating the
initialisation of the parameters and the textures contained in the image to the results. During

testing the following relations between the original image, the parameters, and the resulting
segmentation were revealed.

2.4.1

The Window Size

The results proved to have a strong relationship to the scale of the textures contained in the
image. If the parameters are set for a certain small scale texture, the larger the scale of the texture
gets, the worse the performance becomes. As the method is applied to an image containing macro
textures, as in figure 2.6(c), the resulting segmentation is disappointing.
This revealed a relation between the scale of the textures and the window size used; the window
size should be such that it contains at least an area in which a texture can be seen as relatively
uniform. Therefore the term "uniformity region" is defined for the Texture Spectrum method.

Definition 1 The uniformity region of a texture is the smallest possible size of a window in
which the texture units of two randomly picked different pixels in a texture are similar.

If an image contains significantly different textures, it seems to be impossible to adjust the
parameters in such a way that the rules for a meaningfull segmentation, given in section 2.2,
hold. The term "uniformity region" and "grey level primitive", the latter used by [Har94], both
more or less indicate the scale at which the texture is analysed. They are closely related to
descriptive terms as coarseness, regularity, scale, uniformity and so on. It showed that for most
macro textures the "uniformity region" was rather big, which made a segmentation impossible,
as for example for the textures shown in figure 2.7(c)
Another disadvantage of the method is the fact that if the window size is increased, detail aspects
get less important. Therefore the term "discriminatory region" is defined.

Definition 2 The discriminatory region of a texture is the largest possible size of a window in
which the texture units of adjacent pixels, lying in distinct textures, are reasonably distinct.

An extended window size implies that detail aspects will take part in computations within a
larger region, which leads to less distinct texture units of the pixels within close range.
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Figure 2.7: The results of the images presented in figure 2.6. For all tests the number of classes
N was 3, and the resulting segmentations were thresholded with a threshold value of 50. (a-c)
The results for w = 5 and z = 15. (d-f) The results for w = 15 and z = 15. (d-f) The results
for w = 5 and = 40. (d-f) The results for w = 15 and i = 40.
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As might have been noticed, the slightly vague concepts of uniformity region and the discriminatory region are distinct measures, and probably are distinctly valued for every texture and
texture combination. During testing it was shown that, when the size of the uniformity region
of some of the textures within the image was bigger than the size of the discriminatory region, a
meaningful segmentation was impossible. Two examples of such images are given in figure 2.8.

Figure 2.8: (a) Detail of parchment with a water mark. (b) a cross of brighter intensity within
a noise image. These images can not be segmented properly by the Texture spectrum method,
since the size of the uniformity region is significantly bigger than size of the discriminatory region.

2.4.2

The L parameter

parameter resulted in more regions in the segmentation for a higher value
of the parameter, and in less for a lower value. The parameter had a close relationship with the
number of small holes within the regions of uniform texture. This can be explained by the fact
that the i parameter gives an indication of the sharpness of decision making, i.e. the rate of
difference in intensity for two pixels on which will be decided that this difference belongs to a
closer or a further-away class.
Modifications of the

2.4.3

The number of Intensity Classes

The influence of the number of intensity classes was notable in the un-thresholded images, since
the number of intensity classes "more or less" represents the resolution of the Texture Spec-

trum. The larger the number of intensity classes, the smoother the intensity was distributed
in the un-thresholded images. For 3 possible intensity class differences and window size 5, the
un-thresholded image showed a histogram of approximately 10 peaks spaced approximately 10
intensity-values apart. For a higher number of classes, the number of peaks increased while the
in-between distances decreased. The smoothing of the intensities for the un-thresholded images
also holds for increased window-sizes, since the number of possible values for texture units increases.

2.4.4

Conclusion

It is impossible to estimate the size of the uniformity, nor the discriminatory region of a texture in
advance, without any knowledge about a texture or pre-processing. Moreover, the segmentation
of images containing textures of different scales is likely to result in a meaningless segmentation.
As has been pointed out before, for some images the size of the uniformity region is bigger than
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the size of the discriminatory region, which makes a meaningful segmentation impossible. Since
all the parameters involved in the Texture Spectrum method are fixed during the segmentation,
the process is non-adaptive. Therefore it can be concluded that the Texture Spectrum method
is not so suitable for a general texture segmentation algorithm.
Nevertheless, for specific tasks the method provides some quite remarkable results. It seems
that fine-tuning of the parameters for specific applications is worthwhile. Especially for images
containing textures consisting of relatively small uniformity regions, the method provides fast and
useful results; fast because a small window can be used, due to the small size of the uniformity
region, and useful because of the quality of the segmentation provided.
Figure (2.9) shows a fine-tuned result for an image taken from the viewpoint of a driver of a car.
Both the white lines on the road and the verge of the road are clearly visible in the segmented
image.

Figure 2.9: (a) Image taken from the viewpoint of a driver of a car. (b) Results of the texture
spectrum segmentation for N = 3 , A = 35 and w = 5
For other specific images, like for example a slice of an MRI scan of a human head, optimal tuning
seemed quite impossible. Due to the varying size of the uniformity regions of the textures in the
image, and given the fact that some tissues very smoothly change into other tissue material, finetuning showed to be impossible. Speaking in terms of the rules for a "meaningful" segmentation,
as given in section 2.2, the regions do contain small holes and the boundaries are ragged.

The Texture Spectrum method has been implemented as a C program for PGM-typed images
and as a module for SCIL-Image2. The menu user interface within SCIL-Image is shown in
figure 2.11

2.5 PVM
PVM is short for "Parallel Virtual Machine", and provides a cheap alternative to massively
parallel machines by simply combining the available computational force and network capacities
into a single "virtual" machine. The subsumed machines need to be connected via a network
and all have to contain a similar version of PVM.

PVM consists of a daemon, installed on all machines in the network, and a user library containing code for initiating processes, for communication between processes and for changing the

configuration of the virtual parallel machine. PVM is fault tolerant; if a subsumed machine
2SCIL-hnage is a set of libraries and image processing routines developed by the University of Amsterdam
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Figure 2.10: (a) Slice of an MH.I scan of a human head. (b) and (c) Un-thresholded and thresholded results of the texture spectrum segmentation for N = 3 , = 30 and w = 9

Figure 2.11: The menu user interface of the texture spectrum method as it has been implemented
in SCIL-Image.
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fails, this will automatically be detected by the virtual machine. However, applications are selfresponsible for tolerance to host failure, since no tasks are automatically recovered. PVM also
has the possibility to add or remove hosts dynamically.
C code can be ported to PVM by extending the program with PVM code and by a division of
the severe computational tasks into parts. This can be done by extending the computational
procedures with the ability of dynamically handling parts of the computation. These procedures
can be run on the various nodes, which thereby perform parts of the computations. Due to the
different architectures of the underlying machines, the various computational nodes can differ in
their computational force. The program should, next to being fault-tolerant, be written in such
a way that the faster machines will take charge of a more extensive part of the computations.
Communications between the different hosts can take place via signalling and communication
channels. Signalling has two possibilities; Unix messages or messages with specified tags that
can be checked for can be send. Via the communication channels one can make use of blocking
and non-blocking sends and receives. The order of the sends is guaranteed.
The Texture Spectrum algorithm has been implemented on a PVM system, using a master-slave
configuration with message passing. The master provides parts of the images to the slave processors. The slave-processors then compute the texture units and performs segmentation of the
provided part. Once a slave processor has finished, it sends its results to the master processor.
The master processor then sends the subsequent not-yet computed part of the image. The master
only supplies new parts of the computational task to processors that are waiting for them. This
makes sure the computational task is distributed based on computational force.

The partition of the image is done line by line, but can also be from the centre or from the
corners of the image, either centric or rectangular.
The speed increase depends on the computational force of the various underlying machines. Due
to the large variety in these machines (two very old SUN's, one more recent SUN and a Silicon
Graphic Indy) in the laboratory where the algorithm was tested, the speed-increase can not give
a clear indication of the speed-increase of a final version that would be parallelly implemented
on dedicated hardware. Nevertheless, parallel implementation proved to be possible and to pay,
and the created parallel algorithm can easily be ported to dedicated hardware.
The texture spectrum method has been implemented in PVM with an I/O routine for PGM-typed
images.

2.5.1

Improved Implementation

An improved version of the algorithm can be constructed by realising the relation between the
central pixel and the examined pixels. If the relation between a pixel i and pixel j, in terms
of intensity difference classification, is determined, the result can be used for both the window
centred on i and the window centred on j. The intensity class as computed by formula (2.4) of
a pixel j in a window in comparison to its central pixel i is directly related to the intensity class
for the current central pixel i in comparison to the window centred onto pixel j. This reduces
the number of computations by a factor of two.

2.6

The Texture Spectrum and the verge of the road

Although the Texture Spectrum method seems to provide rather remarkable results for segmentations showing the restricting lines, as presented in figure 2.9, certain unfavourable aspects that
were revealed, imply strong restrictions on the characteristics of verges of the images the method
of He and Wang can successfully be applied to.
Looking from the "detecting the verge of the road" point of view, the method seems not to be
suitable enough in most cases of unrestricted road images. This is shown in figure 2.12, where
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the white restricting lines are clearly visible, but the verge of the road at the lower right side is
not detected.
For the texture spectrum, only if the texture of the road and the texture of the shoulder of the
road are different enough for a certain window size and a certain
value, the verge can be
detected. The contradictory demands for a successful segmentation of certain regions of homogeneous texture, as represented by the terms "discriminatory region" and "uniformity region",
imply a certain impossibility for a guaranteed successful segmentation, in which the verge of the
road is clearly represented.

Figure 2.12: A road image (a) accompanied by its optimal segmentation (b).

Another example of the fact that the Texture Spectrum method does not function well enough
is shown in figure 2.13. For th right side of this road only the white restricting line like structure
is detected. The verge does not show up in the segmented image.

Figure 2.13: A road image (a) accompanied by its optimal segmentation (b).
Therefore it can be concluded that, although the texture spectrum method seems to provide nice
results for the restricting lines, for unrestricted images, that are roads not delimited by white
lines, the method is not guaranteed to be successful, and a better method should be considered.
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Chapter 3

Wavelet Based Texture
Segmentation
This chapter presents another approach towards texture segmentation. Within the Computer
Vision research community it is commonly accepted that the human visual system uses frequency

contents for image analysis, as was pointed out in section 1.4.2. Within this chapter a texture
segmentation technique, making use of local frequency contents at various frequency scales, is
examined.

The Fourier transform is a mathematical tool that can be used for frequency analysis in general. Applied to an image, the Fourier transform reveals the global frequency contents of the
image. The definitions of both the continuous and the discrete Fourier transform are given in
appendix A. The applicability of the discrete Fourier transform for segmentation has been studied, see [Ree93] for an overview, but statistical approaches outperformed the developed methods
easily.

To compute the value of the Fourier transform for a single frequency ', information about 1(x)
on (—oo, oo), or in the discrete case, on (0, 1, .., N), is needed. All these values contribute to the
Fourier transform. Therefore a single change of one of the values of I may significantly influence
all coefficients of its transform. This implies that the Fourier transform is not suitable for local
frequency analysis of a function.
To overcome the lack of locality in the Fourier Transform, Gabor introduced the Short Time
Fourier Transform (STFT). The basic idea behind this transform is the localisation of Fourier
Transform by making use of a window function, which results in the extraction of local information of the frequency content. The definition of the STFT is given in appendix A.
Segmentation techniques based on local frequency contents are called localised frequency techniques. The more recently proposed and researched techniques within this area are mainly based
on the application of Gabor filters. This is still an area of research, but some interesting results
have already been obtained, see [Ree93] for an overview and [CoVis] for references to recent
papers.
A disadvantage of the STFT is the fact that the time-frequency window is of constant width and
height, as shown in figure A.!. For reasons of accuracy, the higher frequencies need a relatively
small time-interval, and the lower frequencies need and a relatively wide time-interval.
Appendix A contains a short introduction into time-frequency analysis techniques like the Fourier Transform and the Short Time Fourier Transform. Readers who are unfamiliar with these
transforms, and the general theory of time-frequency analysis, are advised to read appendix A
before continuing.
Another, even more recently developed technique applied for segmentation, is the application of
wavelets, which provides better time-frequency localisation. The applicability of wavelets in the
area of texture segmentation will be closely examined.
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3.1

Wavelets

Wavelets are a family of functions constructed by the shifting both in time and scale of a basic
function, called the mother wavelet. The decomposition of a signal onto an orthogonal basis
of wavelets is called the wavelet transform. The wavelet transform provides time-frequency information of the decomposed signal, and covers exactly the whole frequency domain. Using
decomposition vectors as feature sets in the process of texture segmentation, an image segmentation based on frequency content can be made.
For the reader unfamiliar with wavelets, an introduction into wavelet theory is included in Ap-

pendix B. The introduction states, among others, the wavelet transform, and mentions the
relation of this transform to signal processing.

3.1.1

Wavelets and Filtering

Wavelets decompose the L2(It) space, i.e. the space of square integrable functions, into a diZ}, in which ,bJ,k =
rect sum of closed subspaces W5, j E Z, with W1 = span{,b1,k k
2'I2t(2'x — k) for a wavelet . Each decomposition W, provides localised frequency information at a given scale.
Daubechies proved in [Dau88] that the decomposition of a signal onto an orthogonal wavelet
basis is equivalent to filtering with specially obtained filters corresponding to the decomposition
basis. The wavelet transform can thus be seen as a simple filterbank, see appendix B.
Because of the equivalence with filterbanks, the filters corresponding to certain wavelet types can
be analysed, and their transfer function can be determined. The filter characteristics provide,
next to a way of understanding the wavelet decomposition process, a mechanism for specific
selection of certain wavelet-types.

3.2

The Wavelet Frame

For the regular wavelet transform, the results of every level in the wavelet transform are downn decompositions
sampled by a factor of 2. For an original signal of length n the maximal 2
together result in n elements, so the decomposed vector has the same size as its original. The
decomposition is complete, in the sense that the original signal or image can be reconstructed
from the decomposition without loss of information. The decomposition process, represented in
terms of filters and downsamplers, is shown in figure B.6.
At every decomposition level in the wavelet transform, the signal is convolved with a mother
wavelet, shifted in time as well as in frequency, corresponding to the decomposition level. Due
to the dyadic character in time for the decomposition levels, a simple shift in time of the texture
can result in a completely different decomposition. The wavelet decomposition is therefore not
time-invariant.

Definition 3 A system is called time-invariant if shifting the input results in an equally shifted
output. Thus, if a sequence x[t] is mapped onto the sequence y[t], denoted as
x[t] —. y[t]

(3.1)

x[t+r]—y[t+rJ

(3.2)

then

In figure 3.1 the lack of time-invariance of the wavelet transform is clearly noticeable. The downsampling step in the decomposition process is responsible for the lack of time-invariance. Instead
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Figure 3.1: The Wavelet Transform. (a) arbitrary signal and (b) same signal delayed one time
step. (c) and (d) Corresponding wavelet decompositions for a Daubechies D6 wavelet; first fourth axis: first - fourth decomposition on the W, spaces (j = 1 .., 4), fifth axis: decomposition

on the V5 space. Please note that the decomposition values are only defined at the integer
numbers.

31

of downsampling the signal, one can also upsample the filter. This results in an overcomplete
wavelet decomposition in which, at every stage, a signal as big as the input vector is computed.
This overcomplete transform is called the Wavelet Frame. This results in a decomposition as
shown in figure 3.2.
The Wavelet Frame decomposition is shown as a filterbank in figure 3.3
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Figure 3.2: The Wavelet Frame. Decompositions of the original signals in figure 3.1, for a
Daubechies D6 wavelet; first - fourth axis: first - fourth decomposition on the W, spaces
(j
1, .., 4), fifth axis : decomposition on the V5 space. Please note that the decomposition
values are only defined at the integer numbers.

Figure 3.3: The Wavelet Frame for three decomposition levels as a filter bank, where the index
represents the number of times the filter has been upsampled with by factor of 2.

3.2.1

The Wavelet Packet Frame

The Wavelet Packet Frame, which is the analogon of the Wavelet Packet Transform, corresponds
to a general binary tree structured filterbank. The main difference between the Wavelet Frame
and the Wavelet Packet Frame lies in the fact that for the latter, the high frequency components
are used for further decomposition. In figure 3.4 the Wavelet Packet Frame is represented as a
filterbank.

3.2.2

Derivation of the Fast Wavelet Frame Algorithm

From the signal processing point of view the Wavelet transformation is defined in terms of
convolutions, followed by downsampling;

= Hc''
d=
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(3.3)
(3.4)

Figure 3.4: The Wavelet Packet Frame for three decomposition levels as a filter bank, where the
index represents the number of times the filter has been upsampled by a factor of 2.
with

where I = E and

.

(H a)k = (12 (ii * a))k
* a))k
(C a)k = (12

(

(3.5)
(3.6)

The h and gn coefficients are called the interscale basis
=
coefficients. The overbar denotes complex conjugation, and the definition of the convolution
and the downsampling operator are given in appendix A, in section A.4 and A.5, respectively.
Formulas 3.3 and 3.4 are called Mallat's Pyramid Algorithm.

The Wavelet Frame decomposition is defined likewise, except for the down-sampling of the signal,
which is replaced by an up-sampling of the filter. Therefore the Wavelet Frame decomposition
is defined similar to Mallat's pyramid algorithm (3.3-3.4)
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First there is to prove
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This can be proven through using the definition of the up-sample operator
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otherwise

The convolutions can be rewritten in terms of summations and multiplications, which are easier
to implement.
The discrete convolution is defined as

Xj4S_

(x * y)n =

For notational convenience, define (h') = (12' h)

=

((12' i)

and

(3.13)

(h') = (12' h),

(iz' *

—

=

= (12' h)(J_k) a1
The deduced property also holds for the G matrix, and therefore the Wavelet Frame decomposition can be rewritten to equation (3.7 - 3.8), with

(HIa)k = >2h',,...kafl

(3.14)

a,,

(3.15)

(G1 a)k

=

in which

h'

=
=

12' h

(3.16)

12' g

(3.17)

Analogous to the FWT-algorithm, see section B.5, the matrices G1 and H, can be constructed
by simply interpreting the formulas (3.7-3.8) as a matrix vector multiplication. The matrix H•
for a c' of length p, is defined as the following p x p matrix
h'(o)

...

0

h'(o)

h'(l)

...

h' (2' n — 1)

...

h'(2'

0

h' (2

n — 1)

.

—

1)

0

0

.

.

0
0

.

0

h'(O)

which n is the length of the initial interscale basis coefficient h = h°. Note that this a periodic
matrix.
Take into account that the non-zero elements of the g vector have a different range. Consequently
the matrix G, is slightly different.
in

3.2.3

2D extension

The extension to two dimensions is similar to the wavelet transform case, as presented in section B.9. The 2D Fast Wavelet Frame can be expressed as the following recursions

=
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HHc'

= GHC'
= HG,c'

=GGS

and H1 operators act on
where the G and H operators act on the first indices, and the
the second. The difference with the 2D wavelet extension lies in the filter operators G' and
h_pan,q and
H acting on the first and the second indices. For example; (H a)p,q =
(H a)p,g
h_qap,n, where the j denotes the decomposition level.
The dc")' vector is called the horizontal decomposition at level i, d'' is referred to as the
vertical decomposition at level i, and d(d) is called the diagonal decomposition. The C' is called
the low resolution image for level i, for i = 1,2,

The Wavelet Frame results in a decomposition scheme as shown in figure 3.5. The shaded
decompositions denote the set of decompositions that are element of the set of decompositions
resulting from the Wavelet Frame. The decomposition scheme of the Wavelet Packet Frame
differs in the fact that all decomposition levels are used for further decomposition, and that the

4.

complete set at the lowest decomposition level constitutes the final result.

I. beer riim ip

Figure 3.5: The Wavelet Frame decomposition scheme for a two dimensional image

From above to the bottom the H,V and D decomposition decrease in resolution, because of
the lower resolution space they represent. The lower the decomposition level, the higher the
resolution of the resolution space, and the more detailed the information gets. The higher a
decomposition level, the lower the resolution of the resolution space, and the more global the
information gets.

3.2.4

Selecting a wavelet: Filter properties

The equivalence of the Wavelet Frame and a specially constructed filter-bank has been mentioned
in appendix B. This equivalence implies that tools for filter analysis and filter design can be used
for picking a wavelet-type. The filters used and thus the wavelet used in the decomposition are
very important, since the usefulness of the feature space depends on it. Some considerations for
filter selection are discussed by Lame and Fan[Lai93A];

Symmetry

Since the spatial position of the borders are of crucial importance, the response of the
filter should be linear and without delay, such that the boundaries are detected at their
spatial position. Filters with symmetry or anti-symmetry have a linear phase response,
see section B.7.1, and the delay of these filters is predictable. Furthermore this type of
filter will not introduce complicated distortions, by spreading the frequencies over a wide
frequency range.

• Frequency Characteristics
QMF-filters are preferred because they do not exhibit a multi-lobe property. Unfortunately
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a compactly supported QMF filter can not be symmetric or anti-symmetric, except for the
Haar Wavelet, see [Dau92, chap8].

• Uncertainty factor
The filters should have a flat in-band frequency response and a sharp off-band attenuation.
This gives us the possibility to make a discrimination based on small frequency differences
at the various decomposition levels.

Based on these considerations and the properties mentioned in section B.6, the following two
types of compact supported orthogonal wavelets are used for further research.
O Daubechies wavelets
The Daubechies wavelets have the maximum number of vanishing moments for a given
support. It corresponds to the unique maximally flat magnitude square response in which
the number of vanishing derivatives of IH0(e'112 at = 0 and a = are equal, see [Aka92].
In other words, this provides the smoothest possible wavelet functions, for a given order,
with the least possible coefficients, where smoothness is expressed in terms of regularity.
Regularity is closely related to the number of times a function is continuously differentiable,
see [Dau92]. The interscale basis coefficients and the corresponding frequency responses
are shown in figure 3.6.

(a)

(d)

(e)

(1)

Figure 3.6: The interscale basis coefficients of the Daubechies wavelets (shifted), and the corresponding frequency spectra. The solid lines represent the h, the dashed lines represent the gn.
(a) fourth order Daubechies wavelet (b) sixth order wavelet (c) twelfth order wavelet. (d-f) the
corresponding frequency spectra.

0 The Coifiet Bases
The Coiflets try to suit as much as possible in the demands with respect to symmetry and
the smallest possible support. The Coiflet bases have traded off some vanishing moments
of the wavelet function for the scaling function, which are both nearly symmetrical. Both
have an equal number of vanishing moments. This leads to an increased symmetry of the
scaling function, compared to the Daubechies wavelets, see appendix B, and thus both have
the smallest possible support. Daubechies wavelets have scaling functions with a maximal
number of vanishing moments. The interscale basis coefficients of Coiflets of various orders,
together with the corresponding frequency spectra, are shown in figure 3.7.

The frequency spectra of the interscale basis coefficients give an indication of their frequency
response. Filtering with the gn removes the tow frequencies and allows the higher frequencies
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(a)

(b)

(d)

(e)

(1)

Figure 3.7: The interscale basis coefficients of the Coiflets (shifted), and their corresponding
frequency spectra. The solid lines represent the h, the dashed lines represent the g. (a) second

order Coifiet (b) fourth order Coifiet (c) sixth order Coifiet. (d-f) the corresponding frequency
spectra.

to pass. Such a filter is called a highpass filter. The h,,, on the other hand, stops the higher
frequencies and allows the lower frequencies to pass. Such a filter is called a lowpass filter.

The filters involved in the decomposition process, cause delay. This can be shown by the
Daubechies 12, wavelet; The impulse response exhibited by the corresponding interscale basis coefficients shows the delayed spatial position of a lobe. The spatial position is moved in the
direction the filter is applied, see figure 3.8

Figure 3.8: The lobe delay displayed. The undashed line is the unconvolved signal, the dashed
line is the result of the convolution with the interscale basis coefficients of the Daubechies 12,
wavelet.

Since segmentation based on local frequency contents for a spatial position is the ultimate goal,
the lobes have to manifest at the correct positions, i.e. they have to be situated at the spatial
position of the lobes in the original image. Therefore, the filters are shifted in such a way that
the lobes showed in the decomposition constitute positions equivalent to the original positions.
This correction has taken place by shifting the filters involved such that the most extreme values
of the impulse response are exhibited at the zeroth position. For the given wavelet-types, this
results in the smallest possible delay in the decompositions.

3.3

Wavelet Frame Results

Whether or not the Discrete Wavelet Frame (DWF) and the Discrete Wavelet Packet Frame
(DWPF) transformations can be used for "useful feature extraction" in texture segmentation
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__ __
can be investigated by close analysis of the results these transforms provide. The extracted
localised frequency contents, which are the results of these transforms, and which constitute the
feature space on which the segmentation will be based, must characterise the texture features of
the image.
One of the images used for testing is shown in figure 3.9(a), constructed from two textures from
the Brodatz texture album. From this 512 x 512 image, the horizontal scan-line at position 365
now is used as an example. The boundary between the two textures lies between position 290
and position 291, for this scan-line. The analysis starts by looking at the estimates of the power
spectral density for the left and the right texture, as presented in figure 3.9(b) and (c), at the
corresponding scan-line in the unmixed textures.

IL:

(c)

(b)

L

(d)

Figure 3.9: (a) Two textures from the Brodatz texture album joined in one image, with a
sinusoidal borderline. (b,c) the power spectral density estimate of the left (b) and the right (c)
texture. (d) the power spectral density estimate of scan-line 365 (solid) and the summation of
(b) and (c) (dashed).

Figure 3.9 shows that the spectrum of a combination of textures is similar to the combined
spectrum of the individual textures. This supports the assumption that texture segmentation
can be based on local frequency contents.
The image shown in figure 3.9 is decomposed via the Wavelet Frame transform, after which the
corresponding horizontally decomposed scan-lines were plotted. Figures 3.10 and 3.11 illustrate

the results of the decomposition process. Please note that the decomposition provides two
dimensional results; the graphs only present one dimensional aspects of these decompositions.
The decomposition process has been applied to a large set of different images, for the Daubechies

and the Coifiets of various orders, where the images ranged from scene images to images as
presented in figure 3.9. The rescaled results of the decomposition for a Coifiet of order 6 for
figure 3.9 are given in figure 3.12. The rescaled results for figure 2.7(c) are given in figure 3.13.
A wide range of decompositions was closely analysed, and some features the Daubechies wavelet
and the Coifiets differ in or have in common, were revealed. For reasons of convenience we refer
to both the Coifiets and the Daubechies wavelets as wavelets.

3.3.1

Wavelet order

Higher order wavelet imply more distinct decompositions through better frequency separation.
For the lower order wavelet, most of the structures within the image are revealed at all decomposition levels, whereas the higher order wavelets provide more different results at the various
decomposition levels. In terms of the image shown in figure 3.9(a), the pattern of the texture on
the left side of the image is clearly visible in all decomposition levels for the lower order wavelets,
whereas this pattern is revealed at a higher decomposition level for a higher order wavelet, with
the lower levels not showing the pattern.
Increased order of the wavelet results in increased frequency separation, and provides a better
basis for segmentation, since the segmentation can be based on differences in the frequency curves
of a decomposition at some level. For higher order wavelets the higher decomposition levels seem
rather blurred compared to the same levels of lower order wavelet decompositions. This shows
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Figure 3.10: Overview of some of the decomposition results of the figure shown in 3.9(a). The
DWF results using Daubechies wavelets; The D2 wavelet (a), the D6 wavelet(c), and the D12
wavelet(e). These figures show the intensities of a horizontal scan-line (top graph), the results
at the first - third horizontal decomposition level (second-fourth graph) and the remainder (fifth
graph). (b), (d) and (f) show the corresponding estimate of the spectra of the signals depicted
in (a) (c) and (e)
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Figure 3.11: Overview of some of the decomposition results of the figure shown in 3.9(a). DWF
results for the Coifiet of order 2 (a), order 4 (c) and order 6 (e). These figures show the intensities

of a horizontal scan-line (top graph), the projections at the first, second and third horizontal
decomposition level (second-fourth graph) and the remainder (fifth graph). (b), (d) and (f) show
the corresponding estimate of the spectra of the signals depicted in (a) (c) and (e)
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Figure 3.12: The DWF decompositions of figure 3.9 for the Coiflet order 6. (a-c) first decomposition level (Wi): hor., vert., diag. (d-f) second decomposition level (W2): hor., vert., diag. (g-i)
third decomposition level (W3): hor., vert., diag. (j) low resolution space (V4).
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4

Figure 3.13: The DWF decompositions of figure 2.7(c) for the Coifiet order 6. (a-c) first decomp
level (Wi): hor., vert., diag. (d-f) second decomp level (W2): hor., vert., diag. (g-i) third decomp
level (W3): hor., vert., diag. (j) low resolution space (V4).
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that the higher frequency components have been removed for the higher decomposition levels.
A disadvantage of the improved frequency separation is that it levels the importance of all decomposition levels. For lower order wavelets the information is more or less available at all
decomposition levels, whereas for the higher order wavelets certain frequency information is only
available at the corresponding decomposition level. For higher order wavelets, the high frequency information is more exact in the spatial position for the lower decompostition levels. The
higher decomposition levels, containing the lower frequency information, provide the more global information. For lower order wavelets, because of the lower frequency separation, the higher
decomposition levels also contain high frequency components, and therefore stronger reveal the
exact spatial positions of changes.
Quite remarkable is the fact that the results of the Coiflets of order 4 and order 6 showed small
visual difference. Therefore applying a higher order Coifiet than the Coifiet of order 4 seems
hardly useful.
Furthermore the order of a wavelet is related to its smoothness. Since application of the Wavelet
Frame is actually nothing more than convolving the image with specially obtained filters, an image feature quite similar to the shape of the interscale basis coefficients will result in a stronger
response than an image feature shaped completely different. This effect has to do with the correlation of two signals, and is clearly visible in the decompositions; a higher order wavelet provides
a less capricious decomposition. This is expressed by smaller,"thinner" and more localised responses for the transitions in the intensity curves in the original image.

3.3.2

Boundary Information

The boundaries of the regions of homogeneous texture are supposed to be characterised by
a transition in the frequency curve at some decomposition at some level. This effect should
therefore show in some decomposition at some level within the decomposition range.
In general, for higher order wavelets, the frequency information is extracted more exclusively

at the decomposition levels. This has to do with the better frequency separation between the
decompositions, which maps the different frequency characteristics of different boundary types
more exclusive onto different decompositions. Due to the sharper cut-off frequencies, with lower
overlap for the frequency spectra of the interscale basis coefficients or higher order wavelets, see
figure 3.6 and 3.7, a boundary will be mapped onto a more restricted decomposition range.
Furthermore, wavelets have the tendency to erode weak edges, resulting in reducing the sharpness.
For higher order wavelets this effect is stronger, due to the length of the filter coefficients; the
influence of weak local transitions is less for the higher order wavelets.

3.3.3

Diagonal Decompositions

The results at the various diagonal decomposition levels for various images have the common
aspect of being rather noisy. Often they were not adding any additional visual information to
the visual information given in the horizontal and vertical decomposition. Figure 3.14 gives an
example of this.
The fact that the diagonal decompositions hardly show any additional visual information can be
explained by looking at the construction of the diagonal decomposition. This decomposition is
generated by high pass filtering of the image, subsequently applied in the vertical and horizontal
direction. The decompositions in the horizontal and vertical direction are generated by high-pass
filtering in one direction, preceded or followed by low-pass filtering in the other direction. The
lowpass filtering in both the horizontal and the vertical case is responsible for smoothing the
decompositions.
In the neighbourhood of strong discontinuities within a signal, the Wavelet Fame decomposition
often results in overshoots, although this effect is much more localised than in the Fourier Transform. This effect is called the Gibbs phenomenon, and is clearly visible for the white restricting
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line in figure 3.13, at the diagonal decomposition at level 3. This decomposition shows double
response for the border of the white restricting line.
For the diagonal decomposition, the overshoots in the vertical direction are fed to a high pass
filter in the horizontal direction, resulting in overshoots for the overshoots. This explains the
noisy character of the diagonal decompositions. Since low-pass filter flattens these overshoots
instead of multiplying them, both the horizontal and vertical decompositions suffer less from
the Gibbs phenomenon. This raises the question whether the diagonal decompositions could be
omitted or not.

Figure 3.14: The decompositions added for the Coiflet of order 2. (a) the (rescaled) result
of adding the horizontal and the vertical component at the first decomposition level, (b) the
(rescaled) result of adding the horizontal, vertical and diagonal component at the first decomposition level.

3.3.4

Conclusion

The visualisations of the decompositions of the Daubechies wavelets and the Coiflets do not
show very significant differences. Nevertheless, the Daubechies wavelet suffers more from a
phenomenon called peak shrinkage, the effect that due to the non-linear phase of the wavelets
the peaks in the frequency spectrum are "pulled down", thereby distorting amplitudes. Since
the Daubechies wavelet is less symmetric, which is strongly related to the linear phase of a filter,
the frequency contents are spread among a larger number of decomposition levels, thus a more
severe suffering from peak shrinkage. This is expressed by lower distinction of the decompositions
and the original images at the various decomposition levels, which makes segmentation decisions
based on characteristic differences at the various decomposition levels more difficult.
Concerning the question which wavelet type should be used for the texture segmentation, the size

of the involved filters should also be considered. In terms of taps in a FIR filter, a Daubechies
D filter needs n taps at the first decomposition level. The Coiflets need a higher number of
taps; the Coiflet of order n has 3n interscale basis coefficients at the first decomposition level.
Since the filter has to be upsampled for every next decomposition level, our interest lies in the
least possible number of taps.
The following relation between the order of the wavelet and the resulting decomposition was
revealed. Higher order wavelet imply increased smoothness of the wavelet, which results in
increased response for smoother transitions and a smoother response for sudden transitions.
Relating the representation of the boundaries of the regions of homogeneous to the wavelet order
revealed their relationship. For a higher order wavelet the various boundaries will be mapped
more exclusively at the decomposition levels instead of being available at a multiple number of
levels, at the cost of loss of detail information concerning the weak edges.
The final conclusion about which wavelet type to use and which order, is that this depends on
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the application. Increasing the order of the wavelet gains frequency separation at the various
decomposition levels, which may be desirable, but happens at the cost of stronger weak-edge
erosion, and higher computational costs.

3.4

Wavelet (Packet) Frame based Segmentation

Applying the Wavelet Frame or the Wavelet Packet Frame onto an image realises a transform of
the original image, containing intensities, into a number of decompositions containing frequency
contents at certain frequency scales. These decompositions constitute the feature space on which
segmentation has to be applied. Segmentation can be realised by determining the borders of all
homogeneously textured regions, as they are present throughout the decompositions.
The border of a region of homogeneous texture is determined by a discontinuity in the curve
of the various decomposition signals somewhere in the complete set of decompositions. This is
most clearly visible in the plots for the decompositions of figure 3.9(a), shown in figure 3.10(f)
and 3.11(f). Since one cannot predict the level at which the discontinuities generally appear, the
complete set of decompositions will be used for constructing the feature space.
The feature space is constructed in such a way that for every pixel in the original image a vector is
created, that contains the values at the various levels for the same spatial position. These vectors,
containing the values of the enveloped or un-enveloped decompositions, that were constructed by
a DWF or a DWPF, are used for detecting the borders of the regions of homogeneous textures.
The elements of the feature vector for pixel z, y are formed by the following set

V,y =

{{4?,4?,dI I = 1,2,.. .,i } ,c,}

(3.18)

where I is the maximal decomposition level. For the Wavelet Packet Frame transform, the feature
vector is constructed by gathering the values of the decompositions at the highest decomposition
levels into a vector.

The complete texture segmentation process, as it has to take place, is depicted in figure 3.15.
Based on the local frequency information of the pixels in the original image, available in the
various decompositions, the original image has to be segmented.

Image

•1.

-;:---

-

Wave Frame

----.--.. -

or

WavePacket Frame
Decomposition

Decomposition

Decomposition

-

-

Segmentation

-----

Figure 3.15: The Wavelet (Packet) Frame based texture segmentation process.
As has been visualised in figures 3.10 and 3.11, the decomposition vectors are rather rough, and
within one texture the Wavelet Frame decomposition signals are not guaranteed to be constant at
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the various decomposition levels. This is due to the obviously clear fact that within one texture
the local frequency content of pixels is not constant.
For two pixels lying within the same texture, the decomposition values at the various levels can
vary extensively, which makes it impossible to use the decomposition values directly for making
distinctions between different textures. Looking at the impressions of the decomposition vector
given in figures 3.10 and 3.11, the decomposition vector has a certain periodicity within one
texture at the various decomposition levels, which changes at the boundaries of the textures.
The Wavelet (Packet) Frame transformed the problem of segmenting textures, based on intensitycontent, to the spatial-frequency domain, in which a segmentation has to take place based on
local frequency content at the various scales. The problem in the latter domain is actually equivalent to the problem of texture segmentation. The Wavelet (Packet) Frame simply transforms the
texture segmentation problem to another domain. The reason for applying wavelets for texture
segmentation is the assumption that different textures will exhibit different responses at some
level within the decompositions, on which a segmentation can be made. The discontinuities in
the decomposition curves at the various decomposition levels need to be detected. The discontinuities in the various levels have to be combined, which should result in a segmentation of the
original image.
The detection of the discontinuities is far from trivial and is actually similar to texture segmentation. Auto-correlation of a signal can reveal the spatial positions of the changes in characteristics
of a signal, but it is a rather computationally expensive method. Another approach would be
the application of the Short Time Fourier Transform for removing the high frequencies. Unfortunately a boundary of a region of uniform texture is not characterised in the decompositions by a
transition lying within a certain special restricted low frequency range in which only boundaries
lie. Simply removing the high frequency components might therefore remove boundary information. Due to the fact that no general assumptions can be made about this, without loosing
resolution at the boundaries of regions of homogeneous texture, shows the difficulty in the further
processing of the decomposition.
Combining the information gathered from the various decompositions is the next step. The importance of the various decompositions can vary, dependent of the information of interest. Often,
the information of interest is available only by combining information of various decompositions.
It is far from trivial how the information should be combined.
One could simply increase the importance of levels containing the information of interest. But,
if we make use of macro textures, like the textures shown in figure 3.9(a), the boundary information is probably provided at the same decomposition levels as the textures pattern information.
Thus, for the image in concern this means that, if the importance of these level is increased, then
the pattern like structure is likely to dominate the segmentation.
One can conclude that the Wavelet (Packet) Frame based texture segmentation isfarfrom trivial.
For the diligent reader; the reports of [Don94] and [Den93] consider a general approach, making
use of wavelets for data segmentation. They apply segmentation previous to the wavelet trans..
form, based on a certain criterion, which results in a specially adapted MRA for segmentation.
This can be very useful for data compression or the denoising of signals, but is rather less useful
for our specific smoothing problem, due to the fact that the necessary segmentation criterion is
the main objective of research in texture segmentation.
It seemed that, except for [Lai93A], there were no other publications containing suggestions for
the further processing of the decompositions.
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Enveloping the decompositions

A method for equalising the decompositions within a region of homogeneous texture at a certain
frequency scale, without reducing the resolution at the boundaries of these homogeneous regions,
would simplify the method for segmentation. It transforms the segmentation problem into a clus46

tering problem in an I dimensional space, in which 1 presents the number of decompositions. The
pixels lying within the same cluster would be pixels lying within the same texture. Segmentation
of the original image would then be simple.
Reduction of resolution at the boundaries of homogeneous regions within the decompositions
has to be prevented, since this is the equivalent of removing information about the exact spatial
position of the borders of the regions of homogeneous texture. Unfortunately, it is impossible to
smoothen the decomposition vectors in such a way that the regions of homogeneous texture are
equalised without losing resolution at the boundaries between the different textures.
A possible approach to smoothing the decomposition vectors to one level within a region of homogeneous texture, is a technique called enveloping. Enveloping a signal is smoothing a signal
by tracking it through its peaks. Application of this technique for our specific Wavelet (Packet)
Frame segmentation accepts the following simplification: within a texture the decomposition
signal is more or less periodic, and an envelope applied to the decompositions, is assumed to be
characteristic enough for distinguishing different types of texture. The decompositions express
the local frequency contents for a given scale, and the decomposition values for a certain level
represent the amplitudes of these frequencies. For two different textures, the frequency curve
shows some difference in amplitude and period at a certain level. The difference is assumed to
be characterised in the enveloped values.
Unfortunately, this approach implies discarding of information that could be indispensable for
the distinction of certain textures, e.g. for a decomposition vector as shown in figure 3.16. Another disadvantage of this method is that the loss of resolution at the borders cannot guaranteed
to be small.

Figure 3.16: The envelope of the signal left of position 253 is equal to the envelope of the signal
to the right of it, although these are different signals.
In [Lai93A] a number of techniques is proposed for enveloping the decomposition vectors based
on local amplitudes:

• Envelope estimation by local extrema
The value of the left local extrema point is assigned to all points in the interval between
two local extrema.
• Envelope estimation by zero crossing
The maximum value between two adjacent zero crossings is found and assigned to all points
within the interval.
• Envelope estimation by improved zero crossing
Instead of assigning the value of the left local extrema to the interval, one could also choose
to assign the maximum value in between the zero crossings. The values of the peeks in
between two crossings is supposed to be more distinct for different textures than the value
of the left zero crossing.
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• Envelope detection by Hilbert Transform

For a narrow-band bandpass signal x(t), its envelope can be computed by taking the
modulus of its analytic signal = z(i) + iI(t), where 1(t) is the Hilbert transform of
x(L). The frequency response of the Hilbert transform of a signal is defined as

H(e"')

(3.19)

{

which can be expressed in terms of convolutions of the signal with the sinc function,
see [Rab75, pp. 70-73].

These techniques are applied column-wise to the horizontal decompositions, row-wise to the
vertical, and column-wise to the diagonal decomposition. The Hubert transform is applied by
re-designing the filter coefficients of the Wavelet Frame such that the negative values of the
Fourier transform of the interscale basis coefficients are set to zero, and taking the modulus of
the resulting decompositions. This is more or less similar to applying the Hilbert Transform
analogous to the way the zero crossing and the local extrema technique are applied to the image.
The results of the Hilbert transform show a rather huge loss of resolution. Therefore the Hilbert
transform will not be considered any further.
The biggest disadvantage of these methods is that they do not make use of 2D information to
smoothen the decompositions. Figure 3.17 shows the result of these techniques applied to the
decomposition result of the mixture of two textures from the Brodatz album, as shown in figure 3.11(c).

The reason for applying the transform in the vertical direction is responsible for the fact that
the horizontal scan-lines of the decompositions, as shown in figure 3.17(a-c), do not have an enveloped nature. For the lower resolution space, shown in figure 3.17(d), the enveloping is applied
horizontally, which explains the fact that the horizontal scan-line of this decomposition does have
an enveloped nature.

3.5.1

The K-means Clustering Algorithm

The segmentation of the image will be based on the feature space. As expressed in section 3.4,
the features constitute an 31 + 1 dimensional dataset, where I is the number of decompositions
used for the feature space.
The segmentation of this space can be seen as an 31 + 1 dimensional clustering problem. The
K-means cIusering algorithm is a rather simple method for minirnising the sum of squared errors
with k clusters for N vectors x, of an arbitrary dimension. The algorithm is shortly described
in [Hay94], and functions in the following manner;
1. randomly classify all vectors

2. compute the means for all k classes
3. reclassify the vectors based on minimal Euclidean distance
4. if the new classification differs, go to step 2.
In [Lai93A] the K-means clustering is applied to the enveloped feature vectors. The random initial
classification is done scan-line wise, by assigning the sequence number, modulo the number of
allowed classes, to a pixel.
The K-means clustering algorithm is far from perfect, since it doesn't take the high correlation

between two pixels into account. The authors suggest a more sophisticated algorithm, e.g.
relaxation labelling. Median filtering (size 9 x 9) was applied to each initial segmentation to
simulate the benefit of a local constraint. The decomposition values are determined by their
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Figure 3.17: The results of enveloping the decompositions as given in figure 3.11(c), for the
Coifiet of order 4. (a)-(c) first-third horizontal decomposition (W1 — W3) (d) remaining low
frequencies (V4). For all graphs the first graph line shows the un-enveloped decomposition of
scan-line 365, the second graph shows the enveloped making use of the local extrema method
and the third shows the zero crossing approach.
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neighbourhoods, after median filtering. A disadvantage of applying median filtering, is the
further loss of resolution.
The ordinary K-means clustering has more disadvantages, among which:
• The classification can start to oscillate instead of converting to a certain final classification.
The clustering algorithm might make use of two classes representing the same cluster, which
increase the chances of oscillation and which leads to slow convergence.

• The number of clusters is a parameter of the algorithm. For the specific texture segmentation problem this implies that the number of textures present has to be known in advance.

Both problems are tried to be solved by making use of a criterion that guarantees a certain
Euclidean distance between the classes. If two classes lie within this distance, they are combined
to one. This makes certain subtle segmentations impossible, since subtle differences are expressed
in small distance of the clusters. Nevertheless, now it is possible to set the parameter for the

number of textures present to an initially high value. If the number of textures present in the
image is lower, the superfluous classes will be removed automatically.

3.6

Rescaling the Decompositions

A consideration made was whether or not the decompositions should be rescaled to a certain
range before applying the K-means clustering. Rescaling of the decompositions has the advantage that every decomposition at every decomposition level has an equal influence within the
K-means clustering. If the rescaling is omitted, the higher decomposition levels, and thus the
lower resolutions, are more important due to their bigger range, see the graph scales showed in
figure 3.10 and 3.11. To prevent favouring of the lower resolutions, the rescaled decompositions
were chosen to be used. The results of the K-means clustering show the pixels classified to the
same texture in one grey value. The difference in the resulting classification for a the Lena image
and the mixture shown in figure 3.9 are shown in figure 3.18.
From the results shown in figure 3.18 it seems that the rescaling works damaging. The feather-

like structure at Lena's hat is most clearly revealed as one texture in the results of clustering
applied to the original decomposition. The segmentation of two macro textures, as shown in
figure 3.18(c) and (d), does not seem to succeed for the rescaled version, whereas the un-rescaled
version seems to make it possible for the k-means clustering to make a better distinction between
both textures.
The superiority of the classification for the original decompositions in figure 3.18(c) and (d), is
mainly due to the strong influence of the lowest resolution image V4 in the clustering algorithm.
Due to the high values in this decomposition, the final segmentation is mostly based on it, and
the influences of the other decomposition levels are hardly notable.

There is no reason to assume the lower frequencies are of higher importance than the higher
frequencies. Although the resulting classification seems better without rescaling, similar classification results can be obtained by omitting the higher frequency information. No rescaling implies
that the higher frequency information is hardly used, and therefore involves the disregarding of
useful information. For reason of equal importance for all levels, rescaling the decompositions
before applying them to the K-means clustering is preferred.

3.7

Results of the Wavelet (Packet) Frame based Segmentation

The Wavelet (Packet) Frame based texture segmentation method has a large variety of settings.
These settings influence the results of the clustering. Some questions concerning the settings can
be formulated.
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Figure 3.18: The results of the K-means clustering algorithm for the Coiflet of order 4. The
decompositions were not enveloped, for 40 class clustering (a-b) and 2 class clustering (b-c).
(a) result for the original decomposition results for the Lena image. (b) results for the rescaled
decomposition results. (c) result for the original decomposition results of the image shown in
figure 3.9(a). (d) result for the rescaled decomposition results
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• Which wavelet type of which order should be used
• Which decompositions from which levels should be used

• What should be the importance of the various decomposition levels.
• Should enveloping be applied, and if so, which enveloping provides the best results.

• Which settings should be used for the K-means clustering
The answers to some of these questions were already given. The Coifiet of order 4 is the wavelet

type that should be used, based on the characteristics of its decompositions, as described in
section 3.3, and based on the desire for a smallest possible number of filter coefficients. The
maximal decomposition level has been varied. Because there is not yet a criterion available on
which a selection from the decompositions can be made, all decomposition levels were used.
However, the results of omitting the diagonal decompositions have been examined. Results of
enveloping have been be compared with results of non-enveloped decompositions.

The application of K-means clustering algorithm to the Wavelet (Packet) Frame has been be
severely tested for its potential as a general texture segmentation algorithm.

3.7.1

Wavelet Frame Results

A rather large collection of images was used for testing. The images that were also used for
testing the Texture Spectrum method, shown in figure 2.6, were used to illustrate the various
influences of the parameter settings.
The interpretation of the results shown is different from the result previously shown. The results
show the classification of the of the K-means clustering. They show the pixels that are classified
as belonging to the same texture in one grey value. Due to the random initialisation of the
K-means clustering algorithm, the grey values can vary for different settings of the parameters.
Segmentation based on this classification is rather simple. The borders of the regions of homogeneous colour correspond to the borders of the regions of uniform texture in the original
image. Application of a simple edge detection algorithm can be used for detection of the borders. However, the results of the classifications show which textures within the original image are
classified as being similar. Edge detection would remove this information and has therefore not
been applied.

The unanswered questions of section 3.7 were tried to be answered by relating the resulting
classifications of the K-means clustering algorithm to the parameter settings.
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Euclidean distance between the classes of the K-means algorithm
The minimal Euclidean distance between the classes represents the maximal resolution at which
the decompositions were analysed. This is shown in figure 3.19.

Figure 3.19: The results of the K-means clustering algorithm for various settings of the minimal
Euclidean distances between the classes, with the initial number of classes set to 50. The original
image was decomposed with a Coifiet of order four, with maximal decomposition level 3, with
no enveloping applied. (a) original image. (b-d) result of classifying with a minimal Euclidean
distance of (b) 100 (48 resulting classes), (c) 1000 (28 resulting classes) and (d) 10000 (8 resulting
classes).

For the image shown, the uniformly coloured sea should be seen as a region of uniform texture.
Unfortunately, the K-means clustering applied to the given decomposition does not result in
showing this fact.
The results suggests that the minimal Euclidean distance can be used as a parameter for determining the scale for looking at the texture. A large minimal Euclidean distance allows global
features to appear, while a small distance allows small differences in texture to be expressed in
terms of different classifications.
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Number of classes for the K-means algorithm
The influence of the number of clusters for segmentation based was tested using the un-enveloped
rescaled decomposition for 3 decomposition levels. For every image the number of classes used
were 2, 10 and 50, and the minimal Euclidean distance was set to 200. The results are shown in
figure 3.20.

Figure 3.20: The results of the Wavelet Frame based Texture classification, applied as described
in the text. (a-c) 2 classes at initialisation (d-f) 10 classes at initialisation (g-i) 50 classes at
initialisation.

The number of classes initialised turned out to influence the number of textures that will be
encountered within an image. As most clearly shown in figure 3.20(i), if there initially are more
classes then textures, this can lead to the detection of an excessive number of different textures.
A segmentation based on this figure would surely not satisfy the rules for a useful segmentation.
On the other hand, if the number of classes is initialised too low, the method gathers completely
different textures into one class.
These results suggests that it is necessary to set this parameter to a value corresponding to the
number of textures that are expected to be present within an image.
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Maximal decomposition level
For a higher maximal decomposition level, more decompositions are generated, and lower frequency components are extracted into separate decomposition levels. These lower frequency
components individually influence the clustering. This influence is expressed by the fact that
for a higher maximal decomposition level, the classification based on the decompositions become
less noisy.

For the Lena image a 50 class classification was applied, for the orka image a 10 class classification and for the mixture a 2 class clustering. The results are shown in figure 3.21.
Based on the desired application, the necessary maximal decomposition level has to be determined.

Figure 3.21: The results of the Wavelet Frame based Texture classification, applied as described
in the text. (a-c) 1 decomposition level (d-f) 2 decomposition levels (g-i) 3 decomposition levels.
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Omitting the diagonal decompositions
Omitting the diagonal decompositions involves the removal of information, which can lead to
mis-classification. However, the beneficial effects of removing the diagonal decomposition, with
its noisy character due to the Gibbs phenomenon that has been discussed in section 3.3.3, proved
to be more important. Results improved significantly by omitting the diagonal decomposition.
For the mixture image the diagonal decomposition at the third level contained much pattern
information, which explains the improved result for the left pattern in 3.22(b) versus (a), but
does not explain the improved result for the right side. For the image containing the orka, the
reduction of noise for the clustering result is enormous. This indicates that omitting the diagonal
decomposition results, which strongly suffer from the Gibbs phenomenon, works beneficial. It
seems a rather fair conclusion to omit the diagonal decompositions for the clustering algorithm.

Figure 3.22: The results of the Wavelet Frame based Texture classification, applied to the decompositions of maximal decomposition level 3, with and without the diagonal decompositions.

(a-b) the results for the decompositions of figure 3.9, with (a) and without (b) the diagonal
decompositions. (c-d) the results for the decompositions of the orka image, with (a) and without
(b) the diagonal.
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Enveloping the Decompositions
The results of enveloping are rather good for images containing macro textures, but for images
containing many small regions with micro textures the results are less useful. The loss of resolution is too influential for most images containing many small micro-textured regions.
Figure 3.23 shows the result for the improved zero crossing algorithm. For the first column one
decomposition level was used, for the second two decomposition levels, and for the third three.
The decompositions in all directions were used for the clustering.

Figure 3.23: The results of the Wavelet Frame based Texture classification with enveloping, applied as described in the text. (a-c) 50 classes at initialisation (d-f) 10 classes at initialisation (g-i)
2 classes at initialisation. For the first column the maximal decomposition level was one, for the
second the maximal decomposition level was two, and for the third the maximal decomposition
level was three.

The results show that especially for images containing macro textures, the enveloping significantly improves the segmentation. For other textures, the results of segmenting the enveloped
signals show a rather large loss of resolution.
The results of the enveloped decompositions could improve from omitting the diagonal decompositions. The envelope of a signal is based on its maxima. Peaks in the diagonal decompositions
that are generated by the Gibbs phenomenon therefore strongly influence the classification. This
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can lead to significant mis-classification.
This was tested, but no significant improvements were found. For macro-textures, the omitting
of the enveloped diagonal decompositions even results in worsened segmentations. The results of
the mixture of two macro textures, for both allowing and omitting the diagonal decomposition,
are shown in figure 3.24. The worsened results for the omitted version can be explained by the
fact that the enveloped diagonal decomposition at the third level clearly shows the difference
between the two textures.
This illustrates the fact that care should be taken, and that the choice for omitting specific decomposition results can only be made for specific textures. The conclusion drawn in the previous

Figure 3.24: The resulting classification of the K-means clustering algorithm applied the decomposition set (a) with and (b) without the diagonal decompositions.

section concerning omitting the diagonal decompositions does not seem to hold for enveloped
signals of macro texture.
Nevertheless enveloping does not seem useful for images containing a large number of different
micro textures. For macro textures enveloping works beneficial.

Conclusion
It can be concluded that the results of the Wavelet Frame based texture segmentation, making
use of the K-means clustering applied to the rescaled decompositions, vary. Since there are no
rules yet to set the parameters involved, it is not applicable as a general texture segmentation.
Nevertheless the Wavelet Frame based texture segmentation shows respectable results, especially for images containing macro textures. The method might be very useful for fine-tuning it to
specific applications.
The beneficial effects of enveloping involve loss of resolution, which is less desired for images
containing many regions filled with micro textures. For images containing macro textures, the
results improve.
Omitting the diagonal components for images that contain many micro-textured regions works
beneficial, since the Gibbs phenomenon involves a relatively large loss of resolution. The segmentation of images solely containing macro textures does exhibit a non-beneficial effect.
It is obvious that the Wavelet Frame based texture segmentation, as it was presented until now,
is not applicable as general segmentation algorithm. Nevertheless, fine tuning could result in
unsurpassed results compared to the Texture Spectrum method.
For example, for the images shown in figure 2.8 the Texture Spectrum method did not function.
There was no setting for the texture Spectrum method with which it could detect the water mark
or the cross. The Wavelet Frame based Texture Segmentation shows better results, as shown in
figure 3.25. The decompositions were not rescaled before the clustering was applied.
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Figure 3.25: The Wavelet Frame based texture segmentation applied to the images shown in
figure 2.8. The K-means clustering was applied for 2 classes.

Suggestions for further Research
As has been pointed out in section 3.4, the main problem in Wavelet (Packet) Frame based
segmentation is how the information at the various resolution levels should be processed and
combined to construct a useful feature set that leads to a general segmentation algorithm. This
is far from trivial.

Instead of the approach chosen within this report and the report of [Lai93A], making use of
a multi-dimensional feature space for segmentation, other methods for constructing the feature
space could prove to be more useful.
A mechanism for determining the importance of the detail information provided at higher resolution levels by means of the transitions at the lower level could be useful. The usage of envelopes

for macro textures can be questioned, and better results will possibly be obtained by a more
sophisticated method for detecting the boundaries in the Wavelet (Packet) Frame results.
The enveloping itself is rather sensitive to noise. Removing this noise before applying the enveloping could improve results. Nevertheless it leads to loss of resolution.
Furthermore it is likely that the usage of symmetrical bi-orthogonal wavelets, can improve results.
These are easily implementable in the modules that were written for SCIL-Image.

3.7.2

Wavelet Packet Frame Results

The Wavelet Packet Frame based texture segmentation has not severely been tested, due to the
large number of decomposition involved; 4 to the power of the number of decomposition levels.
There was no time left for thorough research focussed on Wavelet Packet Frame based texture
segmentation.
Nevertheless, the method has been implemented and can be used for testing. The method can
be expected to provide results similar to the Wavelet Frame based segmentation.

3.8

Selecting a smaller Feature Space

Since the number of computations increases significantly for every higher decomposition level,
and taking into account that the filters are upsampled every level, which increases the computations for every higher level even more, the interest lies in constructing a feature space with the
least possible number of decomposition levels. Every decomposition level that can be omitted
without significant loss of information, relieves the computational efforts that have to applied for
constructing the feature set. The construction of the smallest possible set is worth considering.
As mentioned in paragraph 3.2, the DWF is overcomplete, and an N x M input image results
in 3 x I + 1 decompositions of size N x M, where i is the maximum decomposition level. The
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Wavelet Packet Frame decomposition has even more decomposition results, namely 4! of size

M x N.
Lame and Fan report the application of the 2-D wavepacket transform for texture classification
in [Lai93B]. A neural network classifier is used to discriminate different textures based on their
wavepacket representation. They report that a certain optimal subset of all the wavepackets
can be constructed, which may depend on the textural features targeted for classifying. The
differences in texture seemed to be strongly characterised at the third decomposition level.
Figures 3.10 and 3.11 show that the differences in texture manifest themselves differently at the
different decomposition levels. For the particular image containing only two textures, it is possible to determine the optimal decomposition levels, the levels on which the segmentation-decision
can be based best.
As mentioned in the review of relation between the wavelet type and order and the decomposition
in section 3.3, the usefulness of the DWF decomposition is strongly related to the characteristics
of both the image and the wavelet used. For signals with high correlation to the wavelet at
one of the decomposition levels, the response is strong. For signals shaped very differently, the
response is "blurred" onto several decomposition levels. Therefore the image characteristics and
the wavelet used, both impose restrictions on the minimal number of decompositions that have
to be involved in segmentation.
Unfortunately the frequency characteristics of the boundaries between regions of homogeneous
texture determine the decomposition in which it will be revealed. Simply reducing the featurespace by removing certain decompositions is therefore not possible for a general segmentation
algorithm.
Figure 3.26(a) shows a mixture of white sand and white stones, and provides a nice example
of the results of choosing a restricted number of decompositions for the feature space. If we
apply the Wavelet Frame for a Coifiet of order 4 to this image, the differences in both textures
are revealed most significantly at a single decomposition level, in the vertical decomposition at
the first level. Application of the K-means clustering method to the enveloped vertical decomposition at the first level results in the decomposition shown in figure 3.26(b). The result of
applying the K-means to the whole decomposition range for three decomposition levels, leads
to the classification shown in figure 3.26(c). This shows that the main bulk of the difference in
texture is revealed at a single decomposition level.

Figure 3.26: (a) an image consisting of a mixture of the textures sand and stones. (b) the 2-class
K-means clustering algorithm applied to the vertical decomposition at the first decomposition
level. (c) the result of the 2-class K-means clustering algorithm applied to all decompositions for
three decomposition levels.
Therefore, for specific applications it should be possible to reduce the feature space significantly. If the images have certain characteristics that involve low information of interest at several
decomposition levels, computation of these decomposition levels can be omitted.
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The Wavelet Frame and the verge of the road

3.9

Unfortunately the K-means clustering algorithm, as it has been described in section 3.5.1, does
not guarantee convergence within a certain time limit. Furthermore, the computation of all
decomposition directions for three decomposition levels is a computationally intensive task. Due
to the real-time demands, this approach towards the segmentation of the image is therefore not
directly applicable in a system for detecting the white restricting lines and the verges of a road.
However, applying the Wavelet Frame to several road images shows that the features of interest

are most obviously present at a restricted range of the decompositions. This opens up the
possibility for developing a dedicated segmentation algorithm that makes use of this restricted
range. Such a method for segmenting road images could result in a useful and applicable solution
for the problems described in section 2.6.
For the Coiflet of order 4, the detail information concerning the verge of the road is mainly
present in the second and the third decomposition levels. In the remaining low resolution images,
a vague boundary is visible. The white restricting lines are visible in all decomposition level,
but are represented most clearly in the same decompositions as the verges are represented most
clearly.

Unfortunately, a road is not always straight ahead. Curvy aspects of the verges and the white
restricting lines are most clearly visible in the vertical decompositions at level 2 and 3. Simple
addition of the vertical and the horizontal decompositions at a level combines the vertical and
horizontal decomposition information at that level. The result of this addition for the first,
the second and the third decomposition level for the image shown in figure 2.12 are shown in
figure 3.27.
The results of the addition shows the verges of the road for images for which the Texture Spectrum

method with optimal settings did not succeed. Unfortunately there was no time left for severe
testing of the method for a broad range of road images. Some further research has to take place,
but the first results seem rather promising.

3.10

Implementation in SCIL-Image

Both the Discrete Wavelet Frame and the Discrete Wavelet Packet Frame have been implemented,
in a package for image processing called SCIL-Image. The implementation has been constructed

in such a way that the code is rather easy to "port" to other image processing packages. Furthermore, next to the available Daubechies wavelets and the Coifiets, other wavelet types can be
added without huge efforts.
SCIL-Image supports three dimensional images, which are sequences of two dimensional images.
The subsequent decompositions are stored in the subsequent image planes of these three dimensional floating point images.
The following useful tools have been implemented in SCIL-Image module.
• The Discrete Wavelet (Packet) Frame, of which the menu user interface is shown in figure 3.28.

• A function for converting floating point images to grey scale images
• A function for selecting certain slices from a three dimensional image and copying them into
a new image, available for both three dimensional floating point as well as three dimensional
grey scale images.

• A function for adding the horizontal, the vertical and the diagonal (optional) decompositions of one decomposition level into one slice of a 3 dimensional image.
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Figure 3.27: The results of adding the horizontal and vertical decompositions of figure 2.12 at
the various decomposition levels. (a) level 1 (b) level 2 (c) level 3 (d) low resolution image
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• The K-means clustering algorithm, for both two and three dimensional grey scale and
floating point images. The menu user interface of the K-means clustering algorithm is
shown in figure 3.29.

• A function for writing out images and scan-lines to a matlab input file
The source code of the complete package is freely obtainable at the Department of Computing
Science of the University of Groningen.

Figure 3.28: The menu-interface to the DWF and DWPF implementation in SCIL-Image.
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Figure 3.29: The menu user interface of the K-means clustering algorithm, as implemented in
SCIL-Image.
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Chapter 4

Feature Tracking
The stage of the object detection and the object tracking, where objects of interest are the white
restricting lines and the verges of the road, will be dealt with in this chapter. The segmented
images taken from the view-position of the driver of a car are analysed, and a method for this type
of images is developed. The segmented images are supposed to satisfy the rules for a meaningful
segmentation, as given in section 2.2. The detection will take place using the segmented image,
which is showing the (sometimes not available) restricting lines, the verge of the road, and other
regions of homogeneous texture. For a sequence of images the detection of the restricting lines
and the verges can be optimised. After they have been detected in the first image of a sequence,
their positions in the subsequent image can be estimated. Based on their real position in this
image, the estimation of their position in the next image can be improved.
The subsequent positions of the restricting lines and the verges, obtained by a so called tracking
technique, makes it possible to determine the lateral position of the car.
Once it is possible to track the verges and the white restricting lines through the image sequence,
it is implicitly possible to compute the corresponding position of these features on the road, and
thus the lateral position of the vehicle on the road. Based on the positions in the past, a number
of future positions can be predicted.

4.1

Scene Geometry

Analysis of the scene provides useful information for constructing an algorithm for tracking the
features of interest on a road. Analysis of the scene opens up the possibility for making certain
assumptions on which a method can be based.
The scene is formed by, at least, a vehicle on a road. The vehicle, in this case a car, is positioned

on the road as presented in figure 4.1. The way the camera is positioned within the scene,
generally referred to as the camera reference frame, is rather important for extracting information
regarding the scene. For our specific situation, the reference frame of the camera should be equal
to the drivers reference frame. Since most drivers move their heads during driving, a completely

equivalent positioning is not possible, unfortunately. A moving camera within the car would
complicate the analysis of the images, since the position of the camera with regard to the car
influences the images. The position of the camera will therefore be fixed, unlike the driver's view
position.
The camera is positioned within the range of all possible viewing positions of the driver, with

some physical constraints: The camera is supposed to be directed directly forward, since our
main interest lies in driving forward. Due to the bonnet of the car there exists a certain closest
viewable part of the road for a driver or a camera positioned in the car. The reference frame
will be adjusted such that the optical axis is directed into the straight forward driving direction,
its horizon lies parallel to the floor of the car, and such that the bonnet is not, but the closest
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Figure 4.1: Side view of the camera positioned in the scene
viewable distance is contained in the image. The reference frame of the camera has to be similar
to the reference frame of the car, which makes it possible to extract information from the images
for the position determination of the car. The bottom rows of the pixels of the images should
represent the road at the closest viewable distance. This makes sure that the camera provides
the highest possible rate of useful information. Figure 2.12 shows the images provided by the
camera before and after segmentation.
The closest forward viewable distance for the camera positioned in a car, in figure 4.1 represented
as l, can be computed by the following formula

'CL"Ch —x lb
—

(4.1)

in which lb and hb denote the distance along, respectively, the z-axis and y-axis between the
camera lens and the out-most point of the bonnet that can be seen, measured from the viewingposition. The distance h represents the distance along the road between the camera-lens and the
road. The distance from the closest viewable position to the car can be computed by subtracting
I from the distance from the camera to the bumper of the car, measured along the same axis.
For a regular car, as e.g. the typical Spanish SEAT Ibiza, the closest viewable distance, measured
between driver and road along the z — axis, lies between 2.5 and 3 meters, given a normal sized
person.

The bottom pixel row therefore corresponds to a small region of the road, situated at approximately 3 meters from the camera lens, and 1.5 meter from the car. Unfortunately the exact
position, as seen from the car, that is represented by a pixel, can only be computed if it may be
assumed that the road has constant slope, which is hardly the case in mountained areas. This
is shown in figure 4.2, where the road level is assumed to rise, which results in rather different
actual values for the side-ward and forward distance w,. and dr than the expected values We and
de. The difference with respect to the axis of the car is indicated in the figure by the symbol 5.
Since there is no information about the slope changes of the road available, this is uncorrectable.
But for the part of the image that is most relevant, the lower part, which corresponds to nearby
road, altered slopes are assumed to be minimal. This implies that the region of the closest viewable distance has no significant deviation from the expected position. Therefore the influence of
the slope is being ignored, but with the remark that this involves a less solid basis for calculation
of the position of the border of the road.
Another problem might be the quality of the road. For a rather bumpy road, the car's roadholding might be such that the relative position of the camera compared to the road continuously
alters. These influences are ignored.
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Figure 4.2: The problem with the height of the road depicted; If the height of the road varies,
this influences the positions the image-pixels represent, both in distance and in width, measured
along the axes.

4.2

Feature Detection

The previous section presented a useful feature of the images, namely the fact that the lower
pixels always represent the closest viewable distance on the road. At least the lower middle
pixels within the lower rows will do, so this can be used as our place of take-off for detecting the
border.
An important aspect of the system to be created, as was pointed out in chapter 1, is its robustness

in case of roads not delimited by white lines. In the segmented image the verge of the road is
obviously present, which makes it possible to construct the system in such a way that, in case of
non-restricted roads this can be detected.
It is clear that the enormous number of possible situations within a scene, heavily confuse a
simple approach. At first the situation in which the white delimiting line is available will be
considered. A close look at a segmented road image, as shown in figure 2.9(b), suggests that the
line can simply be detected by traversing the image from the mid-lower part to the left and to the
to right until the restricting lines are encountered. Once these restricting lines are encountered,
the verge of the road can be found by searching even more in the same direction. Once the verge
has been encountered, the lateral position of the car relative to the road can be computed.
The following types of road images can be distinguished:
• Absence of the white line
An important problem in tracking the verge of the road is the fact that not all roads are
delimited by white lines. This creates an uncertain element within the assumptions one
can make about the structure of the segmented road image, that has to be removed. A
possible solution for handling the outlined problem is a simple distinction based on a strong
criterion.
An important detail for taking care of unrestricted road images, i.e. images of a road not
delimited by a white line, is the observation that the white delimiting line is actually a
white delimiting region, in the sense that it contains two borders, one on the inside and one
on the outside. A characteristic feature of these two specific borders of the white line is that
they lie within relatively close distance. The crossing between the verge and border next
to the road will be detected as single, and will therefore create a possibility for distinction
between restricted and unrestricted road images.
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• Road Exits and Crossings
One of the main problems are the crossings and the exits. An exit for a motorway is
characterised by an extension of the road and a white striped line between the exit and
the continuing motorway. At a crossing a road meets other roads, and can extend in very
complicated ways. Due to the complexity of these possible scenes, these situations are not
dealt with.
• Cars and other occluding objects
The view of the road can be partially obscured by other objects on the road, with as an
extreme the view of the road one has in the middle lane of a slowly moving traffic jam.
In these situations the driver of the car cannot base his driving behaviour on the lateral
position of the road, as he cannot see the road. Due to the complexity of the possible scenes,
these situations are not dealt with. Less extreme cases, which result in small occlusions of
the desired borders can be resolved. The possible position of the occluded border can be
estimated by interpolation.

In case of perfectly segmented road images, without objects occluding the features of interest, a
simple but useful algorithm can be developed for detecting the features of interest.

4.2.1

Detection Algorithm

The method used for initial detection of the verge makes use of a number of basepoints, which
are initialised at the bottom in the middle of the image, equally spaced and situated along a
vertical axis, and consecutively numbered. During the detection process the relative position of
these basepoints will not be constant, but their order will. If one imagines lines between the
subsequent points, this results in a resemblance with a rubber band once the basepoints start
moving.

For reasons of clearness the process of detecting the right verge of the road is handled. The left
verge can be detected in a similar way.
After the initialisation, the basepoints are slowly driven to the right side of the image. For every
basepoint a region of interest is defined, that is a window within which the segmented image
influences the behaviour of the basepoint. As soon as more than a certain number of pixels are
encountered within the window, with intensities above a certain threshold, the basepoint starts
investigating the gradient of the segmented image. Based on the gradient the basepoint decides
if the final point has been reached or to move further to the right. The result of this algorithm
applied to the segmented road image of figure 2.12 is shown in figure 4.3.
Once the basepoints have reached a stable position, it is not yet clear whether they have reached
the inside border of a white line, or possibly the verge of the road. Repeating the detection,
with an initial position for the basepoints just right to the recently detected border, can clarify
this uncertainty. If within very close range another, nearly parallel line is detected, as shown in
figure 2.12(b), the inner side border of the white line was encountered. If not, the verge of the
road was encountered. If the white line was encountered, the search has to be continued. Now
the detection is repeated for the second time, with the basepoints initialised to the right of the
second border of the white line. The border that will be encountered is the verge of the road.
It is possible that certain features of the road are depicted noisily in the segmented image, and
that parts of them are missing, which might lead to a detection of the verge at a rather incorrect

position as depicted in figure 4.4. Due to the fact that the road-feature is not available for
a basepoint it will keep drifting to the outside until it encounters something else. To make
the method robust to such situations, a criterion of maximal curvature of the line through the
subsequent basepoints can be introduced. The angle between the two lines from a basepoint and
its neighbours can be allowed to have a certain maximum value, which prevents the basepoint
from drifting too far out of range.
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Figure 4.3: (a) A road image of a curve. (b) The segmented road image, with small crosses at
the positions in the image where the basepoints detected the left border of the white restricting
line at the right side of the road. The basepoints are connected via a thin white line.

Figure 4.4: (a) A slice from an artificially generated sequence of segmented road images. (b)
The points where the basepoints detected the right white restricting line are marked with a
small white cross. The basepoints are connected via a thin white line. Parts of the line white

restricting line are missing, which resulted two basepoints not detecting the restricting line.
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4.3

Tracking the Features

Once the verge of the road can be detected within a single road image, the main problem is solved.
Simple detection of the verge in the subsequent images provides a mechanism for tracking the
verge throughout image sequences.
Between two successive road images, the position of the regions of homogeneous texture, and
thus the positions of the lines in the segmented image, cannot have changed much from their
previous position. Therefore a significant reduction of computational complexity can be realised
by simply making use of a region of interest, that is a region within which the searched features
are expected to be situated.
A general scheme for tracking through sequences is given by the following algorithm.

1. initialise a region of interest

2. grab an image

3. determine the location of the desired object within the region of interest, and determine
the new region of interest
4. compute the information of interest

5. go to (2)
This scheme is very general. In concrete terms for verge of the road detection, the region of
interest is initialised as the whole image. After the verge has been determined, a region of
interest is roughly estimated. A new image is then presented, and the verge is searched within
the region of interest. Based on the new position of the verge one can improve the determination
of the new region of interest, after which a new image will be presented, and so on.
The estimation of the window size for the second image is based on the characteristics of the
image's relation to the real world position. From the considerations of section 1.4.4, we can
deduce the maximal movement forward between two images. If the verge and the optical axis
of the camera make an angle of 45 degrees, which is not likely for situations in which the image
sequence starts, the shift of the verge between the two images is 2.2 meters. This calculation
supposes that the car moves with the maximal speed and that the camera has a relatively low
frame rate of 15 images per second. This maximal distance is represented by a number of pixels,
which are used for setting the 8ize of the region of interest for the second image.
As soon as the features are detected within this second image, the error between the prediction
of the region and the actual position of the line can be determined. Based on this error a new,
optimised estimation of the region of interest can be made.

4.4

The lateral position

Every pixel within the image is assumed to represent some point in the real world, as was explained in section 4.1. Every pixel in the image can therefore directly be translated into a position
in the real world. The pixel position at which the features are detected, via the method of 4.2.1,
can therefore directly be translated into a position in the real world. From this position the
lateral position of the car on the road can be determined. The lateral position can be expressed
in terms of lateral distances to the restricting lines or the verges of the road.
These distances will exhibit a certain curve during driving. Based on the curve in the past, new
values for these distances can be predicted. Kalman filters can be used for prediction.
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Appendix A
This appendix provides an introduction into frequency-analysis methods like the Fourier Trans-

form and the Short Time Fourier Transform, both for the continuous and the discrete case.
At the same moment the reader is briefly introduced into the general theory of time-frequency
analysis.

A.1

The Fourier Transform

The Fourier transform is widely is use as a frequency analysis method. In image analysis and
other research areas it is used to obtain information of the frequency components in a signal.
The Fourier transformation performs a decomposition of a signal onto an orthonormal basis
of sines and cosines. The decomposition values "more or less" describe the similarity of the
decomposed signals with the bases onto which they are decomposed. Since sines and cosines with
varying periods represent various frequencies, the decomposition information supplies frequency
information. The transformation is invertible, from a decomposed signal the original signal can
be reconstructed.

A.1.1

The Continuous Fourier Transform

Consider the space of all square integrable functions on the interval (0, 27r) that is, (measurable)
functions on (0, 2r) such that

If(x)I2dx < oo

I
Jo

(A.1)

This space is a Hilbert Space and is referred to as L2(0, 2r).
It is assumed that functions in space L2(0, 2ir) are extended periodically to all of K: for this
reason one refers to L2(0, 2ir) as the space of square integrable functions.
For a Hilbert space U, which is a vector space, an inner product (.,.) and a norm
are defined
as follows
V

Ill = (f,f)

(A.2)

and for L2(0,2ir) an inner product given by

(f,g) =

1

2w

2r
—J

f(z)jdx

(A.3)

The bar denotes complex conjugation.
As the Hilbert Space has an inner product, the concept of orthogonality (inner product of two
vectors is zero) and thus orthonormality (orthogonal vectors whose length is one) hold for the
space. Orthonormal bases {e} will be used, that are bases such that

(em,en)=ömn m,nEZ
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(A.4)

The 8 represents the Kronecker Delta function

Ii

ökm=j
Any function f in L2(0, 2ir) has

a

k=m

(A.5)

0

representation as a Fourier Series, see e.g. [Hsu67, p.77],

f(x) =

(A.6)

where the Fourier coefficients are defined by
c,

= (1 e') = —
2,r J
1

f(x)eizdx

(A.7)

The basis used for this representation is {e e, = e"} is generated by a single function

ex=cosx+isinz

(A.8)

who's argument is multiplied by integer values n Z. The basis {e} is so called generated by
inieger dilaiion of ezz. Vectors e with large ml have high frequency, those with small ll low.
A useful concept for a non-periodic function is its energy content E defined on L2(0, 2ir) by
p2w

E=

I
Jo

lf(x)l2dz

(A.9)

If the space of L2(0, 2r) is now extended to the whole of R, this results in the space referred to
as L2(R) of functions being square integrable, that is satisfying
If(x)I2dx <co

(A.10)

The inner product and norm are extended as well

(f,g) =
111112

(A.!!)

(f,f)

=

(A.12)
(A.13)

Functions f in L2(R) have a Fourier Transform 9(1(x)), denoted by F(w), defined as [Hsu67,
p.102]

f(x)e'"'dz

9(f(x)) = F(w)

=
Given F(w), 1(x) can be obtained by the inverse Fourier transform, defined as

=

1(x) =

F(w)e1"dw

(A.!4)

(A.15)

Equations (A.14) and (A.15) are often called the Fourier transform pair.
Energy content E for f L2(R) is defined by

E

=

I: 1f(2dx
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(A.16)

The Parseval Theorem states
If(x)I2dz

IF(w)I2

=

(A.!?)

times the area under the IF(w)12 curve.
This states that the energy content of 1(x) is given by
For this reason IF(w)12 is referred to as energy speclrizm or energy speciral densiiy funclion of
1(1). The word energy sometimes is replaced by power.
Another widely used term in Fourier Analysis is frequency specirum or Fourier Specirum. This
is the square root of the energy spectrum, simply the absolute value of the Fourier transform.
The Fourier transform of a function is generally complex, and consists of a real component R(w)
and a imaginary component 1(w)

F(w) = R(w) + iI(w) = IF(w)Ie1'

(A.18)

with phase angle (w) defined as

(w) = tan

[1.1
i. R(w) j

(A.19)

One refers to the the Fourier domain or frequency domain when one talks about the space of
Fourier transformed functions. The domain of original functions is called time-domain or spatial
domain.

A.1.2

The Discrete Fourier Transform

Suppose a continuous function f(x) is sampled at equidistant moments by taking N samples
with distance A. The minimal sampling rate necessary for perfect reconstruction of the original
signal has theoretically been established at 2fmax, the so called Nyquist frequency, where fmoz
is the highest frequency contained in the signal.
Sampling results in a discrete sequence f, of samples {f(0), 1(0 + is), .., f(xo + (N — 1)i)}. For
reasons of convenience f, is defined as follows

= f(xo + n)

(A.20)

where n = 0, 1, .., N — 1.
The Fourier transform of a discrete function 1(x) is called the Discrete Fourier Transform (DFT)

F and is defined by
—

1

w_N
for w = 0,1,.., N —

1

.

N-i

—I2wwz/N

n=0

The inverse DFT is defined by
Fwei2T()1?/N

(A.22)

=

Forn=0,1,..,N—1
For a two dimensional N x M discrete function f, the DFT pair is given by
N-i

•=

z0 yrO
forw=0,1,..,M—1O=0,1,..N—1,and
M-i N-i

Ix

ye_I2M+1Su/)

f = w0 8=0 Ft., oei2M+i.N)
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(A 23)

(A.24)

forz=O,1,..,M—lx=O,1,..N—1.
The Discrete Fourier Transform can be implemented by a fast algorithm called the Fast Fourier
Transform (FFT), which has efficiency O(N log N) for a discrete function f with N elements.

A.2

The Short Time Fourier Transform

To overcome the lack of locality in the Fourier Transform, Gabor introduced a window function.
The purpose of the introduction of this function is to extract local information of the frequency
content by localising the computation of the Fourier transform.

Definition 4 A function w E L2(R) is called a window function if the function tw(t) is also in
of the window function is defined as
L2(Lt). The centre
liw

(A.25)

= iiii

and its width as 2o where the radius cr,, is defined as
1

0tU

= iiii2

{j(t

—

pw)21w(t)I2dt}

(A.26)

This function achieves its most significant values within the range [p —

,

o,, ,i, + o,]. This is

called the time window of the window function.

If the Fourier Transform of the window w function is taken, the frequency window has the

+ c,], in which p,j and o.j are the centre and width of ti,,
following dimensions; [p, —
the Fourier Transform of w, respectively. The plot of rectangles representing time windows versus
frequency windows shows the corresponding resolutions in time and frequency. Such a plot, as
shown in figure (A.!), is called a Heisenberg diagram.
(0
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-

t

Figure A.1: Heisenberg diagram of the Short Time Fourier Transform

The localised variant of the Fourier Transform, called the Short Time Fourier Transform (STFT),

makes use of a window function. The STFT S, f of a function f(x) E L2(R) with window
function w is defined as

(Sf)(b,) .1:
=

f(i) w(t — b)dt

(A.27)

Various window functions can be used. In case of the Gaussian function g(t) =
for > 0 the transformation is called the Gabor Transform. This function provides the smallest
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possible time-frequency window for a STFT.
A disadvantage of the STFT is the fact that the time-frequency window is of constant width and
height, as shown in figure (A.!). For higher frequencies, a relatively small time-interval is needed,
and for lower frequencies the time interval should be relatively wide, for reasons of accuracy.

A.3

The Z Transform

The Z-transform is a generalisation of the Discrete Fourier Transform. The Z transform for a
sequence x,, is defined by

X(z) = >x(n)z_t

(A.28)

where z is a complex variable. Please note that the Fourier transform is a special case of the
Z-transform with z =
The Z-transform plays an important role in digital signal processing, where it is in use as a filter
analysis tool. It can be used for stability analysis for both signals and systems, for computation
of frequency responses of systems and for the analysis of quantisation errors in digital filtering.
For more information see [1fe93, chapter 3].

A.4

Convolution

The convolution of two continuous functions f1(x) and f2(x) is defined as
(11

* f2)(Z)

=

fi(y) f2( — y)

J

dy

(A.29)

Convolution is commutative and associative. Convolution of a function with the ö(z — T) "function" yields the function f(x — T) for T E R.
The Fourier Transformation is very important for the practical applications of convolution, since
convolution is a simple multiplication of the Fourier Transforms. This is expressed by the following properties for convolution:
If 9[fi(z)] = F1() and £[f2(z)] = F2(w) then

£ Eli * 12] (w) = F(w)F2(w)
If £l'— [F(w)] =

fi(x)

(A.30)

and £.—' [F2(w)] = f2(x) then

9' [F1 * F2](x) = fi(z)f2(x)

(A.31)

This states that a convolution in time-domain is equivalent to a multiplication in the Fourier
domain, and that a multiplication in time domain is a convolution in Fourier domain.
The discrete convolution for two discrete functions fi(x) and f2(x) is defined as
(Ii * f2)(x) = > f1(k) f2(x — k)

(A.32)

A.5 Up and Down sampling
The upsample operator IM for a sequence x(n) is defined by
IM x(n)

I x(n/M) n=O,±M,±2M,..•

—
— ç

otherwise

0
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(A.33)

The downsample operator J.M for a sequence x(n) is defined by
J.M

x(n) = x(Mn)

(A.34)

Down-sampling, time compression, results in a stretching in the frequency domain. If a signal is
downsampled by a factor of 2, the frequency components in the range 0 to are stretched to 0
to r. This implies that care should be taken: due to the stretching the new range might extend
the interval from —ir to ir. The stretched old range will then be folded within this range. This
phenomenon is called aliasing.
Down-sampling is usually preceded by an anti-aliasing filter, which removes the higher frequency
components responsible for aliasing-effects.
Up-sampling, time stretching, results in a contraction in frequency domain. The spectrum of the
new signal is contracted with a factor M, for upsampling with a factor M, and the spectrum is
repeated periodically. Therefore upsampling is mostly followed by low-pass filtering to remove
the multiples of the spectrum.
For more information about the effects of up and downsampling, see [Aka92].

A.6

Spectrum estimation and spectrum analysis

The Fourier transform provides a method for analysing the frequency components of a signal.
These signals can be expressed in the so called amplitude and the phase spectra, respectively
the frequencies versus their amplitude and the phase versus frequency. Sometimes these spectra
provide a more comprehensible representation of a signal, and some characteristics of signals
are more clearly visible in the spectrum then in the rough original signal. For, e.g., a signal of
limited bandwidth disturbed with noise at a certain frequency outside the bandwidth, a plot of
the amplitude spectrum provides a simple method for rough noise to signal estimation.
Most discrete signals contain frequency components which are of relatively long wavelength,
compared to the sampled time-interval. Together with noise this introduces inaccuracies in the
spectrum, which may become very irregular. Various estimation techniques have been developed
for improving the estimates of the frequency spectrum. An overview of these methods is given
in [1fe93].
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Appendix B
This appendix provides an introduction into wavelet theory, as well as an overview of existing
relations with signal analysis. The continuous wavelet transform is discussed, after which the
discrete wavelet transform is introduced and the concept of the improved time-frequency localisation of the wavelets is mentioned. The relation of the wavelet decomposition with Multiresolution Analysis is shown, and the Fast Wavelet Transform is discussed. Wavelet properties are
briefly mentioned and the equivalence with perfect reconstruction quadrature mirror filterbanks
is shown, and properties of filters briefly handled. Finally some references to other information
sources and literature are given.

B.1

Wavelets

Wavelets are a family of functions generated by the dilation (shift in frequency) and translation
(shift in time) of a single function , see [Chu92], [Dau92J and [Roe93J. The function b is called
the mother wavelet', and the family 11a,b(t) is defined by the dilation and the position parameter
a and b, as

4)

t/)o,b(t)

where a E R+ and b E R. The wavelet function

must satisfy the admissibility condition

<oo.

=

(B.1)

(B.2)

where '(w) is the Fourier Transform of '(t). The second derivative of a Gaussian, 1'(t) =
(1 — x2)e
is very popular as an example of a wavelet function. A plot of this wavelet
function

B.2

is shown in figure (B.!), and

is called the mexican hat wavelet.

The Continuous Wavelet Transform

The Continuous Wavelet Transform with respect to a mother wavelet b for a function f E L2(R)
is defined by
(W,,,f)(a, b)

=

j f(t0tut.

(B.3)

where the overline means the complex conjugate. Please note that this is expressible as an inner

product (1 b,6) on L2(R). The relation of between the time and frequency window used is
1The mother wavelet is sometimes also called the basic or analysing wavelet
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_ _

Figure B.!: A graph of the mexican hat wavelet

expressed in the Fourier Transform pair of the mother wavelet . If '(i) and (w) constitute a
Fourier Transform pair, then
(B.4)

where d > 0 is a continuous variable[Aka92, p229]. So a contraction in one domain results in
a non-uniform expansion in the other, and vice versa. If wavelet function (' and its Fourier
Transform 1' are window functions (see definition 4, section A.2), then the time window of the
continuous wavelet transform is localised on [b + ap — ao, b + aj + ao] and the corresponding frequency window is situated on the interval [ —
where
and c,, c
+
are the centres and the radii in the respective domains. Please note that the area of the timefrequency window is not influenced by the dilation and position parameter. The time-frequency
windows are plotted in the Heisenberg diagram in figure B.2.
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Figure B.2: The Heisenberg diagram of the Continuous Wavelet transform
It can be concluded that the Wavelet Transform makes use of adaptive time- frequency-windows.
These windows narrow for higher, and stretch for lower frequencies, which is exactly the most
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desirable. It is clear that this is preferred to the STFT-windowing.

B.3

The Discrete Wavelet Transform

For constructing a discrete wavelet transform from the continuous wavelet transform, the following sampling lattice is used, which leads to a partitioning of the time frequency plane

a = 2'

b

= k2' j, k E Z

(B.5)

This results in a partition of the frequency band to so called dyadic frequency bands, and a
uniform discrete sampling of the time axis. This exponential scale corresponds, for example, to
the musical scale as introduced by Bach, or the sub-band coding in of speech in signal processing.
The corresponding sampling grid is shown in figure B.3.
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I.

Figure B.3: The sampling grid of the discrete wavelet transform

Each rectangle corresponds to a wavelet basis function with certain scale and certain shift.
Define

=
=
where

f(i)t,b,,k(i)di

(B.6)

(f,t,bJ,k)

J,k(Z) = 2"21'(2'z

—

k)

j, k E Z

(B.7)

Then, if b is an orthogonal wavelet, the following inversion formula holds, see [Dau92].
(B.8)

This is called the wavelet series The coefficients {c,,k} are called the wavelet coefficients. The
discrete wavelet transform can be represented by a filterbank, see figure B.4.

B.4

Multiresolution Analysis

Every wavelet 'generates' a direct sum decomposition of L2(R). If W, is defined as the linear
span of {1,bj,k : k e Z}

= span

: k E Z)
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(B.9)

C011

CI."

Figure B.4: The discrete wavelet transformation as a filter bank

then L2(R) can be decomposed as a direct sum of the spaces W,
(B.1O)

meaning that every f E L2(R) has a unique decomposition on these subspaces.
V,

is

defined as

VjV1+1+Wj2+

(B.11)

Then the subspaces V, form a so called multiresolution analysis. A multiresolution analysis of
L2(R) consists of a sequence of closed subspaces {VmIm E Z) which have the following properties:

• Containment:
{O} c

.

. V2

c

V1

c

V0

• Completeness:

fl

Vm

= {O}

c

V_1

c

J

Vm

V_2

= L2R

L2(K)

(B.12)
(B.13)

mEZ

mEZ

• Scaling property:

f(X)EVmf(2Z)EVm_i
•

jEZ

(B.14)

The transformation property

f(z)EVos'f(x—k)eVo
• The basis/frame property
There exists a scaling funciion

(B.15)

E Vo such that Vj E Z, the set

{,,k(t) = 21/2(21i — k)}

(B.16)

forms an orthogonal basis for V1.

One says that the multiresolution analysis is generated by . Let Wm be the orthogonal complement of Vm in Vm... 1• Then V1 can be written as an orthogonal sum of resolution spaces

= V,1

(B.17)

And (B.11) becomes
(B.18)

If it is assumed that the subspace T/ is generated by the linear span of a single function 4 E L2(R),
V0

= span {o,k : k E
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Z}

(B.19)

with

then

defined as

= 2 /2(2_2Jz — k)

j, k

EZ

(B.20)

also generates the subspaces V1 by

V, = span {,k k E Z}

(B.21)

:

This means that, if a function f is contained in a space V1, the function can be decomposed onto
a sequence of m subspaces {W,Il = i — 1,.. •, i — m} and subspace V,....m completely and without
redundancy, for rn E It
The higher the index of V3, the better the resolution of the space. A space V, of higher resolution
is constructed by adding detail information Wj+i to the lower resolution space V,+1. The other
way round, if the detail information of V1 is removed, by orthogonal subtraction of the detail
information obtained by the projection on W,+i, the lower resolution space V1+i is obtained.
These properties lead to the following observations: The scaling function E V0 and the wavelet
E Wa are both in V1, which is generated by {...1,k = v'q(2z — k)Ik E Z}. So 4 and 1' can be
written as

(x) =

>pk4)(2Z — k)

(B.22)

(x) = qkc6(2x—k)

(B.23)

for some sequences {pk} and {q}. These formulas are called the two-scale relations or dilation
equations. On the other hand 4(2x) can be written as a combination of the basis functions in V0
and Wo

q(2x) = > a4i(z

—

k) + bkl,b(x — k)

(B.24)

for some sequences {ak} and {bk}. This formula is called the decomposition relation.

B.5

The Fast Wavelet Transform

From real valued data sequence c0 a function in f E V0 can be constructed by

I = >c

(B.25)

where {} is generated by a MRA such that {4o; n E Z} and the associated wavelet basis
{,bmn;m,n E Z} is orthonormal.
The projections of I E V, on V,÷1 and W,.,.1 can be computed, see [Roe93] and [Dau92], which,
for j = 0, results in

4=
d = >gn_2ean
where the 4 and 4 are the coefficients for respectively the spaces V1 and W1, and

= (1,o,o,n)=
gn

=

(",o, 'o,n) =

2J(z)(x_n)dx

2 J (z)(z
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—

n)dz

The decimated filter operators H and G are now introduced by
(Ha)k

= >hfl_2kafl

(B.26)

(Ga)k

=

>gn_2kan

(B.27)

These operators consist of a convolution and a decimation, and the coefficient sets gn and h are
called the interscale basis coefficients If the decomposition process is repeated, the following
formulas for the decomposition vectors are obtained

d'

=

Gc'1

(B.28)
(B.29)

where ' and d are the coefficients for the decomposition spaces V, and W,. These two formulas,
together with

=

>cc,k + >2d'kt,bj,k

(B.30)

form a tree algorithm called the Mallat 's pyramid algorithm. The implementation of this scheme
is called the Fast Wavelet Transform . For the filter coefficients h and g a special relation
holds

= (.1)kh1_

(B.31)

Daubechies established the relation between the MRA and the filter coefficients h in [Dau88].
The h for the various wavelets types will not be considered in this appendix. For more information about the computation and construction of the interscale basis coefficients, or for tables
containing the values of the interscale basis coefficients for various wavelet types, see [Dau92].

B.6

Wavelet properties

There is a wide range of different wavelet types available, which all have specific features in timefrequency localisation. Two famous examples are the Haar Wavelet, very localised in time, but
poor frequency localisation, and the Shannon Wavelets, strictly localised in frequency, but poorly
localised in time. These two wavelet types constitute the most extreme cases, and a wide range
of smooth functions, in time and frequency, are in between. Smooth functions in time, resulting

in a flatness of the frequency response, with interscale basis coefficients of compact support,
that are reasonably localised in frequency, are needed. Compact support for the interscale basis
coefficients means there are a finite number of coefficients.
Smoothness of a function can be expressed in terms of regularity. For a fixed compact support, a
wavelet with maximal regularity can be designed. The regularity of a function is closely related to
the number of times the function is continuously differentiable. This kind of maximal smoothness
provides the so called Daubechies wavelets.
Another important aspect for expressing the smoothness of a wavelet is the number of vanishing
moments. The scaling function , from which the wavelet can be derived, has m vanishing
moments if f x(x)dx = 0 for 0 < k < m. The number of vanishing moments of the wavelet

function can be traded off to the number of vanishing moments of the scaling function. This
increases the symmetry of the scaling function, and provides the so called Coiflets.
Since the number of vanishing moments and the regularity have different solutions for the choice
of the interscale coefficients, the question arises what is more important. [Dau92] handles this
question briefly, and points out that it depends on the application.
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B.7

1

Filtering

Digital filtering is on of the most important operations in signal processing, and is defined as the
convolution of a sequence filter coefficients with a signal. This influences the signals amplitude
and frequency containment, depending on the filter coefficients.
There are two types of filtering, the so called Infinite Impulse Response (IIR) and Finite Impulse
Response (FIR). The hR filter is defined as

$

y(n) =

h(k)x(n— k)

(B.32)

The basic FIR filter is defined as
y(n)

(B.33)

The FIR filters will be looked at more closely.

B.7.1

FIR filtering

The basic FIR filter is characterised by equation (B.33), for which causality and linear time
invariance hold. Its transfer-function is given by

N-i

H(z) =

h(k)z

(B.34)

FIR filters are very simple to implement; it's most widely used structure for implementation is
the direct form, tapped delay line or transversal filter, as shown in figure B.5. Based on the
number of filter-coefficients N this is also called an N tap-filter.

Figure B.5: Realization of a FIR filter

One of the most important features of FIR filters is their phase characteristic, indicating the
altering in the harmonic relationship. The modification of a signal by a FIR filter is dependent
on the amplitude characteristic and the phase characteristic. The latter is described by the phase
delay and the group delay.
The phase delay, denoted as 7, is the amount of time each frequency component suffers from
going through the filter;
(B.35)

where 9(w) denotes the phase angle for frequency w. The group delay, denoted as 7's, is the
average time suffered at each frequency;
59(w)
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(B.36)

where the delta denotes the derivative.
A filter has linear phase response if
0(w) =

/3 —

aw

(B.37)

for constant a and /3. If a filter satisfies this condition it has constant phase delay and group
delay.

If a filter has constant phase delay or group delay, the frequency components of a signal will all
have an equal, constant, delay. The frequency components relationships are thereby not altered.
It can be shown that, in order to satisfy the linear phase constraint, a filter has to be symmetric
or anti-symmetric [1fe93].

B.7.2 QMF filtering
A quadrature mirror filter pair is a pair of filters that have the property that their Fourier
transforms are mirror images about w = r/2. A system of two filtering channels that both
extract a certain frequency range of a signal, is called perfect reconstruction if the original signal
can be perfectly reconstructed from both channels.
For perfect reconstruction, which means that reconstruction is possible by applying the same
filters as used for the decomposition, certain filter properties must hold. These properties are,
for example, given in [Aka92]. A two channel FIR filterbank having these, so called parauniarij
properties is called a two-channel FIR perfect reconstruction quadrature mirror filterbank (twochannel PR-QMF).
The two channel PR-QMF can be extended into a M-band structure by a binary, hierarchical,

subband tree expansion or by a dyadic tree expansion. Using this technique, a signal can be
decomposed into sub-bands. [Aka92] shows that the wavelet decomposition is equivalent to a
paraunitary FIR PR-QMF dyadic filterbank. The FWT as a PR-QMF filterbank is shown in
figure B.6.

Figure B.6: The Fast Wavelet Transform for three decomposition levels as a filterbank

B.8

Filter Properties

In the previous paragraphs the tight relationship between the wavelet transform, multiresolution
analysis and filterbanks was shown, see also [Aka92J and [Vet92]. Since the FWT is expressible
in terms of filters and decimators, the possibility to analyse the FWT as filtering structure exists. A clear view of the decomposition can be obtained by analysing the filter properties of the
interscale basis coefficients of the various wavelet types.
As an example, the Daubechies D4 wavelet, as shown in figure B.7, together with the corresponding scale function will be dealt with. figure B.6.
The interscale basis coefficients h are given by [Dau88J
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(a)

(b)

Figure B.7: (a) The Daubechies D4 wavelet function (' and (b) the corresponding scaling function

h0=1J3 h1=43

h2-f 3-f

(B.38)

The transfer function of the filter coefficients, which is the Z-transform H(z) of the filter, will be

analysed. The Daubechies D4 wavelet has the following transfer function;

H(z) = h0z' + h1z2 + h2z2 + h3z3

(B.39)

This can directly be translated into a FIR realization as given in figure B.5. More interestingly,
the DFT and phase angles can also be determined, by applying the DFT transform to the filter
coefficients.

X(O) =
X(1) = ho—h2+i(ha—hi)
X(2)

=

X(3) = ho—h2-4-i(hi—h3)
With corresponding phase angles 9(0) = 0 , 0(1) = 750 , 9(2) = 0 and 9(3) = —75°. This clearly
shows that the filter has no linear phase response.
The various decomposition stages can be described in terms of coverings of the frequency spectrum. The frequency response of a filter is the Fourier transform of the impulse response of the
filter, and represents the "complex" response of a filter for a frequency. For the interscale basis
coefficients h and g the frequency response is given in figure B.8.
The wavelet transform involves high-pass and low-pass filtering, which both remove respectively
approximately the lower and the higher part of the signal, which prevents the down-sampling
from aliasing effects.

B.9

2D Extension

In the previous sections was only dealt with wavelets applied onto 1D spaces. In this section
the wavelet transform will be extended to 2D. It can be extended to an higher order space by
applying a similar process.
The 1-D Transform can be extended to 2D by taking the tensor product functions generated by
two one dimensional bases. One can also extend the MRA to two dimensions by defining the
spaces V , j E Z, with

Vi = v(r) 0
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(B.40)

Figure B.8: The modulus of the frequency response of the interscale basis coefficients of the
Daubechies D4 wavelet

where the z and y denote the x- and y-direction. A thus constructed space is 8panned by the
products of 1-D vectors:
V1 = span {c61,m:,n : Tn, n E Z}

(B.41)

The orthogonal complement MT, is spanned by

W, = span {:,mtPi,n, t,l'i,m 4I ,n , t,bi rn t,b

,

}

(B.42)

The V form a MRA in L2(Lt).
This leads to the definition of three wavelets [Dau92]
Wh(zy) =
IfV(zy) = b(z)(y)
Wd(x,y)

=

Where the h, v and d stand for horizontal, vertical and diagonal, respectively. Like the formulas

presented in section B.5, this can be expressed as the following recursions[Roe93].

= HHc'
= GZHYC'

= HZGC'
j(d)j+1
Where

the G and H operators act on the first and the second indices, for i = z or i = y

respectively. For example; (H a)p,q

B.1O

= GXGYC'

= >,, h2n_pan,q for the wavelet transform.

More about Wavelets

There is a large number of introductions into wavelet theory available. Next to the mentioned
references, with the ten lectures of Ingrid Daubechies and the book of Akansu and Haddad as a
special advise, there is a number of articles published in various IEEE transactions.
At the University of South Carolina a digest is being maintained, to which can be subscribed
by sending a message with subject subscribe to waveleUmaih.scaroIina.edu. A central WWW
page containing references to various papers, from introductions into the wavelet theory to recent articles and references to various wavelet software containing ftp sites can be found at
hflp://www. mathsoft. com/waveleis.himI.
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Appendix C
MEMORIA DEL PROVECTO DE INVESTIGACION
(IMPRESO NORMALIZADO N9 2)
TITULO: ...'AN.AL1SIS..E...lMP.LEMEN.T.AC.IOIL.PARA.LELA..D.E...T.EC.MICAS...D.E..P.ROCESADO

IMAGENES PARA P

P

MINAR LAPOSICI

ATERA

DEU

yEHIc.uLo"

PALABRAS CLAVE: ..V.ISIQN...P.OR..CLLMPIIILDDR,....T.EC.MIC.AS...flE..P.RDCESADO...DE
INA.GEILES.,. NAVE.GAC.ION...A.UIflNOI!IA.,...AR.QUIIECIU.RAS..PARALELAS..
..

INVESTIGADOR PRINCIPAL:

...AN.GE.L..S.AN.CH.EZ...CALL.E

CENTRO: ...EACULIAfl..D.E..INEQRM.AIICA.

DPTO.

LEGUAE.s..y...SLSIEMAs..x.NEo.RMAII.cos..E.1N1.ENIERIA..nE..S.QF..T.wAaE...

RESUMEN:

En este proyecto se pretende estudiar el problema de determinar
la posiciôn lateral de un vehiculo sobre una carretera sin
restricciones, es decir donde no se tengan como referencia lineas
delimitadoras. Para ello se van a utilizar un conjunto de
técnicas, como son las basadas en el anãlisis de texturas y en la
modelizaciôn de objetos, con las cuales se obtienen buenos
resultados en situaciones como la planteada. Sin embargo, el
inconveniente que presenta la utilizaciOn de este tipo de
técnicas es su gran carga computacional, especialmente en las
aplicaciones donde se requiera que el tratamientO de imágenes sea
en tiempo real. De aqul surge la necesidad de implementar los
correspondienteS algoritmos en arquitecturaS escalables, donde el
nUmero de operaciones de cálculo aumenta en funciôn de la
configuraCiôn (nümero de procesadores) adoptada para resolver el
problema. Otro objetivo buscado en este proyecto es ilevar a cabo
la detecciOn en tiempo real a un coste razonable y POE ello se ha
considerado la utilizaciôn de arquitecturaS paralelas basadas en
TransputerS.
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macro textures, 17
Mallat's pyramid algorithm, 82
micro texture, 16
MRA, see multiresolution analysis
multiresolution analysis, 80

L2(R), 71
6 function, 72

Brodatz texture album, 15
camera reference frame, 65
CFT, see Fourier Transform, continuous
compact support, 82
convolution, 75
CWT, see wavelet transform, continuous

Parseval Formula, 73
peak shrinkage, 44
PVM, 25
QMF, 84

decomposition relation, 81
DFT, see Fourier Transform,discrete
dilation, 77
dilation equations, 81
discriminatory region, 22

region of interest, 12
Roberts operator, 21
scaling function, 80
segmentation
meaningfull, 17
texture, see texture segmentation
Short Time Fourier Transform, 74
spatial domain, 73
STFT, see Short Time Fourier Transform

filtering, 83
FIR, 83
IIR, 83
FIR filter, 83
Fourier domain, 73
Fourier Spectrum, 73
Fourier Transform, 71
continuous, 71
discrete, 73
Fourier transform pair, 72
Frequency domain, 73
frequency spectrum, 73
FWT, see wavelet transform, fast

N-tap filter, 83
texture, 15
definition of He and Wang, 17
statistical approach, 15
definition of, 15
definition of Haralick and Shapiro, 16
model based approach, 15
spectral, 16
texture segmentation, 17
localised frequency approach, 18
model-based, 18
neural network based, 18
statistical, 18
structural, 18
texture spectrum

Gibbs phenomenon, 43
Heisenberg diagram, 74
highpass filter, 37
Hubert space, 71

hR filter, 83

results, 21

interscale basis coefficients, 33, 82

definition of, 20
method, 19

K-means clustering, 48
Kronecker 6 function, 72

texture unit, 20
time—domain, 73

translation, 77

lowpass filter, 37
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two-channel PR-QMF, 84
two-scale relations, 81
uniformity region, 22
Wavelet
Daubechies D4, 84
wavelet

mother, 77
wavelet frame, 32
wavelet packet frame, 32
wavelet transform
continuous, 77
discrete, 79
fast, 82
wavelets, 77
window function, 74
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