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1
Introduction

Road signs contain essential information about the traffic regulations in place,
warn drivers about dangerous situations, or provide other information about
the road situation. A road typically contains many road signs and drivers have
to pay attention to many things. Therefore, drivers sometimes miss essential
road signs. Some road signs apply to a long stretch of road, like speed limits,
overtaking regulations and the type of road. Remembering these regulation
proves to be difficult for drivers. For this reason road maintainers often adjust
the lines of the road to reflect the kind of road or repeat the signs many times.
Because drivers sometimes miss signs it is convenient to have the regulations
that apply to the current road displayed on the driver’s dashboard. To realize
a system like that, the vehicle needs to know what regulations apply at the
current location. One way to realize this is to combine GPS with a database
that contains all regulations for every road. Such databases are available in
today’s navigation system. These database typically store the road type and
the speed limits. However, those databases are often not up to date. When road
constructions are started the speed limits change, but today’s navigation system
do not show the updated speed limits. Traffic regulations are always indicated
with road signs even if there are temporary regulations in place. Therefore it is
natural to use a system which is able to detect road signs. Such a system can
always tell what traffic regulations apply.
In order to detect road signs a vehicle has to be equipped with a camera
which can see the road signs which are also visible to the driver. Detecting and
classifying road signs is task of computer vision. The images taken from the
camera are processed and the road signs presents should be detected. Several
existing car models have such systems in place, such as the Opel Insignia. This
model can only detect speed limit signs and no-overtaking signs. This shows
that the problem of road sign recognition is far from solved. Often there are
also road signs visible which belong to adjacent roads and do not apply to the
current vehicle. It might therefore be important to consider the location of the
road sign as well. For this project we do not consider the problem of determining
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whether a road sign applies to the current road and whether it is relevant to the
driver.
For this project we propose and implement a system which detects the road
signs present in an input image. The task we want to solve is to detect where
in the image road signs are located and what type of road signs are present in
the image.
Many road sign recognition systems can classify road signs if they are presented isolated and centered in the image. Example of these systems are the
entries submitted to The German Traffic Sign Recognition Benchmark [1]. A
few example images used for this benchmark are shown in Figure 1.2. Clearly
these examples are not the type of images which would be encountered in real
applications. A typical image of a road situation may contain road signs everywhere and can contain any number of road signs, or road signs can be totally
absent. For this project we want to work with more realistic images than the
test images of the benchmark.
Some of the road signs present in the input image are very far away or visible
under an accute angle. These road signs are very hard to recognize, even for
humans and are much less relevant to drivers than the road signs close by and
facing the driver. To test the recognizer we include most of the traffic signs
present in the images to the ground truth, even the ones which are very hard
to recognize. The reason this is done is that the recognize might occassionaly
detect such a difficult road sign. However, we do regard recognition of the far
away road signs less important and we have done additional tests which exclude
far away road signs.
As input we use typical road scene images. The image set used contains
images taken in the city and in the countryside. Some of the images are taken
under bad weather conditions. An example input image and the detected road
signs are displayed in Figure 1.1.
A fundamental problem in image processing is object detection. Segmentation is usually the first step. Determining the level of coarseness or the number
of regions the segmentation contains is a difficult problem. One solution is
to create multiple segmentations at different levels of coarseness. A technique
which creates multiple segmentations is the binary partition tree. We use the
binary partition tree to segment the input images. The goal of this step is to
create a single regions for each component of a road sign. For example the
border should become one region, the background another and a final region for
the foreground of a road sign. A binary partition tree is a hierarchy of multiple
segmentations at different scales, these segmentations are organized in a binary
tree. Object detection is performed by filtering the nodes of the tree. By doing
so objects are effectively detected at all levels of coarseness.
The binary partition tree is an example of a connected operator, which
belongs to the field of mathematical morphology. We will discuss mathematical
morphology and connected operators in more detail in section section 3.1.
The max tree [27] is another tree structed used to implement a connected
operator. It creates a hierarchy of regions from an input image. The max tree
orders region in a different way, the ordering is based on the gray level or some
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Figure 1.1: Two example images which was used to test the road sign recognizer.
The output is displayed on the right. In the first image the recognizer has labeled
one road sign incorrectly.

Figure 1.2: A few of the road signs used in The German Traffic Sign Recognition
Benchmark. Images from the website of the contest [1].
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other measure on the pixel values. A region of a max tree includes all connected
pixels which are at least a value which is associated to the region. The root
of the max tree represent the minimum value and is equal to the size of the
image. The maximum components of the image will end up as leaves in the
max tree, while the root represents the image as a whole. To create a max tree
it is necessary to define an order over the pixel values. For grayscale images
pixels can be ordered on gray level. For color images it is not clear how to
order colors, different orderings for colors have been proposed, for example by
Lezoray et al. [17], Angulo [4] and Naegel et al. [24]. A binary partition tree
only requires a distance, between pixel values, and is therefore naturally better
suitable to work on color images.
The road sign recognizer uses vector attributes to describe the shape of the
regions resulting from the segmentation step. Examples of attributes which can
be used are area [21] and shape [34]. We use the normalized central moments
to represent the shape. These moments are scale and translation invariant
descriptors of shapes. By comparing the vector attributes of regions in the input
image with attributes taken from a reference shape, the objects can be classified.
Since the binary partition tree can be used on color images, vector attributes
are brought to the domain of color images. Road signs contain multiple regions,
therefore for a road sign to be detected several regions should be present. These
regions can be the border, the background and the foreground. Binary partition
tree have been used before to detect objects by Liu et al. [19] Using the binary
partition a face detection system was created.
The reference vectors or prototypes as we call them can be created in different
two ways. They can be defined manually. For these kind of prototypes the
official definitions can be used which are provided by the organizations which
maintain the roads. These images are perfect depictions of what the road sign
should look like. In reality the road signs may look quite different, due to lighting
conditions or wear. Another option is therefore to extract the prototype road
signs automatically from the type of images the system will encounter. It is
required that those images are annotated, it must be known where in the image
the road signs are located and what type of road signs are present.
To summarize we wanted to create a road sign recognition system with the
following requirements:
• The system must be able to recognizes the location of road signs in input
images.
• The system must be able to classify the recognized road signs.
• We want the system to use color information.
• Far away road signs are not as important as close-by road signs.
• We want to system to be fast enough to enable real-time processing.
In this report the related work will be discussed first. The next chapter
describes the method in detail and how the method was applied in the final
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implementation of the road sign recognizer. After that we describe the results of
experiments conducted with the road sign recognizer and finally the conclusion
will summarize our work.
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2
Related Work

There are many existing traffic sign recognition systems available in the literature. A wide variety of different techniques are used to recognize these traffic
signs. In this section a few of these existing systems are discussed. In the second
half of this chapter we discuss techniques which are related to the techniques
used in our system.
In the work of Alom et al. [3] a traffic recognition system is presented which
uses principal component analysis. This is done with the following steps:
1. Start with M road sign images consisting of N components.
2. Calculate the mean image Ψ.
3. Calculate the differences of each image (Φi ) with the original image.
P
1
4. Calulate the covariance matrix of C = M
Φi · Φ∗i .
5. Find eigenvectors and eigenvalues from this covariance matrix.
Then the eigenvectors are sorted in order of descending eigenvalues. Each
eigenvector represents a traffic sign. Now every input image can be projected
into eigenspace. This results in a weight for each eigenvector representing the
contribution of each road sign in the input image.
Goedemé [11] presented a traffic sign recognition system using SURF (Speeded
Up Robust Features). SURF [6] is an image detector and descriptor inspired by
SIFT (Scale-invariant feature transform) [20]. According to the authors, SURF
has a comparable performance to SIFT, but is several times faster. For the
features it uses Haar wavelet approximations of the Hessian. In Figure 2.1 the
traffic sign with the selected feature points are displayed. In their system 82 %
of the traffic signs of the type that were trained were recognized correctly.
De la Escalera also presented a traffic sign recognition system [9]. This
system first thresholds the image in the HSV color space and then genetic algorithms are used to find the traffic signs in the image.
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Figure 2.1: Features selected by SURF in a traffic sign. The image was taken
from [6]
Claus Bahlman et al [5] proposed a system which uses a feature detection
system based on Adaboost and color sensitive Haar wavelets. Detected features
are then normalized and classified using Bayesian generative modeling. They
managed to get an error rate of 15 %. This means that 15 % of the traffic signs
were incorrectly qualified or not recognized.
Another system was proposed by Kastner et al. [12], which is inspired by the
human attention system. The attention system first extracts regions of interests
from the input image, which are possibly road signs. Then for each of these
regions a probability is calculated for every road sign class. This probability is
estimated by a number of classifiers.
The attention phase generates an attention map. The focus of attention
is extracted from the attention map. Then a segmentation is created around
this focus of attention. The segmentations are the region of interests which are
classified in the next step in the classification stage. This process is illustrated
in Figure 2.3.
The classification step first performs a color segmentation step to extract the
relevant structures. Then the image undergoes a morphological opening with
a structuring element which preserves structures but removes noise. Finally a
mask is created. The results of these image processing steps is then used to
calculate a number of features. From these features a probability for each road
7

Figure 2.2: Traffic sign recognition system of [5] et al.
sign class is calculated.
The system was only tested with stop signs and give way signs. They manage
to get a correctness of 98.3%, a completeness of 89.8 % and a quality of 88.5%.
Where correctness is defined as:
correctness =

TP
TP + FN

(2.1)

Completeness is defined as:
completeness =

TP
TP + FP

(2.2)

Finally quality is defined as:
Q=

TP
TP + FP + FN

(2.3)

In these equations TP is true positives, FP false positivies and FN false
negatives.

2.1

Max-tree

A max-tree is a hierarchical representation of an image [27]. In that sense it is
related to the binary partition tree used in the road sign recognizer. The entire
8

Figure 2.3: Detection stage of Kastener et al.: ((a) Input image of attention
system, (b) Attention map, (c) Regions of interests for all sign classes, (d)
Fused Region of interests for classification stage. The image was taken from
[12].
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Figure 2.4: An example image represented as a max-tree. The regions with
the highest values reside in the leaves of the tree, while the root of the tree
represents of the entire image.
image is represented in the root of the max-tree. The leaves of the tree are local
maximum. Every node of the max-tree has a threshold values, it represents a
connected component where all pixels are of that value or higher. In Figure 2.4
an example image is displayed with the corresponding max-tree. The dual of
the max-tree is the min-tree. In the min-tree the root corresponds to the highest
pixel level and the leaves to local minimum.
A max-tree can be used to implement certain morphologic operations very
efficiently. Consider for example an opening which removes small components.
This opening can be implemented as a filter which is applied to the max-tree.
All nodes which represent small components should be removed from the maxtree. When a component is removed its pixels are moved to region belonging to
the parent node.
It can be helpful if filtering criteria are increasing. This means that if the
filtering criteria does not hold for some node it does not hold for it’s child
nodes either. Many criteria like size criterion are increasing. For non-increasing
criteria it is not clear what regions should be preserved. One way to solve this
is by creating an optimal decision using the Viterbi algorithm. Another option
is to use the subractive rule [34]. This means that if a node is removed the gray
level of all descending nodes are lowered.
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2.2

Face recognition using the binary partition
tree

In 2005 the binary partition tree was applied to the problem of face recognition
by Liu et al. [19]. The system starts by creating an initial segmentation using
the watershed algorithm. An initial labeling of facial regions and non-facial
regions is applied to the regions resulting from the watershed segmentation. A
region is labelled facial if the the proportion of skin colored pixels is more than
50%. The facial regions from the initial segmentation are then used as an input
to the binary partition tree growing step. By using an initial segmentation the
number of regions has been reduced significantly compared to the situation if
all individual pixels were used as input. This also reduces execution time of the
process significantly.
The binary partition tree requires a distance measure between regions in
order to decide which regions to merge next. Traditionally the color difference
is used as a distance measure. Liu et al. uses a more elaborate distance measure.
They also take into account the length of the contour two regions share. Regions
which have a longer shared contour will merge earlier than two regions which
only touch each other in a corner. The results of the segmentation step is
displayed in Figure 2.5
The binary partition tree is then filtered in order to retrieve the facial nodes.
For each node in the binary partition three attributes are assigned which express
facial likeness. These attributes are aspect ratio, orientation angle, compactness,
density, area and the presence of facial features.
If it is known there is only one face in the image filtering the BPT is easy,
the node with highest facial likeness should be selected. If there can be multiple
faces in the image, the following procedure is used. First all nodes are removed
that have a facial likeness less than some threshold T . Then from the remaining
nodes the node is selected which has the highest facial likeness value. The
corresponding region is used to represent a face. From the set of remaining
nodes all overlapping regions, either by descending into the BPT or by ascending
the BPT are removed. This process is repeated until the set is empty.
Using this technique 84.41 % of the faces are correctly segmented. The
average processing time on a single image is 2.53 seconds for an image of 320
by 240 pixels of size.
The two discussed systems are similar to our system. Both systems use
the binary partition tree to segment the image. Liu et al. use the watershed
algorithm to create an initial segmentation, before applying the binary partition
tree algorithm. We also create an initial segmentation by merging similar pixels.
This is necessary because the binary partition tree algorithm is very slow when
using many regions. Another difference is the similarity measure used. In our
system CIELAB colors are used to define distances between colors. As a merging
criterion, the face segmentation system uses the length of the contour which is
shared by the two regions besides similarity in color. The biggest difference with
our method lies in the filtering step. Liu et al. use different criteria for selecting
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Figure 2.5: The binary partition tree applied for face segmentation. (a) shows
the original image, (b) shows all detected skin pixels, (c) is the result of the
initial watershed segmentation, finally (d) shows the final segmentation. (e-h)
shows the same steps applied to another image. Image from [19].
nodes in the binary partition tree. We use color criterion and image moments
while Liu et al. use aspect ratio, orientation angle, compactness, density, area
and facial features. The road sign recognizer can recognize multiple different
signs, while the face segmentation system is only tuned to one type of object.
Another face recognition system using a binary partition tree was developed
by Marqués et al [22]. To determine the merging order, the color was used as
a distance between regions. To find the nodes representing faces in the binary
partition tree, principal components analysis was used to compare the region of
the node with a database of normalized faces. After the face representing nodes
are retrieved, the segmentation is improved by merging adjacent regions. The
resulting segmentation is then used for face tracking purposes.
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3
Method

In this chapter the implementation of the road sign recognizer is described. We
first describe the method in general. Then each step of the process is discussed
in detail. The recognizer is presented an input image and recognizes which road
signs are present and where they are located in the image.
The method consists of two steps. The first step is to create a segmentation of
the image. The image is divided into a number of regions containing pixels with
similar color values. The goal of this step is to obtain the connected components
of the road signs in isolated regions. An initial fine segmentation is created, to
reduce the number of regions for the next step. Then, the binary partition tree
algorithm is then used to make a coarser segmentation. Regions with similar
color are merged together. The regions are merged until a predefined salience
level has been reached. Because the binary partition tree belongs to the class of
connected operators a section about mathematical morphology and connected
operators is included.
From the resulting segmentation, the traffic signs are recognized. This is
done by comparing the color and shapes from the segmented regions with predefined prototypes of road signs. Attributes are used to compare regions from
the segmentation with prototype regions. The attributes include color, size and
shape. To describe the shape of a region normalized central moments are used.
If the regions present in the image are similar enough to the prototypes, the
candidate road sign is accepted.

3.1

Mathematical Morphology and Connected
Operators

A binary partition tree filter is an example of a connected operator [26]. Connected operators come from the field of mathematical morphology. We therefore
give a brief overview of the theory of mathematical morphology [29].
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Figure 3.1: An illustration of the dilation (left) and erosion (right) operation.
The original figure is shown in white, the resulting figure in gray. The used
structuring element is a disk.
We discuss morphological operations on binary images, but the definitions
can also be extended to the domain of gray-scale or color images. The most
basic morphological operations are dilation and erosion. Both operations use
a so called structuring element, which is another binary image, usually only
a few pixels in size. When performing the dilation or erosion, the structuring
element is moved over all the pixels in the image. A dilation of an image A with
structuring element B is written as A ⊕ B and defined as:
[
A⊕B =
(x + y)
x∈A,y∈B

.
This can be interpreted as if the structuring element B is put over all foreground pixels of A, then the union of all these structuring elements make up
the dilation. From the definition it is clear that the dilation is a commutative
operation, A ⊕ B = B ⊕ A. The dilation expands existing structures, if the
center of the structuring element contains the origin. It is therefore called an
increasing operation.
The opposite operation is the erosion. The erosion reduces existing structures, if the structuring element contains the origin. An erosion is defined by:
[
A B=
x
x∈A:(∀y∈B:(x+y)∈A)

The erosion can be seen as the union of all centers of structuring elements
where the structuring element fits completely into the foreground shape. The
effect of the dilation and erosion are illutrated in Figure 3.1. The dilation and
erosion are related operations. A dilation can be expressed using an erosion and
vice versa. (A ⊕ B = A−1 B 0 )−1 and A B = (A−1 ⊕ B 0 )−1 . In this equation
B 0 is the reflection in the origin of B.
Using the dilation and erosion other operations can be made, like the morphological opening and closing. A closing is defined as A • B = (A ⊕ B) B.
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Figure 3.2: An example of a connected operator. This particular connected
operator removes the inner component of the upper object and removes the
second object.
The opening is defined as A ◦ B = (A B) ⊕ B. The opening can be used
to remove small noisy objects consisting of foreground pixels, while the closing
removes small objects of background pixels.
Connected operators are a special class of morphological operations which
include segmentations [28]. A connected operator in the binary case is defined
as an operator which only removes or preserves connected components. An
example of a connected operator is displayed in Figure 3.2.
The definition of connected operators can be extended to gray scale or color
images. Just as in the binary case, a connected operator merges existing flat
zones. A flat zone in the case of a color image is defined as a connected region
with the same color. Because connected operators only merge existing regions,
no new contours can be created and no structures are created that were not
present in the original image.
A partition is defined as a set of non-overlapping, non empty connected
regions. A partition is defined by P. The region that contains pixel n is given
by P(n)
A partial order relationship among partitions can be defined. We introduce
the notation P1 v P2 , which means P1 is finer than P2 . The definition of v is
given by: P1 v P2 ⇔ ∀(n)P1 (n) ⊆ P2 (n).
An operator ψ is a connected operator if its input image is always finer than
its output image: ∀f : Pf v Pψ(f )
An example connected operator is the opening by reconstruction. This operator removes elements that would be removed by an erosion with a given
structuring element B, but leaves all other elements intact. The first step is
to perform the erosion with B. In the resulting image indeed all required objects are removed, but also all others are damaged. Therefore a reconstruction
step follows. To reconstruct the damage objects, the result from the erosion,
Y = X B, is used to mark the elements that should be reconstructed. The
reconstruction is performed by dilating the image Y conditionally with a structuring element, which defines the connectivity (Y = (Y ⊕ C) ∩ X). The conditional dilation means that the dilation is restricted in a sense that it cannot
extend beyond the structures which were presented in the original image. The
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Figure 3.3: An example binary partition tree. Every node corresponds to a
connected region in the tree. Image from [26]
.
dilation process continues until the image changes no more, when all remaining
structures have been fully reconstructed.
Another example of a connected operator is the max-tree [27], which also
creates a hierarchical representation of an image. The max-tree is a representation of the flat zones present in an image and how these zones are included in
each other. For this inclusion, the max-tree requires an ordering of the values
of an image. For color images it is often difficult to define such an ordering. We
discuss the max-tree in more detail in section 2.1.

3.2

Binary Partition Tree

The binary partition tree is a structured partitioning of an image [26]. Every
node in the tree represents a connected part of the image. The region represented
by a node is the union of the regions represented by its children. The root of
a binary partition tree represents the entire image. In the Binary Partition
Tree many different segmentations at different levels of coarseness are stored.
A different segmentation can be obtained by making a cut from left to right
through the three. The roots of the cut off trees are the the regions of the
resulting segmentation. When going through the the tree from the leaves up
to the root, the partitioning changes from fine to coarse. An example binary
partition tree is displayed in Figure 3.3.
At the bottom of the tree the smallest regions reside. When going towards
the root the regions gets larger, until the root which represents the entire image.
The connectivity between regions are not explicitly encoded in the tree. The
two children of a node are always connected, but other connectivities are not
represented in the BPT.
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Figure 3.4: The binary partion tree can also be used to create an artistic effect.
An image simplified using our implementation of the binary partition algorithm
Binary partition trees can be used for different applications. Typical applications are image segmentation, image filtering, information retrieval and
compression. An example of a segmentation technique which uses binary partition tree’s is the method of Liu et al [18]. In [19] BPT’s are used to segment
faces from images. Another application of binary partition trees is image simplification. An example simplified image is show in Figure 3.4. For the road
sign recognizer the binary partition tree is used to segment the image in regions
that have the same color. The purpose of this step is the capture the different
components of a road sign into single regions. The road signs can be found by
filtering on the attribute values which are stored for every node in the tree.

3.3

Computing Binary Partition Trees

The default method to create BPT’s is described in [10]. BPT’s are grown
bottom up. The algorithm starts with an initial partitioning of the image. This
partitioning can either contain all pixels as separate regions of there own or it
can be the set of flat zones. A flat zone is a connected region consisting of pixels
with a constant value. Also an initial set of links is required. A link is a relation
between two regions indicating they are connected. These links are placed in a
priority queue, sorted at the merging order of the regions.
Then an iterative process keeps merging regions until all regions have been
merged or some other stopping criterion is met. It picks the first link from
the queue. The two regions associated with this link are put in a node of the
resulting BPT. The two regions are merged together to one region. This means
that existing links in the queue has to be updated to reflect this.
The process described above requires a merging order which defines in what
order the regions are merged. Different orderings will result in different BPT’s.
One example of a merging order is the difference in average gray level. A possible

17

measure for color images is the color attribute used by Tuschabe [33]. This color
attribute (C) is defined as a balance (lb ) between luminance (L) and saturation
(S).
r+g+b
3
max(r, g, b) − r, g, b
S=
max(r, g, b)
L=

C = lb ∗ L + (1 − lb)S
In these equations r, g and b are respectively the red, green and blue components of the RGB color space.
There are many other color spaces to represent colors, like HSV [30] or
YCbCr [25]. Using a different color spaces can result in a different partitioning
of the image. One particular promising color space is CIE 1976 (L*, a*, b*) or
CIELAB [8]. This color spaced is based on CIE 1931 XYZ color space. XYZ
can predict which spectral power distributions will be perceived by humans as
the same color.
CIELAB has a component L* for lightness and two color components (a*
and b*). a* is the balance between red and green, while b* is the balance
between yellow and blue. The color space is designed such that a change in any
of the components, corresponds to an equal perceptual change for human vision.
CIELABS colors are not defined absolute but relative to some predefined white
point.
Also a merging model has to been defined in order to create a binary partition
tree. The merging model defines how a region is represented when two subregions are merged together. For example in the case of merging on gray level,
the merging model should determine how the gray level of the merged region
is determined from the two sub regions. There are different possible merging
models. One possibility is to use the mean value. In this case a weighted average
based on the size of the sub regions is calculated. Another option is to use the
median value. For the median, the value of the new region is assigned the value
of the largest child region. If the two child regions are of equal size, the average
of the two values is taken. The value this merging model calculates does not
necassarly corresponds to the real median value when a region originates from
more than two merges. The chosen merging model affects the outcome of the
tree, when two regions are merged and the region gets a new value the links in
the link queue have to be updated.

3.4

Filtering trees

The resulting tree can contain many small regions. It may therefore be necessary
to prune the tree and merge the branches of some of the nodes together. To
decide which nodes should be removed a filter criterion should be defined. After
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filtering all nodes which do not comply to the criteria are removed, effectively
merging the regions corresponding to those nodes.
For a stable outcome of the filtering process, it may be helpful that the criterion is increasing. This means that if the filtering criterion holds for a node,
it should also hold for all its descendants. Or mathematically, a criterion C is
increasing when:

∀R1 ⊆ R2 ⇒ C(R1 ) ≤ C(R2 )
An example of an increasing criterion is an area threshold. If a region does
not comply with a minimum area, then all subregion also do not comply with
this criterion.
When a criterion is not increasing it is not clear what to do with a node
meeting the deletion criterion if it contains descendants that do not meet that
criterion. In Figure 3.5 a non-increasing criterion is illustrated.

Figure 3.5: A non-increasing criterion. The square nodes should be preserved,
the circular nodes should be removed. Image from [26]
One method to resolve this problem is to use the Viterbi algorithm to create
the optimal decision for each node. The goal is to create an increasing decision,
so no nodes should be preserved which are descendants of nodes that have to
be removed. Therefore some nodes have to be changed from remove to preserve
and vice versa. For each node which decision is changed a cost is associated.
To get the optimal decision the total cost function has to be minimized. This
problem can be solved efficiently using the Viterbi algorithm. The algorithm
starts at the lowest layer in the tree and then ascends the tree towards the root,
propagating the costs from the lower nodes. This process is illustrated in Figure
3.6. Alternatively the direct rule can be used, which simply preserves all nodes
at their original value.
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Figure 3.6: The Viterbi algorithm finds the optimum decision. The image was
taken from [26]

3.5

Vector Attributes

One way to find interesting objects in the BPT is to assign attributes to every
node of the BPT. Preferably these attributes can be calculated incrementally.
When a new region is created by merging two other regions, the attributes of
the new region are then derivable from the existing attributes. The attributes
together form an attribute vector. A reference vector is created for each object
of interest for detection. Then every attribute vector of every node in the
tree should be compared to the reference vector. Some distance measure like
Euclidean distance can be used for this purpose. When the distance between
the vectors is below a defined threshold, the object is accepted.
There are many different choices for types of attribute to use, like area and
color. To detect certain shapes, attributes are required that describe certain
shapes. Usually it is desirable that these attributes are invariant to location,
scale or rotation. A possibility for the attributes to use are Hu’s moments [14],
also known as the geometric moments. Hu’s moments belong to a class of image
moments used to describe shapes, they are comparable to Fourier components.
Hu’s moments are derived from the raw image moments, which is a weighted
average of the pixels.
The raw image moments are given by:
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ZZ

xp y q f (x, y) dx dy

mpg =
R2

From the image moments, the central moments can be calculated. The
main property of the central moments is that they are translation invariant.
This means that if all pixels of a shape are shifted by the same amount, it will
yield the same results.
The central moments are given by:
ZZ

(x − x̄)p (y − ȳ)q f (x, y) dx dy

µpq =
R2

With
x̄ =

m01
m10
, ȳ =
m00
m00

Using the central moments, normalized moments can be calculated. These
moments are besides translation invariant also scale invariant.
The normalized moments are given by:

ηpg =

µpq
muγ00

With

p+q
+1
2
It is possible to calulate moments which are also invariant to rotation, using
the normalized moments. These moments are called Hu’s invariant moments.
The first few of Hu’s moments are defined as:
γ=

φ1 =η20 + η02
2
φ2 =(η20 − η02 )2 + 4η11

φ3 =(η30 − 3η12 )2 + (3η21 − η03 )2
φ4 =(η30 + η12 )2 + (η21 + η03 )2
φ5 =(η30 − 3η12 )(η30 + η12 )[(η30 + η12 )2 −
2
2
3(η21 + η03
] + (3η21 − η03 )(η21 + η03 )[3(η30 + η12 )2 − (η21 + η03
]

φ6 =(η20 − η02 )[(η30 + η12 )2 − (η21 + η03 )2 ] + 4η11 (η30 + η12 )(η21 + η03 )
φ7 =(3η21 − η03 )(η30 + η12 )[(η30 + η12 )2 − 3(η21 + η03 )2 ]+
(3η12 − η30 )(η21 + η03 )[3(η30 + η12 )2 − (η21 + η03 )2 ]
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For the road sign recognizer moments are required that are translation invariant, because road signs can be present anywhere in the image. Also scale
invariance is required as road signs can appear at any distance from the camera.
Rotation invariance is not needed, since all images are taken upright and most
road signs have the same orientation, except for some rare cases. For these
reasons, normalized central moments are used for this project. The moments
are used to describe the shapes resulting from the segmentation process.
An increasing filter and scale-invariant filter are two conflicting properties.
It can be shown that a scale-invariant filter can only be increasing if it is either
true or false for every object.

3.6

Implementing the BPT algorithm

The original algorithm proposed by Garrido et al. [10] uses a binary tree to
implement the link queue. This is done because a traditional priority queue implementation based on a heap does not support removing and updating elements
in the queue.
Initially the queue is filled with all links that exist between regions of the
initial segmentation. The queue is sorted on similarity, such that the link with
the highest similarity is on top of the queue and will be processed first. To
grow the binary partition tree, the top element from the queue is removed until
the queue is empty. When a link is removed from the queue, the two regions
associated with this link are merged together and a new region is created.
The new region is associated with a new color value according to the chosen
merging model. Links to the two old regions should to updated. It is possible
that the values of these links have been changed, so they should be moved to
another position in the queue. The new region receives the combined links of
the two child regions. Since two neighboring regions are merged, duplicated
links can emerge in the new region. These duplicates have to be detected and
removed. One way to do this is to sort all the links.
Merging of regions takes progressively longer during the creation of a binary
partition tree as larger regions with more neighbors emerge. Larger region takes
more time, since more links in the queue have to be updated and duplicate
link checking takes longer. Especially for large images this effect causes long
processing times for the creation of the binary partition tree.
We therefore improved the algorithm that creates the Binary Partition Tree.
This new algorithm assumes that the median is used as merging model, as this
means that fewer links have to be updated. This means that the value of a new
region is equal to the value of the largest old region. This has as advantage
that during an update no update is required for the majority of the links. Only
the links of the smallest region have to be updated. We do not bother with
removing updated links from the queue, these old links are detected when they
are encountered in the merging process. When a link is taken from the queue,
the link value is recalculated. If the current link was stored with a different
value than the calculated link value, the link is discarded and the algorithm
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proceeds with the next link from the queue. If the link value was lowered, the
same link has already been merged and can safely be ignored. If the link value
was increased The same link with the correct value will be encountered later.
Our implementation of the Binary Partition Tree uses a number of data
structures. The first data structure is the region list. It is implemented as an
array. For an image of M by N , the first M × N items in this array are the
individual pixels of the input image. During the merging process additional
regions are created. These regions are also stored in this array, beginning at
index M × N . Every region in the region list has a parent field, pointing to the
index of its parent region in the Binary Partition Tree. When the BPT is fully
grown, there is a single root region which has the special value -1 for its parent
field. Since the resulting binary tree has M × N children the entire tree consists
of 2 × M × N − 1 nodes.
The second data structure used is the link queue. This queue stores links
between two adjacent regions. It is filled with tuples containing the position
in the region list of two adjacent regions. Each tuple also stores the salience
of an edge between the two regions at the time the tuple was inserted in the
queue. The queue is implemented using a heap, so that removal of the smallest
element can be done in O(log N ). A link between two regions can be contained
multiple times in the queue with different salience values. This can happen if a
link value gets updated. No removing is done when links changes, since this is
too inefficient.
For every region a neighbors-list is administrated using two implementations.
One is implemented as a dynamic array, to quickly iterate over the members.
The other is implemented as a hash set. The latter one is used to quickly test
if a neighbor already exists in the list. The hash set is used during merging, to
test for duplicate links.

3.6.1

Initial merging

Before running the BPT algorithm an initial segmentation is created from the
input image, by merging very similar adjacent pixels into a single region. This
is done to reduce the number of total regions for the BPT algorithm and save
considerable processing time. The initial partitioning into regions is done by
merging all neighboring pixels which have a low edge salience between them. A
threshold value is used to determine which salience values can be merged. A
lower threshold value means that fewer pixels gets merged in this initial phase.
This results in a higher processing time during the BPT-algorithm, but the
resulting tree is of higher quality, in the sense that the regions resulting from
the segmentation correspond better to the regions that are useful for further
processing.
The initial merging step is done by using the union find algorithm. This
algorithm runs once through the image. It compares the current pixel with
the current region to the left of it and the current region on top of it. When
necessary the regions are merged. This merging can be done very efficient due
to the data representation used for the regions.
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Figure 3.7: Four steps of the uion find algorithm which finds the black connecetd
component.
In the union find algorithm every region present has a single canonical element, which is one of the pixels of that region. Every pixel in the image which is
not a canonical element has a parent relation to some other pixel in the image,
which can either be a canonical element or a pixel which has another parent
link of its own. The parent of a pixel can be used to find the canonical element
of the region where the pixel belongs to. This is called the ‘find’ operation.
The parent of a pixel does not necessary point directly to the canonical element, sometimes the parent link has to be followed a number of times to find
the canonical element. Two pixels belong to the same region if they have same
canonical element.
The algorithm is illustrated in Figure 3.7. The algorithm runs through the
pixels from left to right and from top to bottom. In the first step the first
row has been scanned. It encountered two new connected components, these
two pixels become canonical elements. In step two, two more rows have been
scanned. When a black pixel is encountered the pixel to the left and above
are checked, if they contain another component the current pixel is added to
that component by setting its parent to the canonical element of the existing
component. The two black pixels on the left are added to component (1, 1).
The other two pixels on the right are added to (4, 1) In step 3 two more pixels
are scanned and added to the component of (1, 1). In the final step pixel (4,
4) is processed. This pixel merges two components. The pixel itself is added to
component (1, 1). Component (4, 1) is merged with (1, 1) by setting the parent
of (4, 1) to (1, 1). The two remaining (4, 1)-pixels will be set to (1, 1) during
path compression, which will be explained next.
The benefit of using this representation for a segmentation is that merging
(the ‘union’ operation) two regions together can be done in constant time. The
only thing that needs to be updated is the canonical element of one of two
regions to be merged. This canonical element gets a parent link to the other
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region.
To improve the algorithm an optimization called ‘path compression’ is used.
This is done each time the algorithm uses ‘find’ to get a canonical element of
a pixel. During the lookup of the canonical element, the algorithm may have
to walk a path through the pixels. To speed up future queries, the path just
visited is shortened. This is done by setting all parents encountered along the
path directly to the canonical element.
Path compression can implemented in two ways. One possible implementation is a recursive implementation as listed in Algorithm 1.
Algorithm 1 Recursive version of ‘find’
function find(i)
if canonical(i) then
return i
else
p ← find(parent(i))
parent(i) ← p
return p
end if
end function
It is also possible to do path compression iteratively as listed in Algorithm
2.
Algorithm 2 Iterative version of ‘find’
function find(i)
p←i
while ¬canonical(p) do
p ← parent(p)
end while
while ¬canonical(i) do
j ← parent(i)
parent(i) ← p
i←j
end while
end function
The first version turned out to be the fastest in our project, however for
larger images the recursive version uses a considerable amount of stack space.
For this reason the second version was chosen for the project.

3.6.2

Growing the tree

The binary partition tree is grown by removing links from the queue and merging
the regions which are connected by that link. This process is repeated until the
queue is empty.
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Every link removed from the queue is processed as follows. First the regions
which are connected by the link are retrieved by using the index of the region in
the region list which is contained in the link. It can be that any of the regions
indexed by these two indices is already merged sometime earlier. Therefore the
parent value in each of the regions is followed until a root is encountered.
To test whether the two regions are already connected, the roots are compared to each other. If they are different the two regions have not yet been
merged. Then, the salience between the two regions is calculated. If it is different than the value of the queued link, it means that the link was updated in the
mean time and another link is inserted with the correct edge value. The current
link can be ignored at this time as the same link will be encountered later and
the algorithm can proceed to the next item from the link queue.
When the regions should be merged a new region is created in the region
list. The parent of the two child regions is set to point to this new region. The
neighbor list of the largest region is used as basis of the new region’s neighbor
list. This assignment of the neighbor list to the new root is a matter of a pointer
assignment and can therefore be done very fast. The neighbors of the smaller
region are then added to this list. The hash set of the neighbors is used to check
whether a particular neighbor already exists.
Since in our implementation the color of the new region is the value of the
largest child region, it is not necessary to update the links to the neighbors which
originates from this largest region. However, the color of the smaller region is
changed. Therefore all the links to its neighbors obtain a different salience value.
These links will be added again to the queue. All existing outdated links in the
queue are left untouched. When they are encourered during the merging process
the old links will be detected and are skipped.
The algorithm is illustrated schematically in Figure 3.8

3.7

Salience Tree

Although the Binary Partition Tree usually leads to good segmentation results,
the required processing time is very high. This is caused by the organization of
the neighbors for every region. After each merge, all neighbors of both regions
have to be combined and the link queue has to be updated.
We also implemented a much simpler variant of the algorithm, the salience
tree. Unlike the binary partition tree, the salience tree has a fixed merging order. The merging order is determined from the differences between neighboring
pixels. First, all links with salience 1 are merged, then all links with salience 2,
etc, until all pixels have been merged into a single region. This definition leads
to a much simpler implementation as there is no need to keep track of neighbors
of the regions. The algorithm starts by sorting all links on salience order. Then
it creates the tree using the sorted list of links.
Usually the segmentation result of the salience tree is less useful than that
of the binary partition tree. The salience tree has the problem that many small
changes can create a region with a large range of values. If the algorithm is
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(C, 2)

presented a gradient for example with a change of 1 for each pixel, the entire
gradient gets segmented at a salience level of 1.
One solution for the problem described above, is to introduce a global range
parameter. This parameter limits the maximum difference between two components in an image, as proposed by Soille [31]. Soille defines a connected
component α-CC for a pixel with salience parameter α. The connected component of pixel p, given by α-CC(p) consists of all the pixels q which can be
reached by a path, p = f1 , f2 , . . . , fn = q. Where R(pi , pi+1 ) ≤ α. In this
equation R denotes the range or difference between pi and pi+1 . Then constrained connectivity using a global range parameter ω is defined by α, ω-CC
= max(α0 − CC(p)kα0 ≤ α ∧ R(α0 -CC(p)) ≤ ω). This means that the salience
threshold gets locally adapted if a region would exceed the global range parameter. Example segmentations of the constrained connectivity are shown in
Figure 3.9.
The segmentation results of the different segmentation techniques are displayed in Figure 3.10.

3.8

The Fast Recursive Shortest Spanning Tree

Another proposed improved algorithm to grow a binary partition tree is the
Fast Recursive Shortest Spanning Tree (FRSST) [15]. The difference with the
ordinary Binary Partition Tree lies in the selection of the sorting algorithm.
The FRSST uses bucket sort to distribute links over a number of stacks. This
means that link values needs to be truncated to integer values, as a result this
method loses precision. The method starts by selecting a working stack, this is
the stack which contains the lowest link value. The update of links is delayed
until all links on the working stack are processed. Then all updated links are
redistributed over the stacks, a new working stack is selected and the process
starts again until all links have been merged.
For the project the FRSST was also implemented.

3.9

Recognizing traffic signs

After the segmentation step, road signs are recognized in the segmented image.
This is done by comparing the regions present in the image with predefined prototypes using color and shape criteria. These prototypes can either be defined
manually or extracted automatically from example images.
A prototype consists of one parent region and one or more child regions. The
parent region is the largest region and all child regions are included in the parent.
For road signs that have a border, this border forms the parent region, otherwise
the background is the parent region. For each region of the prototype the color
and normalized image moments are administrated (See section section 3.5).
The colors are selected from a number of predefined color ranges. This is done
because there are only a few different colors used in road signs. Since there is
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Figure 3.9: Examples of α-connected components: (a) 1-CC, (b) 2-CC, (c) 3CC, (d) 4-CC, (e) 5-CC, (f) 6-CC, Examples of constrained connectivity (g) (1,
1)-CC: (h) (2, 2)-CC, (i) (3, 3)-CC, (j) (4, 4)-CC, (k) (5, 5)-CC, (l) (6, 6)-CC.
Images taken from [31].
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Figure 3.10: The results of different segmentation techniques. The top row
shows the binary partition tree, filtered at 4 different salience levels (150, 350,
550 and 750). The middle row shows the salience tree at the levels 25, 35, 50 and
75. The bottom row is the constrained salience tree, all use a salience threshold
(α) of 35, but the global threshold (ω) is varied at the levels 15, 75, 110 and
180. Note that there is no relation between the images vertically.
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Figure 3.11: An example of a prototype of the roundabout road sign. A is the
parent region. B, C and D are the child regions. For every region a color and
image moments are administrated. The child regions also have a minimum size.

Table 3.1: The colors used to label the regions of a road sign. These are defined
as ranges in the HSV color space.
Color
Hue range
Saturation range Value Range
Black / white
Red
Blue
Yellow

0 - 360
0 - 22 and 335 - 360
198 - 266
36 - 47

0 - 0.2
0.3 - 1
0.3 - 1
0.5 - 1

0.25 - 1
0-1
0.25 - 1
0.5 - 1

not much variety in these colors, they do not have to be extracted automatically
for the prototypes. The colors used are white, black, red, blue and yellow (rare,
only used in priority signs). The HSV color space is used to define these colors,
as this color space is intuitive in defining colors. For each color a range is set for
every component of HSV (Hue, Saturation and Value). If the color of a region
lies in the range of a predefined color, that color is associated with that region.
The colors used are listed in Table 3.1.
White and black cannot be distinguished from each other by our recognizer.
This is because the range of the value component of HSV range overlaps for
black and white. On very bright images, black can have the same value as
white on very dark images.
In the prototype the child regions have a minimum size. This is the proportion that the size of the child region should be with respect to the parent region.
Example regions that can be used to define a prototype are shown in Figure
Figure 3.11. All prototypes are stored in a single file, which is read by the road
sign recognizer. The data which is shared between the prototypes is stored in a
separate file. This includes the color palette. It is also possible to define regions
in this shared file which can be reused in multiple prototypes. This can be used
for example for road sign border which are the same for many road signs. An
identifier is used to refer from the prototype definition to these shared regions.
All regions that meet a size criteria are extracted from the segmented image.
For these regions the child regions, the regions that lie inside, are collected. A
region is a child region of some other region if its bounding box lies completely
inside the bounding box of its parent region.
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The next step is to match the extracted regions and their children with the
prototypes. A region is compared to every prototype and a similarity score is
calculated for each region. If the similarity with the best matching prototype is
below a similarity threshold, the road sign is accepted and is assigned the label
of that prototype.
For the color criterion the HSV color space is used. Acceptable ranges for
the H, S and V components are defined. A region gets accepted if all the color
components fall in the three ranges.
A prototype matches, only if color and size of the parent and its child region
matches with the values defined in the prototype. If these criteria match, the
moments are used to determine the similarity score. A distance measure like
the euclidean distance or the L1 norm is used to measure the distance between
two regions. The distance between the parent region from the input image and
the parent region of the prototype is calculated. Likewise the distance between
the child regions from the input image and the child regions from the prototype
are calculated. Usually there are more child regions resulting from the input
image, than there are defined in the prototype. This is due to two reasons. Not
all regions present in a road sign are defined in the prototypes and sometimes
spurious regions are present in the input image, due to segmentation errors or
noise. Therefore each child region in the input image is compared with the best
matching child region from the prototype.
This results in a distance for each region of the prototype. In order to
compare the performance of several prototypes with each other these different distances should be combined into a single measure. There are different
ways to combine these different distances into a single distance measure for the
whole prototype. A few obvious methods are taking the minimum, maximum
or average.
In algorithm 3 the distance is calculated using the maximum distances of
the concerning regions. The algorithm calculates the distance between a region
R and a prototype P . This method however fails for many road signs that
share a common region. There are for example many road signs which have
a red round border. If this region happens to be the worst matching region
of a road sign, this road sign will have equal distance to all prototypes with
a red round border. The recognizer cannot distinguish between all these road
signs and therefore there is a high chance for misclassification. The same flaw
happens when using the minimum distance.
For this reason several other distance measures have been investigated. One
idea is is to use the second worst match instead of using the worst similarity as
the final result. The following distance measures have been tested:
• Average distance
• Maximum distance
• Second maximum distance
• Average distance, excluding the parent region (Usually the sign’s border,
or the background of the road sign)
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• Maximum distance, excluding the parent region
• Second maximum distance, excluding the parent region
Of these tested distances the ‘second maximum distance, excluding the parent region’ scored best. While the worst matching child region and parent region
are excluded for the final distance calculation, we do require that all distances
of the individual regions lie below the predefined similarity threshold. This
threshold is chosen by testing the performance of different values of this threshold. The distance measure chosen has a great impact on the performance of the
system.
Algorithm 3 Calculation of distance between a region and a prototype
if color and size matches(R, P ) then
d ← distance(parent(R), parent(P ))
for all p ∈ children(P ) do
dc ← MAX VALUE
for all r ∈ children(R) do
if color and size matches(r, p) then
dc ← min(distance(r, p), dc )
end if
end for
d ← max(dc , d)
end for
return d
else
return MAX VALUE
end if

3.10

Improving distance measure

The Ln norm which is used when calculating the distance between the vector
attributes of the input image and prototypes has many components. If up to the
10th order moments are used, there are 100 components involved. It is likely
that not all of these components are equally discriminant for detecting road
signs. Therefore the distance measure can be refined, when taking into account
the importance of the individual components.
Furthermore the range of the individual components vary, especially for the
higher order moments this range is larger. To compensate for these differences,
we experimented with taking the Z-transform over the moment components.
The average and standard deviation were calculated by taking the moments
from all the regions from test images. It was found however that this did
not improve recognition and therefore the Z-transform was removed from the
implementation. When using relevance LVQ however, it might still be useful to
perform such a transformation.
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3.11

Manual prototype extraction

The prototypes can either be created by defining them manually or by extracting
them from example images automatically. To define a prototype, a parent region
and one or more child regions have to be defined. Every region in a prototype
has its own image moments and acceptable color range. As described earlier,
it is possible to define a color pallette in a separate file. Then these colors in
the pallette can be referenced from the individual prototypes. Also for every
child region the minimum size of the child with respect to the parent has to be
defined.
A tool is provided which can help extracting the image moments from an
example image. The tool first segments the image using the binary partition
tree at a user defined salience level. Then, a region can be selected using the
mouse. The image moments of the selected region are then written to a file and
can be used in a prototype. A screen shot of the tool is displayed in Figure 3.12.
To create prototypes one can either use official images of ideal road signs or
real life road pictures containing road signs. When using the second method it is
advised to use multiple prototypes from different images of the same road sign.
This is because these road signs deviate from the ‘perfect’ road sign, in ways of
lightning, orientation and segmentation. Multiple prototypes can contain road
signs under different conditions and therefore the recognizer will also better
perform under these different conditions.
The choice of regions to include in the prototype is a balance between creating specific prototypes or creating general prototypes. For example the road
sign in Figure 3.13 contains many regions. It might not be a good idea to include all those regions, for two reasons. First matching a road sign with such a
prototype is more difficult, since all regions should match. Secondly the regions
become very small, those regions may be discarded early on in the recognition
process because of the size criterion used.
Sometimes regions inside a road sign are very close to each other. These
road signs can be segmented in multiple ways, since on input images the regions
can appear to be connected. It can therefore be a good idea to create multiple
thresholds for the same road sign type, one for a possible segmentation. This is
illustrated in Figure 3.14.

3.12

Automatic prototype extraction

Manually defining the prototypes is tedious work. There are a number of variables that increase the number of required prototypes. First the number of road
sign classes targetted. Also the type of example images impacts the number of
prototypes required. When using road side pictures, more prototypes per class
are required to deal with variety between examples. When considering multiple
segmentation possibilities, the number of required prototypes increases.
To help the creation of the prototypes, it is possible to extract road sign
prototypes automatically from example images. To do this a reasonable amount
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Figure 3.12: Tool to extract image moments from an example image. The tool
loads an image selected by the user and segments it into regions using the Binary
Partition Tree algorithm. The pink region has been selected by the user and
the corresponding moments are saved to disk.

Figure 3.13: Road sign C9 contains many regions. It is not a good idea to
include all these regions in a prototype.
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Figure 3.14: Officially distinct regions can be segmented as two different regions
if two regions of similar color are very close to each other. This figure shows
two possible segmentations of the same road sign.
of example images containing road signs should be available. For each of these
images annotations have to be created. These annotation should mark the
position of the road signs in the image and should also store the type of traffic
sign present. The position of a road sign in an image is indicated with a bounding
box.
During the extraction process of road signs, the image is first segmented
on a predefined salience level. Since the optimal threshold level for prototype
extraction varies between images, this parameter is a careful balance between
having too many over segmented images or too many under segmented images.
If the segmentation results in an incorrect division of the regions, the extracted
prototypes will also be wrong. For the recognition phase finding the correct
salience level is not that much of problem, since road signs can be recognized
from the image at multiple salience levels. This is not possible for the extraction
of prototypes.
Road signs always have one enclosing parent region, with one or more included child regions. For a speed sign for example, the enclosing region is the
red border. To find the region in the image which are part of the prototype first
the parent region is found. This is the region with the largest bounding box,
that still fits in the defined box of the annotation data.
The child regions are then extracted, these are the regions which are included
in the parent region and which are large enough to be included in the prototype.
There is a minimum number of pixels a child region should have to be included
in the prototype. This ensures the creation of stable prototypes.
Usually one prototype for each road sign in each image is created. However
it can happen that the system fails to extract a prototype for an annotated
road sign. This can occur if some of the region’s color do not fall in one of the
predefined ranges. Another reason is that the prototype only consists of a single
region. These prototypes are too generic, they match too easily with structures
which are no road signs and therefore these prototypes are rejected.

3.13

The dataset

For the project a set of 515 images is used. The set images is used for three
purposes:
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• Evaluating the recognizer. To evaluate parameter settings and different
methods, the system is run on each test image and the results are measured using the annotation data as the ground truth. The performance is
measured using recall and precision.
• Creating automatic prototypes. The annotation data is used to determine
where in the image the signs are present and what type if sign is visible.
• Improving the prototypes with LVQ. The annotation data is used to determine if the system was correct or not and in what direction the prototypes
should be altered.
When automatic prototypes or LVQ are used the set of images is split into
two parts. The first part is a training set. This set is used for prototype
extraction and LVQ. The second set is used for evaluation.
All images contain road situations and are taken in and around the city of
Groningen. The images have a resolution of 640 × 480 pixels. Most of the
images contain one or more road signs, but there are also images which do not
contain any road signs at all. The road signs vary in lighting conditions. While
all images are taken under daylight, some road signs receive direct sunlight and
others are placed in the shade. About 80 of the images are taken under rainy
condition and reduced visibility. Some road signs are deformed because of wear
or vandalism. A selection of images from the dataset is shown in Figure 3.15.
To do something useful with the dataset a ground truth is required. This
ground truth lists all traffic signs present in the image with their location.
For evaluating the recognizer the ground truth is used to assess the recognizer. The output of the recognizer is compared with the ground truth to
calculate the recognition and precision score. For the purpose of automatic prototype extraction the ground truth is used for the location of the regions that
become part of the new prototype. The label the extracted prototype gets is
also taken from the ground truth. In the case of learning with LVQ, the ground
truth is used for determining how the existing prototypes should change.
For each image in the dataset a separate file is created containing the ground
truth. This ground truth is collected manually by annotating the images. We
provided a tool to aid the annotater with this process.
This tool (Figure 3.16) was created to generate of the ground truth for the
515 images in an ergonomic way. The tool generates for each image present in
the working directory an annotation file containing the ground truth according
to the annotator. The annotations stored in these files can be edited later when
the image is opened again with the annotation tool.
When the tool is started all images in the working directory are scanned.
They are listed in a drop down box, which the annotator can use to navigate
from one image to another. Also two buttons are provided to go the next and
previous image. When navigating to another image all current annotations are
saved and the annotations from the next image are loaded and will be displayed.
The annotator can create additional annotations by dragging a square around
a traffic signs. Annotations can be resized by dragging any of the corners around.
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(a) A typical image of the dataset containing a(b) An example image which does not contain
few road signs.
any road signs

(c) A rotated road sign

(d) A damaged road sign

(e) A mossy road sign

(f) 8 Road signs in one image

Figure 3.15: A selection of remarkable images in the dataset
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Figure 3.16: An image from the dataset containing two traffic signs. Both signs
have been marked with annotations.
Moving annotations can be done by dragging the center of the annotation. Finally wrong annotations can be deleted by right clicking on them.
Besides the position and size, also the type of road sign should be annotated.
To make sure this happens consistently the annotator can choose from a list of
possible labels. To make the annotation process as fast as possible each label
has a 50 by 50 pixels image showing the road sign. Using these images, the
annotator can quickly find the correct label for each traffic sign. Because of
the large number of possible labels the road signs are grouped in five categories
based on their shape. To assign a label to an annotation, the annotator selects
the road sign, then chooses a category and finally chooses the type of road sign
. A screen shot of this process is displayed in Figure 3.17.
To create the annotations decisions have to be made about how to annotate
and what categories to use. For categories the official codes are used as defined
in the ‘RVV’ (Reglement verkeersregels en verkeerstekens). Not all road signs
are official RVV-signs. Those signs which are not RVV-signs are not annotated.
A few examples of those signs are shown in Figure 3.18.
Also some road signs have multiple variants. The maximum speed sign for
instance can be either 30, 50, 60, 70, 80, 90, 100 or 120. An example of a road
sign which has two variants is displayed in Figure 3.19. All these variants of a
road sign are considered to be the same class. This was done to reduce the total
number of prototypes.
Another consideration when annotating is to what extend road signs should
be annotated. Some are hardly visible, because of occlusion or because of the
distance. In these cases a human would probably not be able to tell what road
sign is present. Also those road signs are usually not relevant, since a driver is
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(a) Step 1

(b) Step 2

Figure 3.17: Labeling road signs. The annotator first selects a category and
then the label belonging to the concerning road sign.
.

Figure 3.18: Two road signs which are not official RVV signs and are therefore
not annotated.
only interested in the traffic regulations that apply to its current position. We
decided to annotate almost all road signs, even if they are hardly visible. This
is done to get an as complete as possible ground truth. Only road signs which
are really far away (Figure 3.20) or which are visible from the side(Figure 3.21)
are omitted from the annotations.

Figure 3.19: Two variants of road sign d6
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Figure 3.20: Road signs which are not annotated because they are too small.
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Figure 3.21: Road sign which is not annotated because it is only visible from
the side.

42

4
Results

In this section the results of the road sign recognizer are discussed. Two aspects of the system were tested: the recognition performance and the speed of
the system. Different parameter settings of the recognizer were tested, to find
out how these settings affect the performance and how to tune the recognizer
as optimal as possible. Also the performance and execution time of different
variants of the BPT algorithm are compared.
The system uses a number of parameters which impact the peformance of
the recognizer. All of these parameter needs to be optimized. To find the
optimal value of a parameter extensive testing is required, since this value can
be different depending on the image used. Therefore the recognizer was tested
with a set of 515 traffic signs, to find the overall performance of a parameter
value. The complete set is tested with different values of the parameter. From
the results of these tests the optimal value of the parameter can be determined.
In some cases the value of a parameter is a trade-off between a high precision
and a high recall.
To test the performance of the recognizer, the recognizer is run for each
image. The output of the system consists of the recognized road signs along with
their position and size. The output of the recognizer is then compared with the
ground truth, taken from the annotation data. A road sign in the annotation
data corresponds to a recognized road sign if there is enough overlap between
their bounding boxes. Initially only the performance of finding the location
of road signs are measured. The performance is measured with a recall and
precision percentage. We allow a margin on the size and position of the road
sign, for the recognized sign to be marked as being correct. This is because
we are not interested in pixel precision and the ground truth also has an error
margin, due to imprecise annotating.
The recall is defined as the proportion of the signs present in the image that
were recognized. The precision is the proportion of the recognized signs that are
actually road signs according to the ground truth. These measures are defined
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with the following formulas:
precision =
recall =

{true traffic signs} ∩ {recognized signs}
{recognized signs}

{true traffic signs} ∩ {recognized signs}
{true traffic signs}

(4.1)
(4.2)

The precision and recall are combined in a single perfomance measure, the Fmeasure. The F-measure is a weighted average of the precision and recall. The
parameter β determines the relative importance of recall and precision, this is
the number of times recall is considered to be more important than precision.
We chose a β of 1, in this case the measure is called the F1 measure. The
F-measure is defined as:
precision · recall
β 2 · precision + recall
The measures discussed do only take the positions of the road signs into
account. Naturally, the recognized road signs should also have the correct label.
Therefore a third measure indicates the percentage of the labels which were
correct.
Fβ = (1 + β 2 ) ·

4.1

Method summary

In this section the process of recognizing road signs is discussed briefly. All details about the process can be found in the ‘Method’ chapter. The first step in
the recognition process is the segmentation step. The goal is to divide the image into a number of regions with constant color, since a road sign also contains
regions with the same color. To realize this step the binary partition tree or a
similar technique is used. For the binary partition tree, the colors of the regions
are represented in the CIELAB color space, as the difference between colors in
this color space are designed to match the difference as human would perceive
them. After the segmentation step, image moments are calculated for each region. The normalized central moments are used for this purpose. Prototypes of
the traffic signs to be detected have been created. These prototypes (Figure 4.1)
are matched against the regions present in the segmented input image. In order
for a road sign to be detected the regions defined in the prototype must match
with the regions present in the input image. For this matching step color, size
and shape criteria are used.

4.2

Parameters

The recognizer requires setting a number of parameters. In this section these
parameters are described. The parameters were kept constant between the tests,
except for one parameter for each test. This parameter was varied to find the
optimal value.
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<?xml version="1.0" encoding="iso-8859-1"?>
<descriptors>
<descriptor name="a1">
<shape>
<color ref="red" />
<moments>1.000000 0.000000 0.271809 0.000001 0.113900
Figure 4.1: A part of the XML file which defines the prototypes
• Segmentation method: For the segmentation we currently use the binary partition tree. We also implemented related algorithms, like the
salience tree and FRSST.
• Salience threshold: This threshold value is used to filter the binary
partition tree to create a segmentation. The value represents the difference
in the CIELAB color space. A higher value means a coarser segmentation.
It is a possible to define multiple values for this parameter. When multiple
values are specified, the recognizer uses segmentations at multiple levels.
Road signs are recognized at every threshold level. For most experiments
we use a value of 550 for this parameter as this seems to be the best value.
• Similarity threshold: This defines the minimum similarity between an
image region and a reference region from a prototype. This based on
the difference in image moments. This value is set to 0.55 as this gave
reasonable results.
• Threshold for creating initial regions: The binary partition tree
needs an initial segmentation of the regions. This can either be all the
pixels of the image or it can be some initial segmentation. We use an
initial segmentation to reduce the number of regions. This makes a huge
different of the run time of the algorithm. All pixels which are similar up
to this threshold are taken together as a single region. Currently we use
a value of 60 for this parameter.
• Minimum object size: Small objects are usually noise. We ignore all
objects which are smaller than this parameter. The parameter is set the
40 pixels.
• Maximum range: This parameter is used in the salience tree. It restricts
certain merges if the range of the values contained for a component gets
above this threshold.

4.3

Manually defined prototypes

For the first series of tests manually defined prototypes were used. The moments used in the prototypes were extracted from images provided by the RDW
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(Rijksdienst wegverkeer) [2]. Only 22 prototypes of common road signs were
used, so the system is not capable of detecting every possible road sign or road
sign variant. On the other hand, by only including the most common road signs,
the chance of recognizing a common road sign correctly increases. By including
rare prototypes there is a higher chance that the wrong road sign gets selected,
since there are more possible incorrect candidates.
The traffic signs displayed in Figure 4.2 are the traffic signs for which prototypes were defined.
Three examples of used prototypes are shown in Figure 4.3. The top row
displays the official image where the prototypes were derived from. The bottom
two rows shows the two selected regions which are included in the prototype.
We try to use as few regions as possible, so only the largest regions are used.
For example in the case of the parking sign, we chose not to include the two
border regions and the inner region of the P. The border regions are not always
visible in input images. The region inside the P is very small, and can be
troublesome if the road sign is far away on the input image. Small regions are
often not detected, because their moments are very unstable. All speed signs
belong to the same class. We used a single prototype to recognize all speed
signs variants, this is done to limit the total number of road signs and due the
availability of reference images. For this reason the black digits are excluded
from the prototype.
To test the manual defined prototypes we filtered on a single edge salience
value of 550. Before the binary partition tree algorithm is run an initial partitioning is created by taking all pixels together which have a edge salience less
than 60. The minimum size for regions is set to 40 pixels. This means that if
one of the regions of a traffic sign is smaller it cannot be part of a road sign.
The results are highly dependent on the number of image moments used
and the chosen threshold on the similarity of the attribute vector. The optimal
setting depends on the desired balance between recall and precision. For this
reason multiple different values of the two parameters are tested. We used the
central moments up to order 4, 6, 8 and 10. These settings were combined
with different values for the similarity threshold. The results are displayed in
Table 4.1.
From these results can be concluded as would be expected that a high recall
means lower precision and vice versa. When many moments are used combined
with a low similarity threshold every road signs recognized is correct. The
downside of this setting is that the recognizer recognizes hardly any road signs
at all. The best F1 performance of 0.51 when recognizing road signs location is
achieved when using moments up to order 6 and a similarity threshold of 0.45.
This setting also has a reasonable label recognition.

4.4

Automatically extracted prototypes

For the second series of tests automatically extracted prototypes were used.
For these tests, the prototypes were automatically extracted from annotated
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Figure 4.2: The traffic signs used in the set of manually defined prototypes.
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Figure 4.3: Three of the manually defined prototypes and the regions which are
included in those prototypes. The small border regions were not included, as
they are often not visible in the tested input images.
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Table 4.1: The results of the road sign recognizer when using manually defined
prototypes. P = precision, R = recall, F1 = F1 measure. L = proportion of
labels correct.
0.15 threshold
0.20 threshold
Moments
P
R
F1
L
P
R
F1
L
4
0.988 0.312 0.475 0.615 0.977 0.336 0.500 0.583
6
0.991 0.223 0.364 0.730 0.992 0.252 0.402 0.685
8
0.981 0.100 0.181 0.904 0.972 0.137 0.240 0.875
10
0.938 0.029 0.057 0.938 0.952 0.039 0.075 0.952
Moments
4
6
8
10

P
0.962
0.987
0.990
0.968

0.25 threshold
R
F1
0.346 0.509
0.291 0.449
0.186 0.312
0.059 0.110

L
0.574
0.640
0.781
0.839

Moments
4
6
8
10

P
0.931
0.942
0.969
1.0

0.45 threshold
R
F1
0.344 0.502
0.350 0.510
0.307 0.466
0.1
0.181

L
0.564
0.524
0.615
0.804

P
.341
0.976
0.984
0.976

0.35 threshold
R
F1
0.344 0.504
0.316 0.478
0.246 0.394
0.080 0.148

1.

+

2.

+

3.

+

L
0.565
0.600
0.677
0.833

Figure 4.4: Three prototypes which were automatically extracted from an example image.
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+

1.

+

+

2.

Figure 4.5: Two prototypes which were automatically extracted from another
example image.

1.
2.

3.

+

+

+

+

+

+

+

Figure 4.6: Automatically extracting prototypes sometimes lead to incorrect or
suboptimal prototypes.
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Table 4.2: The results of the road sign recognizer when using automatic extracted prototypes. P = precision, R = recall, F1 = F1 measure. L = proportion
of labels correct.
0.15 threshold
0.2 threshold
Moments
P
R
F1
L
P
R
F1
L
4
0.983 0.334 0.499 0.590 0.973 0.348 0.512 0.588
6
1.0
0.270 0.425 0.558 0.994 0.311 0.473 0.509
8
1.0
0.215 0.354 0.664
1.0
0.215 0.354 0.664
10
0.995 0.041 0.079 0.818
1.0
0.068 0.128 0.771
Moments
4
6
8
10

P
0.947
0.994
0.993
1.0

0.25 threshold
R
F1
0.350 0.511
0.332 0.498
0.299 0.459
0.102 0.184

L
0.559
0.553
0.503
0.731

Moments
4
6
8
10

P
0.797
0.962
0.972
0.988

0.45 threshold
R
F1
0.318 0.455
0.350 0.513
0.344 0.508
0.154 0.267

L
0.470
0.530
0.528
0.575

P
0.859
0.972
0.994
1.0

0.35 threshold
R
F1
0.336 0.483
0.344 0.508
0.336 0.502
0.131 .231

L
0.485
0.550
0.529
0.642

images. In Figure 4.4 and Figure 4.5 two example images are displayed and the
prototypes which were extracted from these images. The prototypes extracted
by the system are not always optimal as shown in Figure 4.6. The first prototype
is segmented incorrectly. The outer edge of the road sign is combined with the
gas station on the background. This mistake is caused by the similar color of
the gas station and the road sign. The second prototype included part of the
small border region. Including this region is a bad idea, since it is not always
visible on every example image. The main region is split in two, since there is no
connection between the upper and lower red parts. This connection is present
on the actual road sign, but is not visible due to a too low resolution. The third
prototype also includes part of a border region.
Since the previous tests pointed out that performance was highly dependent
on the number of moments used and the chosen similarity threshold. The optimal parameters might be different when using these prototypes. For these
reasons these parameters were also varied for these series of tests.
The results are displayed in Table 4.2.
The results are similar to the results of using manually defined prototypes.
Again the chosen parameter values are a trade-off between a good recognition
and a good recall. Overall the automatic extracted prototypes perform better
than the manually defined prototypes. This likely because the prototypes used
are more realistic than the manually defined prototypes which are taken from
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Salience value

Precision

Recall

F1 measure

% of labels correct

150
350
450
550
650
750

0.978
0.978
0.973
0.980
0.980
0.980

0.176
0.268
0.283
0.293
0.287
0.287

0.298
0.420
0.439
0.451
0.444
0.444

73.9
65.5
63.5
63.8
63.1
66.1

Table 4.3: Results of different edge salience levels.
the official pictures. The difference between automatic and manual prototypes
however is not very high, in some cases the manual prototypes score better.
This is for example the case when using moments up to order 4 combined with
a threshold of 0.35.
The best F1 score is again achieved with moments up to order 6 and a
threshold of of 0.45. The F1 score is then 0.513, which is slighty better than
when using the manually defined prototypes. The label recognition for this
values is also slightly higher than the recognition achieved when using manually
defined prototypes.

4.5

Salience threshold

The previous tests were all filtered on an edge salience value of 550. In the next
series of tests different edge salience thresholds were tested to find out what the
optimal value is for this parameter. For these tests automatic prototypes were
used along with a similarity threshold of .35 with moments up to the 6th order.
The results are shown in Table 4.3.
From these tests can be concluded that an edge salience threshold of 550
scores the best on the F1 measure. When using a threshold of 150 about 74 %
of the road signs that are found are correctly labeled. This comes at the cost
that in total only very few road signs get detected, since a low recall is achieved.
The best overall label recognition when considering the recall is achieved at a
threshold level of 750.
The recognizer is capable of filtering at multiple edge salience threshold
levels. This can improve recognition, but can also create more false positives.
We tried several combinations of edge salience levels. The results of these series
of tests are listed in Table 4.4.
When using multiple edge salience values, the performance of detecting the
location of the road sign indeed improves. This is however at the expense of
recognizing the type of road sign. Each edge salience level can yield a different
result. It is not clear which of these results should be taken as being final.
This explains the decrease in the recognition of the labels. At this moment the
road sign recognizer takes the label at the highest edge salience level that still
matches good enough with one of the prototypes.

52

Used edge salience values

Precision

Recall

F1 measure

% of labels correct

350, 550
550, 750
350, 550, 750
75, 350, 550, 750

0.981
0.975
0.975
0.982

0.303
0.303
0.312
0.322

0.463
0.462
0.473
0.485

61.8
58.9
57.7
54.5

Table 4.4: The results obtained when filtering on multiple edge salience levels.
Algorithm

Precision

Recall

F1 measure

Percentage of labels correct

BPT
FRSST
Salience Tree

0.980
0.974
0.886

0.293
0.289
0.199

0.451
0.446
0.325

0.638
0.609
0.360

Table 4.5: The results of the road sign recognizer when using different segmentation techniques.

4.6

Segmentation results

For the segmentation phase of the recognition process, several segmentation
algorithms were implemented. The main algorithm used for the road sign recognizer is the binary partition tree algorithm. For comparison, also other segmentation algorithms were implemented. All of these algorithms are variants
of the binary partition tree, as they all use a hierarchical tree representation of
different segmentations of the image.
For these tests all images were filtered at a edge salience value of 550 and a
threshold of .35 was used. For the edge salience threshold also a range limit is
required. This was set to a value of 175. The results are listed in section 4.6.
These results show that the binary partition tree yields the best results,
followed by the very similar FRSST algorithm. The speed of the edge salience
tree algorithm offers comes with a price. It scores significantly lower than the
other two algorithms.

4.7

Distance measure

The road signs in the segmented image consists of multiple regions. The prototypes also contain multiple regions. For each pair of regions from both sets
a dissamilarity can be calculated from the concerning image moments. These
different measures have to be combined into a single measure which indicates
how well the prototypes match with the candidate road sign. There are different
ways to do this, the chosen distance measure greatly affects the results.
One example of a distance measure is to take the distance of the best matching pair of regions for the distance as a whole. This turns out to be a bad choice.
Since many traffic share common elements, like the border. If this border hap-
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Distance

Precision

Recall

F1 measure

% of labels correct

(a)
(b)
(c)
(d)
(e)

0.960
0.955
0.956
0.955
0.955

0.330
0.334
0.340
0.334
0.334

0.491
0.495
0.501
0.495
0.495

0.566
0.517
0.519
0.534
0.601

Table 4.6: Different distance measures compared.

pens to be the best matching region, the system cannot differentiate anymore
between road classes which share this common border region.
We tried several of these distance to see which performs best. The following
distance measures were tested:
• Average distance (a): Every region of the prototype is combined with
the best matching region of the region of interest in the input image. The
resulting distances are averaged.
• Maximum distance (b): Like the previous method, but instead of averaging the results, the worst matching region is taken as the final result.
• Average distance, excluding the parent region (c): Takes the average of the matching region, but excludes the parent region. The parent
region is usually the border of a road sign.
• Maximum distance, excluding the parent region (d).
• Second maximum distance, excluding the parent region (e). Takes
the second worst matching region, but the parent region is not
included in this measure.
The results of these tests are displayed in section 4.7. The second maximum
distance, excluding the parent region scored best. This measure was used in the
final implementation of the road sign recognizer.

4.8

Small road signs

The road sign recognizer has trouble recognizing small road signs. This is caused
by the region-based recognition method. If a road sign is small, its detailed
regions are even smaller. If the regions gets too small the error in the derived
moments gets too high and the road sign will not be recognized.
Since far away road signs are usually not relevant to the driver, recognizing
these road signs is not as important as recognizing close road signs. Therefore
we are also interested in the performance of the road sign recognizer when
exclusively considering large road signs. We adapted the precision and recall
measures to test the recognizer on large road signs. If the ground truth contains
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Algorithm

Precision

Recall

F1 measure

% of labels correct

All sizes
> 225 pixels
> 400 pixels
> 625 pixels
> 900 pixels
> 1225 pixels
> 1600 pixels

0.960
0.965
0.961
0.955
0.945
0.932
0.905

0.330
0.410
0.451
0.475
0.507
0.500
0.471

0.491
0.576
0.614
0.635
0.660
0.651
0.620

0.566
0.573
0.601
0.629
0.651
0.682
0.635

Table 4.7: Results when only considering large road signs.
small road signs, they are ignored and are not taken into account for the recall
measure. If the small road signs do get detected, these results are ignored as
well, so they are not considered to be correct or incorrect.
The recognizer was run with the same parameters as the previous tests.
Then a number of different permonce measurse were taken from the results
from this test. The performance measures were taken with different values for
the minimum road sign size as discussed above. The results are displayed in
section 4.8.
If the small road signs are not taken into account, the recall improves greatly.
The results show that increasing the size border beyond the 900, the recall deteriorates again. The optimal value seems to be around the 900 pixels. Judging
from the images we think that a boundary should between the 400 and 625 pixels is reasonable. Smaller road signs are too small to be reasonably recognized.
An example images with road signs of different sizes is displayed in Figure 4.7.

4.9

Speed results

Several algorithms that create a segmentation have been implemented. In this
section three of those algorithms were tested. The first tested algorithm is
labeled BPT, this is the original Binary Partition Tree. The FRSST (Fast
Recursive Shortest Spanning Tree) uses bucket sort to sort the links between
regions. And finally the salience tree was tested, this algorithm uses a merging
order defined beforehand. For this algorithm no update of neighbors is necessary
and no new links appear.
The algorithms were tested with images of different sizes to test how well
the performance of the algorithms scales. We used images of an aspect ratio of
4 by 3. The sizes used are 1600 by 1200, 1024 by 768, 640 by 480 and finally 320
by 240. No moments are calculated during the speed tests. Two different test
images were used. First a picture of a landscape which is the type of image the
recognizer could encounter and secondly an image of random noise (Figure 4.8).
The random image does not contain large areas with low edge salience values
and is therefore interesting to see how the algorithms handles these kinds of
images. Before offering the image to the BPT algorithm the number of regions
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Figure 4.7: This example images contains road signs of different sizes. We think
that the reasonable boundary for large enough road signs lies between 400 and
625 pixels.
are reduced by merging pixels which are similar up to some predefined threshold.
The impact of this preprocessing step on the recognition speed was also tested.
The results of the speed tests are displayed in Table 4.8. The results of the
speed test with a landscape image and with initial merging are plotted in Figure
4.9.
These results show that the original BPT algorithm is significantly slower
than the other two algorithms. Judging from the plot, all of the tested algorithms appear to scale linearly. However, the algorithms are not linear. The
salience tree algorithm has O(n log n) because of the sorting involved and the
path compression technique used [32, 23]. The binary partition tree is also at
least O(n log n). It also shows that initially merging similar pixels in regions
before applying a tree growing algorithm, greatly reduces the execution time of
the recognizer.
The kind of image used greatly influence the speed of the algorithm. The
time required for a photograph is significantly lower than the time required on
an image containing random noise. This is as expected, in a photo generally the
pixels which are near each other are similar, which is not the case in a random
image. Therefore the initial merging algorithm creates in the case of a photo
fewer initial regions than in the case of a random image. In the results it hardly
makes a difference whether initial merging is used on a random image, because
the regions that can be merged are very small. The actual merging algorithm
itself is also faster when using a realistic image compared to using a random
image.
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Figure 4.8: Two test images used for testing the speed of the merging algorithm.
One noisy image and a realistic road landscape image. The segmentation algorithms are usually faster on the second image, since they already have groups
of equal pixel values.

Table 4.8: Execution speed result of the recognizer using different algorithms
for computing a BPT. Two images were used, a landscape image and a random
noise image. Also the influence of using initial merging was tested.
Landscape image, using an initial merge
1600 × 1200 1024 × 768 640 × 480 320 × 240
BPT
8.73s
3.70s
1.53s
0.39s
Salience
6.15s
2.52s
0.97s
0.23s
FRSST
5.88s
2.48s
1.01s
0.26s

BPT
Salience
FRSST

Noisy image, using an initial merge
1600 × 1200 1024 × 768 640 × 480
33.76s
12.56s
4.49s
8.94s
3.46s
1.27s
8.22s
3.35s
1.29s

320 × 240
0.97s
0.29s
0.32s

Landscape image, not using an initial merge
1600 × 1200 1024 × 768 640 × 480 320 × 240
BPT
21.58s
9.28s
3.62s
0.86s
Salience
6.8s
2.8s
1.09s
0.27s
FRSST
10.6s
4.49s
1.79s
0.45s

BPT
Salience
FRSST

Noisy image, not using an initial merge
1600 × 1200 1024 × 768 640 × 480 320 × 240
34.24s
12.55s
4.46s
0.95s
8.93s
3.45s
1.28s
0.29s
8.19s
3.39s
1.29s
0.31s
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Figure 4.9: The speed results of a landscape image tested with three different
BPT-algorithms
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Another thing that can be concluded is that the FRSST algorithm is faster
than the traditional BPT, while as concluded in the previous section, there is
only a small reduction in recognition quality. It can therefore be beneficial to
prefer this algorithm for time-critical applications.
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5
Conclusion

For this project we created a road sign recognizer which performs reasonably
well. When considering the task of finding road signs in an image the recognizer
has a recall around 30% and a precision around 97% depending on the parameters used. The achieved recall is quite low. On the other hand this score results
from taking almost all road signs in the image into account, even the ones which
are far away and which are visible under an acute angle. Our recognizer has
difficulty with recognizing both types of road signs. Also, not for every type
of road signs prototypes are included in the recognizer. When not considering
road signs which are far away a recall around 50% is achieved.
The task of labeling the road signs with the correct type is more difficult
than finding the location of road signs. The best result obtained for this task is
about 50% to 60% of all labels correct, depending on the parameters used.
Comparing the results with other systems proves to be difficult. Many techniques use their own set of test images and a different set of target road signs.
The recognition percentage from different systems can therefore not be directly
compared to each other. A fixed set of annotated images with predefined testing
rules is required for a fair comparison between different systems. One such initiative is The German Traffic Sign Recognition Benchmark [1]. This is a contest
organized by the German Institut für Neuroinformatik. The test set contains
thousands of images of road signs taken under a wide variety of conditions. The
images differ in lighting conditions, size and other conditions. Some are partially occluded by shade or obstacles. However, all test images are centered at a
single road sign, which limits it use. The systems participating for this contest
can simply assume that a road sign is present and that the road sign is always
at the center of the image. These are assumptions which do not hold in realistic
circumstances and in the case of our recognizer. Therefore the test result of
our recognizer using this benchmark will likely be much lower than the result
of most of the contestants.
Several experiments were conducted in order to find the optimal parame-
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ter settings for the recognizer. The system is capable of filtering at multiple
threshold levels. This indeed improved the performance in the case of position
recognition, but it did not help in the case of label recognition. This is because
each thresholds yields a result and it is not clear what threshold level is decisive
for determining the label.
The first step in recognizing road signs is to segment the image in a number
of regions. To create this segmentation a binary partition tree is used. Since
the binary partition tree is a relatively slow algorithm, especially when applied
to larger images, several other similar algorithms were implemented. The Fast
Recursive Shortest Spanning tree creates an approximation of the binary partition tree and only performs slightly worse than the binary partition tree. The
salience tree creates an initial merging order, which does not change during the
creation of the tree. Therefore this algorithm is significantly faster than the
traditional BPT algorithm, however the quality of the segmentation is far from
as good as the segmentation retrieved from the BPT algorithm.
The merging order of the regions is based on color similarity. There are
multiple ways of representing colors. One choice is the traditional RGB color
model, but also more elaborate models are available. The CIELAB color distance is modeled after human vision. The distances in the CIELAB color space
match the dissimilarity in color as humans would perceive them. As road signs
are designed for humans to perceive, the CIELAB color space is a good choice
to use in the traffic recognition system.
To overcome part of the performance problems we adapted the BPT algorithm in two aspects. The major bottleneck in the performance of the BPT
algorithm is the merging of two regions. The number of neighbors of a region
gets higher as the algorithm progresses, therefore the merging takes progressively longer. To fix this, we use a hash set for each region to keep track of
its neighbors. When merging, the data object representing the largest region
is reused as the new merged region. All neighbors from the smaller region are
added to this region.
The other change we applied is the reduction of the number of initial regions
before running the BPT algorithm. All pixels which are similar up to some
degree are taken together as a single region. By reducing the number of initial
regions the required time is reduced significantly. We found that reducing the
number of initial regions is necessary to get a reasonable performance of the
recognizer. The initial merging did not reduced the recognition performance
significantly.
The regions resulting from the segmentation are then compared with predefined prototypes using shape and color criteria. Normalized central moments
are used as shape criteria. There are two ways to create the prototypes. They
can either be defined manually, or they can be extracted automatically from annotated example images. A set of prototypes were created of the most common
road signs in The Netherlands which are used as the manual defined prototypes.
An annotation tool was created to aid the process of annotating the images, from
these annotated images the prototypes are automatically extracted.
The recognizer needs about 1.5 seconds to process an image of 640 × 480
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pixels. This is a reasonable time, but not yet fast enough for real time processing.
To enable real time processing smaller images can be used, an image of 320 by
240 pixels only requires less than half a second processing time. The recognition
performance of small signs will drop as a consequence. Another option is to use
a different segmentation method. The salience tree requires only 1 second on the
same image. The problem with the salience tree however is that the resulting
segmentation is less useful as can be seen from the results. It can therefore be a
good idea to research in optimizing the performance of the binary partition tree,
by approximating the result of the original binary partition tree, but remain a
better quality than the salience tree. On the other hand the segmentation
result of the salience tree could also be improved without reducing the execution
time. The main problem with the salience tree is over-segmentation because of
many small changes in a gradient can connect regions with large changes. To
resolve this a maximum global range can be introduced as proposed by Soille
[31]. This however still leads to suboptimal segmentations and requires one
additional parameter, the global range parameter, to be tuned. Another idea
is to strengthen the saliences between the pixels by running a filter over all
these edges. One way this can be implemented is to average an edge strength
with neigboring edges or add two or more succesive edge values in a single edge
value. This may reduce the effect that a large gradient gets segmented as a
single region. Some exploratory tests showed that this indeed improved the
resulting segmentation.
Usually algorithms can be speed up, by parallelizing them. For the binary
partition tree parallelizing is a very difficult problem, since every step depends
on the previous step as the merging order changes during the processing of a link.
Kwok et. al. have made an attempt to create such a parallel algorithm [16], for
the PRAM architecture. Another algorithm is the DRSST from Bayramoglu et.
al. [7]. Both of these algorithms make an approximation of the segmentation of
the binary partition tree algorithm.
Making a parallel or GPU version of the Binary Partition Tree algorithm is
not possible at this moment for the same reason. For the salience tree it might
be possible to create a parallel version, since it has a fixed merging order. For
the max-tree a parallel algorithm exists, this algorithm can be adapted to create
a salience tree instead of a max-tree.
Automatically extraction of prototypes is difficult. There are several problems with automatic prototype extraction, which might be interesting to investigate further as the quality of the prototypes is very important for the recognition result. The regions in the prototypes are the result of the execution of
the binary partition tree algorithm, which is applied in the same way as during
recognition. To extract regions, the tree is filtered on salience level. The optimal salience threshold to get the correct regions varies between images. During
recognition it is possible to filter on multiple salience values. This is not possible
when extracting prototypes, otherwise too many incorrect prototypes would be
generated. It may therefore be interesting to research into techniques that estimate an optimal salience threshold depending on the kind of image presented.
Alternatively the fixed merging order of the salience tree can be changed to a
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non-fixed order.
Another way to improve automatic prototype extraction is by improving the
prototypes themselves after they have been extracted by applying a learning
technique. We experimented with improving the prototypes using LVQ [13].
Initially prototypes are extracted as before, then they are tested using test
images which have a ground truth available. At a successful match the prototypes are moved closer to the detected region, otherwise the prototype would
be moved away from the incorrect matched region. The process is repeated
for a large number of iterations. The improvement we gained by applying this
method however was not convincing and therefore the method is not included
into the final system. We also experimented with relevance learning. This is an
LVQ method which determines which components of the moments are the most
important for the classification. Important components will be weighted more
than the others.
Another difficulty with automatic prototype extraction is the question of
what regions should be included in the prototype. Some road signs have a tiny
border surrounding the sign. This border is not always visible and prototypes
are created with this border included and others without the border. Ideally the
border is excluded from the prototypes, as the borderles prototypes also matches
with signs with such a border, but not the other way around. For small regions
present in example images it also the questions whether to include these into a
prototype. Small regions can be caused by noise, but on the other hand they
can also be useful features to include. A prototype with many regions is less
generic than a prototype with only a few regions. For example a prototype
consisting of a single red border can match multiple different road signs. It
is desirable that all prototypes are equally generic. This issue is also closely
related with the chosen distance measure. We used as inclusion criterion that
a prototype should at least contain two regions. For future work it can be
beneficial to further investigate into criteria about which regions to include in
a prototype. It might also be a good idea to test the performance of each
prototype. Prototypes which do not contribute to the performance but which
do cause many false positive can be removed from the set of prototypes.
When comparing prototypes consisting of many regions with many regions
extracted from a picture it is not clear how to take distances. It is not straightforward how the distances of the individual regions should be combined into a
single measure. We experimented with different ways of combining the results of
the individual regions. Every region of a prototype gives another distance measure. These different distances can be combined in many different ways, like by
taking the maximum, the minimum and the second maximum. We found that
the chosen distance measure has a great effect on the obtained result. Further
research into distance measures might therefore be interesting.
In conclusion, we created a road sign recognition system which recognizes
road signs fairly well. The prototypes of the road signs can either be defined
manually, but they can also be automatically extracted from example images.
By using the binary partition tree, to segment images we brought vector attributes to the domain of color images.
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