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Abstract

This thesis looks into Learning Vector Quantization where multiple distance measures are
combined. Herein, besides prototypes, combinations between these distance measures are
learned. This gave an intuitive solution to learn combinations between histograms of the
different color components of an image. I tested the algorithm on images from dermatology
provided by the University Medical Center Groningen, Netherlands. Secondly I tested the
algorithm on images of leafs possibly infected with the Cassava Mosaic Disease provided
by the Namulonge National Crops Resources Research Institute, Uganda.

I found that it is not preferable to use the space spanned by the combination matrix for
sample-sample distances. The space is namely spanned for prototype-sample distances.
And unlike other LVQ algorithms, which use one single distance measure, arbitrarily
distance measures can give high performance for prototype distances but low performances
on distances between two samples of the same class. Secondly I concluded that, when the
prototypes are used, the algorithm is a useful new Learning Vector Quantization variant
that can give outstanding performances.
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Introduction

Chapter 1

Introduction

The availability and quality of digital imaging has improved vastly the last two decades.
Since then Content Based Image Retrieval (CBIR) is a rapidly advancing research area,
where researchers use the properties in images to search for the most similar images in
large databases. This has not gone by unnoticed by the dermatologists. Their diagnostic
work can be accelerated or even improved when provided with the most similar images
to a query image. Surveys [SM92] and [SMSAO3|] have shown that diagnostic sensitivity
for the average unaided dermatologist lies anywhere between 66% and 81%, so there is
certainly room for improvement here.

In this thesis I use Learning Vector Quantization(LVQ) to learn similarity between features
extracted from the images. The dermatology dataset I use for this thesis has been used
for other work already [Lan09, BP.J10, BBJPT1I]. In this thesis I will look at this dataset
using the work of Mwebaze, et al.[MSST11] who trained histogram data extracted from
the images for the cassava mosaic leaf disease. In my case I will also look into how to
combine the distances [ZSG¥10] from the histograms of the color components. The results
are compared with work of Land [Lan09], who used 18 color features (like median and
maximal color) to train LVQ systems, and Bunte, et al.[BBJP11], who used 6 color features
(color averages) to train LVQ systems. Furthermore I look how correlations between the
histograms can improve results for the cassava mosaic disease dataset [MSST11].

1.1 Related work

1.1.1 Content Based Image Retrieval

In this section an overview of related work with respect to Content Based Image Retrieval
in Dermatology is given. This overview is not meant to be complete; since this thesis is
focused on color information, only relevant work in this area is mentioned. A more general
overview that looks into all aspects in Content Based Image Retrieval for Dermatology

can be found in [SM92] [Ken95, MMBG04, DLWO05] or [BZAOS]

An overview of early work is given by Stoecker et al. [SM92]. He looked at the work
done at several laboratories in the United States and Europe. Most researchers worked on
detection of lesion borders, feature detection, lesion changes, classification of benign and
malignant lesions. He recognizes a problem in automatic feature detection since automated
systems try to mimic dermatologists who themselves do not exceed 75% accuracy in clinical
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diagnosis. Furthermore he describes potential benefits and concludes that in 1992 no one
knows whether diagnosis can be acquired for images automatically.

Nachbar et al. [NSMT94] tested the ABCD rule of dermatoscopy, based on multivari-
ate analysis of four criteria with a semi-quantitative score system. The ABCD rules of
dermatoscopy is a point system used to determine if a lesion is benign or malignant.
The ABCD rule varies between different sources, but the most common meanings are

SBEBF0d):

A Asymmetry. Melanoma are often asymmetric with respect to 0, 1 or 2 perpendicular
axis when looking at the shape and color features in the regions divided by the axis.
The number of axis is added to the score.

B Border. A malignant melanoma is more likely to have a sharp, abrupt cut-off of pigment
pattern. For calculating the border score the lesion is divided into eight parts. For each
of the regions the border score is either one if the cut-off at the border of the lesion is
abrupt, or zero if the cut-off is more gradual.

C Color. Six colors are used to determine the color score: white, red, dark-brown, light-
brown, blue-gray and black. When a lesion has more distinct colors, that lesion is more
likely to be a malignant melanoma. Therefore, each distinct color is added to the score.

D Differential structure. For evaluation of differential structures five main features are
considered: structureless areas, pigment network, branched streaks, dots and globules.
The higher polymorphism of the structural components, the higher the likelihood of the
lesion being a malignant melanoma. Therefore, the number of structural components
is added to the score.

The scores of these 4 sources are weighted to give a total score between 1.0 and 8.9.
Setting a threshold value to 5.45 gave a sensitivity for malignant melanoma of 92.8% and
a specificity of 91.2%. One problem with the ABCD rule is that in their rules a feature is
either present or not present. For example it can be hard to determine by eye wether the
border is irregular or not. This lack of quantifiability makes it hard to diagnose a lesion
with a certainty.

Further work on the ABCD rules is still done for example by Stanley et al. [SMSAQ3],
who focussed on the color rule. He computed the relative color change by subtracting the
average skin color from the lesion skin color.

In an overview by Miiller et al. [MMBGO04] it is stated that color has been the most effective
feature to distinguish benign and malignant lesions. They also noted the RGB colorspace
is rarely used since it does not correspond well to the human color perception. Other color
spaces like CIE-Lab and CIE-Luv correspond much better to the human perception.

In more current research, researchers do not use the ABCD rules but focus on pattern
analysis. For example Serrano and Acha [SAQ9] look at different colored patterns that
indicates that a skin lesion is present, i.e. globular pattern, reticular pattern, cobblestone
pattern, homogeneous pattern, and parallel pattern. For finding the patterns they use a
Markov random field model, giving a best classification rate of 86% on average.

1.1.2 Learning Vector Quantization

Learning Vector Quantization(LVQ) started with the work of Kohonen [Koh95]. He de-
vised an algorithm for learning prototypes of classes using a distance measure in the feature
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space of the training data. The LVQ algorithm is widely used in several fields like im-
age analysis, telecommunication, robotics, etc. [Neu02|]. This is because LVQ has several
advantages over other learning algorithms:

e the algorithm is quite easy to implement;
e it can deal with multi-class problems;

e the resulting prototypes of the classes are in the feature space. Therefore the features
can easily be checked by experts in the field of the trained dataset.

Despite these advantages LVQ has some drawbacks such as relying on heuristics and
missing a full mathematical investigation. This leads to unexpected behavior and training
instabilities [BGHO06, BGHOT].

One important variant of the basic LVQ algorithm that solves the two drawbacks is Gener-
alized LVQ (GLVQ) [HSV05b]. GLVQ uses gradient decent to minimize the error function
defined by Sato and Yamada[SY95]. This gives a more clear insight in the algorithm and
the convergence properties can be better investigated. In addition GLVQ also allows for
any distance metric while LVQ strongly relies on Euclidian distance.

One interesting addition was done by [BHS06] who besides the prototypes also trains a
distance measure. This distance measure is a full matrix, which can account for arbitrary
correlations of the dimensions of the data. This method is called Generalized Matrix LVQ
(GMLVQ). One nice feature of this method is that the matrix does not have to be a
square matrix; one can us a separate internal data dimension, which basically reduces the
dimensionality of the data. When this dimension reduction is added the method is called
Limited Rank Matrix LVQ (LiRaM LVQ).

Mwebaze [MSST11] introduced and studied Divergence based LVQ (DLVQ) in which he
suggested an alternative distance measure for GLVQ on feature vectors with non-negative
components, e.g. spectral data or histograms. For more generalizability, a family of
divergence functions, called ~-divergences, is used. Mwebaze showed better results for
histogram data, using DLVQ over a standard GLVQ with Euclidean distance.

Ziihlke et al. [ZSGT10] worked on learning weights for several distance measures in LVQ.
They were surprised at the high positive influence the method had on the correct classifi-
cation rate.

1.2 Dataset descriptions

1.2.1 Dermatology

The first dataset consists of 440 images. These images are part of a database maintained
at the Department of Dermatology of the University of Groningen. At the time of this
thesis, this entire database consists of more than 50,000 images growing at a rate of more
then 5,000 images per year. Images are taken under standard light conditions and do not
require further calibration. The images are manually annotated by a dermatologist.

The number of instances per class are shown in Figure [[Tal Some classes are too small
to use for training, and therefore omitted(the classes 3, 5, 6 and 8, with respectively 11,
2, 1 and 7 images). The remaining dataset consists of a total of 419 images.
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Figure 1.1: Number of instances per class

Thus far several researches at the University of Groningen have worked with versions of
this dataset;

e Bosman et al. [BPJ10] used the average color components of the lesion and healthy
skin and the difference between the averages as a feature. They did no training on
the data, but used the Euclidian distance to compare the samples. They achieved
the best results with the CIE-Lab color representation (75 + 3.8% for k = 11). The
dataset they used was an older version in which 211 images were used whereof the
healthy and lesions regions were manually selected.

e Bunte et al. [BBJP11] continued on the work of Bosman et al. and took the mean
color in various color spaces. They trained using the LiRaM LVQ algorithm. This
resulted in a 6x3 matrix which gave the best recognition rate for each color space.
The overall best results were acquired with the RGB and CIE-Lab colorspaces giving
84% performance with k = 1 and 79% for k = 25.

e Land [Lan09] created a segmentation algorithm to distinguish the healthy from the
lesion skin. He determined several values from the healthy and lesion patches, like
the mean, the minimum and the median values for each color component. Secondly
he used the difference between the lesion and the healthy values to create a third
dataset which he called the 'normalized lesion color’. From a total of 63 features he
selected 18 features to train a GMLVQ resulting in a performance of 89.0 +0.7% for
the 2 nearest images. The dataset he used was an updated version of the Bosman
and Bunte dataset where 6 images were removed because of privacy concerns.

1.2.2 Cassava Mosaic Disease

The second dataset used consists of 193 images of leafs provided by the Namulonge Na-
tional Crops Resources Research Institute, Uganda. Of these images 101 contain plants
infected with the cassava mosaic disease. Example images and further information on the

dataset can be found in [AMQ10].

Mwebaze et al. [MSS™11| extracted histograms from the images and used these to test
their DLVQ algorithm. They used both accuracy and ROC curves to compare results of
different values of v for the class of v-divergences. They achieved an accuracy of 82 + 1%
for v = 0.9 corresponding with an area under curve for the ROC of 0.88.
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Chapter 2

Theory

In this chapter I work out the mathematical background for combining several distance
measures in Learning Vector Quantization. First the mathematical formulation for LVQ
is formulated and the update steps for some more advanced LV(Q algorithms are derived.
In Section Z41T come to the main part of this thesis explaining the idea behind a new LVQ
algorithm and deriving the update formulas needed for training.

2.1 Learning Vector Quantization (LVQ)

Learning Vector Quantization [Koh95] is a classification scheme that, after training a set
of samples, can give the class of a not trained sample. The training samples consists
of combinations of a feature to train (&) and the corresponding class (y;): (&, i) €
RN x {1,..,C} with N denoting the data dimensionality and C'is the number of different
classes. For training this data LVQ uses features that not necessarily are part of the
training data. These features are called prototypes (w; € R™V). At initialization of the
LVQ algorithm the prototypes are given a class label ¢; € {1,..,C}. In the training phase
these prototypes are updated to best describe the class they represent. When the LVQ
algorithm is used to classify an unknown sample, the winner-takes-all scheme is used; the
class of the closest prototype is returned as the prototype of the given sample.

To calculate the distance between a feature and a prototype, a distance measure is needed:
d(£, ;). A simple measure that can be used is the squared Euclidean distance: d(Z, ) =
Zf\; o(@i — y;)?, with N denoting the dimensionality of the two features. However, also
other distance measures are possible. The distance measures used in this thesis are shown

in Appendix [Al

In the learning phase I can calculate the distance to all the prototypes. At this point also
an update scheme is needed to improve the prototypes to describe the training data. A
very flexible learning approach was introduced by Sato and Yamada [SY95)]. It calculates
for each feature in the train set a margin for being correctly classified. The margins of all
features in the train set are summed in a cost function

d(é, wC) - d(é, 117[)
d(&,c) + d(&, )

which is used to do steepest descent. Here d(£ ,Wc) is the distance to the nearest correct
prototype w¢e with the same class label as {, Then d(§ ,wWr) is the distance to the nearest

Z ®(u;) where p; = (2.1)
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prototype w; with another class label than é; has. Finally ®(z) is a monotonic function,
and for simplicity reasons, chosen to be ®(z) = z throughout this thesis. Note that,
the denominator scales the result of p; in the range [—1, 1] and since the winner-takes-all
scheme is implemented, the numerator is smaller than 0 if and only if the classification of
the feature is correct.

For updating the prototypes I need the cost function to be differentiable with respect to
the prototype @ and therefore, I need the distance measure d(&, ;) to be differentiable
with respect to the prototype w. Given that I use ®(z) = x (and thus ®'(z) = 1) the
updates for the closest correct and closest incorrect prototype become

Adic = —eppt(€) - Ve d(€, dc) (22)

—

A = +eyp (§) - Vi d(E, ),

_2d (€ wr)
d(&,@c )+d(£ wr))?
2d(é, wc)
(d(€, W) +d(€,7))2

is the derivative of the cost

where €, > 0 is the learning rate, (f)

function 2] with respect to @¢ and = (£) = is the derivative of the cost

function with respect to wj.

2.2 (Localized) Generalized Relevance and Matrix LVQ

[HSVO5h] have shown that the squared weighted Euclidean distance d* (€, @) = > Ai(wi—
&)? with normalized >, A; = 1 is a powerful improvement in which the dimensions are
weighted. These weights in A can be trained as well, using

AX = e (T ()Vady — p (§)Vady)
which is the derivative of the cost function, for this new distance measure, with respect
to A. I refer to this method as Generalized Relevance LVQ (GRLVQ). In [HSVO05a] it is
also noted that the weights A do not necessarily have to be global, i.e. each prototype ;

can have its own weights A; for the dimensions. This version is called Localized General
Relevance LVQ (LGRLVQ).

GRLVQ looks at the dimensions separately, while correlations between dimensions can
exist. Therefore [BHS06] have updated this method to use a full matrix, which can account
for arbitrary correlations of the dimensions. This method is called Generalized Matrix LVQ
(GMLVQ). The distance measure in this method is

A/E = ad pad
where A is the combination matrix. Since A is symmetric, I can write A = Q7. Notice
that when I write A as Q7Q I do not need  to be a square matrix, but I can use an
internal dimensionality M < N : Q € RM*N_ When this dimensionality reduction is used

the method is called Limited Rank Matrix LVQ (LiRaM LVQ). For the update of the
matrix elements €2, I get

ode  _ od}
Ale = € (,LL anm —H anm )7
where
= 2[Q(& — D)i[§ — Wi + 2[Q(§ — W)]1m[§ — @)s-

O,
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For this method a localized version can be made as well. Each prototype gets its own
matrix 7 and in the update phase only the matrices of closest correct Q¢ and clos-
est incorrect Q! are updated. This method is called Localized Generalized Matrix LVQ
(LGMLVQ).

2.3 Divergence based LVQ (DLVQ)

For Divergence based Learning Vector Quantization I assume that the data
consists of feature vectors of non-negative components x; > 0 and > x; > 0. This holds
for example for histogram data. Under these assumptions different classes of divergences
can be used. Mathematical properties of the divergences are detailed in [VHST10)].

One class of divergences are the v divergences

1
5

; i g
dy (&) = ylos <Z£Z§1> (Zw}f) —log <Zgi,kw},k> (24)
k k k

for which v = 1 results in the Cauchy-Schwarz divergence and the limit v — 0 results in
the Kullback-Leibler divergence. When using this class of v divergences one must keep in
mind that the divergence is non symmetric: d, (&, w) # dy(w,§). Therefore, at each point
in the algorithm where the function is used, the feature and prototype have to be put in
the same order. Also the divergence might not be defined in the case that one value of
the prototype is negative w; < 0 nor if the sum of the values in the prototypes is zero
>, w; = 0. Therefore I choose to keep the same constraint on the prototypes as holds for
the features: w; > 0 and »_;w; > 0.

For updating I also need to differentiate d., with respect to @, which is

g Y v—1
Owy, > w]jrl > flwzl

which can be filled in into Equations and 23] to get the update rules for the prototypes
we and wy.

2.4 Combined Distances LVQ (CDLVQ)

note: 1, j, k iterate the samples and prototypes, p, q,r, s iterate over distance measures
and combination matrix elements.

Different distance measures can be used to inspect different aspects of the data. As Ziihlke
et al. [ZSGT10] showed, recognition rate can be improved by computing partial distances
for different parts of heterogeneous data sets. In [ZSG¥10] these are combined in terms
of a weighted sum and the coeflicients are determined in the training process.

We consider here an extension which is also due to Ziihlke et al. [Zuell] : the combi-
nation of distances in terms of a matrix of coefficients, similar to GMLVQ (Section [Z2).
Furthermore, we suggest to apply and combine several distance measures simultaneously
to the same components of data.
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Let P denote the number of distance measures used. The algorithm has to train the classes
in the dataset. Since each distance measure spans the samples in a different space, each
distance measure needs their own prototypes to describe the classes in that space. Thus
each prototype used to describe a class is split up into P sub prototypes w; = Ugw,, ;. For
computing the overall distance I need to put the distance for each distance measure in a
vector

dl(é,1171,j)

dP(gi,wP,j)

giving with the combination matrix €2 a overall distance measure of

D& i) = QJ‘_).".Q 26
(fz,w]) (gl’wj) (2.6)
= d(&, ;)" Q" Qd(&, @)
= Z dq (5@, wj)Qg]—;erdr (52, u_;]) (27)
q,r,s

Off course it is not necessary that a distance measure is trained on all elements of the
features &;. The values of the untrained elements can be set to zero and therefore will not
contribute to the resulting update formulas.

Training the combination matrix is done by training the distance metric which uses
the results of the distance measures d(&;,w;) as input. The cost function for this new
distance measure is

QF =N S
D (&, dic) = D (&, @) (2.8)

Z D (p;) with p; =

1

Where D% (51, wWe) is the distance to the nearest prototype wc with the same class label
as §Z, (§Z, wr) is the distance to the nearest prototype w; with another class label then
& has.

To obtain the update formulas for the algorithm I need to compute the derivatives of D
with respect to 2 and @. Derivatives with respect to a single matrix element €Q,.; gives

oD% B 3(zp,q,t dpSlptSdigdy)
Qs 05
o9 o0
> dp oo ”t =y, +y d oty tq “d,
P,q;t p,q,t

- Zd s a0 Beada + Zd Qypr gg”d

= Zd Qsqdy +Zd Qprd
- wfod] [
= d, [Qﬂ +d, [Qﬂ . (2.9)

Using Formula [2.9] T get the update formula for Omega

= dD¢ _0Dg
— Yy (T —
AQT‘S = €Q ¢ (/’[/( )) (/’[/ 897»5 ,LL 897‘5 )

(2.10)
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with

oD; 2 o Jug e = g
aQrs = [Qd( >wi)]sdr(£,wi) + [Qd( >wi)]rds(£awi)

Since W consists of P non-related sub prototypes, and each sub prototype is updated
separately, I have to differentiate D with each wy. These derivates of D% with respect
to wj, yield

Vi, D? = > ([Vudg] QsQardy) + > (dg Q20200 [V, dr])

q,r,s q,s8,r

8dq7t QqSQSTdT‘ + Z d QqSQST Z adr,t

g 8’U}p7t

det od t
: 0 SQST’dT’ + dgS2 SQS p,

= [prdp] sterdr) + Z (dqustp [prdp])

(>
(

q,S
= Z (erpstr [vadp]) + Z (dquSQSP [vadp])
T, g8
= Z (dqurqu [prdp]) + Z (dquer [prdp])
q,r q,r
= D (0,2, [V, dp]) + ) (A2 [V, dp])
q.r q.r
= Z (dq(quQrp)T [prdp]) + Z (dqurQrp [vadp})
q,r q,r
= Z (dquer [prdp]) + Z (dquer [prdp])
q.r q.r
= 2 Z (dqurQrp [vadp])
q,r
— 9 [JQTQL Vs, d, (2.11)

where D? = D?(&, ;) and d,, = d,(&, ;).
Two methods of updating the prototypes can be used;

e updating the sub prototypes of the closest correct and incorrect prototype,

e or I could focus on the sub prototypes instead; for each distance measure look for
the closest correct and incorrect sub prototype and update those.

It is likely that the second method converges more quickly to a solution, but this method
can give undesired results. For example, if a class consists of two groups both part of the
same class (For example yellow and red apples are in class 1 and orange apples are in class
2), then you want two prototypes each to describe one of the two groups. Say prototype
P1 should describe group G'1 and prototype P2 should describe group G2. Because the
prototypes P1 and P2 consist of sub prototypes (P1, and P2,) each sub prototype should
describe the same group as the prototype that it is part of.
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When the second method is used wrong initialization can give a problem: one sub proto-
type of P1, can start off describing the second group better (i.e. P1, is closer G2 than
P2, is). During updating the ¢ sub prototype, P1, will keep closest to G2 since only
the closest sub prototypes are updated. When the first method is used instead, the sub
prototype of P1 that starts of closest G2 will quickly be moved to G1 since it’s distance,
and thus derivative, to the correct group is large.

Therefore, since I want the algorithm to be general, I choose to update all sub prototypes
of the closest correct and closest incorrect prototype. Thus the update schemes for the
sub prototypes I use are

—

Mo = —ewd (n(G o)) - u* (& o) - [97Q- (G )| - T, cdy(E iy R 12)
Ay = +ewd (1(&,wr)) - (&, 07) - {QTQ.J@,@)L-pryldp(é,ww) (2.13)

Off course, just like with GMLVQ), the matrix can be prototype specific, resulting in train-
ing matrices for each prototype. This method will be called Localized CDLVQ (LCDLVQ),
for which only the Q¢ and €27 are updated. Furthermore when each class has one prototype
the second method can be used which is likely to converge faster.

2.4.1 CDLVQ to GMLVQ

GMLVQ is the simple case for CDLVQ where all N dimensions of the data have their
own distance measure. Therefore P = N, d,(&;, W) ;) = & — wjp and Vi, dp(&;, 0 5) =
—1. Applying these values in Formulas 2.10] - indeed gives the update formulas for
GMLVQ.

2.4.2 CDLVQ with multiple y-divergences

For example with image data, three color histograms can be taken from the three color
components of the image. The histograms can have different distance measures or the
histograms can be correlated. So it can be useful to train the combinations between the
distance measures for the color components as well. As shown in Section divergences
can be used to train histogram data. However, since I have three color histograms I can
combine these with CDLVQ.

The values for CDLVQ with three y-divergences become

N = 3x%256 =768

P = 3
1 1
= 1 41) +1 !
N v v )
k k k
2o v 7—1
Odp(&, Wpj) _ Wpik Sk Wy, k
, - +1 Y
Owp,j DY wg,j,z D&y
—y = —y—1
5 w! . 5 . .
vw d (é— m ) — 2 _ p,J
p,j P\SL VP,]g v+1 Y )
2 Wy 5 PESLARY
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so the update rules are

3 3 Bo @0
Mipc = —cudl (W) - (€ ) - (012 d(E, )] - <z T Zlﬁz&c)
l p,C,l L,

—y - oy—1
Wy, 1 §-wp71 )

1 0]
Spwity by

Adyy = et (u(&, ) - o (€ ) - [ Q70 d(E )] (

= 0D¢
— wy (T —
AQTS - €Q ¢ (Iu'( )) (/’L aQrs lu’ aQrs )'
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Chapter 3

Implementation

In this chapter I will describe some implementation specifics for LVQ. First an algorithm
is explained that is used to estimate the performance. In the second section I explain why
it might be useful to have more prototypes per class. In the last section I look into the
training step size for each run through the training samples.

3.1 Cross validation

To estimate performance of a training algorithm, you want to look at the performance of
untrained samples. Since the all the available samples are in the dataset, we divide the
dataset in a train and test set. The training set is used to train the LVQ and the test set
is used to determine the performance on unseen samples. Different sizes of training and
test set can be used. One example is leave one out cross-validation, where in each run
exactly one sample is the test sample, the rest are training samples. This is repeated for
all samples, so that each sample in the dataset once used as the test sample. The result
is averaged over all runs.

In our case the number of samples in the datasets are 419 and 193 (see Section [L21] and
[L2.2). Such large datasets take lots of time when the leave one out cross-validation is
computed. Therefore we use another cross-validation: n-fold cross-validation. In this case
the dataset is partitioned into n sets. Each set is once the test set with the remaining
sets as the training set. Furthermore the number of samples for each class the same for
each set, this ensures that results between the sets are comparable. Again the result is
averaged over all runs.

Since not all classes have the same size (for example see Figure [L1D) the set has a prior;
the probability for the class of the closest sample is proportional to the number of samples
of the class. Therefore, for a random sample, the nearest trained sample is most likely
of the largest class. This is an unwanted effect. To remove this prior we make each class
contain the same number of samples as the smallest class.

For the Dermatology dataset the smallest class has 33 samples. Therefore with 3 folds in
each train set there are 22 samples of each class and in each test set there are 11 samples
of each class.

13
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3.2 Prototypes per class
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Figure 3.1: XOR-like dataset

For a classification task it is not necessary that samples in a class are similar. Take for
example a XOR-like classification problem (Figure B1]); class F' has {[0 —.05),[0 — 0.5)}
and {[0.5 — 1],]0.5,1]} as groups of samples and class T has {[0 — 0.5),[0.5 — 1]} and
{[0.5 = 1),[0 — 0.5)} as groups of samples. For both classes the two groups are totally
different and both classes would be best described by a prototype at {0.5,0.5}.

As shown, each class consists of two groups of samples. That calls for using a prototype for
each group in each class. In this case this will give two prototypes for class F at {0.25,0.25}
and {0.75,0.75} and two prototypes for class T" at {0.25,0.75} and {0.75,0.25}. Since all
prototypes of the same class have the same class label, samples that have one of these
prototypes as the closest prototype will be classified to the same class.

To ensure that the prototypes converge quickly towards positions to describe the class
they represent, we initialize the prototypes as the average of the training samples for that
class. For classes with multiple groups that are described with multiple prototypes, it is
not wise to initialize the prototypes at the same position. Therefore we take the average
position of randomly chosen partition of one third of the samples of the class. This likely
results in different initial prototype positions.

For classes in a new dataset it is not likely that you know at forehand whether classes
contain different groups. When the distance measure is known it might be useful to look
for the number of clusters in the data, then add for each cluster one prototype to the class
if that class has samples is in that cluster. However, when distance measures are trained
together with prototype positions, it is not possible to look for clusters in the data, since
the distance measure needed for finding the clusters is not trained yet. Therefore you have
to do several runs of the classifier with varying numbers of prototypes per class to look
for the best results.

3.3 Number of epochs

The LVQ algorithm updates the prototypes towards the samples in of the class with,
depending of the type of LVQ algorithm, updates formulas like and Updates
are done by processing each training sample and updating the prototypes, to improve
classification for that sample. Since the number of training samples can be large, the
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classification of the first processed sample might be incorrect due to updates done for
the following samples. To make sure that the probability of classifying the first processed
sample is high several runs through the training samples is done with decreasing step sizes.
The number of runs through the training samples is called the number of epochs.

There are several methods for the step sizes available. Two methods are used in this thesis.
The first is a fixed decreasing step size and the second a adaptive step size which tries to
recognize at what point the step size should be reduced to improve performance.

3.3.1 Fixed decreasing training step sizes

x 1074 Progress of Stepsizes Progress of Cost value
6 : : : : 0.02 ‘ :
5 0
-0.02¢
4 . 0.0
] 3
N s —0.04¢
g 3 7
- 0 _ L
& , S 0.06
-0.08¢
1 1 -0.1}
0 ‘ . : : -0.12 : : : ‘
0 20 40 60 80 100 20 40 60 80 100

Epoch Epoch

Figure 3.2: Progress of step size and cost value for a CDLVQ training example for fixed decreasing
stepsizes. The blue line denotes the stepsize for the prototypes and the red line denotes the stepsizes
for the combination matrix.

For problems where a global maximum has to be found algorithms can get stuck in local
maxima. Just like with simulated annealing decreasing step sizes can be used to move
out of local maxima and slowly converge to a more global maximum. In Figure an
example of a decreasing cost function is shown. As stated in the Theory (Section 1), a
cost function value close to —1 corresponds with a high likelihood for training samples to
be correctly classified. As required the cost function value indeed decreases in the epochs
for this choice of step sizes.

3.3.2 Adaptive training step size

Recently Papari, Bunte and Biehl [PBBII] noticed that if the step size is too large you
keep jumping over the maximum, see for example Figure3.3bl For this problem he devised
an algorithm to recognize whether you jump over a maximum:

1. Keep the state and performance of the last three epochs.

2. Calculate the mean of the last three states and calculate it’s performance. (See

Figure 3.3d)

3. If the performance of the mean state is better then the performance of the last three
epochs, set the mean state as the current state, and decrease the step size since it is
likely that the step size was too large.
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Without addaptive stepsize With addaptive stepsize

Initial epochs

Performance
Performance

Performance

LA
31 2 531 6 4 2 7 31 mean 2
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(a) Performance for the first (b) Performance for the next (¢) The mean over the last
three epochs epochs. Due to the fixed (too three epochs gives a better
large) step size the algorithm performance then the three
keeps stepping over the maxi- epochs individually

mum

Figure 3.3: Typical case for a training algorithm with a too large step size that keeps stepping
over the maximum. The labels denotes the i*" epoch.

In FigureBd an example result in which the adaptive step size method was used is shown.
In the first epochs the cost function value function fluctuates, which could indicate that the
prototypes is continually stepping over the minimum. This is recognized by the algorithm
and thus the step sizes are decreased automatically in epoch 19. From this point on the
cost function value gradually decreases.

Progress of Stepsizes Progress of Cost value
0.05 0.06
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Q
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‘B ©
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Figure 3.4: Progress of step size and cost value for a CDLV(Q training example for addaptive
stepsizes. The blue line denotes the stepsize for the prototypes and the red line denotes the
stepsizes for the combination matrix.
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Chapter 4

Results

The new algorithm, described in Section 4] results into a combination matrix for the
distance measures and a set of prototypes for each class. Both aspects of CDLVQ are
looked into in this Chapter. In Section M1l T will only look at the performance of the
overall distance measure, spanned by the trained combination matrix. This is done using
the dermatology dataset. Performance is measured by looking at the nearest neighbor
samples in the spanned space. Results are compared with previous work in Section
In Section 2] T look at the performance of the prototypes with the combination matrix
using the Cassava Mosaic Dataset. The performance is compared with earlier work in

Section 4231

4.1 Results of trained combination matrix

4.1.1 Dermatology
Features

For extracting the features we used non preprocessed images. In each image a region
of lesion and a region of healthy skin has been selected manually by a dermatologist.
Histograms of color values for red, blue and green(RGB) are extracted from the two
regions in the image as shown in Figure 1Dl Since the size of the regions can differ
between images, the histograms are normalized such that the sum of all bin values within
each histogram is 1. This results in 6 histograms for each image, three for the lesion region
and three for the healthy region. Because the healthy skin region by definition does not
have lesion data, training the color histograms of the healthy region does not seem to
contribute to the classification. Therefore, I omit the healthy histograms as part of the
feature.

However, other characteristics can be used for classification, like the shape of the lesion
or using other color components than RGB. This will be addressed in future work; here 1
focus solely on the performance that can be achieved using only RGB histogram data.

Content Based Image Retrieval

For a dermatologist it is useful to retrieve the most similar images for making a diagnosis.
Therefore we want to create a system that returns the 25 most similar images available
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Figure 4.1: Feature extraction

in the database. To evaluate the performance of this system it is obvious to have a
performance measure that looks at the 25 most similar images. I call this performance
measure the kNN-performance.

The system only returns images that are in the database; the prototypes are not used at
all. Therefore only the trained distance measure is used to compute the similarity between
the test image and all the images in the database. But the distance measure is trained on
the distance between images and prototypes and not between two images. Therefore the
space in which the prototypes are placed can differ from the space in which the images
are placed. This results in a useless distance measure when used as a distance measure
between two images. This is not the case when the distance measure is symmetric, since
the spaces of both the images and prototypes must be equal. Luckily a non-symmetric
distance measure can easily be converted to a symmetric distance measure by taking the
sum of the two argument cases:

ds(€,10) = dn(€,0) + dn (@, €), (4.1)

where dg is the symmetrized version of the non-symmetric distance measure dy. This is
done for the y-divergences. The resulting symmetrized ~y-divergence is shown in Appendix

Al

Usually the 25 most similar images are returned; however, the number of images returned
can be any number. Therefore we look at the kNN-performance for all k£ (1 < k < 25)
nearest images. The kNN-performance for a single test image is the fraction of the k most
similar images that have the same class as the test image.

As shown in Figure [£.2a]it is clear that training does not have a positive effect on the kNN-
performance. Even adding more distance measures like more y-divergences, Bhattacharyya
and Chi Square (as shown in Figure [£2B]) does not improve this performance. The reason
for this can be seen in the CDLVQ prototype-performance. The similarity of images in the
dataset of different classes is too high. Thus with the used distance measures the dataset
is not well separable into classes. This results in a low prototype-performance and a low
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kNN-performance.

Furthermore, the CDLVQ is designed to improve the prototype-performance, not the kNN-
performance. Improving the prototype-performance can even harm the kNN-performance.
This is the case, for example, for a distance measure for which d(x;,p;) and d(z;, x;) is
0 and the distance between d(x;,p;) and d(x;, x;) is infinite (z; are images of class i and
p; are prototypes of class j). While learning the combination matrix, heavy weights are
given to this distance measure since it is a perfect classifier for the prototypes. On the
other hand, when this distance measure is used for kNN-performance, it gives the worst
possible results.

4.1.2 Comparing results with Bunte and Land

Even though the performance decreases during training the initial results are better then
then the results by Bunte and Land, shown in Figure [£3l This is likely because more
information on the features is used. They only used respectively 6 and 18 values for each
image, whereas I used 756 values for each image.

It must be noted that the performance is low compared with the previous version of
the dataset. But, for comparing training algorithms, we look at performance differences.
Therefore we can still conclude which algorithm is best.

4.2 Results of trained prototypes

The CDLVQ algorithm results into a combination matrix and prototypes. These proto-
types form the basis of LVQ algorithms.

4.2.1 Receiver operating characteristic

To obtain more insight, I used the same bias 6 in the classification rule as Mwebaze et al.
MSS™11] used: a sample is assigned to the class 1 if the distance to the closest prototype
of class 1 plus @ is less then the distance to the closest prototype of class 2. By varying
0 from zero to the maximal distance between prototype and any sample, we obtain the
Receiver Operating Characteristics (ROC) of the classifier. The resulting ROC curve is a
monotonically increasing curve that shows stability of the classifier. The closer the cure
comes to the point [0,1] (FPR=0, TPR=1) the more stable the classifier is. To get a sense
of how close the curve is to [0,1], an extra measure is added; Area Under Curve (AUC).
Here AUC=1.0 denotes a perfect classifier since any chosen bias gives a false positive rate
of 0 and a true positive rate of 1.

4.2.2 Cassava Mosaic Disease
Features
Standard processing techniques were employed to remove background and clutter in order

to obtain a set of characteristic features from the leaf images. I have limited the analysis
to discoloration caused by the disease. This set of characteristics consists of 3 normalized
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histograms of 50 bins each, representation the distribution of HSV (Hue, Saturation and
Value) values in the corresponding image.

In Figure [4.4] results for the Cassava Mosaic Disease are shown. A ROC curve is made
for classifying the diseased plants, i.e. the true positive rates correspond to a rate of truly
classified diseased plants and the false positive rate corresponds to the fraction of healthy
plants that are wrongly classified as diseased plants. When looking at the combination
matrix, it is clear that the CDVLQ gives higher weights to the first two color channels (Hue
and Saturation) than to the third channel (Value). This is expected because the Cassava
Mosaic Disease makes leaves more bleak, which is visible in both hue and saturation.
Furthermore the accuracy and ROC curve show near perfect performances on the dataset.

4.2.3 Comparing results with Mwebaze

Previous work on the dataset by Mwebaze et al [MSST11] has showed reasonable perfor-
mance focussing on the hue histogram only. Their results are shown in Figure [£5al It
is immediately clear that the CDLVQ outperforms their DLVQ. When looking at more
detail for the v values of the Hue histogram. I found equal weights for v = 0.5,1.0 and
1.5, where Mwebaze et al. found similar performances for these three -y values (see Figure

L350 as well.
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Figure 4.3: Results for the previous algorithms on the new dataset. In the combination matrix the
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Chapter 5

Conclusions and Future work

For this thesis a new LVQ algorithm is created. This algorithm combines several distance
measures by learning a combination matrix. Therefore this method was called Combined
Distances LV(Q. Besides the combination matrix also prototypes for the classes are trained
by the CDLVQ algorithm. In this thesis I looked at applications and performances for
both results.

The first application uses only the combination matrix. This combination matrix spans a
space in which samples are placed. This space was optimized to give low distances between
samples and prototypes. The dataset used to test this spanned space was the dermatology
dataset for which for a test image, the images in the database closest to that test image
must be returned. Therefore a performance measure, called kNN-performance, is used that
returns the fraction of images that have the same class as the test image. Results have
shown that this performance measure does not always improve during training. This is due
to the fact that CDLV(Q focusses on increasing the performance of closest prototypes rather
than kNN-performances. I have given an example distance measure for which training will
lead to optimal prototype-performance while the kNN-performance will be 0. Therefore 1
conclude that using the CDVLQ solely to span the feature space and using that space for
sample-sample distances is not preferable. Rather other training algorithms can be used
that focus on spanning the space.

Changing CDLVQ to improve kNN-performance can be addressed by changing the cost
function. Since this is not in the scope of this project, I leave this as future work.

The second application uses the whole of CDLVQ, namely the combination matrix and
the prototypes. The dataset used to test the CDLVQ performance was the cassava mosaic
disease dataset. This is a two class dataset with either healthy or diseased samples. I
have used both training accuracy and ROC curves to evaluate the performance. For this
dataset the accuracy is very high and the ROC curve is nearly perfect. Furthermore the
combination matrix gives high weights to distance measures for which it is known that
they should improve the performance. Therefore I conclude that the CDVLQ algorithm
is a useful new algorithm that can give outstanding performance.
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Appendix A

Distance Measures

Several distance measures are used throughout the thesis. When using the distance mea-
sures for training also the gradient with respect to the second argument is needed. Since
not all gradients are straight forward, the gradients are given in Table [A]l

\ Name \ d(ii’) = | Vyd(x,y) = |
Squared Euclidian >z —2(zx — i)

. v+1 Y+1 Yy Ty

~-divergence v+1 log (Zk ) (Zk Yk ) >, ywl > :;:clyg
~1og (5, TRYE)” d

, ; A y+ 1_W __ _1_%
symmetrized ’Y+1 log ( ) (Zk Yg ) YT Y]

. Y1 7+1 v zpyl
y—dlvergence v+1 log [(Zk Yr ) J +Zz yk?ﬂ Y al;ly;/

—log [(Zk xkyk) 1] log [

Zk ykwk W

=2 (2 —Yi) (@e+yr) — (T —yK)*

. (r—yr)®
Chi Square Dok . (@htyn)?
Bhatttacharyya! V1= Tk * Yk —

Vlfw/mk*yk*w/mk*yk

Table A.1: Distance measures with their gradient with respect to the second argument

! Actually the Hellinger variant is used since this variant obeys the triangle inequality
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